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Introduction

Systems administrators are a unique bunch. As a group, we are probably the most significant
consumers of reference and training books, and we probably demand the most from them
(at least all of my peers do).

We’re also a curious bunch. Most of my friends are gadget freaks (my wife included). We
love to live on the edge of new technologies and find out what all the buzz is about before our
users do. We like to do this for two very simple reasons: because it’s fun and because we need
to understand the technology before the CEO reads about it in BusinessWeek and demands to
know why we aren’t running it.

The open source and free software movements seem to be a never-ending source of gadgets,
and Linux is the overall platform of choice. In addition, Linux is becoming the buzz in the
business world for several reasons. More and more we’re seeing major corporations look into
Linux in hopes of reducing costs and then sticking with it for more compelling reasons such
as stability or flexibility.

Diehards will argue that Linux has been a buzz since the mid-1990s (it’s been available
since 1991). I personally started using Linux in 1995 when I was looking for a simple firewall
solution for a company for which I was working; I wanted something that could be deployed
with minimal cost. Over time, more and more project leaders at a variety of employers have
found Linux to be the right tool for the job—not because of any coolness factor, but because
the features and capabilities of Linux fit the needs at hand. It’s somewhat validating to see
some large corporations that only slowly move from their comfort zone starting to adopt Linux.

XX
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So, when IBM started porting DB2 to Linux, when Oracle ported its database platform to
Linux, when SGI adopted Linux as its primary desktop operating system, and when even Dell
made Red Hat Linux a preinstallation option on servers... well, that’s what started the real buzz.

Who Should Read This Book

The title of this book says it’s a “Beginner's Guide,” and that’s mostly true. What the title
should really say is that it’s a “Beginner's-to-Linux Guide,” because the book does make a few
assumptions about you, the reader.

First, it assumes you are already familiar with the Windows environment. At the very
least, you should be a strong Windows user and know something about the networked
Windows environment. Although you needn’t be a Windows NT or 2000 expert, some
exposure to NT/2000 will help your understanding of the hairier concepts. The book makes
this assumption in order to avoid wasting time repeating what most folks from a Windows
background already know, and instead focus on the new stuff that Linux brings to the table.

In addition to your Windows background, the book assumes that you’re interested in
having more information about the topics introduced here. After all, the book covers in 30 or
40 pages topics that have entire books devoted to them! So several chapters include references
to other texts. Consider taking advantage of these references, no matter how advanced you
think you’re becoming, because there is always more to learn.

What's in This Book

Red Hat Linux Administration: A Beginner’s Guide is organized into four parts. Part I is
targeted at folks with no experience in Linux who want a hand installing it and getting rolling.
You’ll be introduced to some of the basic differences between Windows and Linux, and then
walked through the basics of installation and software setup.

Part II is geared toward the administration of features common to all Linux systems, not
just servers. Some of these chapters are really tutorials that help you use the system effectively,
while others will delve into some of the more powerful concepts that set Linux (and UNIX in
general) apart from other systems with which you may be familiar.

In Part 11, you’ll study all the services needed to run an Internet site. This includes the
Domain Name System (DNS), the File Transfer Protocol (FTP), the Web, Simple Mail
Transfer Protocol (SMTP) Mail, Post Office Protocol (POP) Mail, and Secure Shell (SSH).

Part IV goes in the opposite direction from Part I1I. Rather than studying services for
everyone on the Internet, it examines services offered only to people on your internal network,
such as the Network File System (NFS), the Network Information Service (NIS), and Samba.
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Module 1

Technical Summary
of Linux Distributions
and Windows

CRITICAL SKILLS

1.1
1.2
1.3
1.4

Describe Linux and Linux Distributions
Define Free Software and the GNU License
Determine Technical Differences Between Windows and Linux

Explore Other Linux Resources
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CRITICAL SKILL

U nless you’ve been stranded on a deserted island somewhere or shunning the media and
ignoring the trade press, you already have a pretty good idea of what Linux is and why you
might be interested in it. To further your understanding of Linux, in this module you’ll take a
look at the technical differences between Linux and Windows 2000 (and its slightly enhanced
successor, Windows .NET Server). This module also explains the GNU (GNU’s Not UNIX)

license, which may help you understand why much of Linux is the way it is.

Describing Linux and Linux Distributions

Usually people understand Linux to be an entire package of developer tools, editors, GUISs,
networking tools, and so forth. More formally, such packages are called distributions. You
may have heard of the Linux distributions named Red Hat, SuSE, Mandrake, and Caldera,
which have received a great deal of press and have been purchased for thousands of installations.
Noncommercial distributions of Linux such as Debian are less well known outside certain
technical circles, and while they have many happy users, they haven’t reached the same scale
of popularity as the commercial distributions.

What’s interesting about all Linux distributions is that almost all of the tools with which
they ship were not written by the companies themselves. Rather, other people have licensed
their programs, allowing their redistribution with source code. By and large, these tools are
also available on other variants of UNIX, and some of them are becoming available under
Windows as well. The makers of the distribution simply bundle them up into one convenient
package that’s easy to install. (Some distribution makers also develop value-added tools that
make their distribution easier to administer or compatible with more hardware, but the software
that they ship is generally written by others.)

So if you consider a distribution to be everything you need for Linux, what then is Linux
exactly? Linux itself is the core of the operating system: the kernel. The kernel is the program
acting as Chief of Operations. It is responsible for such tasks as handling requests for memory,
accessing disks, and managing network connections. The complete list of kernel activities
could easily be a module in itself, and in fact, several books documenting the kernel’s internal
functions have been written.

The kernel is known as a nontrivial program. It is also what puts the Linux into all those
Linux distributions. All distributions use the exact same kernel, and thus the fundamental
behavior of all Linux distributions is the same.

What separates one distribution from the next is the value-added tools that come with each
one. For example, Red Hat includes a very useful tool called redhat-config-xfreeS86 that makes
configuring the graphical interface a very straightforward task. Asking “Which distribution is
better?” is much like asking “Which is better, Coke or Pepsi?” Almost all colas have the same
basic ingredients—carbonated water, caffeine, and high-fructose corn syrup—thereby giving
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the similar effect of quenching thirst and bringing on a small caffeine-and-sugar buzz. In the
end, it’s a question of personal preference.

IEEeRR] Investigating Distributions

This book is an introduction to the use of one particular distribution of Linux: Red Hat Linux
8.0. It’s a very good distribution, and it’s especially popular in the United States. However,
there are many other distributions, and most of them have something interesting to offer. In
this project, you’ll take a look at some of the other available distributions.

Step by Step

1. Using a Web browser, go to http://www.debian.org. Identify a primary distinguishing
characteristic of the Debian distribution.

2. Now go to http://www.slackware.com to identify ZipSlack.
3. Identify the users primarily targeted by Turbolinux. (See http://www.turbolinux.com.)

4. In addition to Turbolinux, determine which companies are members of UnitedLinux
(http://unitedlinux.com). Can you identify the primary objective of UnitedLinux?

5. Look at http://www.linux-mandrake.com and find the kernel version used in the latest
Mandrake release.

6. Consider which hardware platforms are supported by Gentoo Linux
(http://www.gentoo.org).

Project Summary

CRITICAL SKILL

There is a world of information available on the distributions uncovered in this project, and on
many more. If you want to find out more about them, a Google search (http://www.google.com)
can uncover more nonmarketing information you might find useful. And of course, you
shouldn’t forget to see what Red Hat has to say about itself at http://www.redhat.com.

BF Defining Free Software and the GNU License

In the early 1980s, Richard Stallman began a movement within the software industry. He
preached (and still does) that software should be free. Note that by free, he doesn’t mean in
terms of price, but rather free in the same sense as freedom. This meant shipping not just a
product, but the entire source code as well.

Investigating DisTribuﬁonsﬁ Technical Summary of Linux Distributions and Windows =



6  Module 1:  Technical Summary of Linux Distributions and Windows

Stallman’s policy was obviously a wild departure from the early eighties mentality of
selling prepackaged software, but his concept of free software was in line with the initial
distributions of UNIX from Bell Labs. Early UNIX systems did contain full source code. Yet
by the late 1970s, source code was typically removed from UNIX distributions and could be
acquired only by paying large sums of money to AT&T. The Berkeley Software Distribution
(BSD) maintained a free version but had to deal with many lawsuits from AT&T until it could
be proved that nothing in the BSD was from AT&T.

The idea of giving away source code is a simple one: A user of the software should never
be forced to deal with a developer who might or might not support that user’s intentions for the
software. The user should never have to wait for bug fixes to be published. More important,
code developed under the scrutiny of other programmers is typically of higher quality than code
written behind locked doors. The greatest benefit of free software, however, comes from the
users themselves: Should they need a new feature, they can add it to the program and then
contribute it back to the source, so that everyone else can benefit from it.

From this line of thinking has sprung a desire to release a complete UNIX-like system to
the public, free of license restrictions. Of course, before you can build any operating system,
you need to build tools. And this is how the GNU project was born.

NOTE K{\

GNU stands for GNU’s Not UNIX—recursive acronyms are part of hacker humor.
If you don’t think it's funny, don’t worry. You're sill in the majority.

What Is the GNU Public License?

The most important thing to emerge from the GNU project has been the GNU General Public
License (GPL). This license explicitly states that the software being released is free, and that
no one can ever take away these freedoms. It is acceptable to take the software and resell it,
even for a profit; however, in this resale, the seller must release the full source code, including
any changes. Because the resold package remains under the GPL, the package can be distributed
free and resold yet again by anyone else for a profit. Of primary importance is the liability
clause: The programmers are not liable for any damages caused by their software. More about
GNU and the GPL can be found at http://www.gnu.org.

It should be noted that the GPL is not the only license used by free software developers
(although it is arguably the most popular). Other licenses, such as BSD and Apache, have
similar liability clauses but differ in terms of their redistribution. For instance, the BSD license
allows people to make changes to the code and ship those changes without having to disclose
the added code. (The GPL would require that the added code be shipped.) For more information
about other open-source licenses, check out http://www.opensource.org.



Red Hat Linux Administration: A Beginner’'s Guide

The Advantages of Free Software

If the GPL seems a bad idea from the standpoint of commercialism, consider the recent surge
of successful freeware packages—they are indicative of a system that does indeed work. This
success has evolved for two reasons: First, as mentioned earlier, errors in the code itself are far
more likely to be caught and quickly fixed under the watchful eyes of peers. Second, under the
GPL system, programmers can release code without the fear of being sued. Without that
protection, no one would ever release his or her code.

This concept of course begs the question of why anyone would release his or her work for
free. The answer is simple: Most projects don’t start out as full-featured, polished pieces of
work. They may begin life as a quick hack to solve a specific problem bothering the programmer.
As a quick-and-dirty hack, the code has no sales value. But when this code is shared with
others who have similar problems and needs, it becomes a useful tool. Other program users
begin to enhance it with features they need, and these additions travel back to the original
program. The project thus evolves as the result of a group effort and eventually reaches full
refinement. This polished program contains contributions from possibly hundreds if not
thousands of programmers who have added little pieces here and there. In fact, the original
author’s code is likely to be little in evidence.

Here’s another reason for the success of generally licensed software: Any project manager
who has worked on commercial software knows that selling, marketing, supporting, documenting,
packaging, and shipping can be more expensive than developing the software. A programmer
carrying out a weekend lark to fix a problem with a tiny, kluged program lacks the interest,
time, and backing money to turn that hack into a profitable product.

When Linus Torvalds released Linux in 1991, he released it under the GPL. As a result of
its open charter, Linux has had a notable number of contributors and analyzers. This participation
has made Linux very strong and rich in features. Torvalds himself estimates that since the
v.2.2.0 kernel, his contributions represent only 5 percent of the total code base.

Since anyone can take the Linux kernel (and other supporting programs), repackage them,
and resell them, some people have made money with Linux. As long as these individuals
release the kernel’s full source code along with their individual packages, and as long as the
packages are protected under the GPL, everything is legal. Of course, this means that packages
released under the GPL can be resold by other people under other names for a profit (and can
in turn be resold again . . .).

In the end, what makes a package from one person more valuable than a package from
another person consists of the value-added features, support channels, and documentation.
Even IBM can agree to this; it’s how they made the bulk of their money between the 1930s
and 1970s: The money isn’t in the product; it’s in the services that go with it.

Technical Summary of Linux Distributions and Windows =
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Ask the Expert

Q:
A:

Is it true that the operating system’s correct name is GNU/Linux?

That depends upon whom you ask. Those with the GNU Project, having worked long and
hard to create the tools that make an operating system useful (utilities, compilers, and
applications), want their diligence recognized. Because nearly all “Linux” systems consist
largely of GNU tools and the Linux kernel, this isn’t unreasonable. On the other hand, many
people feel that GNU/Linux is too awkward to use as the primary name for an operating
system. In any event, the choice is up to you: Linux or GNU/Linux, it’s all good.

Linux is Red Hat, right?

Red Hat’s Linux distribution is very popular, especially in the United States. However,
many other excellent distributions exist, and none has the exclusive rights to Linux. I
use Red Hat Linux, and presumably the reason you’re reading this guide is so that you
can use it, too. But once you become more comfortable with Linux, you can create your
own distribution if you desire. The freedoms provided by the GPL allow you to
customize and even sell Linux if you wish.

Why do I have to pay for “free” software?

The short answer is you probably don’t. Red Hat is one of many Linux distributions
that allow free download, so if you have a high-bandwidth Internet connection, you
can slurp down the files, burn some installation CDs, and install the software without
paying one red cent. Many distributions are available on CDs from third parties who
charge less than $5 each. Some people prefer to pay for support or to buy boxed
versions of the software, either to support the company whose product they use, or to
ensure that they get timely answers to their questions. Free Software does not mean
you’re entitled to have it without paying for it, but it does mean that if someone is
entitled to have it, they can give it to you if they wish.
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Determining Technical Differences
Between Windows and Linux

As you might imagine, the differences between Microsoft Windows 2000 or Windows .NET
Server and the Linux operating systems cannot be completely discussed in the confines of this
section. Throughout these modules, topic by topic, you’ll examine the specific contrasts between
the two systems. In some modules, you’ll find that the text doesn’t derive any comparisons,
because a major difference doesn’t really exist.

Before attacking the details, take a moment to discuss the primary architectural differences
between the two operating systems. Historical differences between Linux and Windows are
steadily disappearing, but some still persist.

Single Users vs. Multiusers vs. Network Users

Windows was designed according to the “one computer, one desk, one user” vision of Microsoft’s
cofounder Bill Gates. For the sake of discussion, I’ll call this philosophy single-user. In this
arrangement, two people cannot work in parallel running (for example) Microsoft Word on the
same machine at the same time. Using Terminal Services in Windows 2000 or Windows XP

allows remote use of one computer from another but is still bound by the single-user paradigm.

The Windows .NET Server products, which are unfinished as of this writing, continue to add
terminal features to enable more than one user to access the server simultaneously.

Linux borrows its philosophy from UNIX. When UNIX was originally developed at Bell
Labs in the early 1970s, it ran on a PDP-7 computer that needed to be shared by an entire
department. It required a design that allowed multiple users to log in to the central machine at
the same time. Various people could edit documents, compile programs, and do other work
at the exact same time. The operating system on the central machine took care of the “sharing’
details, so that each user seemed to have an individual system. This multiuser tradition
continues through today, on other UNIXs as well. And since Linux’s birth in the early 1990s,
it has supported the multiuser arrangement.

B

Technical Summary of Linux Distributions and Windows =



10  Module 1: Technical Summary of Linux Distributions and Windows

Today, the most common implementation of a multiuser setup is to support servers—
systems dedicated to running large programs for use by many clients. Each member of a
department can have a smaller workstation on the desktop, with enough power for day-to-day
work. When they need to do something requiring significantly more CPU power or memory,
they can run the operation on the server.

Linux, Windows 2000, and Windows .NET Server are all capable of providing services
such as databases over the network. Users of this arrangement can be called network users,
since they are never actually logged in to the server but rather send requests to the server. The
server does the work and then sends the results back to the user via the network. The catch in
this case is that an application must be specifically written to perform such server/client duties.
Under Linux, a user can run any program allowed by the system administrator on the server
without having to redesign that program. Most users find the ability to run arbitrary programs
on other machines to be of significant benefit.

Separation of the GUI and the Kernel

Taking a cue from the Macintosh design concept, Windows developers integrated the graphical
user interface (GUI) with the core operating system. One simply does not exist without the
other. The benefit to this tight coupling of the operating system and the user interface is
consistency in the appearance of the system. Although Microsoft does not impose rules as
strict as Apple’s with respect to the appearance of applications, most developers tend to stick
with a basic look and feel among applications.

On the other hand, Linux (like UNIX in general) has kept the two elements—user interface
and operating system—separate. The X Window System interface is run as a user-level
application, which makes it more stable. If the GUI (which is very complex for both Windows
and Linux) fails, Linux’s core does not go down with it. The X Window System also differs
from the 2000 GUI in that it isn’t a complete user interface: It only defines how basic objects
should be drawn and manipulated on the screen.

NOTE i{\

Unfortunately, the lack of tight integration of The X Window System into Linux has a
downside: While the operating system is very robust, X Windows is somewhat more
prone to problems with certain hardware or graphics settings. The Linux version of the
“three-finger salute” is CTRL-ALT-BACKSPACE, which kills X.

The most significant feature of the X Window System is its ability to transmit windows
across a network and display them on another workstation’s screen. This allows a user sitting
on Host A to log in to Host B, run an application on Host B, and have all of the output routed
back to Host A. It is possible for two people to be logged in to the same machine, running a
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Linux equivalent of Microsoft Word (such as OpenOffice, WordPerfect, or StarOffice) at the
same time. Even when using Terminal Services, Windows 2000 and Windows XP users are
limited to a single user at a time running a given application and using the display.

In addition to the X Windows core, a window manager is needed to create a useful
environment. Most Linux distributions (including Red Hat) come with several window
managers and include support for GNOME and KDE, both of which are available on other
variants of UNIX as well. When set as default, either GNOME or KDE offers an environment
that is friendly even to the casual Windows user.

So which is better—Windows 2000 or Linux—and why? That depends on what you are
trying to do. The integrated environment provided by Windows 2000 is convenient, and
because it is more standardized, it is less complex than Linux, but it lacks the X Windows
feature that allows applications to display their windows across the network on other
workstations. Windows 2000’s GUI is consistent but cannot be turned off, whereas X
Windows doesn’t have to be running (and consuming valuable memory) on a server.

The Network Neighborhood

The native mechanism for Windows folk to share disks on servers or with each other is
through the Network Neighborhood. In a typical scenario, users atfach to a share and have the
system assign it a drive letter. As a result, the separation between client and server is clear.
The only problem is that this method of sharing data is more people-oriented than technology-
oriented: People have to know which servers contain which data.

Windows 2000 introduced a feature long available on UNIX systems: mounting. By
mounting a share, Windows makes the share look as if it were just another directory located
on the user’s local disk. This gives the illusion that a single unified directory structure exists,
completely local to the machine. Microsoft’s Distributed File System (Dfs) allows a network-
wide amalgamation of directories that can be configured and accessed as a directory tree.
Windows .NET Server improves Dfs management features and allows a single server to host
multiple Dfs trees.

Linux, using the Network File System (NFS), has supported the concept of mounting
since its inception. This allows any directory to be “exported” for mounting on other systems.
The mounted directory can be placed anywhere in the remote system’s directory tree.

A common example of mounting partitions under Linux is with mounted home directories:

The user’s home directories reside on a server, and the client mounts the directories at boot
time (automatically). So /home exists on the client, but the contents of /home/username exist
on the server.

Under Linux NFS, users never have to know server names or directory paths, and their
ignorance is your bliss! As with Dfs, there are no more questions about which server to
connect to. Users need not know when the need arises to change the server configuration.

—
—
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Under Linux, you can change the names of servers and adjust this information on client-side
systems without making any announcements or having to reeducate users. Anyone who has
ever had to reorient users to new server arrangements is aware of the repercussions that may
occur. Module 8 discusses the Linux Automounter, which dynamically mounts and unmounts
partitions on an as-needed basis.

Printing works in much the same way. Under Linux, printers receive names that are
independent of the printer’s actual host name. (This is especially important if the printer
doesn’t speak TCP/IP.) Clients point to a print server whose name cannot be changed without
administrative authorization. Settings don’t get changed without your knowing it. The print
server can then redirect all print requests as needed. The Linux uniform interface will go a
long way toward improving what may be a chaotic printer arrangement in your installation.

It also means you don’t have to install print drivers in several locations.

NOTE K{\

If you infend to use Linux to serve Windows clients via the Samba package, you'll still
have to deal with notifying users about server shares and printer assignments. You can
read more about Samba in Module 18.

The Registry vs. Text Files
I think of the Windows Registry as the ultimate configuration database—thousands upon
thousands of entries, very few of which are completely documented, some located on servers
and some located on clients. While it is possible to edit Registry entries manually, the fact that
one does so using a graphical tool doesn’t make the process intuitive.

Consider this Windows .NET Server Registry setting: In HKEY LOCAL MACHINE\
SYSTEM\CurrentControlSet\Control\Session Manager\Memory Management\PrefetchParameters,
set EnablePrefetcher to 0x00000003 to enable application and boot prefetching. Even
assuming you know what prefetching is and want to enable it, that’s a daunting configuration
change, and not one that I remember offhand.

If you’re not getting my message, I’m saying that the Windows Registry system is, at best,
very difficult to manage. Although it’s a good idea in theory, I’ve never emerged without
injury from a battle with the Registry.

Linux does not have a registry. This is both a blessing and a curse. The blessing is that
configuration files are most often kept as a series of text files (think of the Windows .INI files
before the days of the Registry). This setup means you’re able to edit configuration files using
the text editor of your choice rather than tools like regedit. In many cases, it also means you
can liberally comment those configuration files so that six months from now you won’t forget
why you set something up in a particular way. With most tools that come with Linux,
configuration files exist in the /etc directory or one of its subdirectories.
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The curse of a no-registry arrangement is that there is no standard way of writing
configuration files. Each application or server can have its own format. Many applications are
now coming bundled with GUI-based configuration tools, so you can do a basic setup easily
and then manually edit the configuration file when you need to do more complex adjustments.

In reality, having text files to hold configuration information usually turns out to be an
efficient method. Once set, they rarely need to be changed; even so, they are straight text files
and thus easy to view when needed. Even more helpful is that it’s easy to write scripts to read
the same configuration files and modify their behavior accordingly. This is especially true
when automating server maintenance operations, an ability that is crucial in a large site with
many servers.

Because Linux configuration files are text files, configuring systems automatically can
be done quickly and easily without special tools. Simple scripts can be written to set the
configuration values, making deployment of a new operating system, software package, or
utility very easy. Windows requires third-party software (often licensed on a per-machine
basis, which can become very expensive for large projects) to perform similar feats.

Domains

For a group of Windows 2000 systems to work well together, they should exist in a domain.
This requires a Windows 2000 Server system configured as a Domain Controller (DC).
Domains are the basis of the Windows 2000 security model.

The basis of Linux’s network security model is NIS, Network Information Service. NIS is
a simple text file—based database that is shared with client workstations. Each primary NIS
server establishes a domain. Any client workstation wanting to join this domain is allowed to
do so, as long as it can set its domain name. To set the domain name, you must use the root
user—Linux’s equivalent to an Administrator user. Being part of the domain does not,
however, immediately grant you rights that you would otherwise not have. The domain
administrator must still add your login to the master NIS password list so that the rest of the
systems in the network recognize your presence.

The key difference between NIS and Windows 2000 domains is that the NIS server by
itself does not perform authentication the way a DC does. Instead, each host looks up the login
and password information from the server and compares it to the user’s entered information.
It’s up to the individual application to properly authenticate a user. Thankfully, the code
necessary to authenticate a user is very trivial.

Another important difference is that NIS can be used as a general-purpose database and
thus hold any kind of information that needs to be shared with the rest of the network. (This
usually includes mount tables for NFS and e-mail aliases.) The only limitation is that each NIS
map can have only one key, and the database mechanism doesn’t scale well beyond about
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A

ctive Directory

So how does NIS stack up to Active Directory? Good question. The answer is “it doesn’t.”
Active Directory was designed to be much more than what NIS was designed for. This really
places the two into different classes of applications.

Active Directory (AD) is designed to be a generic solution to the problem of large sites
that need to have their different departments share administrative control—something that the
older Windows NT Domain model did very poorly. (Setting up interdomain trusts under NT
often required a great deal of patience and a willingness to fix “broken” trusts on a regular
basis.) AD is also an opportunity for Microsoft to fix many of its broken naming schemes and
move toward an Internet-centric scheme based on DNS. The result is quite beastly and requires
a lot of time to master. Mark Minasi’s book, Mastering Windows 2000 Server, Second Edition
(Sybex, 2000), dedicates well over 100 pages to the subject. However, in a smaller network,
most folks will find that it looks and feels mostly like the old-style NT domains with some
new whiz-bang features thrown in for good measure.

Don’t get me wrong, though—AD is a strong step in the right direction for Windows 2000
and presents solid competition for the Linux camp to think about how directory services can be
better integrated into their designs. But despite what Microsoft tells you, AD will not solve all
the world’s problems, let alone all of yours, in one easy step.

So does Linux have anything that compares to AD? Yes, actually, it does. Several
implementations of LDAP (Lightweight Directory Access Protocol) now exist for Linux, and
work is actively being done to allow NIS to tie into LDAP servers. (The RADIUS authentication
protocol is also becoming more common.) LDAP is also interesting because it uses the same
underlying technology that Active Directory uses in Windows 2000 and Windows .NET
Server. This means that, in theory, it is possible to share LDAP databases between both your
UNIX and Windows systems and possibly unify authentication between them.

CRITICAL SKILL

Module 1:  Technical Summary of Linux Distributions and Windows

20,000 entries. Of course, a site with 20,000 users shouldn’t keep them all in a single NIS
domain, anyway!

Neither Windows nor Linux requires use of domains for the base operating system to
work. Nevertheless, they are key if you need to maintain a multiuser site with a reasonable
level of security.

Exploring Other Linux Resources

If you are interested in getting under the hood of the technology revolution (and it’s always
helpful to know how things work), I recommend the following texts:
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Computer: A History of the Information Machine by Martin Campbell-Kelly and William
Aspray (Harper Collins, 1997)

A Quarter Century of Unix by Peter Salus (Addison-Wesley, 1994)

Neither of these texts discusses Linux specifically. 4 Quarter Century of Unix does tell
the Linux history up to the point where the system was just becoming a serious player. Peter
Salus writes an interesting discussion of why Linus Torvalds saw a need to create Linux in
the first place.

To get the scoop on Linux itself, start with the Linux home page at http://www.linux.org.
For Linux-related news, http://linuxtoday.com is one of several good resources, and the “News
for Nerds” at http://slashdot.org can be an entertaining—and often Linux-related—read.

Module Summary

In this module, you learned about three important topics: Linux distributions, the GNU license
(GPL), and the major design differences between Windows 2000 or Windows .NET Server
and Linux. Linux is a very powerful operating system, capable of many things. Perhaps its
most important feature is being configurable—it’s almost like Silly Putty! You can mold it
into anything from basic to the most complex shapes. And part of the reward for working with
Linux and other Free Software is that it is possible to solve all sorts of problems with many
tools that others have made available. Be sure to keep this in mind as you read the remainder
of this book and when you start working with Linux in any environment. Linux isn’t just a
productive, efficient operating system; it also gives you a chance to think creatively. As a
Linux user, you won’t have to rely on a commercial software vendor to provide you with the
features you need; instead, you can learn to take a quick trip to the World Wide Web and find
out if there isn’t in fact a project already in existence that will solve your problem.

’ Module T Mastery Check

1. What part of the operating system is Linux?
2. What distinguishes one distribution from another?
3. What freedoms does the GPL confer?

A. Freedom to access source code

B. Freedom to redistribute the software

—r
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10.
11.
12.
13.

14.

C. Free technical support

D. Free products

. Describe the differences between single-user, multiuser, and network-user systems.
. Which OS was developed as a single-user system?

. Which OS was developed as a multiuser system?

. Which OS is capable of supporting network users?

. What are the performance implications of separating the GUI from the kernel?

. Which of the following systems support mounting across networks:

A. Attached File System (AFS)

B. Linux File System (Lf5s)

C. Network File System (NFS)

D. Distributed File System (Dfs)

In which directory do Linux configuration files usually reside?
What does NIS stand for?

What function does a DC perform that NIS does not?

What directory technology available on Linux is theoretically compatible with Microsoft’s
Active Directory?

Show a good place to start for more information about Linux.
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A key attribute in Linux’s recent success is the remarkable improvement in installation

CRITICAL SKILL

tools. What once was a mildly frightening process many years back has now become
almost trivial. Even better, there are many ways to install the software; CD-ROMs are no
longer the only choice (although they are still the most common). Network installations are
part of the default list of options as well, and they can be a wonderful help when installing a
large number of hosts.

In most cases, designating a system as a server will enable more services than you want.

A single Linux system is capable of providing all sorts of services: disk, printers, mail, news,
web, chat, and more. Many of these services are turned on automatically. But the reality is that
most servers are dedicated to performing one or two tasks, and any other installed services
simply take up memory and drag on performance, as well as provide hackers another avenue
of attack.

This module discusses the installation process as it pertains to servers. This requires you to
do two things: differentiate between a server and a client workstation and streamline a server’s
operation in terms of its dedicated functions.

You will go through this process for Red Hat Linux, which you will find on the CD-ROM
that came with this book.

Performing Preinstallation Evaluation

Before getting into the actual installation phase, it is important that you take a moment and
evaluate two things:

The hardware the system is going to run on

The server’s ideal configuration to provide the services you need

Let’s start by examining hardware issues.

Hardware

As with any operating system, before getting started with the installation process, you should
determine what hardware configurations would work. Each commercial vendor publishes a
hardware compatibility list (HCL) and makes it available on its web site. Red Hat’s hardware
support site is at http://hardware.redhat.com, where you can search a compatibility database
for systems or components. In general, most popular Intel-based configurations work without
difficulty.

A general suggestion that applies to all operating systems is to avoid cutting-edge hardware
and software configurations. While they appear to be really impressive, they haven’t had the
maturing process some of the slightly older hardware has gone through. For servers, this
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usually isn’t an issue, since there is no need for a server to have the latest and greatest toys,
such as 3-D video cards. After all, your main goal is to provide a highly available server for
your users, not to play Doom. (Although it should be noted that I, myself, during my less
responsible days as a junior-level administrator, found that Linux is wonderfully stable even
while running Doom and being a file server.)

Server Design

When a system becomes a server, its stability, availability, and performance become a
significant issue. These three factors are usually improved through the purchase of more
hardware, which is unfortunate. It’s a shame to pay thousands of dollars extra to get a system
capable of achieving in all three areas when you could have extracted the desired level of
performance out of existing hardware with a little tuning. With Linux, this is not hard. Even
better, the gains are outstanding!

The most significant design decision you must make when managing a server configuration
is not technical but administrative. You must design a server to be unfriendly to casual users.
This means no cute multimedia tools, no sound card support, and no fancy web browsers
(when at all possible). In fact, it should be a rule that casual use of a server is strictly prohibited—
not only to site users but site administrators as well.

Another important aspect of designing a server is making sure that it has a good environment.
As a system administrator, you must ensure the physical safety of your servers by keeping
them in a separate room under lock and key (or the equivalent). The only access to the servers
for nonadministrative personnel should be through the network. The server room itself should
be well ventilated and kept cool. The wrong environment is an accident waiting to happen.
Systems that overheat and nosy users who think they know how to fix problems can be as
great a danger to server stability as bad software (arguably even more so).

Once the system is in a safe place, installing battery backup is also crucial. Backup power
serves two key purposes: to keep the system running during a power failure so that it may
gracefully shut down, thereby avoiding file damage or loss; and to ensure that voltage spikes,
drops, and other noises don’t interfere with the health of your system.

Here are some specific things you can do to improve your server situation:

Take advantage of the fact that the graphical user interface is uncoupled from the core
operating system, and avoid starting the X Window System (Linux’s GUI) unless someone
needs to sit at the console and run an application. After all, like any other application, X
requires memory and CPU time to work, both of which are better off going to the server
processes instead.

Determine what functions the server is to perform, and disable all other functions. Not
only are unused functions a waste of memory and CPU, they complicate the process of
securing the server.

—
0
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Unlike some other operating systems, Linux allows you to pick and choose the features
you want in the kernel. The default kernel will already be reasonably well tuned, so you
won’t have to worry about it; but if you do need to change a feature or upgrade the kernel,
be picky about what you add and what you don’t. Make sure you really need a feature
before adding it.

NOTE K{“

You may hear an old recommendation that you recompile your kernel to make the most
effective use of your system resources. This is no longer true—the only reason fo recompile
your kernel is to upgrade or add support for a new device. Remember: Once a server is
in use, don’t change what's stable and performs reasonably well without a good reason.

Uptime
All of this chatter about taking care of servers and making sure silly things don’t cause them to
crash stems from a long-time UNIX philosophy: Uptime is good. More uptime is better.

The UNIX (Linux) uptime command tells the user how long the system has been running
since its last boot, how many users are currently logged in, and how much load the system is
experiencing. The last two are useful measures that are necessary for day-to-day system health
and long-term planning. (For example, the server load has been staying high lately, so maybe
it’s time to buy a faster/bigger/better server.)

But the all-important number is how long the server has been running since its last reboot.
Long uptimes are a sign of proper care, maintenance, and, from a practical standpoint, system
stability. You’ll often find UNIX administrators boasting about their server’s uptimes the way
you hear car buffs boast about horsepower. This is also why you’ll hear UNIX administrators
cursing at system changes (regardless of operating system) that require a reboot to take effect,
even though applying the latest kernel security patch may justify that reboot. You may deny
caring about it now, but in six months you’ll probably scream at anyone who reboots the system
unnecessarily. Don’t bother trying to explain this phenomenon to a nonadmin, because they’ll
just look at you oddly. You’ll just know in your heart that your uptime is better than theirs.

Dual-Booting Issues

If you are new to Linux, you may not be ready to commit to a complete system when you just
want a test drive. All distributions of Linux can be installed on only certain partitions of your
hard disk while leaving others alone. Typically, this means allowing Microsoft Windows to
coexist with Linux.

Because you are focusing on server installations, the text will not cover the details of
building a dual-booting system; however, anyone with a little experience in creating partitions
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on a disk should be able to figure this out. If you are having difficulty, you may want to refer
to the installation guide that comes with your distribution or another one of the many available
beginner’s guides to Linux.

Some quick hints: If a Windows 95 or Windows 98 partition currently consumes an entire
hard disk as drive C:, you can use the fips tool to repartition the disk. Simply defragment and
then run fips.exe. If you are using Windows NT/2000 with NTFS and have already allocated
all the disk with data on each partition, you may have to move data around a bit by hand to
free up a partition. Don’t bother trying to shrink an NTFS partition, though; because of its
complexity, it doesn’t like being resized, and doing so will lead to corruption.

NOTE K{\

From the perspective of flexibility, NTFS doesn’t sound like a good thing, but in reality it
is. If you have fo run a Windows server, use NTFS.

You may find using a commercial tool such as Partition Magic to be especially helpful,
because it offers support for NTFS, FAT32, and regular FAT, as well as a large number of
other file system types. Its user interface is also significantly nicer than fips.

If you’re going to be installing a dual-boot system, install Linux last. If you install
Windows last, it will clobber the boot information for your Linux system. If you install Linux
last, it will recognize that you have Windows installed and let you choose which one you want
to boot by default. Linux gets an “A” for citizenship.

Methods of Installation

With the improved connectivity and speed of both local area networks and Internet connections,
it is becoming an increasingly popular option to perform installations over the network rather
than using a local CD-ROM.

In general, you’ll find that network installations become important once you’ve decided to
deploy Linux over many machines and therefore require a fast installation procedure in which
many systems can install at the same time.

Typically, server installations aren’t well suited to automation, because each server usually
has a unique task; thus, each server will have a slightly different configuration. For example, a
server dedicated to handling logging information sent to it over the network is going to have
especially large partitions set up for the appropriate logging directories, compared with a file
server that performs no logging of its own. (The obvious exception is for server farms where
you have large numbers of replicated servers. But even those installations have their nuances
that require attention to detail specific to the installation.)

N
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Because of this, you will focus exclusively on the technique for installing a system from a
CD-ROM. Of course, once you have gone through the process from a CD-ROM, you will find
performing the network-based installations to be very straightforward.

I It Just Won’t Work Right . . .

You’ve gone through the installation procedure . . . twice. This book said it should work.
The installation manual said it should work. The Linux guru you spoke with last week said
it should work.

But it’s just not working.

In the immortal words of Douglas Adams, don’t panic. No operating system installs
smoothly 100 percent of the time. (Yes, not even the Mac OS!) Hardware doesn’t always work
as advertised, combinations of hardware conflict with each other, that CD-ROM your friend
burned for you has CRC errors on it (remember: it is legal for your buddy to burn you a copy
of Linux!), or (hopefully not) the software has a bug.

With Linux, you have several paths you can follow for help. If you have purchased your
copy from a commercial vendor such as SuSE or Red Hat, you can always call tech support
and reach a knowledgeable person who is dedicated to working through the problem with you.
If you didn’t purchase a box set, you can purchase support from Red Hat and other distributors
of Linux. Last, but certainly not least, is the option of going online for help. An incredible
number of web sites are available to help you get started. They contain not only useful tips
and tricks but also documentation and discussion forums where you can post your questions.
Obviously, you’ll want to start with the site dedicated to your distribution: www.redhat.com
for Red Hat Linux. Other distributions have their own sites. Check your distribution for its
appropriate web site information.

Here are some recommended sites for installation help:

comp.os.linux.admin This is a newsgroup, not a web site. You can read it with a news
client, or through the web at http://groups.google.com.

comp.os.linux.redhat This is another newsgroup, but Red Hat Linux—specific.
linux.redhat This is another Red Hat Linux newsgroup.

http://www.linuxdoc.org/ This site is a collection of wonderful information about all
sorts of Linux-related topics, including installation guides. Just a warning, though: Not all
documents are up to date. Be sure to check the date of any document’s last update before
following the directions. There is a mix of cookbook-style help guides as well as guides
that give more complete explanations of what is going on.

http://linuxnewbie.org/ This site features “Newbie-ized Help Files” that help with a
variety of hardware and software issues.
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http://everythinglinux.org/ Everything Linux, as you might expect, has a wide variety
of resources for the Linux user, including how-to information and reviews.

m Determining a Server’s Functions

Before installing the Linux server, it’s a useful exercise to determine exactly what purpose the
server will serve. Even though you do not know all the functions available, you may have an
idea of what is or isn’t required of the server you plan to install. Knowing which specific
functions are needed will ensure that the system has all the software it needs, and that it isn’t
bogged down or made exploitable by having unnecessary software installed.

Step by Step
1. Consider each of the following questions, making a list of services that are definitely
needed or definitely not needed:

Will this system’s disk resources will be accessible for mounting by other systems
using NFS? Will it provide print services?

Which Internet-related services will this server provide? For example, will it be used
as a web server? Will it provide mail, IRC, newsgroup, or other such services?

Will the system be a database server?

Will the system perform authentication tasks such as running as an LDAP or NIS server?
Will the system perform any network functions by performing routing, firewalling,
SNMP or traffic monitoring, or the like?

Will program development take place on this system? Which languages will be used?
What compilers, debuggers, libraries, and utilities are necessary?

How will remote users access the system? Do they need FTP or telnet access? Will
SSH or rlogin or rsh be used?

Will the system be accessible from the console, and if so, is the X Window System
necessary? How much work will be done in the GUI, and which windowing
environments are required?

2. Looking at the list of requirements, make a note of any components that are implied by the
must-have items. For example, a web and database server may require tools to interface
from the web pages to the database, so Perl or PHP might be useful.

3. What documentation needs to be installed on this system? If it will be a developer or
end-user resource, there may be more documentation requirements than if it will be just
one of many systems in a large server farm.

(continued)
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4. Ifthis is a test server, what type of functions would you like to try? Make a note of each,
and when it comes time to install the software, you may be able to find packages you didn’t
know existed.

Project Summary

You may feel that you don’t yet know enough about Linux to determine what your server is
going to do. But whether you go through this process before or after you first install Red Hat
Linux, you’ll find that it’s a good way of focusing on real needs. Otherwise, looking at all the
available packages can be a little like going grocery shopping on an empty stomach.

CRITICAL SKILL

B3 |nsialling Red Hat Linux

This section documents the steps necessary to install Red Hat Linux 8.0 on a stand-alone
system. It will take a liberal approach to the process, installing all of the tools possibly relevant
to server operations. Later modules explain each subsystem’s purpose and help you determine
which ones you really need to keep.

You have two ways to start the boot process: you can use a boot floppy or the CD-ROM.
This installation guide assumes you will boot off the CD-ROM to start the Red Hat installation
procedure. If you have an older machine not capable of booting off the CD-ROM, you will
need to use a boot disk and start the procedure from there.

NOTE K{\

Using the boot disk changes the order of some of the installation steps, such as which
language to use and whether to use a hard disk or CD-ROM for installation. Once past
the initial differences, you will find that the graphical steps are the same.

If your system supports bootable CD-ROM:s, this is obviously the faster approach. If your
distribution did not come with a boot disk and you cannot boot from the CD-ROM, you will need
to create the boot disk. You will need a working installation of Windows to create the boot disk.

NOTE i{\

Users who have a working UNIX operating system can use the dd command to create
the boot image onto a floppy disk. Follow the instructions that came with your
distribution for using the dd command with your floppy device.
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Creating a Boot Disk

Once Windows has started and the CD-ROM is in the appropriate drive, open an MS-DOS
Prompt window (Start | Program Menu | MS-DOS Prompt), which will give you a command
shell prompt. Change over to the CD-ROM drive letter and go into the dosutils directory.
There you will find the rawrite.exe program. Simply run the executable; you will be prompted
for the source file and destination floppy. The source file will be on the same drive and is
called /images/boot.img.

You can find more detail on this process at http://www.redhat.com/docs/manuals/linux/
RHL-8.0-Manual/install-guide/s1-steps-install-cdrom.html.

Starting the Installation
To begin the installation process, boot off the CD-ROM. This will present you with a splash
screen introducing you to Red Hat 8.0. At the bottom of the screen will be a prompt that reads

boot:

If you do not press any key, the prompt will automatically time out and begin the graphical
installation process. You can press ENTER to start the process immediately.

NOTE i{\

If you have had some experience with Red Hat installations in the past and do not want
the system to automatically probe your hardware, you can type in expert at the boot:
prompt. For most installations, though, you will want to stick with the default.

If you don’t have a mouse, or if the installer cannot find yours, you will be presented with
a screen that asks whether you want to use the text mode installation or you want to help the
installer figure out what kind of mouse you have. Use the TAB key to select which choice you
want, and press ENTER to continue. If you proceed with the text mode, you will find that the
basic steps to the installation are similar to those for the graphical interface, and you should be
able to follow along with this installation guide. If you need additional help, you can visit Red
Hat’s help page for the text-mode installation at http://www.redhat.com/docs/manuals/linux/
RHL-8.0-Manual/install-guide/s1-guimode-textinterface.html.

N
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Welcome to Red Hat Linux
The installer’s first graphical screen welcomes you to Red Hat Linux (see Figure 2-1). The
interface works much like any other GUI interface. Simply point to your selection and click.
Notice that context-sensitive help appears on the left side of the screen. If you don’t want
to see it, you can click the Hide Help button at the lower-left part of the screen. The Back
button in the lower right of the screen is grayed out at this point, because there have been no
prior options to select.
This screen isn’t very challenging: there aren’t any choices to be made. When you are
ready to continue, click the Next button in the lower-right portion of the screen.

Choosing a Language

The first menu will ask which language you want to use to continue the installation process
(see Figure 2-2). Once you have chosen the desired language, click Next to continue.

Online Help Welcome

Welcome to Red Hat
Linux

Welcome! This installation
process is outlined in detail in
the Red Hat Linux Installation
Guide available from Red Hat,
Inc. Please read through the
entire manual before you begin —
this installation process.

HTML and PDF copies of the
manual are available online at
http:/www.redhat.com/docs.
There is also an HTML copy on
the CD set.

If you have purchased an
official boxed set, be sure to -
register your product through Red Hat Lln UX
our website (http://iwww.redhat.
com/apps/activate/).

Throuahaut this inctallation wan L)

Figure 2-1 The first installer screen welcomes you to Red Hat Linux.
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Language Selection

‘What language would you like to use during the installation
process?

Chinese(Simplified) (32 (& )
Chinese(Traditional) (5 geH )
Czech (Cestina)

Danish (Dansk)

Durch (Nederlands)

English (English)

French (Frangais)
German (Deutsch)
Icelandic (islenska)
Itallan (Itallano)
Japanese (B 755
Korean (3t 304{)
Norwegian (Norsk)
Portuguese (Portugués)
Russian (Pycckui)
Slovenian (slovensgina)
Spanish (Espafiol)

dich (€ lead

[+]

Figure 2-2 Select the language to be used during installation.

Selecting a Keyboard Type

This next menu enables you to select what kind of keyboard you have. For most people,

the keyboard type will be selected according to language and geography (see Figure 2-3).

A Dvorak keyboard layout may be selected here if you prefer it.

np*/l\"

If you ever want to change your keyboard layout or type, you can run the program

/usr/bin/redhat-config-keyboard.

L]

When you are done, click Next to continue, or click Back to go back to the language

selection menu.
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Online Help Keyboard

® Select the appropriate keyboard for the system.

e repreer [2]

Choose the layout type for the Russian (Microsoft)
keyboard (for example, U.S. Russian (rul)
English) that you would like to use
for the system.

Keyboard Configuration

Russian (ru2)
Russian (win)
Slovakian

Slovenian

Spanish

Speakup

Speakup (laptop)
Swedish

Swiss French

Swiss French (latinl)
Swiss German
Swiss German (latinl)
Turkish

Ukrainian

United Kingdom

| .5, Englisk

U.S. Intemational

Figure 2-3 Select the preferred keyboard layout.

Selecting a Mouse
You now can select the type of mouse you want to use with the X Window environment. More
than likely, the autoprobe will have been able to identify what kind of mouse you have.

If you need to help Linux, simply pick your mouse type from the top menu box (see
Figure 2-4). The Generic settings work well in most cases, but you can scroll through the list
of manufacturers and look for the maker of your particular mouse. Click on the triangle to the
left of the vendor’s name to open a new level of choices for that particular brand.

If you have a serial mouse, you will also need to select the serial port it is using, which
you can do in the lower box of the screen.

If you have a two-button mouse, click Emulate 3 Buttons at the bottom of the screen,
because some features of the X Window environment work with a three-button mouse only.
The emulation allows you to click both buttons of a two-button mouse to simulate the third
(middle) button.
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Online Help
Mouse Configuration

Choose the cormrect mouse type
for your system.

Do you have a PS/2, USB, Bus
or seral mouse? (Hint: If the
connector your mouse P'UQS
into is round, itis a PS/2 ora

Mouse Configuration

@ Select the appropriate mouse for the system.

Model |
ATTBUS Molse

= Generic
2 Button Mouse (PS/2)
2 Button Mouse (serial)
2 Button Mouse (USE)
3 Button Mouse (PS/2)

[*]

Bus mouse; if rectangular, itis a

. 3 Button Mouse (serial)
serial mouse.)

3 Button Mouse (USB)

Try to find an exact match. If an Wheel Mouse (P5/2)

exact match cannot be found, Wheel Mouse (USB)
choose one which is compatible — | Genius

with yours. Otherwise, choose
the appropriate Generic mouse
type.

[<]

b K ancinaton

.[F_Jo vice |

¢SO (COM1 under DOS)
S1 (COM2 under DOS)
TyS2 (COM3 under DOS)
TtyS3 (COM4 under DOS)

If you have a serial mouse, pick
the device and portitis
connected to in the next box.

Tip: If you have a scroll mouse, [v] [JEmulate 3 buttons

Figure 2-4 Select the mouse description that most closely matches your hardware.

nP“/H\"

If you change the type of mouse you have later, you can run
/usr/bin/redhat-config-mouse to reconfigure your mouse.

Installation Type

With the language and input devices selected, you are now ready to begin the actual installation
phase of Red Hat Linux. You will see a screen that lets you pick how you want to install Red
Hat Linux. If you are on an upgrade path, this selection is easy—simply click Upgrade and
then click Next. You’ll see some screens informing you of what is being currently upgraded.

This module assumes that you’re doing a clean installation. This will wipe all the existing
contents of the disk before freshly installing Red Hat 8.0.
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(AUTIONT

I mean it. This process will lay waste to your hard disk and leave no data standing. So
please perform this installation on a disk that doesn’t hold the only copy of your late
Great Aunt Sonia’s world-champion pretzel recipe.

Note that under the Install button is an option to install Linux in a Server configuration
(see Figure 2-5). This method has all of the packages selected for you, as well as a disk-
partitioning scheme. While that can be a fine starting point for playing with Linux, for this
module, you want to choose Custom so that you can fine-tune what you install and how you
configure it.

Creating Partitions for Linux
Since you selected the custom installation, you will need to create partitions for Linux to
install on. If you are used to the Windows installation process, you will find that this process
is a little different from how you partition Windows into separate drives.
In short, each partition is mounted at boot time. The mount process makes the contents of
that partition available as if it were just another directory on the system. For example, the root

Online Help Installation Type

Installation Type ® o‘:'_j‘. Install on System

Choose whether you would like . .
: : ‘ersonal Desktop
to perform a full installation or 0 .IE:' Perfect for personal computers or laptops, select this installation type 1o
¢ &

[+]

an upgrade, install a graphical desktop environment and create a system ideal for
home or desktop use.

A full |ns?a||at|on will destroy T

any prevtously saved O a This option installs a graphical desktop environment with tools for

information on the selected software pment and sy stem

partitions. i

sharing, and Web services. Additional services can also be enabled,

An upgrade will preserve and you can choose whether or not to install a graphical environment.

existing Red Hat Linux system

data. Custom
rri-] Select this installation type to gain complete control over the instalation
(s i.-’ process, incliding software package selection and authentication
If you want to perform a full | preferences. i
installation, you must choose
the type of the installation. Your oﬂ‘

options (Personal Desktop, 0 ! '_ Upgrade Existing System
Workstation, Server, or Custom) [

are discussed briefly below.

Server
0 & Select this instalation type if you would like to set up file sharing, print

®

A personal desktop installation
will create a system for your [*]

Figure 2-5 For this module, perform a Custom installation of Red Hat Linux.
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directory (/) is the topmost directory in the structure. In a simple configuration (for example, the
one performed when you choose the Automatically Partition option in a custom installation),
the system’s entire directory structure will be created on a single partition. More complicated
configurations make more sense in most cases. For example, a standard Linux subdirectory
called /usr will exist in the root directory, but it will have nothing in it. A separate partition
can then be mounted such that going into the /usr directory will allow you to see the contents
of the newly mounted partition (see Figure 2-6).

Since all of the partitions, when mounted, appear as a unified directory tree rather than
as separate drives, the installation software does not differentiate one partition from another.
All it cares about is into which directory each file goes. As a result, the installation process
automatically distributes its files across all the mounted partitions, as long as the mounted
partitions represent different parts of the directory tree where files are usually placed. Under
Linux, the most significant grouping of files is in the /usr directory, where all of the actual
programs reside. (In Windows terms, this is similar to C:\Program Files.)

Because you are configuring a server, you need to be aware of the additional large
groupings of files that will exist over the life of the server. They are:

/usr, where all of the program files will reside (similar to C:\Program Files).

/home, where everyone’s home directory will be (assuming this server will house them).
This is useful for keeping users from consuming an entire disk and leaving other critical
components without space (such as log files).

/var, the final destination for log files. Because log files can be affected by outside users
(for instance, individuals visiting a web site), it is important to partition them off so that no
one can perform a Denial of Service (DoS) attack by generating so many log entries that
the entire disk fills up.

root partition

|/

/usr — The “usr” partition /ust/share
/ust/include

- u“ ” s /ust/lib
/home The “home” partition Just/bin
. /ust/sbin

/tmp — The “tmp” partition /ust/doc
[etc.]

/var —— The “var” partition

/boot — Same as the root partition

Figure 2-6 The contents of the /usr directory can be mounted on a separate partition from the

root directory.

w
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/tmp, where temporary files are placed. Because this directory is designed so that it is
writable by any user (similar to the C:\Temp directory under Windows), you need to
make sure arbitrary users don’t abuse it and fill up the entire disk; you ensure this by

keeping it on a separate partition.

Swap. This isn’t a user-accessible file system, but it is where the virtual memory file is
stored. Although Linux (and other UNIXs, as well) can use a normal disk file to hold
virtual memory the way Windows does, you’ll find that having it on its own partition
improves performance.

Now you see why it is a good idea to create multiple partitions on a disk rather than a
single large partition, which you may be used to doing under Microsoft Windows. As you
become more familiar with the hows and whys of partitioning disks under Linux, you may
choose to go back to a single large partition. At that point, of course, you will have enough
knowledge of both systems to understand why one may work better for you than the other.

Now that you have some background on partitioning under Linux, let’s go back to the
installation process itself. The installation screen gives you three options (see Figure 2-7):
automatically partition the disk, manually partition the disk with Disk Druid, or manually
partition the disk with fdisk.

Online Help Disk Partitioning Setup

Disk Partitioning

Setup

One of the largest obstacles for

a new user during a Linux Automatic Partitioning sets partitions based on the selected
installation is partitioning. Red installation type. You also can customize the partitions once
Hat Linux makes this process they have been created.

much simpler by providing an

option for automatic partitioning. The manual disk partitioning tool, Disk Druid, allows you to

create partitions in an interactive environment. You can set the
. . file system types, mount points, parition sizes, and more.
By selecting automatic

partitioning, you will not have to The partitioning tool, fdisk, is a text-based utility only
use partitioning tools to assign lecommended for advanced users who need to perform
mount points, create partitions, specialized tasks.

or allocate space for your () Automatically partition

installation. & il Mo e Eorad

O lly partition with fdisk (experts only)

To partition manually, choose
either the Disk Druid or fdisk
(recommended for experts only)
partitioning tool.

Use the Back button to choose

a differant inctallatinn ar

[+

Figure 2-7 Hard disk partitions can be configured automatically, or manually using Disk
Druid or fdisk.
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You don’t want to use the first option, because you want tight control over how the disk
gets allocated in a server environment. And while using fdisk is extremely powerful, it can
also be a bit daunting at first. (Don’t worry: it is covered in Module 7.) So this leaves you with
Disk Druid. Simply select Disk Druid and click Next. This will take you to Figure 2-8.

The Disk Druid partitioning tool was developed by Red Hat as an easy way to create
partitions and associate them to the directories as which they will be mounted. When starting
Disk Druid, you will see a graphical representation of the disk’s partition layout, as well as
detail on all of the existing partitions on your disk. Each partition entry will show the
following information:

Device Linux associates each partition with a separate device. For the purpose of
installation, you need to know only that under IDE disks, each device begins with
/dev/hdXY. Here, X is either:

a for IDE Master on the first chain
b for IDE Slave on the first chain
¢ for IDE Master on the second chain

d for IDE Slave on the second chain

Online Help Partitioning
for your partitions. Use the Edit [4]
button, once you have selected
a partition, to define its mount
point. Drive /dev/hda (Geom: 555/240/63) (Model: QUANTUM FIREBALL CR4.3A)
hda3 hdas hdab
If you are manually partitioning 1971 M8 070 e
your system, you will see your
current hard drive(s) and
partitions displayed below. Use |
the partitioning tool to add, edit, | New || Edit || Delete || Reset || RAID || LVM |
or delete partitions for your e e
system. . Mount Point/ Size
‘ Device RAIDVolume Type Format MB) Start | End
Nott'a,'you must create a root (/) = Hard Drives
partition bgfore_yo_u can < devjhda
proceed with this installation. If
fdev/hdal /boat ext3 s 22 1 3
you do not create a root
partition, the installation fdev/hda3 / ext3 o 1971 4 270
program will not know where to Free Free space 7 271 271
install Red Hat Linux. = fdev/hda2 Extended 2097 272 555
Partitioning (dev/hdas swap v 1026 272 410
The graphical representation of jdevfhda6  /home ext3 ' 1070 411 555
your hard drive(s) allows you to
see how much space has been
dedicated to the various [+] [] Hide RAID device/LVM Volume Group members

Figure 2-8 The Disk Druid starts by displaying the existing disk partitions.

w
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Y is the partition number of the disk. For example, /dev/hdal is the first partition on the
primary chain, primary disk. SCSI follows the same basic idea, except instead of starting
with /dev/hd, each partition starts with /dev/sd and follows the format /dev/sd XY, where X
is a letter representing a unique physical drive (a is for SCSI id 1, b is for SCSI id 2, and

so on). The Y represents the partition number. Thus /dev/sdb4 is the fourth partition on the
SCSI disk with id 2. The system is a little more complex than Windows, but each partition’s
location is explicit—no more guessing, “What physical device does E: correspond to?”

Mount point The location where the partition is mounted. Initially, this should not
contain any entries.

Type The partition’s type. Red Hat Linux’s default type is ext3, but Disk Druid also
understands many others, including FAT, FAT32, and NTFS.

Format Indicates whether the partition will be formatted before Linux installation.

Size Partition size in MB.

Start Partition’s initial cylinder number.

End Partition’s ending cylinder number.

In the middle of the screen are the buttons for controlling what you do with Disk Druid.
These buttons are:

New Create a new partition.

Edit Change the parameters on the highlighted partition.

Delete Delete the highlighted partition.

Reset Undo all of the changes you’ve made to the partition table but have not committed to.

RAID Use this button to create a partition in which data is distributed among multiple
drives. This can be useful for increasing disk read performance or providing data redundancy.
While this installation guide does not cover RAID installations, Red Hat provides extensive
information on RAID concepts and configuration at http://www.redhat.com/docs/manuals/
linux/RHL-8.0-Manual/custom-guide/ch-raid-intro.html.

LVM The Logical Volume Manager (LVM) approach to disk space allocation is
designed to make resizing the system’s disk space easier on the fly. Configuring LVM is
beyond the scope of this guide, but more information is available at http://www.redhat.com/
docs/manuals/linux/RHL-8.0-Manual/custom-guide/ch-lvm.html.

Next Commit all changes to disk.

Back Abort all changes made using Disk Druid and exit the program.
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NOTE K{“

The changes made within Disk Druid are not committed to disk until you click Next.

Sizing Partitions The exact amount of space you allocate to each partition depends on
how much space you have and what you plan to do with it. All the same, there are some basic
guidelines for sizing partitions in Red Hat Linux 8.0. If you install all the partitions suggested
in this module, the basic sizing parameters look like this:

Partition Minimum Size Maximum Suggested Size
Swap Same size as amount of installed RAM Double the size of installed RAM
/ 384MB
/home Depends on anticipated usage; 100MB If you allocate it, they will fill it
/tmp 100MB
/usr Depends upon software and documentation to be

installed; 2,000MB
/var 256MB

Adding a Partition  To create a new partition, click New. This will bring up a dialog box
where each of the elements in the dialog box should resemble those in Figure 2-9:

Mount Point The directory where you want this partition to be automatically mounted
at boot time.

File System Type The type of partition that will reside on that disk. By default, you will
want to select ext3 except for the swap partition (which should be of type “swap”).

Allowable Drives Specifies onto which drives the partition can be created.
Size (MB) The size of the partition in megabytes.

Additional Size Options If you know the exact size you wish to make the partition,
select Fixed Size. The second option allows you to instead set a maximum size, while the
last option allows Disk Druid to make the partition as large as possible.

Force to be a primary partition If this box is checked, the partition being added cannot
be an “extended” partition. You are unlikely to have a reason to set this option; let Disk
Druid configure the disk partition details.

Check for bad blocks If you have an old or questionable hard disk, it’s worth setting
this option, but it takes much longer to format the partition if you do. Once you are done
entering all of the information, click OK to continue.

W
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T S

Mount Point: N [+

File System Type: | ext3 b |

hda 4097 MBE QUANTUM FIREBALL CR4.3A

Allowable Drives:

Size (MB): 100 5
Additional Size Options

@) Fixed size

) Fill all space up to (MB): 1 H

() Fill to maximum allowable size

[[] Force to be a primary partition
[] Check for bad blocks

‘ & cancel H @QK ‘

Figure 2-9 Add a new partition using Disk Druid.

At a minimum, you need to have two partitions: one for holding all of the files and the other
for swap space. Swap space is usually sized to be double the available RAM if there are fewer
than 128MB of RAM, or the same size as the amount of RAM if there are more than 128MB.

Ideally, you will want to separate partitions for /usr, /var, /home, and /tmp in addition to a
root partition. Obviously, you can adjust this equation according to the purpose of the server.

Other Partition Manipulation Tasks ~ Once you have gone through the steps of adding a
partition, and you are comfortable with the variables involved (mount points, sizes, types, devices,
and so on), the actual process of editing and deleting partitions is quite simple. Editing an entry
means changing the exact same entries that you established when you added the partition, and
deleting an entry requires only that you confirm that you really want to perform the deletion.

After you have configured the partitions and mount points as you want them, click Next
to continue.

NOTE K{\

One last detail that | have infentionally omitted is the process of adding network drive
mounts (NFS). This requires a more complete explanation and is covered in Module 7.

Installing the Boot Loader
GRUB is the default boot manager for Red Hat Linux 8.0. If you aren’t already familiar with
what it does, a boot manager handles the process of actually starting the load process of an
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operating system. If you’re familiar with Windows NT, you have already dealt with the NT
Loader (NTLDR), which presents the menu at boot time, allowing you to select whether you
want Windows NT or Windows NT (VGA only). You may also have run across NTLDR if
you’ve set up a Windows machine in a dual boot configuration. GRUB performs the same
function for Linux systems.

NOTE K{\

Red Hat Linux also allows the use of the LILO boot loader, but GRUB is the default, and
it works well, so it's used here.

The Red Hat tool’s screen for setting up GRUB has three sections (see Figure 2-10). The
top section includes a list of the bootable partitions and a button for changing the boot loader
to LILO (or for not enabling a boot loader at all).

The middle block of this configuration screen allows you to select whether you want
to enable password protection on the boot loader. You want to enable this to prevent

Online Help Boot Loader Configuration
i =]
Boot Loader The GRUE boot loader will be installed on fdevjhda. |Change boot loader;
Configuration

You can configure the boot loader to boot other operating
systems. It will allow you to select an operating system to

By default, the GRUB boot boot from the list. To add additional operating systems,
loader will be installed on the which are not automatically detected, click 'Add. To

hange the operating system booted by default, select
system. If you do notwantto change ol Y L d
install GRUB as your boot Default’' by the desired operating system.
:oa(‘::ller, select Change boot |Defau|r |Labe| Device add
ioader.

Red Hat Linux /dev/hdag Edit

You can also choose which 0S5 Delete

(if you have more than one)
should boot by default. Select
Default I?g5|de the preferred A boot loader password p ts users from ch
boot partition to choose your options passed to the kemel. For greater system
default bootable OS. You will security, it is recommended that you set a password.
not be able to move forward in
the installation unless you
choose a default boot image.

[[] Use a boot loader password Change password

[_] Configure advanced boot loader options
You may add, edit, and delete
the boot loader entries by
selecting a partition with your
mnuce and then clickinn an the

]

Figure 2-10 Configure the GRUB boot loader to boot Linux.
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unauthorized access to the boot settings, so click the check box, which will bring up the
password box as shown.

hd Enter Boot Loader Password E x

Enter Boot Loader Password

Enter a boot loader password and then confirm it.

Password: |‘*“’”*** |
Confirm: |*“"”“““1 |
‘ & Ccancel ‘ ‘ @QK |

-

The check box in the last section of the boot loader configuration screen allows you to set
somewhat more esoteric features of the boot loader. If you check the box and click Next, you
will get an advanced configuration screen (see Figure 2-11).

GRUB sets up on the master boot record (MBR) or the first partition on which Linux
resides. The MBR is the very first thing the system will read when booting a system. It is
essentially the point where the built-in hardware tests finish and pass off control to the

Online Help Advanced Boot Loader Configuration
! Install Boot Loader record on:
Advanced Boot @ (dev/hda Master Boot Record (MER)
Loader Configuration ) fdev/hdal First sector of boot parition
| Change Drive Order

Select where you want the boot
loader to be installed. If your

system will use only Red Hat [[] Eorce LBA32 (not normally required)

Hnux‘;e;:BCth:leFMasl‘er Boot If you wish to add default options to the boot command,
ecord ( - For systems on enter them into the ‘General kemel parameters' field.

which Win95/98 and Red Hat
Linux will reside on a single Generallkemel papimeters J
hard drive, you should also

install the boot loader to the
MER.

If you have Windows NT (and
you want a boot loader to be
installed) you should choose to
install it on the first sector of the
boot partition.

Click Change Drive Order to
rearrange the drive order,
Changing the drive order may

he usaful if van have multinle [+]

Figure 2-11 Set the boot loader’s location and pass parameters to the kernel.



Red Hat Linux Administration: A Beginner’'s Guide

software. This is the default; if you allow GRUB to be installed here, its graphical boot menu
will load when you power on or reboot your system, and it will allow you to select which
operating system to load. In a server configuration, there may be choices of Linux kernels to
load, but there should just be one operating system option!

NOTE K{\

SMP-based systems will start with two boot image choices. The first choice, Red Hat
Linux, is set up to support multiple processors. In the event that you encounter a problem
with this configuration, Red Hat Linux-up will also be available; it will utilize only one
processor, but at least it will get you up and going.

If you are already using another boot loader and prefer it, then you will want to place GRUB
on the first sector of the root partition. This will allow your preferred boot loader to run first
and then pass control off to GRUB, should you decide to start Linux. Figuring out how to notify
your preferred boot loader that there’s a new operating system available is up to you.

This screen also has an option to Force LBA32, which uses linear mode. This applies only
to some SCSI drives or drives that are accessed in LBA mode, so unless you know that it applies
to you, or are experimenting, leave the box unchecked.

The last option on this advanced configuration screen is a box that allows you to enter
kernel parameters to be used at boot time. Most people can ignore this box. If the documentation

for a particular feature or device requires you to pass a parameter here, add it; otherwise, leave
it blank.

Setting Up Networking

Now Red Hat is ready to configure your network interface cards (see Figure 2-12).

Each interface card recognized by Linux will be listed in the table at the top of your
screen. Ethernet devices are listed as eth0, ethl, eth2, and so on. You can select each interface
and click Edit to configure it using DHCP or to set the IP address by hand, as shown.

hdEdit Interface eth0 EE x

Edit Interface eth0

Configure ethD

Activate on boot

IP Address: |10 |0 .| 2 |1

MNetmask: 255 .| 255 .| 255 |0

‘ X cancel H @QK ‘

|-

(%)
0
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Online Help Network Configuration
Network Devices

[+]

Network Configuration

|Act|ve on Boot |Device |IF'fNElma5k |

Any network devices you have h0  DHC
on the system will be
automatically detected by the
installation program and shown
in the Network Devices list.

To configure the network
device, first select the device
and then click Edit. In the Edit
Interface screen, you can @® automatically via DHCP
choose to have the IP and
Metmask information configured
by DHCP or you can enter it
manually. You can also choose
to make the device active at Gateway:
boot time. Primary DNS: |10 (0 |2 (1

Hosthame
Set the hostname:

) manually

Miscellaneous Settings

Secondary DNS:

If you do not have DHCP client
access or are unsure as to what
this information is, please
contact your Network
Administrator. [+]

Tertiary DNS;

Figure 2-12 Configure network cards and IP settings.

If you choose to configure by hand, be sure to have the IP and netmask values handy.

Check the Activate On Boot button for a card if you want the interface to be enabled at
boot time.

On the bottom half of the screen, you’ll see the configuration choices for giving the machine
a host name, a gateway, and related DNS information. If you have enabled DHCP on one of the
network interfaces, you can opt to have the machine’s name set from the DHCP server.

NOTE K{\

Even if you are not part of a network, you can fill in the host name. If you don't fill in @
host name, your computer will be known as localhost.

Once you have all of this filled in, simply click Next to continue.

Firewall Configuration
The next screen allows you to configure the firewall functionality of your Linux system
(see Figure 2-13).



Online Help
Firewall Configuration

A firewall sits between your
computer and the network, and
determines which resources on
your computer remote users on
the network are able to access.
A properly configured firewall
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Firewall Configuration
Select a security level for the system:

(O High @ Medium
() Use default firewall rules
(@) Customize

Trusted devices: ||:| etho

() No firewall

Allow incoming:

can greatly increase the out-of-
the-box security of your system.

Choose the appropriate security DHCP
level for your system. 1 Mail (SMTP)
[ Telnet

High Security - By choosing
High Security, your system will
not accept connections that are
not explicitly defined by you. By
default, only the following
connections are allowed:

Other ports:

* DNS replies

* DHCP - so any network [+]

Figure 2-13 Configure the firewall properties on the Linux server.

How tightly or loosely you set access to the system will depend entirely on what type of
function the server will perform. For example, if you want your system to serve as an NFS
server so that other systems can mount its drives, you cannot set the high or medium security
levels on this page. On the other hand, if you want this system to act as a web server without
RealAudio content, the High security level may be the best choice.

If you don’t plan to have access to the console of your Linux server, you should be sure
to allow a method of managing the system remotely; enabling SSH can do this. You’ll spend
more time on configuring Red Hat Linux 8.0 to be secure in Module 9.

nP”/l\"

If it turns out you have over-constrained your server and are having problems accessing it or
using it the way you intended, you can temporarily shut off the firewall using the command
/sbin/service iptables stop, but be careful about doing so on a vulnerable network.

When you have configured the firewall properties to your satisfaction, click Next to
continue installation.

4]
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Additional Language Support
If you wish to add support for languages in addition to the one you specified for the installation

process, the next screen allows you to do so (see Figure 2-14). You can set up your Linux
server as a virtual Tower of Babel if you so choose.

Click Next after choosing all the additional languages you need.

Time Zone Configuration
The time zone configuration screen (see Figure 2-15) allows you to select in which time zone
the machine is located. If your system’s hardware clock keeps time in UTC, be sure to click the
System Clock Uses UTC button so that Linux can determine the difference between the two
and display the correct local time.

Creating Accounts
The Red Hat Installation tool creates one account for you called root. This user account is
similar in nature to the Administrator account under Windows 2000 and Windows .NET
Server: The user who is allowed access to this account has full control of the system.
Thus, it is crucial that you protect this account with a good password. Be sure not to
pick dictionary words or names as passwords, as they are easy to guess and crack.

Online Help Additional Language Support
[+] select the default language for the system:  English (USA) ]L|

Additional Language -

Su pport Select additional languages to install on the system:

b B[ swean ]

Select a language to use as the [ English (Great Britain)

defaultlanguage. The default [] English (Hong Kong) ’M
language will be the language [ English (india)

used on the system once Reset
installation is complete. If you L1 English ireland) =

choose to install other [ English (New Zealand)

languages, it is possible to [Z] English (Philippines) ]

change the default language [] English (Singapare)

after the installation. [ English (South Africa) =

Red Hat Linux can alternately [ English @imbabwe)
ngiis: Imbal

install and support several

languages. To use more than [ Estonian
one language on your system, [ Faroese (Faroe Islands)
choose specific languages to [ Finnish

be installed, or select all
languages to have all available
languages installed on the
system.

[T] French (Belgium)
[ French (Canada)
[] French (France)
[[] French (Luxemburg)
[I(ﬂ ?"lﬂ Rn‘o’ hll'mﬂm rnnrn| 7 I reamak friinadamnds E

Figure 2-14 Add additional language support for multilingual environments.
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Online Help Time Zone Selection

. . —| |Location |UTC Offset
Time Zone Selection

You can set your time zone
either by selecting your
computer's physical location, or
by your time zone's offset from
Universal Time, Coordinated.
(also known as UTC).

Motice the two tabs at the top of
the screen. The first tab offers
you the ability to configure by
location. With this option, you
can choose your view. In
choosing View, your options

Pacific/Gambier - Gambier Islands

are: World, North America, |j_oca1|on Description =
South America, Pacific Rim, ATTETC M
Europe, Africa, and Asia. America/MNassau

America/New_Y orl Eastern Time
From !he 'merac“\"e_- map, you America/Mipigon Eastern Time - Ontario & Quebec - places that did
Fan click on a specific city, as Amercahome Alaska Time - west Alaska +]
indicated by the yellow dots, [«] | [+]
and a'red X will appear at your [ System clock uses UTC
selection. [+]

Figure 2-15 Select the correct time zone from the map or the text listing.

Part of protecting root means not allowing users to log in as the root user over the network.
This keeps crackers from being able to guess your root password by using automated login
scripts. In order to allow legitimate users to become the root user, you need to log in as yourself,
and then use the su (switch user) command. Thus, setting the root password isn’t enough if
you intend to perform remote administration; you will need to set up a real user, as well.

In general, it is considered a good idea to set up a normal user to do day-to-day work
anyway. This gives you the protection of not being able to accidentally break configuration files
or other important components while you’re just surfing the Net or performing nonadministrative
tasks. The exception to this rule is, of course, certain server configurations where there should
never be any users besides the root user (for example, firewalls).

In Figure 2-16, you see the screen that lets you set the root password as well as create
new users.

Begin by picking a root password and entering it into the Root Password box at the top
of the screen. Enter it again in the Confirm box right below; this protects you from locking
yourself out of the system in case you make a typo. The text Root Password Accepted will
appear below the password boxes once you have entered a password twice the same way.
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Online Help Account Configuration

[+]

Account Confi gu ration O Enter the root (administrator) password for the system.
Note: Setting up a root Root password: || |
account and password is one of Confirm: |
the mostimportant steps during '
your installation. Your root

. . It is recommended that you create a personal account
account enables you to install for normal (non-administrative) use. Accounts can
packages, upgrade RPMs and also be created for add | users.
do most system maintenance. o |Ful| Name e

Logging in as root gives you
complete control over your Edit
system and is very powerful.

Delete

Use the root account only for
administration. Create a non-
root account for your general
use and su - to gain root
access when you need to fix
something quickly. These basic
rules will minimize the chances
of a typo or incorrect command
doing damage to your system.

Enter a password for the root  [+]

Figure 2-16 Set a strong password for the root user and add additional users.

NOTE K{\

You do not need to add the root user.

The remainder of the screen is meant for creating new user accounts. To do so, simply
click Add to bring up the Add A User Account window as shown.

hdAdd a User Account

Add a User Accou

Add a New User

Enter a user name: |rwhite

Enter a user password: |WM**

|
|
Password (confirm): |”’“’“’“’“’* |
|

Eull Name: | Russell White

User password accepted.

‘ X cancel H @QK ‘

L
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Enter the username in the Account Name box, the user’s password in the Password and
Password (confirm) boxes, and the user’s real name in the Full Name box. Click OK to insert
this new user into the list of user accounts. Repeat as desired and then click Next to continue.

NOTE i{\

If you make any mistakes while adding new users, you can delete and edit them, as well.

Authentication Configuration

Linux keeps its list of users in the /etc/passwd file. Each system has its own copy of this file,
and a user listed in one /ete/passwd file cannot log into another system unless that user has an
entry in the other /etc/passwd file. To allow users to log in to any system in a network of
computers, Linux can use the Network Information System (NIS) to handle remote password
file issues.

In addition to listing users, the /etc/passwd file contains all of the passwords for each user
in an encrypted format. For a very long time, this was acceptable because the process of attacking
such files to crack passwords was so computationally expensive, it was almost futile to even
try. Within the last few years, affordable PCs have gained the necessary computational power
to present a threat to this type of security, and therefore a push to use shadow passwords has
come. With shadow passwords, the actual encrypted password entry is not kept in the
/etc/passwd file but rather in an /etc/shadow file. The /etc/passwd file remains readable by
any user in the system, but /ete/shadow is readable by the root user only. Obviously, this is a
good step up in security.

Another method to arise has been a technique utilizing the MD5 hashing function. (Don’t
worry about the details of MD5—all you need to concern yourself with is the fact that it is better
than the stock method.) Unless you have a specific reason not to do this, be sure to check the
Enable MD5 Passwords and Enable Shadow Passwords check boxes (see Figure 2-17).

If your site has an existing NIS infrastructure, enter the relevant NIS domain and server
name in this window. If you don’t know or if you want to deal with this later, you can safely
ignore this step.

Another option is to use a Lightweight Directory Access Protocol (LDAP) server for
storing passwords. This is ideal for an environment where you have many thousands of users
accessing many servers and NIS doesn’t cut it performance-wise. If you aren’t sure about
LDAP or whether you have an LDAP server, you can skip this step.

If you are in a Kerberos environment, you will need to enable the Kerberos authentication
method. If you go this route, contact your Kerberos administrator for the appropriate realm
names, KDC, and admin server. If you aren’t sure about what Kerberos is, then you probably
don’t need it.

If you are in an established Windows environment and have an SMB server in use for
authentication, the Linux system can also make use of this authentication method. If you’re
not sure about SMB authentication, skip it.

N
(6,}
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Online Help Authentication Configuration

. . [¥] Enable MD5 passwords
Authentication
Enable shadow passwords

Configuration
NIS | LDAP | Kerberos 5 | SME
You can skip this section if you [] Enable NIS

will not be setting up network

passwords. If you are unsure,
ask your system administrator
for assistance.

NIS Domain:
Us

NIS Senver:

broadcast to find NIS server

Unless you are setting up an
NIS password, you will notice
that both MD5 and shadow are
selected. Using both will make
your system as secure as
possible.

* Enable MD5 Passwords -
allows a long password to be
used (up to 256 characters).

* Use Shadow Passwords -
provides a very secure method
of retaining passwords for you.

[+

Figure 2-17 Configure authentication to use MD5 encrypted, shadow passwords, and to
access any network authentication methods that apply.

Once you have selected all pertinent check boxes and filled out the relevant entries, click
Next to continue to the next screen.

Selecting Package Groups
This is where you can select what packages get installed onto the system. Red Hat categorizes
these packages into several high-level descriptions, enabling you to make a quick selection of
what type of packages you want installed and to safely ignore the details. You can also choose

to install all of the packages that come with Red Hat, but be warned: A full install is nearly
5GB of software!

NOTE K{\

If you decide that you underestimated the amount of space you needed for software

(which goes in /usr), you can click Back to repartition the system to make enough room
for what you want.

Looking at the top-level group descriptions (Figure 2-18), you see the broadest set of
options Red Hat gives you. You can simply pick the groups that interest you, or you can scroll
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Online Help Package Group Selection .
i :
Package Group :
Selection (X Window System: [34/35]  Details |- :
&""] Install this group of packages to use the base graphical (X) i .
Select the package (application) user Interface. — :
groups that you wantto install. To [¥] GNOME Desktop Environment [3y31]  Details .
select a package group, click on v¢ GNOME is a powerful, graphical user interface which .
the check box beside it. 'c includes a panel, desktop, system icons, and a graphical :
file manager. .
Once a package group has been [[] KDE Desktop Environment [0/58] .
sel_eaed- click on l_)eta"_s 1o view - KDEisa powerful, graphical user interface which includes .
which packages will be installed 8 a panel, desktop, system icons, and a graphical file .
by default and to add or remove manager. .
optional packages from that group. — .
P P 9 group Applications .
To select individual QaFkages. [ Editors [o/3] :
check the Select Individual Sometimes called text editors, these are programs that
Packages box at the bottom of the allow you to create and edit files. These include Emacs and .
screen. Wi,
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[] Engineering and Scientific [0/7]

This group includes packages for performing mathematical
and scientific computations and plotting, as well as unit
conversion.

[] Select individual packages Total install size: 1,396M

[«

Figure 2-18 Select top-level groups of software to install prepared options.

to the bottom and pick Everything to have all of the packages installed; or you can click the
Details link next to any selected group to select individual packages from that group.
If you choose to click a Details link, you’ll see a screen like the one shown.

b4 Details for '"KDE Desktop Environment'

Details for E Desktop Environme

A package group can have both Base and Optional package members. Base
packages are always selected as long as the package group is selected.

Select the optional packages to be installed:
N PR T N N TS
kscd - Audio-CD player for KDE
ksnapshot - A KDE applet for taking snapshots of the desktop
ktimer - A timer (stop watch).
switchdesk-kde - A KDE interface for the Desktop Switcher.
xinetd - A secure replacement for inetd. B

[2]

] autorun - A CD-ROM mounting utility.
[] kaboodle - A KDE media player
kamera - Digital camera support for KDE

"] karm - Time trarkina tnal

[« o [[>]

Total install size: 1,571M

¥ cancel | | @QK |
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Each such screen lists the packages that are installed automatically, and then shows the
optional packages that you can choose to install or omit.

If you check the Select Individual Packages button, you will see a screen like the one
shown in Figure 2-19. The left side of the screen shows the functional groupings of packages,
and the right side of the screen shows individual packages.

If you opt to select individual packages, Red Hat will go through and verify that all of the
prerequisites necessary for these packages are met. If any are not met, you will be shown these
packages in a screen that looks like Figure 2-20.

If there are any packages that need to be installed to allow all of your selected packages to
work, simply make sure that the radio button labeled Install Packages To Satisfy Dependencies
is selected.

Click Next when you’re done picking packages.

About to Install
The installer now warns you (see Figure 2-21) that it’s about to commence the drastic changes
you’ve been selecting for your new server. If you’re certain you’ve got things the way you
want them, click Next.

Online Help Individual Package Selection
(4] @ Tree View () Elat View []
- . = —— Package ~|Size (MB) I
Individual Package Productivity [« |D| o | |
: Publishing per-DB_File 1
Selection oo O3 per-oB1 L
You can choose to view the Text L] perl-suidper 1
individual packages in tree Utilities [ php 4
view or flat view. <+ Development ] php-imap 1
. Debuggers [ php-ldap 1
Treeview slows youto sce the | |
dckages groupe : %
paciages group v Libraries ~|| php-odbe 1 —
application type.
System [ php-pgsql 1
Flat view allows you to see all Tools [ php-snmp 1
of the packages in an Documentation pygtk2 3 |
alphabetical listing which will < Networking [ pygtk2-devel 1
appear on the right of the Mail pygtk2-libglade 1
screen. =
Utilities [«] (4 Pyat 10 [+]
l:.ls!ng Tree view, you will see a Total install size: 1,626M | Select all in group | Unselect all in group
listing of package groups. When kage: o | —
you expand this list and pick Package: php-mysq M
" Version: 4.2.2
one group, the _|'5t of packages The php-mysql package contains a dynamic shared object that will add MySQL
in that group will appearin the database support to PHP. MySQL is an object-relational database management L
panel on the right. o system. PHP is an HTML-embeddable scripting | If you need MySQL <
b £, [=THT=Y 1i i Al A o i 4ol _plai 1. A las —

Figure 2-19 Select Individual Packages to precisely fine-tune your Linux installation.
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Online Help — Unresolved Dependencies

= |Package IRequiremem | .
Unresolved .
. php-mysgl php '

Dependencies php-mysal mysal
Many software packages mysal per-DGI -
depend on other packages or mysal perl-DBD-MysQL .
libraries in order to work mysql  pert-CGI '
correctly. To make sure your php hitpd .
system has all the packages it php gd .
needs in order to work, the .
installation program checks 7 .
these package dependencies .
each time you install or remove .
a package. If one package .
requires another package that .
has not been installed, -

unresolved dependencies exist

One or more packages you
have selected have unresolved

dependencies. You can resolve —
N = @ Install k to satisfy dependencie:
this by selecting Install R e e

Packages to Satisfy () Do not install packages that have dependencies

Dependencies. You can also O Ignore package dependencies
rhance nnttainctall anu [=] Tatal install size: 1,650M
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Figure 2-20 Red Hat Linux alerts you to unmet dependencies of packages you selected.

Online Help About to Install

About to Install

Caution: Once you click Next,
the installation program will begin
writing the operating system to the
hard drive(s). This process cannot
be undone. If you have decided Click next to begin installation
not to continue with this of Red Hat Linux.
installation, this is the last point at A complete log of the

which you can safely abort the installation can be found in the /
installation process. mﬁ;ltgr?:s:‘;f

To abort this installation, remove
all installation media, and press
your computer's Reset button or
reset using Control-Alt-Delete.

A kickstart file containing the
installation options selected can
be found In the jroot/anaconda-
ks.cfg file after rebooting the
system.

Figure 2-21 As Red Hat Linux is about to be installed, it checks to make sure you are ready.
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Installation Begins

Red Hat will now go through the process of installing all of the packages you have selected as
part of the installation process. Depending on the speed of your hard disk, CD-ROM, and
machine, this could take from just a few minutes to more than 20 minutes. A status indicator
(see Figure 2-22) will let you know how far the process has gotten and how much longer the
system expects to take.

Once the installer has exhausted the files on the CD, it will eject the CD and prompt you
for the next disc. Insert the next disc and click OK to continue.

Boot Disk Creation
Once the installation process is complete, Red Hat gives you the option of creating a boot disk.
Unless you are familiar with recovering a Linux system already, it will make your life easier if
you take a moment and create one.
Following the directions as shown in Figure 2-23, simply insert a blank disk into your

drive and click Next. If you don’t want to create a boot disk, click the button labeled Skip Boot
Disk Creation, and then click Next.

Online Help Installing Packages
Package: ncurses-5.2-28
Installing Packages Size: 10,408 KBytes

Summary: A CRT screen handling and optimization package.
We have gathered all the

information needed to install Red | package Progress: [l

Hat Linux on the system. It may
: : 5 Total Progress: -
take a while to install everything, ]

depending on how many

= Status I Packages Size Time
packages need to be installed.
Tatal 531 1650 M 0:07:05
Completed 50 257 M 0:01:06
Remaining 481 1393 M 0.05:58

&2 Ximian Evolution™

E-mail client, calendaring, contact managen
task manager.

Figure 2-22 The installer keeps you notified about the progress of the installation.
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Online Help Boot Disk Creation

Boot Diskette Creation

To create a boot diskette, insert a
blank diskette into your floppy
drive, and click Next to continue.

The boot diskette allows you to boot your Red Hat Linux
system from a floppy diskette. A boot disk allows you to boot
your system If your bootloader conf stops working, if
you chose not to Install a boot loader, or If your third-party boot
loader does not support Linux.

Itis highly recommended you create a boot disk.

(@) Yes, | would like to create a boot disk

) No, | do not want to creare a boot disk

Figure 2-23 Create a boot disk to simplify system recovery.

WARNING K\j\

If you chose not to install a boot loader, you must create a boot diskette, or you won't

be able to boot Linux.

Configuring the X Window System

The X Window System is the basis for the graphical user interface in Linux. It is what
communicates with the actual video hardware. Programs such as KDE and GNOME (which
you are more likely to have heard about; if not, read the next module) use the X Window

System as a standard mechanism for communicating with the hardware.

What makes the X Window System interesting is that it is not coupled with the base
operating system. In fact, the version of X that Linux uses, Xfree86, is also available for many
other UNIX-based systems, such as those from Sun. This means it is possible to run a server
without ever starting the graphical environment, and it is often a good idea to do so. By having
the GUI turned off, you save memory and system resources that can instead be used for the

actual server processes.
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Of course, this doesn’t change the fact that many nice administrative tools are available
only under X, so getting it set up is still a good idea.

Red Hat will begin by trying to sense the type of graphics card you have (see Figure 2-24).
If you have a nonbleeding-edge, brand-name card, you’ll likely have the easiest time. If Linux
cannot determine the type of video card and its memory, you can enter the necessary
information directly.

Once the video card has been selected, click Next. The option to skip the X Window
System is useful if you don’t have a need for X, or if you want to configure it later. If that’s the
case, you can check the box to skip the X Window System and click Next.

The next screen displays a list of monitor manufacturers. Find your manufacturer and click
the triangle to the left of its name to expand the list of monitor models (see Figure 2-25). Be
sure to select the correct monitor make and model, or find a setting in the Generic list that is
compatible with your monitor’s video modes.

nP“/l\"

If you have an unusual monitor that isn’t in Red Hat's database, have its frequency
information available and enter it in the appropriate fields. Trying to send your monitor
too high of a frequency can cause physical damage. This author managed to toast his
first color monitor this way, back when monitors were far less robust and before the X
Window System configuration tools existed.

Online Help | [Graphical Interface (X) Configuration
21 In most cases, the video hardware can be automatically detected. If
G raphical Interface the detected settings are not comect for the hardware, select the
. right settings. .

(X) Configuration B Jaton [2]

I LeadTek
Although Mebinstallénion _ b MELCO
program probes to determine

. MachSpeed
the best video card for your P MachSpes
system, you can choose ~ Matrox
another video card if needed. Matrax Comet
Matrox Marvel 11

Once you have selected your Matrox Millennium

video card, choose the amount
of video RAM present on your

Matrox Millennium G400

card.
Matrox Millennium G450
If you decide that the values you Matrox Millennium G550
have selected are incorrect, use Matrox Millennium 11
the Restore original values Matrox Mystique
button to le?urn to the suggested Matrox Mystique G200
pmbed settings. Matrox Productiva G100
; -
You can also choose to Skip X (b_Mira =]
Conl’iguration ifvou would || Video card RAM: | aMBE 4 | | Restore original values |

rather configure X after the
inctallatinn ar nat at all

= [ Skip X configuration

Figure 2-24 Red Hat Linux will attempt to automatically detect the graphics card.
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Online Help Maonitor Configuration
'] In most cases, the monitor can be automatically detected. If the

detected settings are not correct for the monitor, select the right
seftings.
Il VIEWSUMIC Fa1u El
The installation program will ViewSonic PE10-3
now attempt to detect your
monitor to determine your

machine's best display settings.

Monitor Configuration

ViewSonic P810-4
ViewSonic PE10-A

If the monitor cannot be ViewSonic P810-E
detected, choose the monitor : ViewSonic PB10-ER
that best matches the model ViewSonic PE10-MR
attached to this computer from ViewSonic PEL5

the monitors listed.

ViewSonic PE15-4
ViewSonlc P817
ViewSonic PE17-E

You may also enter the
horizontal and vertical

synchronization ranges for your ViewSonic PF775
monitor. These values canbe ViewSonic PF77a
found in the documentation for ViewSanic PE77d |:|
your display. Be careful when ViewSonic PF790

entering these values; if you ViewSonic PF795
enter values that fall outside the ViewSonic PESLS
capabilities of your equipment, fewsanic [+]

you can cause damage to your R — ’730_115 fa
display. Only enter numbers in = e

these fields if the values in your [v] Yertical Sync: 50160 Hz

Figure 2-25 The installer allows you to select your monitor’s manufacturer and model number
or a generic equivalent.

Click Next to bring up a screen similar to Figure 2-26.

The drop-down lists show the color definitions and pixel resolutions supported by your
display subsystem. Configure them to settings that you think will work, and then click the Test
Setting button to see them in action. For some people, high-resolution settings are too high and
make fonts hard to read. Displaying more colors generally makes the display look better, but
may reduce performance.

The choice of using a graphical login is just that: You can have the X Window System
automatically start up on boot so that the first login everyone sees is graphical instead of text
based. This choice is often nice for the novice user who has a Linux system at his or her desk.
However, it’s not as sensible for use on a server, especially one you don’t plan to use from the
console much. When you’re done selecting, click Next to continue.

Installation Completes
That’s it! The installation process is over. You’ll be prompted to click Next one more time to
reboot the system. As the system reboots, be sure to remove any CD-ROMs or floppy disks
you have in your system that are capable of booting before your hard disk does.
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Online Help Customize Graphical Configuration

Customize Graphics
Configuration

Choose the correct color depth
and resolution for your X
configuration. Click Test
Setting to try out this
configuration. If you do not like
what you are presented with
while testing, click No to
choose another resolution.

Color Depth is the number of Color Depth: Screen Resolution;

distinct colors that can be fTrue Color (24 Bit) IL| 1600x1200 M
represented by a piece of b

hardware or software. W Test Setting

Screen Resolution is the the
number of dots (pixels) on the
entire screen.

You can also choose whether Please choose your login type:
you want to boot your system () Graphical @ Text
intn a aranhiral ar tavt [*]

Figure 2-26 Configure and test the X Window System resolution settings.

EEEX] Installing @ Server

While you’ve just covered the process of installing a server fairly exhaustively, you still have
to put all the pieces together when you perform the real installation. Follow these steps to
ensure good results!

Step by Step
1. Review your server hardware to make sure it meets the minimum system requirements and
is on the Hardware Compatibility List.

2. Allocate an IP or DHCP address on your network for the server.

3. Check to see that you have adequate disk space to install and operate your software. You
can check this precisely by starting the installation procedure and moving as quickly to the
software installation step as possible. Without actually installing the software, select all the
packages you wish to use. Make sure you check for dependencies if you select packages
individually, as some dependencies can be very large.
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4. Create a list of users for the system so that their accounts can be added during installation,
if appropriate.

5. Determine the amount of space that users are likely to need in their home directories to
make sure there will be enough room on that partition.

6. Perform the real installation, partitioning the disk as you’ve calculated, and installing the
software you plan to use.

7. If you install and configure the X Window System, be sure to test it, especially if you use
the default graphical login option.

8. Once the system restarts, see if it boots all the way up.

Project Summary

Experimenting with the Linux installation process isn’t difficult, so it is possible to try several
different options without expending too much energy. As will be described in Module 4, it’s
easy to add or remove software after the installation, so it’s not necessary to have things perfect.
But with a little investigation and some planning, the initial installation can be used right away.

Finding Additional Help

If you are still having problems with the installation, be sure to visit Red Hat’s web site
(http://www.redhat.com) and take a look at the manuals available for Red Hat 8.0 (http://
www.redhat.com/docs/manuals/). There you will find the official installation guide for all
possible variations in the installation process. You will also find the latest errata, security
updates, and notes regarding the Red Hat 8.0 distribution.

Module Summary

This module described the process of building up a server, choosing the right hardware,
establishing the right environment, and finally, installing Red Hat 8.0. All of the commentary
before you got to the actual process of installing Red Hat Linux applies to any server you
build, regardless of operating system.

The steps for installing Red Hat itself are also quite straightforward. Anyone who
witnessed the procedure from prior versions should have noted how much easier the process
has become and how many fewer configuration choices need to be made to get going. What
makes Linux wonderful is that even though those options are no longer part of the installation
process, you can still change them and tweak them to your heart’s content once you’ve
completed the install and have started the system for real.

Don’t forget to search those places I mentioned earlier in the module if you need help, and
once you become a Linux whiz, don’t forget to help others.

O
O
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“ Module 2 Mastery Check

1.
2.
3.

N O OO0 b

11.
12.

What is the HCL, and why is it important?

List the three factors that are most important for a server.

Which of the following are effective means of configuring a Linux server?
A. Recompiling the server’s kernel

B. Avoiding using the X Window System on the server

C. Disabling unused functions

D. Cooling the server with liquid nitrogen

E. Loading as many modules in the kernel as possible

. What command is used to determine how long a Linux system has been running?
. What web site has guides and cookbook-style help for Linux?
. What utility is used to create a Linux boot disk from a Windows system?

. Name the utility used to configure each of these after Red Hat Linux 8.0 is installed

on a system:

A. X Window System
B. Keyboard
C. Mouse

. In Linux terminology, how is the root directory identified?
. What four subdirectories of the root directory are recommended for separate partitions?

. How big should the swap file be?

A. Double the size of the system RAM.

B. If the system has less than 128MB of RAM, double the size of the system RAM. If the
system has more than 128MB of RAM, then the same size as the system RAM.

C. If the system has less than 128MB of RAM, then 128MB of swap. If the system has
more than 128MB of RAM, then the same size as the system RAM.

D. The same size as the system RAM.

How many boot options will a multiprocessing server system have after installation?

Describe the purpose of the Red Hat Linux-up boot option.
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13. What command is used to become the root user?

14. What is a shadow password, and where is it stored?

15.

16.

Which of the following authentication methods are configurable during the Red Hat Linux
installation procedure?

A. Kerberos
B. LDAP
C. NIS

D. RADIUS
E. SMB

In rare instances, what could happen to a monitor set to run at frequencies it’s not designed
to handle?

O
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< NOME and KDE have both received significant press because they offer a truly easy-to-use

interface to UNIX-based operating systems, most notably Linux. In this module, you will
go over various tips and tricks to make GNOME and KDE work better for you. Since most
distributions come with one (or both) preinstalled, you won’t have to deal with an installation
or configuration process before you can jump in and start using them.

Before you get into the fun stuff, though, you need to step back and understand a little more
about the X Window System and how it relates to GNOME and KDE. This will give you a
better idea of the big picture of Linux and one of its fundamental architectural differences with
Windows NT.

NOTE K{\

CRITICAL SKILL

It is unwise fo run the X Window System as the root user, if for no other reason
than that root should be used only when needed, and giving the root user its own
desktop configuration invites overuse. If you did not create an additional non-root
user during Red Hat installation, you can skip to Module 5 to see how to do so
before continuing this module. All of the changes you read about here can apply
to any user, including root.

Understanding the X Window
System’s Origins

The designers of UNIX-based operating systems, like Linux, take a very different view of the
world when it comes to user environments than do those behind Microsoft Windows or even
Macintosh OS. UNIX folk believe the interface they present the user should be 100 percent
independent of the core operating system. As a result, Linux’s kernel is completely decoupled
from its user interface. This allows you to select the interface that works best for you, rather
than be stuck with the dictated vision of someone else or potentially random “market research.”

More important, however, is the stability that comes from having such a large program
independent of the core operating system. If the GUI crashes under Windows or Mac OS, you
have to reboot. Under Linux, you can kill the GUI and restart it without affecting any other
services being offered by the system (such as network file services).

In the mid-1980s, an OS-independent foundation for graphical user environments was created
and called the X Window System. “X” (as it is commonly abbreviated) simply defines the
method by which applications can communicate with the graphical hardware. Also established
was a well-defined set of functions programmers could call on to perform basic window
manipulation.
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NOTE K{“

The implementation of the X Window System used by Linux is XFree86. Information
about the XFree86 project and its configuration can be found at http://www.xfree86.org.

The simple definition of how windows are drawn and mouse clicks are handled did not
include any model of how the windows should look. (In fact, the X Window System in its
natural state has no real appearance. It doesn’t even draw lines around windows!) Control of
appearance was passed off to an external program called a window manager. The window
manager took care of drawing borders, using color, and making the environment pleasant to
the eye; the window manager was required only to use standard calls to the X subsystem to draw
on the screen. The window manager did not dictate how the application itself utilized the windows.
This meant application programmers had the flexibility to develop a user interface most intuitive
for the application.

Because the window manager was external to the X subsystem, and the X application
programmers interface (API) was open, any programmer who wanted to develop a new window
manager could, and many did. In the context of today, we might associate this form of openness
with MP3 players, like Winamp, that allow developers to build “skins” for the base player.

The icing on the cake was the relationship between applications and X. Typical applications
were written to communicate directly with X, thereby working with any window manager the
user opted to use. Figure 3-1 shows this relationship.

The Downside

As technically interesting and versatile as the X Window System is, it is a pain in the backside
to program for. A Windows programmer might equate programming for X to programming for
the original MS Windows prior to the visual tools and MFC libraries. For example, a simple
program to bring up a window, display the text “Hello World,” and then offer a button to allow
the user to quit could easily be several hundred lines long under both X and MS Windows!

And here the UNIX folks took a lesson from the Macintosh OS and MS Windows families
(who, it should be noted, borrowed their ideas from Xerox’s work back in the late 1970s):
Failure to offer a reasonably consistent user interface for both the user and the programmer
that is easy to use and easy to develop for means a loss of user base.

Commercial UNIX vendors tried to fix this problem with the Common Desktop Environment
so that their users would get a consistent look and feel, and an improved library for X called
Motif was developed, as well. For Linux, both of these developments presented a problem,
because they went against the ideal of being open source. To make matters even more unpleasant,
they weren’t much better than what was available before.

o
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Applications

Window
managers
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X Window

1 !

Linux kernel

v -

Hardware

Figure 3-1 The relationship between the X Window System, window managers, applications,
and the core operating system

Enter KDE and GNOME

With unfriendly programming environments and unfriendly user interfaces, X had the potential
to one day turn into a legacy interface. This would be extremely unfortunate, because it offers
a design that was (and still is) leaps and bounds better than other commercial offerings. The
protocol is open, which means anyone who wants to write an X client or X server is welcome
to. And, of course, one of the best features of X is that it allows applications to be run on one
host but be displayed on another host.

NOTE i{\

Despite what you might hear in newsgroups and on web sites, the two groups are not
“at war” with each other. Rather, they welcome the open competition. Each group can
feed off of each other’s ideas, and in turn, both groups can offer two excellent choices
for us, the users.
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In the latter 1990s, two groups came out of the woodwork with solutions to the problems
with the X Window System: GNOME and KDE. KDFE offers a new window manager and
necessary libraries to make writing applications for it much easier. GNOME offers a general
framework for other window managers and applications to work with it. Each has its own
ideas for how things should work, but because they both work on top of the X Window System,
they are not entirely incompatible

What This Means for You

CRITICAL SKILL

The key words in the preceding paragraph were “not entirely incompatible.” In order for

KDE and GNOME to offer features such as drag and drop, they must offer a uniform way for
applications to communicate with each other and a set of developer libraries to do so. The good
news is that the two methods are being reconciled so as to offer ever-increasing interoperation. In
fact, Red Hat Linux 8.0 is designed to hide their differences more than ever before. The bad
news is that this burgeoning compatibility is still a work in progress, and thus the Linux desktop is
not as integrated as Apple’s OS X or Microsoft’s Windows XP.

What this means for applications can be a little confusing. Depending on the functionality
the application calls on from its libraries, it may still work in the other environment as long
as the libraries exist. One example is the ksysv program, used by the root user for controlling
the services that run on a system. It was written with KDE in mind, but because the functionality
it relies on is 100 percent available in the library, a system that is running GNOME but has
KDE libraries available (such as Red Hat) will allow the application to run without a problem.
On the other hand, if an application relies on the KDE window manager itself, the application
will not work under GNOME.

This means that picking one environment over the other has the possibility of locking you out
of getting to use certain applications. If you aren’t sure about what you like better, try both. At one
time, people may have perceived the objective as deciding which of the two environments was the
best match, but it is becoming more clear that there are significant advantages to making both
available and using the best tools and methods from each. You will still have to see which you
like better for running as your primary environment, but that’s a personal choice. What I use is
irrelevant. What you like is what matters. And that’s what having two competing systems is all about.

Using and Customizing GNOME

GNOME (GNU Network Object Model Environment) offers a complete desktop environment
and application framework to make development as well as use easier. What makes GNOME
different from KDE is how it achieves these goals. Unlike KDE, GNOME does not provide

o
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a window manager. GNOME provides development libraries and session management—
foundation features that we as users don’t see. On top of this foundation is a window manager
that takes care of the general appearance of the desktop. The default window manager is
Metacity, but there are several choices available.

NOTE K{\

According to the official web site, the correct pronunciation of GNOME is guh-NOME.
This is because the G in GNOME stands for GNU, and the correct pronunciation of
GNU is “guh-new.” In the same paragraph, the GNOME team states that no one will
be offended if you pronounce it “NOME.”

From a developer’s point of view, GNOME is very interesting. It defines its interfaces
with the rest of the world through the CORBA technology. Thus, any development system
that can communicate using CORBA can be used to develop GNOME-compliant applications.
(For more information, see their developer’s web pages at http://www.gnome.org.)

For users, this holds the potential for many applications to be developed to take advantage
of the features in GNOME. Of course, like KDE, GNOME also works with existing X applications
quite nicely.

NOTE K{\

You're starting with GNOME because it is selected by default during the Red Hat installation
process. If you haven't already installed GNOME, you can consult Module 4 for more
information on installing software.

Starting the X Window System and GNOME

If you are using Red Hat Linux and have opted for its defaults, you already have GNOME
installed as your default GUIL. Depending on how X is configured, you may already have a
graphical login prompt. In that case, logging in will automatically place you in the X Window
System environment. If you have a text-based login, simply run startx in order to bring X up,
like so:

[rwhite@tedford ~]$ startx

This should bring up a screen that looks something like Figure 3-2.

How do you know that GNOME has started? In past versions of Red Hat Linux, the
GNOME and KDE desktops looked rather different, but Red Hat has used the same icon set
and similar desktop configuration options to make the differences less marked. However, if
you start X for the first time on a Red Hat Linux 8.0 system and move the cursor over the
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Figure 3-2 Red Hat Linux 8.0 runs GNOME with the Bluecurve theme by default.

Red Hat icon in the lower left-hand corner, you’ll see pop-up text that says “GNOME Menu”
if the GNOME desktop is loaded.

If the default GUI that starts is not GNOME, you can change your personal settings to use
GNOME by editing the .xinitre file in your home directory. Begin by trying to exit out of the
window manager. If you are in KDE, click the red hat in the lower left-hand corner to bring up
a menu. In that menu should be an option to log out. If you’re really stuck, you can also press
CTRL-ALT-BACKSPACE to kill the underlying X system. This will bring you back into text mode.
Edit the .xinitrc file using your favorite editor. If you don’t have a favorite, try pico, like so:

[rwhite@tedford ~]$ pico .xinitrc

NOTE K{\

If you aren’t familiar with pico, don’t worry. All of the available commands are always
shown at the bottom of the screen. Any command that starts with the caret symbol (#)
means you use the CTRL key along with other keys specified. For example, AX means
CTRL-X.
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Most likely, the file will be empty. If that is the case, simply add the following content:

#!/bin/sh
gnome-session

If the file is not empty, go to the very last line. It will probably begin with the string exec,
which tells the system to execute a program. Change that line so that it reads gnome-session
instead.

GNOME Basics

If you are familiar with GUI interfaces such as Microsoft Windows, the GNOME desktop
should make you feel right at home. There are two significant differences: the first is that there
is no My Computer icon on the desktop. This is because Linux does not have the concept of
separate drive letters for each partition. Rather, all of the partitions are made available in

a single directory tree, thereby eliminating the need to select a drive.

The second big difference is the panel at the bottom of the screen. This panel is similar to
the Windows XP taskbar; it shows what applications are currently running, as well as the date
and time, and the red hat button at the left side of the panel is similar to the Start button. The
big difference is that this panel is completely configurable: You can move things around in it,
dock dynamic applications, set up shortcuts to other applications, and move around your virtual
desktops. As in Windows, you can set it to automatically hide itself when it’s not in use. And
if you don’t want it in the way for a particular task, you can click arrow buttons at each end of
the panel and it will slide out of the way until you click the arrow button again.

By default, the buttons available on the panel are, from left to right, the Start Menu, web
browser (Mozilla), e-mail manager (Evolution), word processor (OpenOffice.org Writer),
presentation tool (OpenOffice.org Impress), spreadsheet (OpenOffice.org Calc), and a workspace
switcher for moving between virtual desktops. On the left-hand side of the panel are Red Hat’s
“critical updates notifier” and a clock.

o e
< [5a8 _- | [The GIMP] .
QP& Be mnc— e

If you want to change the panel’s appearance, right-click on any blank portion of the
panel. This will bring up a menu as shown; its submenus allow you to configure various
aspects of the panel, including being able to dock running programs into it (applets) and
set up new shortcuts (launchers).
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op Add to Panel >

@@ Delete This Panel...
Properties

] New Panel *
Help

©i About Panels

©7 About GNOME

The blank space on the desktop is not wasted space; you can right-click anywhere on the
empty desktop in GNOME to bring up this menu. Select one of the options to open a window
to browse the contents of your system, or add a folder or application launcher icon to your
desktop, or open a terminal window.

New Window
New Folder
New Launcher
New Terminal

Scripts ¥
Clean Up by Name
M Cut Files

Qop‘_.-' Files
[ Paste Files

Disks »

Use Default Background

Change Desktop Background

The GNOME Start Here Icon

On the GNOME desktop are a Trash icon, a Home icon (a link to the current user’s home
directory), and the Start Here icon. Options available in the Preferences setting under the Start
Here icon enable you to control the appearance and behavior of GNOME, similar to the way
that the Windows Control Panel works.
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nP"‘/l\"

If you aren’t sure what a particular button does, simply leave the mouse pointer on the
button for a few seconds. A small description will pop up right next to the pointer.
The description will automatically disappear once you move the mouse off the button.

If you don’t see the Start Here icon on your desktop, you can try clicking the Red Hat icon
on the bottom-left corner of your screen. This will bring up a menu containing the Preferences
option. Selecting Preferences will bring up a submenu with various configuration options (shown
in Figure 3-3).

In this section, you will step through several common tasks. They should give you an idea
of what can be done and the typical method for figuring out how to do it. As was mentioned
earlier, the interface is very Windows-like, so learning to get around in it should be relatively easy.

Changing the Background
To change your background settings, click the Background option. This will bring up a panel
that looks like Figure 3-4.

hd Preferences

File Edit View Go Bookmarks Help

@« TO0 @ &

Back Forward Up Stop Reload Home -

Location: | preferences:/ff =100 |+

T 5 B © @

pres

About Myself Accessibility Background CD Properties Extras
b items
P ) =13 3
File Types and Font Keyboard Keyboard Shortcuts Login Photo
Programs
file o< —J G’
[S13 @ | -
Menus & Toolbars Mouse Network Proxy Password Pilot/Handspring Tool
Screensaver Sound Theme Window Focus

Figure 3-3 The Preferences options allow you to configure various desktop features.
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hd Background Preferences

Select picture:

r You can drag image files
1/ into the window to set the

background picture.

default.png

Picture Options:

Wallpaper Centered Scaled Stretched || No Picture

Background Style:

‘ Vertical gradient | ¥ ‘ Top Color: El Bottom Color: El
L & ep

Figure 3-4 Set the background in Red Hat Linux's GNOME desktop.

The Background window enables you to control the background color and wallpaper. The
Select picture option enables you to choose from a list of images to use for the background,
or you can drag an image file into the Background window to use it instead. The image can
be handled in several different ways; the Picture Options show what the desktop will look like
if each option is selected.

If you like, you can set the background to use no picture, and instead select a single color, or
select two colors and do a horizontal or vertical gradient between them. To select the colors, click
one of the color boxes; this will bring up a color wheel from which you can choose any color
you like.

Setting the Screen Saver
To set the screen saver under GNOME, click the Desktop menu and then the Screensaver
menu. This will bring up a panel that looks like Figure 3-5.
Once there, choosing a screen saver is very easy. Simply select the mode you want to use—
no screen saver, screen-blanking only, one screen saver, or a random screen saver from a list
of possibilities. A sample of what a screen saver will look like will appear in the Description
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bd Screensaver Preferences

Description

Mode: | Random Screen Saver

Anemone

Ant I
Apollonian

- )

Atlantis

Blank After (10 [{minutes

Cycle After |10 = minutes

[] Lock Screen After| 0 : minutes

= =

Figure 3-5 Set the screen saver in Red Hat Linux's GNOME desktop.

area, located in the same window. If the screen saver has customizable settings, they can be set
by clicking the Settings button. The global screen saver settings allow you to select how long
the system should wait before starting the screen saver and how long it should wait before it
moves to another screen saver (if you have enabled multiple screen savers). You can also set
the system to “lock” the screen after some time elapses; when the lock turns on, the current
user’s password must be entered to unlock the screen.

Under the Advanced tab, you’ll find power management features to try to save power
when the system is not in use, diagnostics settings, and other configuration options.

Themes
Themes are the way GNOME allows you to configure the appearance of your window manager.

These changes go beyond simply changing colors; they can change the appearance of the desktop,
windows, borders, and fonts for all applications. (Users of Mac OS 8 or Winamp should be at
home with this technology.) If you aren’t sure how significant a change you can make, visit
http://art.gnome.org, http://themes.freshmeat.net, or http://www.themedepot.org.

To get to the Themes menu in GNOME, simply go to the Preferences menu and then click
the Themes icon. This will bring up a panel that looks like Figure 3-6.
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bd Theme Preferences

Installed themes:

Install new theme...
Metal
) Go to theme folder
Raleigh

Redmondd5

them into the window.

(B TS|

Figure 3-6 Select a theme in Red Hat Linux’'s GNOME desktop.

;P New themes can also be installed by dragging

By default, Red Hat Linux 8.0 starts with the Bluecurve theme. Several additional themes
are available with the Red Hat installation. If you are interested in adding a nonstandard theme,
you can download new ones. You can drag and drop new themes into the Theme Preferences
window’s Application tab, and you can customize window borders under the . . . surprise! . . .
Window Border tab.

EEER] Customizing a GNOME Desktop

Desktop configuration is a very personal issue, as each user seems to have a particular favored
way of doing things. Without trying some changes, however, it’s hard to know how one can do
things. You now know enough to tweak a GNOME desktop a bit; in this project, you’ll change
some commonly altered configuration settings.

Step by Step
1. From the default GNOME desktop, right-click on a blank space on the panel.

2. Click the Properties menu item.

3. You can use this page to reposition the panel to any of the four edges of the desktop, but
leave the location alone for now. In the Size drop-down menu, select Small (36 pixels).

4. Check the Show/Hide Buttons box.

(continued)
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5.
6.

11.
12.

13.

14.

15.

16.

17.

18.
19.

20.

Check the Arrows on the Hide Buttons box.

Click Close. The panel at the bottom of the screen should now be shorter, and its icons
smaller and more widely spaced.

. Right-click on a blank spot on the panel and select Add To Panel.

. Select Utility and then System Monitor. A system monitor area should appear on the panel;

it will graphically show CPU usage.

. Right-click on a blank spot on the panel and select Launcher from the menu.

. Select System Tools and then Terminal. A terminal icon will appear on the panel; clicking

this icon will open a terminal where you can use the command-line interface.
Right-click on a blank spot on the panel and select Launcher from the menu again.

Select the Office menu and then Project Management. A Mr. Project icon should appear on
the panel; this tool is still under development, but it is similar in concept to Microsoft Project.

Right-click on a blank spot on the panel and select New Panel.

Select the Menu Panel option, and a menu bar should appear at the top of the desktop.
Applications and actions can be invoked from this menu bar, and it can also hold additional
launchers, applets, and utilities.

Right-click on the new menu panel at the top of the screen.

Select Add To Panel, and then the Accessories menu, and the Stock Ticker option. A stock
ticker area should appear on the menu panel.

Right-click on the stock ticker area on the panel and select Preferences. A configuration
page should appear.

Type RHAT in the New Symbol field.

Click the Add button, and then click Close. In five minutes, the Red Hat stock price should
begin scrolling in the stock ticker area, along with the default index information.

Move the icons on the panels by left-clicking them and then dragging them to the desired
locations.

(continued)
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Project Summary

CRITICAL SKILL

This project illustrates one way to customize a desktop. While a system monitor utility might
be quite useful if you’re going to be logged in to a server much of the time, the stock ticker
feature is not likely to be there for solid business reasons. The reality is that the options you
select will have relatively little to do with how your Linux server runs, but they can have a
large impact on how efficiently and comfortably you can use its GUI. Experimentation in this
regard won’t hurt anything, so take a little time to explore further.

Using and Customizing KDE

KDE, like GNOME, is a desktop environment (the K Desktop Environment). It is slightly
different from typical window managers: Instead of just describing how the interface should
look, KDE also provides a set of libraries that, if used, allow an application to take advantage
of some of the special features the window manager has to offer. These include drag-and-drop
support, standardized printing support, and so on.

The flip side to this technique of window management is that once an application is designed
to run with KDE, it requires KDE in order to work. This is a big change from earlier window
managers where applications are independent of the window manager.

From a programmer’s point of view, KDE offers a library that is much easier to work with
and more powerful than using the vanilla X interface. KDE also offers a standardized object-
oriented framework that allows one set of tools to build on another, something that was not
available with X alone. Of course, in order for a user to employ applications that use this great
library functionality, the KDE libraries must be installed on the user’s system, so in absolute
terms, the expanded functionality offered by the libraries comes with a cost of portability.
Because KDE is very widely included as the default windowing environment in commercial
Linux distributions, that cost may not be too great.

For this section, I will assume that KDE has already been installed on your system. See
Module 4 for information on how to install additional software if you did not opt to install
KDE initially.

NOTE i{\

For more details and information on KDE, visit their web site at http://www.kde.org.
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Starting the X Window System and KDE

When setting up the X Window System, you may have had a choice of starting up the system
straight into X. If so, all you need to do is log in and you’re there—you’re using KDE and X.
If that option was not selected, you will have a text-based login prompt. To get into the
X environment, simply log in and run startx, like so:

[rwhite@tedford ~]$ startx

In a few moments, you will be in KDE. Your screen will probably look something like
Figure 3-7.

Notice that things look extremely similar to the default GNOME desktop. The icons are
the same (but there may be a few extras, depending on the floppy and CD drives you have on
your system). So how do you tell if KDE has started? One way to tell using the default Red Hat
Linux 8.0 configuration is to move the cursor over the Red Hat icon in the lower left-hand corner.
If the pop-up text that appears after a few moments says “Start Applications,” you are in KDE.

eRsBel] 000 e =

Figure 3-7 Red Hat has a highly customized KDE desktop.
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If the pop-up text on your screen doesn’t look like that but says “GNOME Menu” instead,
then you need to edit the file that decides which window manager you start. To do this, exit
out of GNOME by clicking the red hat in the lower-left corner of the screen and selecting
Log Out. This will bring you back into text mode. Edit the .xinitre file using your favorite
editor. If you don’t have a favorite, try pico, like so:

[rwhite@tedford ~]$ pico .xinitrc

NOTE K{“

If you aren’t familiar with pico, don’t worry. All of the available commands are
always shown at the bottom of the screen. Any command that starts with the caret
symbol () means you use the CTRL key along with other keys specified. For example,
AX means CTRL-X.

Most likely, unless you created the contents of the file when looking at the GNOME
desktop, the file will be empty. If that is the case, simply add the following content:

#!/bin/sh
startkde

If the file is not empty, go to the very last line. It will probably begin with the string exec,

which tells the system to execute a program. Change that line so that it reads startkde instead.

Changing the Deskiop Environment for All Users

While creating or changing the .xinitrc file for each user is one option, you can set the default
desktop environment for all users by editing one file. Using your favorite editor or pico, you can
create or edit the /etc/sysconfig/desktop file so that it specifies the correct desktop. You’ll
need to be the root user to do this, since it’s a system configuration file. If you want KDE to
be the default desktop environment, edit /etc/sysconfig/desktop so that it contains:

DESKTOP="KDE"

If, on the other hand, you want to use GNOME by default, you can either empty the contents of
the /etc/sysconfig/desktop file, delete the file completely, or set its contents to be:

DESKTOP="GNOME"
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KDE Basics

KDE shares many qualities with other graphical desktops, such as Windows or Mac OS. It has
a desktop on which files and folders can exist. One key point to note is that because Linux
places all of the hard disks on the system into a unified directory tree, you won’t find a special
icon allowing you to browse a particular disk as you can under My Computer.

At the bottom of the screen, you will find the kpanel. In non—Red Hat versions of the KDE
software, the Red Hat icon is replaced by the KDE “K” logo. Regardless of the icon on it, this
button is similar to the Windows Start button. By clicking it, you will be presented with a menu
showing you a number of applications that can be started by simply clicking the appropriate
menu entry.

The kpanel is similar to the Windows XP menu in that it is also a shortcut bar to commonly
used applications. You can configure the bar to have any shortcuts you like by clicking the
Red Hat panel button, selecting the Preferences option, then the Look and Feel menu, and
selecting Panel. Under this menu, you will find a number of configuration options.

If you want to hide the panel altogether, you can do so by enabling and clicking the arrow
at the far right or left side of the panel. This will make the panel hide in that direction. Click
the arrow again to bring the panel back. Red Hat Linux does not enable these arrows by
default, so you must select the Hiding tab in the Panel menu, and check the appropriate Hide
Buttons boxes.

The KDE Control Center

The KDE Control Center is a lot like the Control Panel for Windows (see Figure 3-8).

The Control Center offers an impressive array of tools for configuring KDE to your heart’s
delight. This includes support for a variety of themes, colors, backgrounds, screen savers, certain
applications, and certain types of hardware. The best way to see all it has to offer is to go through
it and play—this is one of the rare opportunities you have as a system administrator to play
with the interface without breaking your system.

In this section, you will step through several common tasks, giving you an idea of what
can be done and the typical method for figuring out how to do it. As mentioned earlier, the
interface is very Windows-like, so getting around in it should be relatively easy.

NOTE K{\

KDE'’s background and themes can be changed in much the same way GNOME's

background and themes are (from the Preferences menu, select Look and Feel, and
then Desktop or Theme Manager). For KDE-based themes beyond the set included

with Red Hat Linux 8.0, check out www.kde-look.org, http://themes freshmeat.net,
or http://www.themedepot.org.
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Configure your desktop environment.

Welcome to the "KDE Control Center", a central place to configure your desktop environment.
Select an item from the index on the left to load a configuration module.

K.DE version: 3.0.3-8 Red Hat
User: rwhite
Hostname: tedford
System: Linux

Release: 2.4.18-14
Machine: i686

Click on the "Help" tab on the left to view help for the active
control module. Use the "Search” tab if you are unsure where
to look for a particular configuration option.

Figure 3-8 The KDE Control Center is a single place from which to manage a variety of system

and desktop features.

Using Multiple Desktops
One of the most powerful tools you have at your disposal is the virtual desktop. The only
dangerous thing about it is your aggravation when you work on systems that don’t have

this feature.

The essence of virtual desktops is that they allow you to effectively have multiple screens

at the same time. All you need to do is select which screen you want to use by clicking the
virtual desktop selector at the bottom of the screen.
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Red Hat Linux 8.0’s KDE installations default to four virtual screens. If you want to adjust
that, do the following:

1. Open the Control Center.
. Select Look and Feel.

. Select Panel.

B W N

. Select Number of Desktops from the tab-style window on the right side of the
Control Center.

5. Move the Visible slider to the right to increase the number of desktops. (Of course,
you can also move it left to reduce the number of desktops.)

6. Click the Apply button at the bottom of the window to make the changes take effect.

If each desktop has a specific purpose, you can also change the label of the desktop by
highlighting it and changing the desktop name field on the same panel. In Figure 3-9, you
can see that Desktop 1 has been renamed Administration and Desktop 2 has been renamed
OpenOffice, while the other desktops have remained untouched.

nP"“/i\‘“

If you prefer keyboard shortcuts, you can set up a shortcut that allows you to move from
one desktop to another in the Control Center under the Look and Feel | Shortcuts menu.
Simply click the action you want (switch desktop) and then select the key combination
you want to use to move around. Like a lot of folks who used the fvwm window manager
for a long time, | personally prefer using the CTRL-arrow key to jump from one desktop
to another.

Starting Other Applications
Many applications are available from the panel menu; simply clicking the Red Hat icon and
browsing through what’s available is probably the best way of familiarizing yourself with what
is available by default. But although a wide array of software is available there, you may find
that a tool you’re looking for can’t be found in the generic menus.

There are multiple ways to start a new application. As a system administrator, you are
likely to have a command window up (better known as an “Xterm”), so you may find it convenient
to simply run the application from there. In fact, most of this book assumes you are running
applications from that prompt. Simply open a terminal window box by clicking the Red Hat
logo menu, selecting System Tools, and then clicking Terminal. This starts up konsole, which
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Figure 3-9 Select the number of virtual desktops available within KDE.

is functionally equivalent to an Xterm. Once konsole is open, you can type the name of the

Ereees

Number of Desktops |Eaths |

Number of Desktops: 8

Desktop 1: |Admin istration

| Desktop 9: |

Desktop 2: |0pen0ffice

| Desktop 10: |

Desktop 3: |Deskt0p 3

| Desktop 11: |

Desktop 4: |Deskt0p 4

| Desktop 12: |

Desktop 5: |Deskt0p 5

| Desktop 13: |

Desktop 6: |Desktop 6

| Desktop 14: |

Desktop 7: |Deskt0p 7

| Desktop 15: |

Desktop 8 |Deskt0p 8

| Desktop 16: |

command you wish to run there and press ENTER.

NOTE K\:

Many commands discussed in this book must be run from a terminal window.
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Under KDE, you can also bring up the equivalent of the Run option under the Windows
Start menu by pressing ALT-F2. This brings up a small window in the center of your screen
where you can type in the command you want to run, as shown. The window automatically
goes away once you press ENTER to execute the command or ESC to abort.

hRun Command - KDesktop -
Enter the name of the application you want to run or
the URL you want to view.
Command: || @ |
5 Options >> ; 3¢ Cancel

nP“/l\"

Other ways to open a window fo run a command include going to the Red Hat logo
menu and selecting the Run Command option, or right-clicking on the desktop and
selecting the Run Command option.

The last way to start an application is to search through the directory listing using the file
browser and double-click the application name you want. This method is, of course, the most
tedious, but it can be useful if you can’t remember the name of the application. Common
directories to check are /usr/bin, /usr/sbin, /bin, /sbin, and /usr/X11R6/bin.

Changing the Color Scheme

If you’re fussy about your desktop environment, you’ll probably want to change the appearance
of your desktop color scheme. You can use the Red Hat logo menu and select the Preferences
option, and then Desktop. You can also use KDE’s Control Center. Begin by bringing the
Control Center up, going to the Look and Feel menu, and then clicking the Colors option in
the left window. This will bring up a window that looks like Figure 3-10.

Simply click the color combination you like best. I like the default Bluecurve look, but
if you prefer one of the other settings, you can select it instead. If you want to create a new
combination, click the Add button underneath the list and give your new settings a name.
Highlight this setting and then select the color you want to give each widget in the right side
of the panel. For example, to change the color of normal text, open the Widget Color drop-down
box. Select Normal Text. The bar underneath the drop-down box will show the current color.
Click the bar to bring up a color wheel so that you can select the new color you like best.

As always, click Apply once you are done.
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Figure 3-10 Change the color scheme for the KDE desktop.

Setting Up More Fonts
New to Red Hat Linux 8.0 is a partially automated way to add fonts to either the GNOME
or KDE desktop. Both environments can use antialiased fonts, and although some people like
the default fonts, others have complained loudly about them. If you’re accustomed to using
certain fonts in Windows, you’ll be happy to know that some of them can be used in GNOME
or KDE without too much trouble. You can get some of the standard Windows fonts from
http://corefonts.sourceforge.net.
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To make the fonts available within the X Window System, copy the font files to the .fonts
subdirectory in your home directory, and run the fe-cache script:

[rwhite@tedford ~]$ cp *.TTF ~/.fonts
[rwhite@tedford ~]$ fc-cache ~/.fonts

If you want to make the fonts available for all users on a system, you can (as root) put the
files in the /usr/share/fonts directory instead:

[root@tedford /rootl# cp *.TTF /usr/share/fonts
[root@tedford /root]# fc-cache /usr/share/fonts

If you do this in an Xterm or on a command line within X, you’ll have to log out of the desktop
environment and start X again for the fonts to be available. So if you install the Verdana font
family on your Linux system, you can make it the default font by following these steps:

1. Open the Control Center.
. Select Look and Feel.

. Select Fonts.

B W N

. Select the Choose button to the left of the General font listing from the tab-style window on
the right side of the Control Center.

5. Scroll down and select the Verdana entry.

(hfl Select Font - Control' Center B

— Requested Font

Font Font style Size
Serif
Standard Symbols | Italic

Urw Bookman | Bold

Urw Chancery | Bold Italic

Urw Gothic |

Urw Palladio |

Utopia

The Quick Brown Fox Jumps Over The Lazy

oK 3% Cancel
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6. Click OK to return to the fonts list.

7. Click the Apply button at the bottom of the window to make the changes take effect.

Using Added Fonts in OpenOffice

This process will make the fonts available to most KDE- and GNOME-based programs, but
they will not be available to all X programs, including OpenOffice. While you probably won’t
be using OpenOffice on your Red Hat Linux Server very much, I’ll tell you how to load the
fonts for use there anyway.

1.

T

Use the Run Command option to open a command window, and enter oopadmin. Don’t be
surprised if it takes a few moments for the OpenOffice printer administration tool to load.

When it does, click the Fonts button to list the installed fonts.

Click the Add button to add the new font directory.

Click the . . . button to open the graphical representation of the system’s directory structure.

Find the correct parent directory and type .fonts after it (files and directories that start with
a period are “hidden,” so you won’t be able to select the .fonts directory from the list).

Click Select All to select all the fonts in the directory.

‘ferdana, Bold, Italic (Verdanaz. TTF)

Verdana, Bold (Verdanab. TTF) oK |

Verdana, talic (Verdanai. TTF)

Verdana, Regular (Verdana TTF) Cancel |
Select All |

Source directory

[ihe mesrwhites fonts/

I" Create soft links anly

Please select the folder from which you want o import fonts. Add the selected fonts
by clicking the OK button.

7. Click OK to add all the selected fonts.
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8. A message will pop up telling you how many fonts were added. Click OK to continue.
9. Click Close to close the Fonts window.
10. Click Close to close the OpenOffice printer administration tool.

The fonts you added will now be available for use within the OpenOffice programs. This
is very different from the situation in most Windows applications, where making the fonts
available within the operating system will automatically allow the applications to use them.

Customizing a KDE Desktop

In Project 3-1, you customized a GNOME desktop by following detailed instructions. Now
that you have more background on desktop configuration, and more experience altering it, let’s
try some more unusual effects. Use a system set up to use the KDE desktop environment for
this project.

Step by Step
1. From the KDE desktop, enable the Desktop menu. Start by right-clicking on the desktop,
and find the appropriate menu item.

2. Enable file previews for HTML and text files. Use the KDE Control Center or right-click
on the desktop to configure the desktop settings.

3. Change the focus policy. From the Control Center’s Window Behavior entry, change KDE
from its default of having “focus” (the active window or area) being wherever you clicked
last, as in Windows systems. Instead, have focus follow the mouse cursor, whether it has
clicked somewhere or not, as on UNIX systems.

4. Also in the Window Behavior configuration area, set the desktop’s treatment of double-clicking
the title bar. By default, double-clicking a window’s title bar will shade the window, that is,
roll the window up so that only the title bar is showing. You can set KDE to make a double-
click maximize the window instead. Do so.

5. From the Launch Feedback section of the Control Center, enable the busy cursor behavior
so that KDE behaves more like Windows XP. When an application is loading, the cursor
shows that application’s icon, so you know it’s working on something.

(continued)
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6. Change the icon set from the default Red Hat Bluecurve set to the Conectiva Crystal Icon
theme. You should be able to find the configuration tool to do this in the Control Center.

Project Summary

Again, these customizations may not be to your liking. In particular, if you are used to
Microsoft Windows’ focus policy, having focus follow the mouse can be disorienting.
However, it can be very useful to have focus follow the mouse, as it allows you to actively

use two overlapping windows when clicking on the windows to change focus might obscure
information you need.

Module Summary

In this module, you learned about the X Window System environment, specifically KDE and
GNOME. These are some key points:

The X Window System environment is not part of the core operating system.

Window managers run on top of X, and you can pick whatever window manager works
best for you.

The KDE environment is a combination of both a window manager and an application
framework for developing GUI applications.

KDE’s control panel, called the Control Center, can be found by clicking the K icon in
the lower-left corner of the window.

KDE’s web site is http://www.kde.org.

GNOME defines an application framework for other window managers and libraries.

Therefore, you can use multiple window managers, such as Enlightenment and
Window Maker.

GNOME’s web site is http://www.gnome.org.

GNOME and KDE represent significant advancements in the quality of graphical user
interfaces for Linux and UNIX as a whole. Hopefully, the comfort of working in these two
environments is enough to convince even more folks to turn their dual-boot configurations
into single-boot Linux configurations.

(o]
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Modu/e 3 Mastery Check

. What percentage of Linux’s GUI is built into the kernel?
. What is a window manager?

. Can you run KDE applications within GNOME?

. What command is used to start the X Window System?

. What files can be edited to change the GUI that runs when you start X?

o O A W DN

. Which of the following are not standard icons on the Red Hat Linux 8.0 panel:

. Start Menu

. Spreadsheet

. Presentation Tool
. System Monitor
. Email Program

. Web Browser

. Terminal Emulator

I Q@ m m U 0O w >

. Word Processor

7. How do you add a program to the panel in GNOME?
8. What is GNOME’s web site?
9. Name one place to get different themes for GNOME.
10. What is KDE’s web site?
11. Name one place to get different themes for KDE.
12. How do you add a program to the panel in KDE?
13. What is the name of the default set of look and feel elements in Red Hat Linux 8.0?
14. Into what directories can new fonts be added to the system?

15. What is the name of the script to run to add new fonts to the system?
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CRITICAL SKILLS

4.1  Use the Red Hat Package Manager
4.2 Compile Software Yourself
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Given that a great deal of systems administration centers on installing the software
necessary to provide a service, it is important that you consider the mechanisms for
installing new packages as well as compiling those packages that ship as source code.

In general, most applications have very similar installation patterns. Keeping an eye out
for the typical sources of information, as well as maintaining a healthy dose of common sense,
will make most installation processes go smoothly. Thus, the intent of this module is not only
to show cookbook formulas for installing certain types of packages, but also to include
troubleshooting strategies.

In this module, you will learn the two most common methods of installation: using the
Red Hat Package Manager (RPM) and compiling the source code yourself. All of the commands
entered in this module are entered as the root user. The easiest way to do this is to log in as
root. (Module 6 will show you how to change your user ID to someone else’s ID using the su
command.) In general, if you have logged in as someone other than root, go to the command
line or open a terminal window. At the prompt, type su - root there.

CRITICAL SKILL

WX sing the Red Hat Package Manager

The Red Hat Package Manager’s primary function is to allow the installation and removal of
files (typically precompiled software). It is easy to use, and several graphical interfaces have
been built around it to make it even easier. Red Hat, Mandrake, and other distributions use this
tool to distribute their software. In fact, almost all of the software mentioned in this book is
available in RPM form. The reason for going through the process of compiling software yourself
in other modules is that you can use compile-time options that are not available in an RPM.

Basically, an RPM file is a collection of all the files necessary for a particular program to
run. It also includes descriptions of the program, version information, and the necessary scripts
to perform the installation itself.

NOTE K{\

In this context, | am assuming that the RPM files contain precompiled binaries. Several
groups, such as Red Hat, also make source code available as an RPM, but it is uncommon
to download and compile source code in this fashion.

The RPM tool performs general management of all of the RPM packages that are installed
on a given host. This includes tracking which packages are installed, their version numbers,
and their file locations. All of this information is kept in a simple database file on the host.
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In general, software that comes in the form of an RPM is less work to install and maintain
than software that needs to be compiled. The trade-off is that by using an RPM, you accept
the default parameters supplied in the RPM. In most cases, these defaults are acceptable.
However, if you need to be more intimately aware of what is going on with a service, you
may find that compiling the source yourself will prove more educational about what package
components exist and how they work together.

But assuming that all you want to do is install a simple package, RPM is perfect. There are
several great resources for RPM packages, including the following:

http://www.rpmfind.net

http://www.freshrpms.net

http://www.linuxapps.com

ftp://ftp.redhat.com/pub/contrib

Of course, if you are interested in more details about RPM itself, you can visit the RPM

web site at http://www.rpm.org. RPM comes with Red Hat Linux (and derivatives) as well as

Caldera Linux. If you aren’t sure if RPM comes with a particular distribution, check with
your vendor.

NOTE i{\

Although the name of the package manager says “Red Hat,” the software can be used
with other distributions as well. In fact, RPM has even been ported to other operating
systems, such as Solaris and IRIX! The source code to RPM is open-source software, so
anyone can take the initiative fo make the system work for them.

Installing a New Package

The easiest way to install a new package is to use the —i option with rpm. For example, if you
downloaded a package called be-1.06-10.i386.rpm and wanted to install it, you would type

[root@tedford /root]# rpm -i bc-1.06-10.i386.rpm

If the installation went fine, you would not see any errors or messages. This is the most

common method of installing RPMs. On the other hand, if the package already existed, you
would see this message:

error: package bc-1.06-10 is already installed

(o]
0
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Some packages rely on other packages. A KDE applet, for example, may depend on KDE
libraries having already been installed. In those instances, you will get a message indicating
which packages need to be installed first. Simply install those packages and then come back to
the original package.

If you need to upgrade a package that already exists, use the —U option, like so:

[root@tedford /rootl# rpm -U bc-1.06-10.1i386.rpm

Some additional command-line options to rpm are listed in Table 4-1.
For example, to force the installation of a package regardless of dependencies or other
errors, you would type:

[root@tedford /rootl# rpm -ivh --force --nodeps packagename.rpm

where packagename.rpm is the name of the package being installed. Because of the —h and —v
options, the command will also keep you apprised of its progress as the installation progresses.

Command-Line Option |Description

--force This is the sledgehammer of installation. Typically, you use it when
you're knowingly installing an odd or unusual configuration, and RPM'’s
safeguards are trying to keep you from doing so. The --force option tells
rpm to forgo any sanity checks and just do it, even if it thinks you're
trying to fit a square peg into a round hole. Be careful with this option.

-h Prints hash marks to indicate progress during an installation. Use with the
—v option for a pretty display.

--percent Prints the percentage completed to indicate progress. It is handy if you're
running rpm from another program, such as a Perl script, and you want
to know the status of the install.

--nodeps If rpm is complaining about missing dependency files, but you want the
installation to happen anyway, passing this option at the command line
will cause rpm to not perform any dependency checks.

--test This option does not perform a real installation; it just checks to see whether
an installation would succeed. If it anticipates problems, it displays what
they'll be.

-v Tells rpm to be verbose about its actions.

Table 4-1 Common RPM Command-Line Options
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Querying a Package
Sometimes it is handy to know which packages are currently installed and what they do. You
can do that with the RPM query options.
To list all installed packages, simply type

[root@tedford /root]# rpm -ga

Be ready for a long list of packages! If you are looking for a particular package name, you can
use the grep command to specify the name (or part of the name) of the package, like so:

[root@tedford /root]# rpm -ga | grep -i 'be'

NOTE K{\

The —i parameter in grep tells it to make its search case-insensitive.

If you just want to view all of the packages one screen at a time, you can use the more
command, like so:

[root@tedford /rootl# rpm -gqa | more

To find out which package a particular file belongs to, type

[root@tedford /root]# rpm -qgf /usr/bin/bc

where you substitute the name of the file that you want to check on for /usr/bin/be.
To find out the purpose of a package that is already installed, you must first know the
name of the package (taken from the listing in rpm —qa) and then specify it, like so:

[root@tedford /root]l# rpm -gi bc

where you can substitute any packagename in place of be.
To find out what files are contained in a package, type

[root@tedford /rootl# rpm -gl bec

where you can replace be with any packagename you want information about.

0
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You can also identify information about and a list of files included in an uninstalled
package by including the —p option to look at an RPM package file:

[root@tedford /root]# rpm -qgilp bc-1.06-10.i386.rpm | more

Notice that this command combines the —i and —1 options; the resulting output is likely to be
long, so the more command was added to display one screen of information at a time. Press
the ENTER key to display the next screen of data.

Uninstalling a Package
Uninstalling packages with RPM is just as easy as installing them. In most cases, all you will
need to type is

[root@tedford /root]# rpm -e packagename

where packagename is the name of the package as listed in rpm -qa.

0
Progress Check

1. What command-line option is used with the rpm command to install an RPM package?
2. What command-line option is used to upgrade an RPM package?
3. What command-line options, used in combination, show the installation progress?

4. How can you list all installed packages on a system, displaying them one screen at a time?

1. Use the rpm —i option to install a package.
2. Use the rpm —U option to upgrade a package.

3. Use the —v and —h options with either —i or —U to show installation progress. These options can be combined:
rpm —Uvh packagename.

4. The command: rpm —qa | more will list the names of all packages installed on a system, one screen at a time.
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8l Installing Webmin

One popular system management tool available under Linux and several flavors of UNIX
is called Webmin. Webmin provides a variety of functionality for administrators, especially
those who want to manage multiple servers. Installing Webmin can be useful not only for
practicing RPM installation skills, but also for practicing system management skills you’ll
learn about in later modules.

Step by Step
1. Go to the Webmin site at http://webadmin.sourceforge.net.

2. Find the download area and download the latest Webmin RPM package. If you download
from a system with RealPlayer installed, you may have to shift-click or right-click the
download package to download it, because RealPlayer may want to “play” the RPM package.

3. Install the Webmin RPM package using rpm —ivh. (You’ll have to specify the name of the
RPM package file.) You should see the preparation process start and move to 100 percent.
The Webmin package will note the operating system version being run, and then install its
contents. When installation is finished, you should be told what address to put into a web
browser to log in to Webmin as root.

4. Point your browser to http://yourservername:10000 and log in using the root account and
its password. Set yourservername to be the name of the server as described by the Webmin
installation message.

5. Have a look around Webmin and see what options are available!

Project Summary

Installing software via RPM is very easy! Now that you have an operational Webmin package,
you can experiment with it. If you don’t want to use it, you can uninstall it using rpm —e
webmin. To find more potentially interesting RPM packages, you can check out some of the
sites mentioned earlier in this module.

redhat-config-packages
If you like a good GUI tool to help simplify your life, look to redhat-config-packages. It
performs all of the functions of the command-line RPM tool, without forcing you to remember
command-line parameters. Of course, this comes at the price of not being scriptable, but that’s

0
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why we have the command-line version, too. To run the graphical package management tool,
go to the Red Hat menu, and from System Settings, select Packages. You can also goto a
command line and run:

[rwhite@tedford ~]$ redhat-config-packages

Either way you start the package manager, it will check to see if you are the root user.
If you are not, it will open a window like the one shown, in which you can enter the root
password to run the utility with reot’s permissions.

You are attempting to run "redhat-config-packages”
which requires administrative privileges, but more

information is needed in order to do so.

Password for root |‘““”““”*w |

‘ & cancel H c?gk _‘I

L

Once you have successfully entered the root password, the package manager will check to
see what packages are already installed on the system. You will be able to select packages
for installation or removal in exactly the same way you did during the Red Hat Linux 8.0
installation. This is a welcome update to the look and feel of the package manager. As
during installation, whole groups of packages can be selected (see Figure 4-1), or specific
packages can be manipulated.

Getting Apt

The Debian distribution and a few others use a non-RPM package manager that adherents
much prefer to RPM. The Debian package manager, apt, does a better job of handling
dependencies automatically than RPM does. Some people like to use apt on their RPM-based
systems, too, and so the folks at the Conectiva distribution made a version available that
handles RPM installations. Now the same thing is available for Red Hat users. To install and
use apt, you’ll have to build upon your RPM installation skills.
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‘4
Add or Remove Packages ;e
- 3
[] X software Development [0/18] [~] 3
These packages allow you to develop applications for the X g
Window System. 1o
[] GNOME Software Development [0/47] 2
e

Install these packages in order to develop GTK+ and
GMNOME graphical applications.

KDE Software Development [27/27] Details
57 ¥¢ Install these packages to develop QT and KDE graphical
applications.
System
Administration Tools [12/12] Details

This group is a collection of graphical administration tools
for the system, such as for managing user accounts and
configuring system hardware.

S

System Tools [6/13] Details |||

Thic arnun ic 2 callactinn of wuariooe tanle far tho cuctom

(<]

Figure 4-1 The redhat-config-packages tool uses the same inferface as the package selector Proied
used during Red Hat Linux 8.0 installation.

Step by Step

1. Go to http://psyche.freshrpms.net and find the apt package.

Getting Apt

2. Download the apt package and install it (as root) using rpm —ivh.

3. Run apt-get update to download package information from the freshrpms.net site.
4. Run apt-get —f install to verify apt’s installation integrity.

5. Download an apt GUI manager by running apt-get install synaptic.

6. Test the synaptic installation by running synaptic.

(continued)
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Project Summary

Many other packages can be installed from the command line using apt-get install and
specifying the package name, or by using the synaptic GUI shown.

b4 synaptic 0.24.1

[<]

L

L4

6% B B IS
) dar — = 5\{-\&‘
Update Fiz Broken Upgrace DistUpgrade Proceed! Options Fepositaries
|0 [ Fiters_. | [All Packages = [ EsitFiter.. |
| |Package Installed |Avai|ab|e |Ei
| Keep | nstal || Remove | diffstat 1.26-4 1.28-4 ¢
diffutils 2.8.1-3 2.8.1-3 £
General | Descr, | Depends. diskcheck 21 3-2 L
divxelinus 1:4.0-fr2. 2001 C
dmalloc 461-9 r
dochook-dtds 1.0-14 1.0-14 ¥
dochook-style-dsss! 1.76-6 1.76-6 f-
dochook-style-xs! 1.50.0-3 1.50.0-3 &
dochook-utils 0e11-2 0611-2 z
dochook-utils-pdf 0.6.11-2 0.611-2 £
dosZunix 31-12 31-12 T
dosfstools 2.8-3 2.8-3 L
do=ygen 1:1.2.14-d 11.214-8 £
doxygen-doxywizard 1:1.2.14-8 £
dtach 0.5-5 i
durmp 0.4bza-4 0.4bz28-4 F
dvdrecord 01.2-4 01.2-4 £
Awrrah 101-5 101-5 1] *]

||_1559 packages listed, 825 installed, 0 broken. 0 to installfupgrade, 0 to remove; OB will be used

=

For some purposes, such as loading the many desktop-enhancing files available from

freshrpms.net, these tools are even easier than RPM. Many server installations might not be
good guinea pigs for using apt, however. Consider whether you want to be using non—Red Hat
packages on a server you want to run mission-critical services. In the end, installing apt is not

only a way of practicing use of RPMs, it’s also a way of starting to think about security
policies, which I’ll address in more detail in Module 9.
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®H Compiling Software Yourself

One of the key benefits of open-source software is that you have the source code in your
hands. If the developer chooses to stop working on it, you can continue. If you find a problem,
you can fix it. In other words, you are in control of the situation and not at the mercy of a
commercial developer you can’t control. But having the source code means you need to be
able to compile it, too. Otherwise all you have is a bunch of text files that can’t do much.

Although almost every piece of software in this book is available as an RPM, you should
step through the process of compiling it yourself so that you can pick and choose compile-time
options, which is something that you can’t do with RPMs. Thus, it’s a good idea to become
comfortable with compiling packages yourself.

In this section, you will step through the process of compiling the KDirStat package,
a graphical tool for viewing directory sizes. You can download KDirStat from http://
kdirstat.sourceforge.net. KDirStat is a typical package; you’ll find that most other packages
that you need to compile follow the same general pattern.

NOTE K{\

KDirStat is not an essential package for managing your Red Hat Linux system; its
functionality is similar to that of the du utility, which provides disk usage information
for the directories you specify.

Getting and Unpacking the Package
Software that comes in source form is often made available as a farball—that is, it is archived
into a single large file and then compressed. The tools used to do this are tar and gzip or
bzip2; tar handles the process of combining many files into a single large file, and gzip
or bzip2 is responsible for the compression.

NOTE K{\

Do not confuse gzip and bzip2 with WinZip. They are different programs that use
different methods of compression. It should be noted, though, that WinZip does know
how to handle tarballs.

0
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Typically, a single directory is selected in which to build and store tarballs. This allows the
system administrator to keep the tarball of each package in a safe place in the event he or she
needs to pull something out of it later. It also lets all the administrators know which packages are
installed on the system in addition to the base system. A good directory for this is /usr/local/src,
since software local to a site is generally installed in /usr/local. The downside of using the
/usr/local/src directory to store source code is that the root user must be used to build the
software there, not just install it. In most cases, software installed from tarballs can be built by a
normal user and then installed by the root user, but because of the default directory permissions
in /usr/local/src, normal users cannot build the software there.

When unpacked, most tarballs create a new directory for all of its files. The KDirStat tarball
(kdirstat-2.2.0.tgz), for example, creates the subdirectory kdirstat-2.2.0. Most packages
follow this standard. If you find a package that does not follow it, it is a good idea to create a
subdirectory with a reasonable name and place all the unpacked source files there. This allows
multiple builds to occur at the same time without the risk of the two builds conflicting.

nP"“/i\‘“

While tarballs often end in .tar.gz or .tar.bz2, you may also see files ending in .tgz.
These are also tarballs; their file extension is a sort of contraction of .tar and .gz.

Begin by downloading the KDirStat source tarball. You can fetch it from its web site at
http://kdirstat.sourceforge.net/.

To unpack the KDirStat tarball, first become root, and then move the file into the
/usr/local/sre directory, like so:

[rwhite@tedford ~]$ su -
[root@tedford /root]# mv ~rwhite/kdirstat-2.2.0.tgz /usr/local/src

Once there, use the ed command to change directories to /usr/local/src, like so:

[root@tedford /rootl# cd /usr/local/src

Then unpack the tarball with the following command:

[root@tedford srcl# tar -xvzf kdirstat-2.2.0.tgz

The z parameter in the tar command invokes gzip to decompress the file before the untar
process occurs. The v parameter tells tar to show the name of the file it is untarring as it goes
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through the process. This way, you’ll know the name of the directory where all the sources are
being unpacked. You should now have a directory called /usr/local/src/kdirstat-2.2.0. You
can test this by using the ed command to move into it:

[root@tedford srcl# cd /usr/local/src/kdirstat-2.2.0

Installing Software  +

Looking for Documentation

Once you are inside the directory with all of the source code, begin looking for documentation.
Always read the documentation that comes with the source code! If there are any special compile
directions, notes, or warnings, they will most likely be mentioned here. You will save yourself
a great deal of agony by reading the relevant files first.

So then, what are the relevant files? Typically there are two files in a distribution:
README and INSTALL, both of which are located in the root of the source code directory.
The README file generally includes a description of the package, references to additional
documentation (including the installation documentation), and references to the author of the
package. The INSTALL file typically has directions for compiling and installing the package.

These are not, of course, absolutes. Every package has its quirks. The best way to find out
is to simply list the directory contents and look for obvious signs of additional documentation.
In the case of KDirStat, there is a file named README, and another named INSTALL. Some
packages use different capitalization: readme, README, ReadMe, and so on; some introduce
variations on a theme: README.1ST or README.NOW, and so on.

Another common place for additional information is a subdirectory that is appropriately
called “doc” or “documentation.” In the case of KDirStat, the doc directory contains source
files for building the documentation.

To view a text file, use the more command:

[root@tedford kdirstat-2.2.0]# more README

To view the text file in an editor, use the pico command:

[root@tedford kdirstat-2.2.0]# pico README

nP"“/i\‘“

To get a quick list of all the directories in a source tree, enter the command:
[root@tedford kdirstat-2.2.0]1# 1s -1 | grep drwx
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Configuring the Package
Most packages ship with an autoconfiguration script; it is safe to assume they include one
unless their documentation says otherwise. These scripts are typically named “configure,”
and they take parameters. There are a handful of stock parameters that are available across
all configure scripts, but the interesting stuff occurs on a program-by-program basis. Each
package will have a handful of features that can be enabled or disabled or that have special
values set at compile time, and they must be set up via configure.
To see what configure options come with a package, simply run

[root@tedford kdirstat-2.2.0]# ./configure --help

Yes, those are two dashes (--) before the word “help.” The configure command will
usually return a list (sometimes a very long list) of options that can be set when running the
configuration script.

One commonly available option is --prefix. This option allows you to set the base
directory where the package gets installed. By default, most packages use /usr/local.

Each component in the package will install into the appropriate directory in /usr/local.
For example, the KDirStat executable is called kdirstat, which by default gets installed
into /usr/local/kde/bin.

With all of the options you want set up, a final run of configure will create a special type
of file called a makefile. Makefiles are the foundation of the compilation phase.

Compiling Your Package

Compiling your package is the easy part. All you need to do is run make, like so:

[root@tedford kdirstat-2.2.0]# make

The make tool reads all of the makefiles that were created by the configure script.
These files tell make which files to compile and the order in which to compile them—which
is crucial, since there could be hundreds of source files.

Depending on the speed of your system, the available memory, and how busy it is doing
other things, the compilation process could take a while to complete, so don’t be surprised.

As make is working, it will display each command it is running and all of the parameters
associated with it. This output is usually the invocation of the compiler and all of the parameters
passed to the compiler—it’s pretty tedious stuff that even the programmers were inclined
to automate!

If the compile goes through smoothly, you won’t see any error messages. Most compiler
error messages are very clear and distinct, so don’t worry about possibly missing an error.
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If you do see an error, don’t panic. Most error messages don’t reflect a problem with the
program itself, but usually with the system in some way or another. Typically, these messages
are the result of inappropriate file permissions (see the chmod command in Module 6), or
files that cannot be found. In the latter case, make sure your path has at the very least the /bin,
/sbin, /usr/bin, /usr/sbin, /usr/local/bin, /usr/local/sbin, and /usr/X11R6/bin directories in it.
You can see your path by issuing the following command:

[root@tedford kdirstat-2.2.0]# echo $PATH

See Module 6 for information on environment variables so that you can set your path
correctly.

Another potential pitfall is the set of packages you installed on your system. If you aren’t
a programmer, you might have foregone installing the development tools for KDE and the
X Window System. If you do that, programs such as KDirStat, which rely on functionality
contained in the library packages installed with those tools, may not be able to build and run.
If you think this might be a possibility, you can use redhat-config-packages to install the
development software.

In general, slow down and read the error message. Even if the format is a little odd, it
may explain what is wrong in plain English, thereby allowing you to quickly fix it. If the
error is still confusing, look at the documentation that came with the package to see if there
is a mailing list or e-mail address you can contact for help. Most developers are more than
happy to provide help, but you need to remember to be nice and to the point. (In other words,
don’t start an e-mail with a one paragraph rant about why their software is terrible!) You
can also sometimes find hints simply by doing a web search on the most concise and
relevant-looking error message you see.

Installing the Package

Similar to the compile stage, the installation stage typically goes smoothly. In most cases, once
the compile is done, all you need to run is

[root@tedford kdirstat-2.2.0]# make install

This will start the installation script (which is usually embedded in the makefile). Because
make displays each command as it is executing it, you will see a lot of text fly by. Don’t worry
about it—it’s perfectly normal. Unless you see an error message, the package is installed.

If you do see an error message, it is most likely because of permissions problems. Look
at the last file it was trying to install before failure, and then go check on all the permissions
required to place a file there. You may need to use the chmod, chown, and chgrp commands
for this step; see Module 6 for additional details.
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Running the Package

Depending on the options you fed into the autoconfiguration process, and the defaults, the
installed software can be several places. While the most common place for software to install
itself is the /usr/local/bin directory, many packages have their own ideas about where is most
appropriate. For example, the KDirStat executable is installed by default in /usr/local/kde/bin.
This is a perfectly acceptable location, but it’s not in the default Red Hat Linux path, so you
won’t be able to execute it without doing some more work.

There are three common ways of running software that isn’t installed in the path. You can
invoke the executable with path information specified, which is the simplest one-time solution.
You can add the executable directory to the path, which is the easiest long-term solution. You
can add a link to the executable from a directory already in the path, which can be tidy. Use
any of these three options to run the kdirstat command and bring up the tool (see Figure 4-2).

Running with Path Information

The quick and dirty way of seeing whether the software runs (to test it or evaluate it to see if
you like it and want to make more permanent arrangements) is to specify the path information
when you run it. While trying to run kdirstat without the path specified wouldn’t do anything
but generate an error message, running the following command will start the utility:

[rwhite@tedford ~]$ /usr/local/kde/bin/kdirstat

L

hd Usr - KDirStat
File Edit Settings Help
4 o e
Name lSubnee Percentage |Percentage Subtree Total | Own Size Iliems |F|Ies |Subcl|ls ILast Change
E.L",.'usr 2.19GB 4.0kB 136454 125834 7925 2002-10-17 11:06:09
- Eib _— 39.7% 891.0MB  48.0kB 24103 21590 1479 2002-10-17 10:52:50
=y ushare -_— 29.4% 660.3 MB 4.0kB 77998 72081 4762 2002-10-17 10:52:50
| 11.1% 240.5 MB 4.0kB 12895 11960 915 2002-10-17 11:06:09
- 7.7% 172.3MB  44.0kB 2223 1933 0 2002-10-17 10:52:49
— 5.2% 117.8 MB 4.0kE 8025 7667 356 2002-10-03 15:43:35
| 4.3% 96.4 MB 4.0kE 6092 5840 165 2002-10-17 10:52:52
l— 1.2% 26.9 ME BO0KE 4621 4380 215 2002-10-17 10:52:50
| —— 0.8% 182 MB B0kBE 303 250 0 2002-10-11 16:09:25
[E—— 0.4% 9.1 MB 4.0kB 84 76 7 2002-10-03 07:23:30
| 0.1% 3.3 MB +.0kB 95 56 13 2002-10-03 06:57:41
— 0.0% 214 kB 4.0 kB 1 1 0 2002-10-03 07:00:45
| 0.0% 4.0 kB 4.0 kB 0 0 0 1996-02-06 13:04:01
| — 0.0% 4.0 kB 4.0 kB 0 0 0 1996-02-06 13:04:01
+- 0 <Flles> 0.0% 10 Bytes 1 1] 2002-10-03 06:47:01

Figure 4-2 Start kdirstat to show the relative usage of directories on the Linux system.
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The downside of this solution is that it’s irritating and inefficient to have to type all that
path information every time you want to run the tool. Fortunately, there are other options.

nP"“/i\‘“

If you set up a desktop icon or a panel or menu entry for a program, you can enter
its full path information and not have to worry about retyping it. For a program like
KDirStat, which is useful only within X, that's probably the best option.

Adding the Executable Directory to the Path

As in Windows, the Linux path is a list of directories in which the system looks for executable
files. The programs you have already learned of, such as tar and gzip, exist in directories that
are already in the system’s path, so you don’t have to know their precise location to run them.
(In Module 6, you’ll look at some commands that can help you find precisely where a program
is in your path.)

If you have a directory that you want to add to the path, you can either add it on the fly
or add it in a configuration file to make the change permanent. If you wanted to add the
/usr/local/kde/bin directory to the path using the Bash shell, you could use this command:

[rwhite@tedford ~]$ export PATH = $PATH:/usr/local/kde/bin

This command tells Bash to make the PATH environment variable available everywhere,
and redefines its contents to be the original contents plus the /usr/local/kde/bin directory at
the end. This will work fine if you just want to use KDirStat during the current login session,
but as soon as you log out, this modification will be lost.

To make the path change persist, you can edit a user’s ~/.bash_profile file. Use pico or
another text editor to add the new directory to the list. To make the path alteration system-wide,
you can become root and add the new pathname to the /etc/profile file.

Linking to the Executable
You can also run the program by linking to it from a directory that’s already in the path. You
can see which directories are in your path using the following command:

[rwhite@tedford ~]$ echo $PATH

One of the directories that should be in your path is /usr/local/bin. Module 6 has more
information on paths, so if this brief overview feels inadequate, you can get more information
there. To create a link from /usr/local/bin to the KDirStat executable in /usr/local/kde/bin,
use the following command (as root):

[root@tedford /root]# 1lmn -s /usr/local/kde/bin/kdirstat /usr/local/bin
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This creates a symbolic link named “kdirstat” in /usr/local/bin, so when you try to run
the program, the system will find the link in the path and execute the file from its original,
linked location.

Cleaning Up

Once the package is installed, you can do some cleanup to get rid of all the temporary files
created during the installation. Some makefiles include rules for deleting all the files that
are created during a build, and you can use that option (usually make clean) to return the
source directory to its original state.

[root@tedford kdirstat-2.2.0]# make clean

If you have retained the original source code tarball, it is okay to simply get rid of the
entire directory from which you compiled the source code. In the case of KDirStat, you would
get rid of /usr/local/src/kdirstat-2.2.0. Begin by going one directory level above the directory
you want to remove. In this case, that would be /usr/local/src.

[root@tedford kdirstat-2.2.0]1# ed /usr/local/src

Now use the rm command to remove the actual directory, like so:

root@tedford srcl# rm -rf kdirstat-2.2.0

[
(AUTIONT

The rm command, especially with the —rf parameter, is very dangerous. It recursively
removes an entire directory without stopping to verify any of the files. Run as the root
user, this has the potential to really cause problems on your system. Be very careful and
make sure you are erasing what you mean fo erase. There is no “undelete” command.

Progress Check

1. List the standard sequence of commands for building and installing software from a tarball.

2. Name two common names of text files containing information about a tarball.

1. The standard sequence of commands is ./configure, make, make install. Bonus point and a gold star if you remembered
to make clean or rm —rf the build directory afterward.

2. README and INSTALL are two of your best bets for useful information inside a tarball.
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Building and Installing Kgraphspace

You have already built one directory information tool, but there are plenty more utilities available
for your benefit and enjoyment. In this project, you’ll build another KDE- and disk space-related
program called Kgraphspace. It displays a pie chart showing the space usage of each mounted
partition, plus a directory tree showing the size of the contents of each branch of the tree.

Step by Step

11.
12.

. Go to the http://kgraphspace.sourceforge.net site and find the version for KDE 3. (At the

time this is being written, that version is 0.3.0-prel.)

. Download the Kgraphspace tarball. For the purposes of this project, don’t use an RPM,

even if one is available.

. Become the root user using the su - command.
. Change directories to the source repository: cd /usr/local/src.

. Unpackage the tarball into /usr/lecal/srec. Since the tarball is packaged using bzip2

compression, use tar xvjf with the tarball name. The —j option tells tar to use bunzip2
to uncompress the file.

. Change directories into the directory created by unpackaging the tarball.

. Read the contents of the README and INSTALL files. Use more README and more

INSTALL.

. Run the configuration script: ./configure.

. Build the software: make.

10.

Install the software: make install.
Clean up after yourself: make clean.

Look for the executable in /usr/local/kde/bin, and use one of the techniques described in
this module to run the file in your GUI desktop environment.

Project Summary

As long as you have the development tools and the X and KDE libraries required to build this
package, it should be very easy to do so. If you encounter problems, the first place to go is into

the redhat-config-packages tool to ensure that you have all the necessary tools and libraries
installed. Unless you’re cramped for disk space, installing each full group will be easiest. Now
you’re ready to find some software you really want to download, build, install, and use!
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Module Summary

In this module, you learned how to install software under Linux using the RPM method and by
compiling software yourself. Hopefully, this information should alleviate any fears you have
of dealing with an open-source system!

These are the key points to remember:

The typical install command with RPM is rpm —i packagename.rpm.

The typical upgrade command with RPM is rpm —U packagename.rpm.

The typical package remove command with RPM is rpm —e packagename.

Most source code is shipped as farballs, which can be unpacked with the tar command.

Once the package is untarred, reading the documentation that comes with it is very
important.

Configure the package with the ./configure command.
Compile the software by running the make command.

Install compiled software by running the make install command.

Module 4 Mastery Check

B~ W

. List the rpm command’s arguments used to install, upgrade, and delete packages.
. What command could you use to find out which package the /bin/gzip file belongs to?
. Once you knew what package the /bin/gzip file belonged to, how could you uninstall it?

. What rpm option can be used to install a package, even if the system thinks it should not

be installed?

. What rpm options can be used to perform a “dry run” of a package installation without

actually installing the software?



6.

10.
11.
12.
13.
14.

15.
16.
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Which of the following commands will list the files contained in an installed RPM package?
A. rpm -qlp be

B. rpm -ql be-1.06-10.i386.rpm

C. rpm -ql mysql

D. rpm -qa | grep “mysql”

. Which graphical tool allows you to manage packages within KDE or GNOME?
. In what Start Menu button would you find the tool in question 7?

. Name at least two web sites from which you can get software to add to your Red Hat

Linux system.

Describe a tarball.

How might you tell from a filename that it is a tarball?

What command would you run to see options available from a standard configure script?
Name one downside to using /usr/local/src as the repository for tarballs and their contents.
Which is the correct order for a standard software build?

A. config, make, make clean, make install

B. make clean, ./configure, make, make install
C. make clean, make, make install, ./configure
D. ./configure, make, make install, make clean

How can you find out what directories are in the current path?

If you have decided you don’t need a directory created by unpacking a tarball, how can you
remove the directory and its contents?
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CRITICAL SKILL

U nder Linux, every file and program must be owned by a user. Each user has a unique
identifier called a user ID (UID). Each user must also belong to at least one group, a
collection of users established by the system administrator. Users may belong to multiple
groups. Like users, groups have unique identifiers called group IDs (GIDs).

The accessibility of a file or program is based on its UIDs and GIDs. A running program
inherits the rights and permissions of the user who invokes it. (SetUID and SetGID, discussed
in “SetUID and SetGID Programs” later in this module, create an exception to this rule.) Each
user’s rights can be defined in one of two ways: a normal user or the root user. Normal users
can access only what they own or have been given permission to run; permission is granted
either because the user belongs to the file’s group or because the file is accessible to all users.
The root user is allowed to access all files and programs in the system, whether or not root
owns them. The root user is often called a superuser.

If you are accustomed to Windows, you can draw parallels between that system’s user
management and Linux’s user management. Linux UIDs are comparable to Windows SIDs
(system IDs), for example. You may find that, in contrast to Windows, the Linux se