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Preface and Introduction

The basic stochastic approximation algorithms introduced by Robbins and
Monro and by Kiefer and Wolfowitz in the early 1950s have been the subject
of an enormous literature, both theoretical and applied. This is due to the
large number of applications and the interesting theoretical issues in the
analysis of “dynamically deﬁned” stochastic processes. The basic paradigm
is a stochastic diﬀerence equation such as θn+1 = θn + n Yn , where θn takes
its values in some Euclidean space, Yn is a random variable, and the “step
size” n > 0 is small and might go to zero as n → ∞. In its simplest form,
θ is a parameter of a system, and the random vector Yn is a function of
“noise-corrupted” observations taken on the system when the parameter is
set to θn . One recursively adjusts the parameter so that some goal is met
asymptotically. This book is concerned with the qualitative and asymptotic
properties of such recursive algorithms in the diverse forms in which they
arise in applications. There are analogous continuous time algorithms, but
the conditions and proofs are generally very close to those for the discrete
time case.
The original work was motivated by the problem of ﬁnding a root of
a continuous function ḡ(θ), where the function is not known but the experimenter is able to take “noisy” measurements at any desired value of
θ. Recursive methods for root ﬁnding are common in classical numerical
analysis, and it is reasonable to expect that appropriate stochastic analogs
would also perform well.
In one classical example, θ is the level of dosage of a drug, and the
function ḡ(θ), assumed to be increasing with θ, is the probability of success
at dosage level θ. The level at which ḡ(θ) takes a given value v is sought.
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The probability of success is known only by experiment at whatever values
of θ are selected by the experimenter, with the experimental outcome being
either success or failure. Thus, the problem cannot be solved analytically.
One possible approach is to take a suﬃcient number of observations at
some ﬁxed value of θ, so that a good estimate of the function value is
available, and then to move on. Since most such observations will be taken
at parameter values that are not close to the optimum, much eﬀort might be
wasted in comparison with the stochastic approximation algorithm θn+1 =
θn + n [v − observation at θn ], where the parameter value moves (on the
average) in the correct direction after each observation. In another example,
we wish to minimize a real-valued continuously diﬀerentiable function f (·)
of θ. Here, θn is the nth estimate of the minimum, and Yn is a noisy
estimate of the negative of the derivative of f (·) at θn , perhaps obtained
by a Monte Carlo procedure. The algorithms are frequently constrained in
that the iterates θn are projected back to some set H if they ever leave
it. The mathematical paradigms have posed substantial challenges in the
asymptotic analysis of recursively deﬁned stochastic processes.
A major insight of Robbins and Monro was that, if the step sizes in
the parameter updates are allowed to go to zero in an appropriate way as
n → ∞, then there is an implicit averaging that eliminates the eﬀects of the
noise in the long run. An excellent survey of developments up to about the
mid 1960s can be found in the book by Wasan [250]. More recent material
can be found in [16, 48, 57, 67, 135, 225]. The book [192] deals with many
of the issues involved in stochastic optimization in general.
In recent years, algorithms of the stochastic approximation type have
found applications in new and diverse areas, and new techniques have been
developed for proofs of convergence and rate of convergence. The actual
and potential applications in signal processing and communications have
exploded. Indeed, whether or not they are called stochastic approximations,
such algorithms occur frequently in practical systems for the purposes of
noise or interference cancellation, the optimization of “post processing”
or “equalization” ﬁlters in time varying communication channels, adaptive
antenna systems, adaptive power control in wireless communications, and
many related applications. In these applications, the step size is often a
small constant n = , or it might be random. The underlying processes
are often nonstationary and the optimal value of θ can change with time.
Then one keeps n strictly away from zero in order to allow “tracking.” Such
tracking applications lead to new problems in the asymptotic analysis (e.g.,
when n are adjusted adaptively); one wishes to estimate the tracking errors
and their dependence on the structure of the algorithm.
New challenges have arisen in applications to adaptive control. There
has been a resurgence of interest in general “learning” algorithms, motivated by the training problem in artiﬁcial neural networks [7, 51, 97], the
on-line learning of optimal strategies in very high-dimensional Markov decision processes [113, 174, 221, 252] with unknown transition probabilities,
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in learning automata [155], recursive games [11], convergence in sequential
decision problems in economics [175], and related areas. The actual recursive forms of the algorithms in many such applications are of the stochastic
approximation type. Owing to the types of simulation methods used, the
“noise” might be “pseudorandom” [184], rather than random.
Methods such as inﬁnitesimal perturbation analysis [101] for the estimation of the pathwise derivatives of complex discrete event systems enlarge
the possibilities for the recursive on-line optimization of many systems that
arise in communications or manufacturing. The appropriate algorithms are
often of the stochastic approximation type and the criterion to be minimized is often the average cost per unit time over the inﬁnite time interval.
Iterate and observation averaging methods [6, 149, 216, 195, 267, 268,
273], which yield nearly optimal algorithms under broad conditions, have
been developed. The iterate averaging eﬀectively adds an additional time
scale to the algorithm. Decentralized or asynchronous algorithms introduce
new diﬃculties for analysis. Consider, for example, a problem where computation is split among several processors, operating and transmitting data
to one another asynchronously. Such algorithms are only beginning to come
into prominence, due to both the developments of decentralized processing
and applications where each of several locations might control or adjust
“local variables,” but where the criterion of concern is global.
Despite their successes, the classical methods are not adequate for many
of the algorithms that arise in such applications. Some of the reasons concern the greater ﬂexibility desired for the step sizes, more complicated
dependence properties of the noise and iterate processes, the types of
constraints that might occur, ergodic cost functions, possibly additional
time scales, nonstationarity and issues of tracking for time-varying systems, data-ﬂow problems in the decentralized algorithm, iterate-averaging
algorithms, desired stronger rate of convergence results, and so forth.
Much modern analysis of the algorithms uses the so-called ODE (ordinary diﬀerential equation) method introduced by Ljung [164] and extensively developed by Kushner and coworkers [123, 135, 142] to cover quite
general noise processes and constraints by the use of weak ergodic or averaging conditions. The main idea is to show that, asymptotically, the noise
eﬀects average out so that the asymptotic behavior is determined eﬀectively by that of a “mean” ODE. The usefulness of the technique stems
from the fact that the ODE is obtained by a “local analysis,” where the
dynamical term of the ODE at parameter value θ is obtained by averaging
the Yn as though the parameter were ﬁxed at θ. Constraints, complicated
state dependent noise processes, discontinuities, and many other diﬃculties
can be handled. Depending on the application, the ODE might be replaced
by a constrained (projected) ODE or a diﬀerential inclusion. Owing to its
versatility and naturalness, the ODE method has become a fundamental
technique in the current toolbox, and its full power will be apparent from
the results in this book.
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The ﬁrst three chapters describe applications and serve to motivate the
algorithmic forms, assumptions, and theorems to follow. Chapter 1 provides the general motivation underlying stochastic approximation and describes various classical examples. Modiﬁcations of the algorithms due to
robustness concerns, improvements based on iterate or observation averaging methods, variance reduction, and other modeling issues are also introduced. A Lagrangian algorithm for constrained optimization with noise
corrupted observations on both the value function and the constraints is
outlined. Chapter 2 contains more advanced examples, each of which is
typical of a large class of current interest: animal adaptation models, parametric optimization of Markov chain control problems, the so-called Qlearning, artiﬁcial neural networks, and learning in repeated games. The
concept of state-dependent noise, which plays a large role in applications,
is introduced. The optimization of discrete event systems is introduced by
the application of inﬁnitesimal perturbation analysis to the optimization
of the performance of a queue with an ergodic cost criterion. The mathematical and modeling issues raised in this example are typical of many
of the optimization problems in discrete event systems or where ergodic
cost criteria are involved. Chapter 3 describes some applications arising in
adaptive control, signal processing, and communication theory, areas that
are major users of stochastic approximation algorithms. An algorithm for
tracking time varying parameters is described, as well as applications to
problems arising in wireless communications with randomly time varying
channels. Some of the mathematical results that will be needed in the book
are collected in Chapter 4.
The book also develops “stability” and combined “stability–ODE” methods for unconstrained problems. Nevertheless, a large part of the work
concerns constrained algorithms, because constraints are generally present
either explicitly or implicitly. For example, in the queue optimization problem of Chapter 2, the parameter to be selected controls the service rate.
What is to be done if the service rate at some iteration is considerably
larger than any possible practical value? Either there is a problem with the
model or the chosen step sizes, or some bizarre random numbers appeared.
Furthermore, in practice the “physics” of models at large parameter values
are often poorly known or inconvenient to model, so that whatever “convenient mathematical assumptions” are made, they might be meaningless at
large state values. No matter what the cause is, one would normally alter
the unconstrained algorithm if the parameter θ took on excessive values.
The simplest alteration is truncation. Of course, in addition to truncation,
a practical algorithm would have other safeguards to ensure robustness
against “bad” noise or inappropriate step sizes, etc. It has been somewhat traditional to allow the iterates to be unbounded and to use stability
methods to prove that they do, in fact, converge. This approach still has
its place and is dealt with here. Indeed, one might even alter the dynamics
by introducing “soft” constraints, which have the desired stabilizing eﬀect.
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However, allowing unbounded iterates seems to be of greater mathematical
than practical interest. Owing to the interest in the constrained algorithm,
the “constrained ODE” is also discussed in Chapter 4. The chapter contains a brief discussion of stochastic stability and the perturbed stochastic
Liapunov function, which play an essential role in the asymptotic analysis.
The ﬁrst convergence results appear in Chapter 5, which deals with the
classical case where the Yn can be written as the sum of a conditional mean
gn (θn ) and a noise term, which is a “martingale diﬀerence.” The basic
techniques of the ODE method are introduced, both with and without
constraints. It is shown that, under reasonable conditions on the noise,
there will be convergence with probability one to a “stationary point” or
“limit trajectory” of the mean ODE for step-size sequences that decrease
at least as fast as αn / log n, where αn → 0. If the limit trajectory of the
ODE is not concentrated at a single point, then the asymptotic path of the
stochastic approximation is concentrated on a limit or invariant set of the
ODE that is also “chain recurrent” [9, 89]. Equality constrained problems
are included in the basic setup.
Much of the analysis is based on interpolated processes. The iterates
{θn } are interpolated into a continuous time process with interpolation
intervals {n }. The asymptotics (large n) of the iterate sequence are also
the asymptotics (large t) of this interpolated sequence. It is the paths of
the interpolated process that are approximated by the paths of the ODE.
If there are no constraints, then a stability method is used to show that
the iterate sequence is recurrent. From this point on, the proofs are a special
case of those for the constrained problem. As an illustration of the methods, convergence is proved for an animal learning example (where the step
sizes are random, depending on the actual history) and a pattern classiﬁcation problem. In the minimization of convex functions, the subdiﬀerential
replaces the derivative, and the ODE becomes a diﬀerential inclusion, but
the convergence proofs carry over.
Chapter 6 treats probability one convergence with correlated noise sequences. The development is based on the general “compactness methods”
of [135]. The assumptions on the noise sequence are intuitively reasonable
and are implied by (but weaker than) strong laws of large numbers. In some
cases, they are both necessary and suﬃcient for convergence. The way the
conditions are formulated allows us to use simple and classical compactness methods to derive the mean ODE and to show that its asymptotics
characterize that of the algorithm. Stability methods for the unconstrained
problem and the generalization of the ODE to a diﬀerential inclusion are
discussed. The methods of large deviations theory provide an alternative
approach to proving convergence under weak conditions, and some simple
results are presented.
In Chapters 7 and 8, we work with another type of convergence, called
weak convergence, since it is based on the theory of weak convergence of
a sequence of probability measures and is weaker than convergence with
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probability one. It is actually much easier to use in that convergence can
be proved under weaker and more easily veriﬁable conditions and generally with substantially less eﬀort. The approach yields virtually the same
information on the asymptotic behavior. The weak convergence methods
have considerable theoretical and modeling advantages when dealing with
complex problems involving correlated noise, state dependent noise, decentralized or asynchronous algorithms, and discontinuities in the algorithm.
It will be seen that the conditions are often close to minimal. Only a very
elementary part of the theory of weak convergence of probability measures
will be needed; this is covered in the second part of Chapter 7. The techniques introduced are of considerable importance beyond the needs of the
book, since they are a foundation of the theory of approximation of random
processes and limit theorems for sequences of random processes.
When one considers how stochastic approximation algorithms are used
in applications, the fact of ultimate convergence with probability one can
be misleading. Algorithms do not continue on to inﬁnity, particularly when
n → 0. There is always a stopping rule that tells us when to stop the
algorithm and to accept some function of the recent iterates as the “ﬁnal
value.” The stopping rule can take many forms, but whichever it takes, all
that we know about the “ﬁnal value” at the stopping time is information
of a distributional type. There is no diﬀerence in the conclusions provided
by the probability one and the weak convergence methods. In applications
that are of concern over long time intervals, the actual physical model might
“drift.” Indeed, it is often the case that the step size is not allowed to go
to zero, and then there is no general alternative to the weak convergence
methods at this time.
The ODE approach to the limit theorems obtains the ODE by appropriately averaging the dynamics, and then by showing that some subset of
the limit set of the ODE is just the set of asymptotic points of the {θn }.
The ODE is easier to characterize, and requires weaker conditions and
simpler proofs when weak convergence methods are used. Furthermore, it
can be shown that {θn } spends “nearly all” of its time in an arbitrarily
small neighborhood of the limit point or set. The use of weak convergence
methods can lead to better probability one proofs in that, once we know
that {θn } spends “nearly all” of its time (asymptotically) in some small
neighborhood of the limit point, then a local analysis can be used to get
convergence with probability one. For example, the methods of Chapters 5
and 6 can be applied locally, or the local large deviations methods of [63]
can be used. Even when we can only prove weak convergence, if θn is close
to a stable limit point at iterate n, then under broad conditions the mean
escape time (indeed, if it ever does escape) from a small neighborhood of
that limit point is at least of the order of ec/n for some c > 0.
Section 7.2 is motivational in nature, aiming to relate some of the ideas
of weak convergence to probability one convergence and convergence in
distribution. It should be read only “lightly.” The general theory is covered
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in Chapter 8 for a broad variety of algorithms, using what might be called
“weak local ergodic theorems.” The essential conditions concern the rates
of decrease of the conditional expectation of the future noise given the past
noise, as the time diﬀerence increases. Chapter 9 illustrates the relative
convenience and power of the methods of Chapter 8 by providing proofs of
convergence for some of the examples in Chapters 2 and 3.
Chapter 10 concerns the rate of convergence. Loosely speaking, a standard point of view is to show that a sequence of suitably normalized iterates,
√
say of the form (θn − θ̄)/ n or nβ (θn − θ̄) for an appropriate β > 0, converges in distribution to a normally distributed random variable with mean
zero and ﬁnite covariance matrix V̄ . We will do a little better and prove
that the continuous time process obtained from suitably interpolated normalized iterates converges “weakly” to a stationary Gauss–Markov process,
whose covariance matrix (at any time t) is V̄ . The methods use only the
techniques of weak convergence theory that are outlined in Chapter 7.
The use of stochastic approximation for the minimization of functions of
a very high-dimensional argument has been of increasing interest. Owing
to the high dimension, the classical Kiefer–Wolfowitz procedures can be
very time consuming to use. As a result, there is much current interest in
the so-called random-directions methods, where at each step n one chooses
a direction dn at random, obtains a noisy estimate Yn of the derivative
in direction dn , and moves an increment −n Yn . Although such methods
have been of interest and used in various ways for a long time [135], convincing arguments concerning their value and the appropriate choices of
the direction vectors and scaling were lacking. The paper [226] proposed
a diﬀerent way of getting the directions and attracted needed attention
to this problem. The proof of convergence of the random-directions methods that have been suggested to date are exactly the same as that for the
classical Kiefer–Wolfowitz procedure (as in Chapter 5). The comparison of
the rates of convergence under the diﬀerent ways of choosing the random
directions is given at the end of Chapter 10, and shows that the older and
newer methods have essentially the same properties, when the norms of
the direction vectors dn are the same. It is seen that the random-directions
methods can be quite advantageous, but care needs to be exercised in their
use.
The performance of the stochastic approximation algorithms depends
heavily on the choice of the step size sequence n , and the lack of a general
approach to getting good sequences has been a handicap in applications.
In [195], Polyak and Juditsky showed that, if the coeﬃcients
n go to zero
n
“slower” than O(1/n), then the averaged sequence i=1 θi /n converges to
its limit at an optimal rate. This implies that the use of relatively large
step sizes, while letting the “oﬀ-line” averaging take care of the increased
noise eﬀects, will yield a substantial overall improvement. These results
have since been corroborated by numerous simulations and extended mathematically. In Chapter 11, it is ﬁrst shown that the averaging improves the
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asymptotic properties whenever there is a “classical” rate of convergence
theorem of the type derived in Chapter 10, including the constant n = 
case. This will give the minimal window over which the averaging will yield
an improvement. The maximum window of averaging is then obtained by
a direct computation of the asymptotic covariance of the averaged process.
Intuitive insight is provided by relating the behavior of the original and
the averaged process to that of a three-time-scale discrete-time algorithm
where it is seen that the key property is the separation of the time scales.
Chapter 12 concerns decentralized and asynchronous algorithms, where
the work is split between several processors, each of which has control over
a diﬀerent set of parameters. The processors work at diﬀerent speeds, and
there can be delays in passing information to each other. Owing to the
asynchronous property, the analysis must be in “real” rather than “iterate” time. This complicates the notation, but all of the results of the previous chapters can be carried over. Typical applications are decentralized
optimization of queueing networks and Q-learning.
Some topics are not covered. As noted, the algorithm in continuous time
diﬀers little from that in discrete time. The basic ideas can be extended to
inﬁnite-dimensional problems [17, 19, 66, 87, 144, 185, 201, 214, 219, 246,
247, 248, 277]. The function minimization problem where there are many
local minima has attracted some attention [81, 130, 258], but little is known
at this time concerning eﬀective methods. Some eﬀort [31] has been devoted
to showing that suitable conditions on the noise guarantee that there cannot
be convergence to an unstable or marginally stable point of the ODE.
Such results are needed and do increase conﬁdence in the algorithms. The
conditions can be hard to verify, particularly in high-dimensional problems,
and the results do not guarantee that the iterates would not actually spend
a lot of time near such bad points, particularly when the step sizes are
small and there is poor initial behavior. Additionally, one tries to design
the procedure and use variance reduction methods to reduce the eﬀects of
the noise.
Penalty-multiplier and Lagrangian methods (other than the discussion
in Chapter 1) for constrained problems are omitted and are discussed in
[135]. They involve only minor variations on what is done here, but they
are omitted for lack of space. We concentrate on algorithms deﬁned on rdimensional Euclidean space, except as modiﬁed by inequality or equality
constraints. The treatment of the equality constrained problem shows that
the theory also covers processes deﬁned on smooth manifolds.
We express our deep gratitude to Paul Dupuis and Felisa Vazquèz-Abad,
for their careful reading and critical remarks on various parts of the manuscript of the ﬁrst edition. Sid Yakowitz also provided critical remarks for
the ﬁrst edition; his passing away is a great loss. The long-term support and
encouragement of the National Science Foundation and the Army Research
Oﬃce are also gratefully acknowledged.
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Comment on the second edition. This second edition is a thorough
revision, although the main features and the structure of the book remain
unchanged. The book contains many additional results and more detailed
discussion; for example, there is a fuller discussion of the asymptotic behavior of the algorithms, Markov and non-Markov state-dependent-noise,
and two-time-scale problems. Additional material on applications, in particular, in communications and adaptive control, has been added. Proofs
are simpliﬁed where possible.
Notation and numbering. Chapters are divided into sections, and sections into subsections. Within a chapter, (1.2) (resp., (A2.1)) denotes Equation 2 of Section 1 (resp., Assumption 2 of Section 1). Section 1 (Subsection
1.2, resp.) always means the ﬁrst section (resp., the second subsection of
the ﬁrst section) in the chapter in which the statement is used. To refer to
equations (resp., assumptions) in other chapters, we use, e.g., (1.2.3) (resp.,
(A1.2.3)) to denote the third equation (resp., the third assumption) in Section 2 of Chapter 1. When not in Chapter 1, Section 1.2 (resp., Subsection
1.2.3) means Section 2 (resp., Subsection 3 of Section 2) of Chapter 1.
Throughout the book, | · | denotes either a Euclidean norm or a norm
on the appropriate function spaces, which will be clear from the context.
A point x in a Euclidean space is a column vector, and the ith component
of x is denoted by xi . However, the ith component of θ is denoted by θi ,
since subscripts on θ are used to denote the value at a time n. The symbol 
denotes transpose. Moreover, both A and (A) will be used interchangeably,
e.g., both gn, (θ) and (gn (θ)) denote the transpose of gn (θ). Subscripts
θ and x denote either a gradient or a derivative, depending on whether
the variable is vector or real-valued. For convenience, we list many of the
symbols at the end of the book.
Providence, Rhode Island, USA
Detroit, Michigan, USA

Harold J. Kushner
G. George Yin
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1
Introduction: Applications and Issues

1.0 Outline of Chapter
This is the ﬁrst of three chapters describing many concrete applications
of stochastic approximation. The emphasis is on the problem description.
Proofs of convergence and the derivation of the rate of convergence will be
given in subsequent chapters for many of the examples. Since the initial
work of Robbins and Monro in 1951, there has been a steady increase in
the investigations of applications in many diverse areas, and this has accelerated in recent years, with new applications arising in queueing networks,
wireless communications, manufacturing systems, in learning problems, repeated games, and neural nets, among others. We present only selected
samples of these applications to illustrate the great breadth. The basic
stochastic approximation algorithm is nothing but a stochastic diﬀerence
equation with a small step size, and the basic questions for analysis concern
its qualitative behavior over a long time interval, such as convergence and
rate of convergence. The wide range of applications leads to a wide variety
of such equations and associated stochastic processes.
One of the problems that led to Robbins and Monro’s original work
in stochastic approximation concerns the sequential estimation of the location of the root of a function when the function is unknown and only
noise-corrupted observations at arbitrary values of the argument can be
made, and the “corrections” at each step are small. One takes an observation at the current estimator of the root, then uses that observation to
make a small correction in the estimate, then takes an observation at the
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new value of the estimator, and so forth. The fact that the step sizes are
small is important for the convergence, because it guarantees an “averaging
of the noise.” The basic idea is discussed at the beginning of Section 1. The
examples of the Robbins–Monro algorithm in Section 1 are all more or less
classical, and have been the subject of much attention. In one form or another they include root ﬁnding, getting an optimal pattern classiﬁer (a best
least squares ﬁt problem), optimizing the set point of a chemical processor,
and a parametric minimization problem for a stochastic dynamical system
via a recursive monte carlo method. They are described only in a general
way, but they serve to lay out some of the basic ideas.
Recursive algorithms (e.g., the Newton–Raphson method) are widely
used for the recursive computation of the minimum of a smooth known
function. If the form of the function is unknown but noise-corrupted observations can be taken at parameter values selected by the experimenter,
then one can use an analogous recursive procedure in which the derivatives
are estimated via ﬁnite diﬀerences using the noisy measurements, and the
step sizes are small. This method, called the Kiefer–Wolfowitz procedure,
and its “random directions” variant are discussed in Section 2.
The practical use of the basic algorithm raises many diﬃcult questions,
and dealing with these leads to challenging variations of the basic format.
A key problem in eﬀective applications concerns the “amount of noise” in
the observations, which leads to variations that incorporate variance reduction methods. With the use of these methods, the algorithm becomes more
eﬀective, but also more complex. It is desirable to have robust algorithms,
which are not overly sensitive to unusually large noise values. Many problems have constraints in the sense that the vector-valued iterates must be
conﬁned to some given bounded set. The question of whether averaging the
iterate sequence will yield an improved estimate arises. Such issues are discussed in Section 3, and the techniques developed for dealing with the wide
variety of random processes that occur enrich the subject considerably. A
Lagrangian method for the constrained minimization of a convex function,
where only noise corrupted observations on the function and constraints
are available, is discussed in Section 4. This algorithm is typical of a class
of multiplier-penalty function methods.
Owing to the small step size for large time, the behavior of the algorithm can be approximated by a “mean ﬂow.” This is the solution to an
ordinary diﬀerential equation (ODE), henceforth referred to as the mean
ODE, whose right-hand side is just the mean value of the driving term. The
limit points of this ODE turn out to be the limit points of the stochastic
approximation process.

1.1 The Robbins–Monro Algorithm
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1.1 The Robbins–Monro Algorithm
1.1.1

Introduction

The original work in recursive stochastic algorithms was by Robbins and
Monro, who developed and analyzed a recursive procedure for ﬁnding the
root of a real-valued function ḡ(·) of a real variable θ. The function is
not known, but noise-corrupted observations could be taken at values of θ
selected by the experimenter.
If ḡ(·) were known and continuously diﬀerentiable, then the problem
would be a classical one in numerical analysis and Newton’s procedure can
be used. Newton’s procedure generates a sequence of estimators θn of the
root θ̄, deﬁned recursively by
−1

θn+1 = θn − [ḡθ (θn )]

ḡ(θn ),

(1.1)

where ḡθ (·) denotes the derivative of ḡ(·) with respect to θ. Suppose that
ḡ(θ) < 0 for θ > θ̄, and ḡ(θ) > 0 for θ < θ̄, and that ḡθ (θ) is strictly
negative and is bounded in a neighborhood of θ̄. Then θn converges to θ̄
if θ0 is in a small enough neighborhood of θ̄. An alternative and simpler,
but less eﬃcient, procedure is to ﬁx  > 0 suﬃciently small and use the
algorithm
θn+1 = θn + ḡ(θn ).
(1.2)
Algorithm (1.2) does not require diﬀerentiability and is guaranteed to converge if θ0 − θ̄ is suﬃciently small. Of course, there are faster procedures
in this simple case, where the values of ḡ(θ) and its derivatives can be
computed.
Now suppose that the values of ḡ(θ) are not known, but “noisecorrupted” observations can be taken at selected values of θ. Due to the
observation noise, the Newton procedure (1.1) cannot be used. One could
consider using procedure (1.2), but with ḡ(θn ) replaced by a good estimate
of its value obtained by averaging many observations. It was recognized by
Robbins and Monro [207] that taking an excessive number of observations
at each of the θn and using the averages in place of ḡ(θn ) in (1.2) were
ineﬃcient, since θn is only an intermediary in the calculation and the value
ḡ(θn ) is only of interest in so far as it leads us in the right direction. They
proposed the algorithm
θn+1 = θn + n Yn ,
(1.3)
where n is an appropriate sequence satisfying

n > 0, n → 0,
n = ∞,

(1.4)

n


and Yn is a “noisy” estimate of the value of ḡ(θn ). The condition n 2n <
∞ was used, but it will be seen in Chapter 5 that it can be weakened
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considerably. The decreasing step sizes imply that the rate of change of
θn slows down as n goes to inﬁnity. The choice of the sequence {n } is a
large remaining issue that is central to the eﬀectiveness of the algorithm
(1.3). More will be said about this later, particularly in Chapter 11 where
“nearly optimal” algorithms are discussed. The idea is that the decreasing
step sizes would provide an implicit averaging of the observations. This
insight and the associated convergence proof led to an enormous literature
on general recursive stochastic algorithms and to a large number of actual
and potential applications.
The form of the recursive linear least squares estimator of the mean
value of a random variable provides another motivation for the form of
(1.3) and helps to explain how the decreasing step size actually causes
an averaging of the observations. Let {ξn } be a sequence of real-valued,
mutually independent, and identically distributed, random variables with
ﬁnite variance and unknown mean value θ̄. Given
n observations ξi , 1 ≤ i ≤ n,
the linear least squares estimate of θ̄ is θn = i=1 ξi /n. This can be written
in the recursive form
θn+1 = θn + n [ξn+1 − θn ] ,

(1.5)

where θ0 = 0 and n = 1/(n + 1). Thus the use of decreasing step sizes
n = 1/(n + 1) yields an estimator that is equivalent to that obtained by
a direct averaging of the observations, and (1.5) is a special case of (1.3).
Additionally, the “recursive ﬁlter” form of (1.5) gives more insight into the
estimation process, because it shows that the estimator changes only by
n (ξn+1 − θn ), which can be described as the product of the coeﬃcient of
“reliability” n and the “estimation error” ξn+1 − θn . The intuition behind the averaging holds even in more complicated algorithms under broad
conditions.
In applications, one generally prefers recursive algorithms, owing to their
relative computational simplicity. After each new observation, one need not
recompute the estimator from all the data collected to date. Each successive estimate is obtained as a simple function of the last estimate and the
current observation. Recursive estimators are widely used in applications
in communications and control theory. More will be said about them in the
next two chapters. Indeed, recursive stochastic algorithms had been used
in the control and communications area for tracking purposes even before
the work of Robbins and Monro. Forms similar to (1.3) and (1.5) were used
for smoothing radar returns and in related applications in continuous time,
with n being held constant at a value , which had the interpretation of
the inverse of a time constant. There was no general asymptotic theory
apart from computing the stationary mean square values for stable linear
algorithms, however.
In the general Robbins–Monro procedure, Yn and θn take values in IRr Euclidean r-space, where Yn is a “noise-corrupted” observation of a vectorvalued function ḡ(·), whose root we are seeking. The “error” Yn − ḡ(θn )
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might be a complicated function of θn or even of past values θi , i ≤ n. In
many applications, one observes values of the form Yn = g(θn , ξn ) + δMn ,
where {ξn } is some correlated stochastic process, δMn has the property that E[δMn |Yi , δMi , i < n] = 0 and where (loosely speaking) Yn
is an “estimator” of ḡ(θ) in that ḡ(θ) = Eg(θ, ξn ) = EYn or perhaps
m−1
ḡ(θ) = limm (1/m) i=0 Eg(θ, ξi ). Many of the possible forms that have
been analyzed will be seen in the examples in this book. The basic mathematical questions concern the asymptotic properties of the θn sequence, its
dependence on the algorithm structure and noise processes, and methods
to improve the performance.
Remark on the notation. θ is used as a parameter that is a point in
IRr and θn are random variables in the stochastic approximation sequence.
We use θn,i to denote the ith component of θn when it is vector-valued.
To avoid confusion, we use θi to denote the ith component of θ. This is
the only exception to the rule that the component index appears in the
subscript.

1.1.2

Finding the Zeros of an Unknown Function

Example 1. For each real-valued parameter θ, let G(·, θ) be an unknown
distribution function of a real-valued random variable, and deﬁne m(θ) =
yG(dy, θ), the mean value under θ. Given a desired level m̄, the problem
is to ﬁnd a (perhaps nonunique) value θ̄ such that m(θ̄) = m̄. Since G(·, θ)
is unknown, some sampling and nonparametric method is called for, and
a useful one can be based on the Robbins–Monro recursive procedure. For
this example, suppose that m(·) is nondecreasing, and that there is a unique
root of m(θ) = m̄.
Let θn denote the nth estimator of θ̄ (based on observations at times
0, 1, . . . , n − 1) and let Yn denote the observation taken at time n at parameter value θn . We deﬁne θn recursively by
θn+1 = θn + n [m̄ − Yn ] ,

(1.6)

θn+1 = θn + n [m̄ − m(θn )] + n [m(θn ) − Yn ] .

(1.7)

E [Yn − m(θn )|Yi , θi , i < n, θn ] = 0

(1.8)

which can be written as

Suppose that
with probability one, and that the “noise” terms Yn − m(θn ) ≡ δMn have
bounded variances σ 2 (θn ). Property (1.8) implies that the δMn terms are
what are known as martingale diﬀerences, that is, E[δMn |δMi , i < n] = 0
with probability one for all n; see Section 4.1 for extensions of the deﬁnition
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and further discussion. The martingale diﬀerence noise sequence is perhaps
the easiest type of noise to deal with, and probability one convergence results are given in Chapter 5. The martingale diﬀerence property often arises
as follows. Suppose that the successive observations are independent in the
sense that the distribution of Yn conditioned on {θ0 , Yi , i < n} depends
only on θn , the value of the parameter used to get Yn . The “noise terms”
δMn are not mutually independent, since θn depends on the observations
{Yi , i < n}. However, they do have the martingale diﬀerence property,
which is enough to get good convergence results.
Under reasonable conditions, it is relatively easy to show that the noise
terms in (1.7) “average to zero” and have no eﬀect on the asymptotic
behavior of the algorithm. To see intuitively why this might be so, ﬁrst
note that since n → 0 here, for large n the values of the θn change slowly.
For small ∆ > 0 deﬁne m∆
n by
n+m∆
n −1



i ≈ ∆.

i=n

Then
θn+m∆
− θn ≈ ∆[m̄ − m(θn )] + “error,”
n
where the error is

(1.9a)

n+m∆
n −1



i δMi .

i=n

Equation (1.8) implies that {δMn } is a sequence of zero mean orthogonal
random variables. That is, EδMi δMj = 0 for i = j. Thus, the variance of
the error is
⎤2
⎡
n+m∆
n+m∆
n+m∆
n −1
n −1
n −1



2
2
⎦
⎣
E
i δMi =
Ei δMi =
O(2i ) = O(∆)n .
i=n

i=n

i=n

This bound and (1.9a) imply that over iterate intervals [n, n+m∆
n ) for small
∆ and large n, the mean change in the value of the parameter is much
more important than the “noise.” Then, at least formally, the diﬀerence
equation (1.9a) suggests that the asymptotic behavior of the algorithm can
be approximated by the asymptotic behavior of the solution to the ODE
θ̇ = ḡ(θ) = m̄ − m(θ).

(1.9b)

The connections between the asymptotic behavior of the algorithm and
that of the mean ODE (1.9b) will be formalized starting in Chapter 5,
where such ODEs will be shown to play a crucial role in the convergence
theory. Under broad conditions (see Chapter 5), if θ̄ is an asymptotically
stable point of (1.9b), then θn → θ̄ with probability one.
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Note that m∆
n → ∞ as n → ∞, since n → 0. In the sequel, the expression
that the noise eﬀects “locally average to zero” is used loosely to mean that
the noise eﬀects over the iterate interval [n, n + m∆
n ] go to zero as n → ∞,
and then ∆ → 0. This is intended as a heuristic explanation of the precise
conditions used in the convergence theorems.
The essential fact in the analysis and the intuition used here is the “time
scale separation” between the sequences {θi , i ≥ n} and {Yi − m(θi ), i ≥ n}
for large n. The ODE plays an even more important role when the noise
sequence is strongly correlated. The exploitation of the connection between
the properties of the ODE and the asymptotic properties of the stochastic
approximation was initiated by Ljung [164, 165] and developed extensively
by Kushner and coworkers [123, 126, 127, 135, 142]; see also [16, 57].
Example 2. Chemical batch processing. Another speciﬁc application
of the root ﬁnding algorithm in Example 1 is provided by the following
problem. A particular chemical process is used to produce a product in a
batch mode. Each batch requires T units of time, and the entire procedure
is repeated many times. The rate of pumping cooling water (called θ) is
controlled in order to adjust the temperature set point to the desired mean
value m̄. The mean value m(θ) is an unknown function of the pumping rate
and is assumed to be monotonically decreasing. The process dynamics are
not known well and the measured sample mean temperature varies from
batch to batch due to randomness in the mixture and other factors. The
Robbins–Monro procedure can be applied to iteratively estimate the root
θ̄ of the equation m(θ̄) = m̄ while the process is in operation. It can also
be used to track changes in the root as the statistics of the operating data
change (then n will usually be small but not go to zero). Let {θn } denote
the pumping rate and Yn the sample mean temperature observed in the
nth batch, n = 0, 1, . . . Then the algorithm is θn+1 = θn + n [Yn − m̄].
Suppose that the sample mean temperatures from run to run are mutually independent, conditioned on the parameter values; in other words,
P {Yn ≤ y|θi , Yi , i < n, θn } = P {Yn ≤ y|θn } .
Then the noise [Yn − m(θn )] ≡ δMn is a martingale diﬀerence since
E [δMn |Yi , θi , i < n, θn ] = 0 = E [δMn |δMi , i < n] .
There might be a more complicated noise structure. For example, suppose
that part of the raw material being used in the process varies in a dependent
way from batch to batch. If the noise “nearly averages out” over a number
of successive batches, then one expects that {θn } would still converge to θ̄.
The correlated noise case requires a more complex proof (Chapter 6) than
that needed for the martingale diﬀerence noise case (Chapter 5).
In general, one might have control over more than one parameter, and
several set points might be of interest. For example, suppose that there
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is a control over the coolant pumping rate as well as over the level of a
catalyst that is added, and one wishes to set these such that the mean
temperature is m̄1 and the yield of the desired product is m̄2 . Let θn and
m̄ denote the vector-valued parameter used on the nth batch (n = 0, 1, . . .)
and the desired vector-valued set point, resp., and let Yn denote the vector
observation (sample temperature and yield) at the nth batch. Let m(θ) be
the (mean temperature, mean yield) under θ. Then the analogous vector
algorithm can be used, and the asymptotic behavior will be characterized
by the asymptotic solution of the mean ODE θ̇ = m(θ) − m̄. If m(θ) − m̄
has a unique root θ̄ which is a globally asymptotically stable point of the
mean ODE, then θn will converge to θ̄.

1.1.3

Best Linear Least Squares Fit

Example 3. This example is a canonical form of recursive least squares
ﬁtting. Various recursive approximations to least-squares type algorithms
are of wide use in control and communication theory. A more general class
and additional applications will be discussed in greater detail in Chapter
3. This section provides an introduction to the general ideas.
Two classes of patterns are of interest, either pattern A or pattern Ā
(pattern “not A”). A sequence of patterns is drawn at random from a
given distribution on (A, Ā). Let yn = 1 if the pattern drawn on trial n
(n = 0, 1, . . .) is A, and let yn = −1 otherwise. The patterns might be samples of a letter or a number. The patterns themselves are not observed but
are known only through noise-corrupted observations of particular characteristics. In the special case where pattern A corresponds to the letter “A,”
each observable sample might be a letter (either “A” or another letter),
each written by a diﬀerent person or by the same person at a diﬀerent time
(thus the various samples of the same letter will vary), and a scanning
procedure and computer algorithm are used to decide whether the letter
is indeed “A.” Typically, the scanned sample will be processed to extract
“features,” such as the number of separate segments, loops, corners, etc.
Thus, at times n = 0, 1, . . . , one can suppose that a random “feature”
vector φn is observed whose distribution function depends on whether the
pattern is A or Ā. For illustrative purposes, we suppose that the members
of the sequence of observations are mutually independent. In particular,
P φn ∈ · | φi , yi , i < n, yn = P φn ∈ · | yn .
The independence assumption is often restrictive. It can be weakened considerably and will not be used in subsequent chapters.
A linear pattern classiﬁer has the following form. The output vn equals
φn θ + θ0 , where the θ = (θ0 , θ) is a parameter, and θ0 is real valued. If
vn ≥ 0, then the hypothesis that the pattern is A is accepted, otherwise
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it is rejected. Deﬁne φn = (1, φn ). The quality of the decision depends on
the value of θ, which will be chosen to minimize some decision error. Many
error criteria are possible; here we wish to select θ such that
2

2

E [yn − θ φn ] = E [yn − vn ]

(1.10)

is minimized. This criterion yields a relatively simple algorithm and serves
as a surrogate for the probability that the decision will be in error. Suppose
that there are a matrix Q (positive deﬁnite) and a vector S such that
Q = Eφn φn and S = Eyn φn for all n. Then the optimal value of θ is
θ̄ = Q−1 S.
The probability distribution of (yn , φn ) is not known, but we suppose that
a large set of sample values {yn , φn } is available. This “training” sample
will be used to get an estimate of the optimal value of θ. It is of interest to
know what happens to the estimates as the sample size grows to inﬁnity.
Let θn minimize the mean square sample error1
n−1
1
2
[yi − θ φi ] .
n i=0

n−1
Suppose that for large enough n the matrix Φn = i=0 φi φi is invertible
with probability one. Then, given n samples, the minimizing θ is
θn = Φ−1
n

n−1


yi φi .

(1.11)

i=0

If the matrix Φn is poorly conditioned, then one might use the alternative
Φn + δnA where δ > 0 is small and A is positive deﬁnite and symmetric.
Equation (1.11) can be put into a recursive form by expanding
θn+1 = Φ−1
n+1

n−1


yi φi + yn φn ,

i=0

to get [169, pp. 18–20]


 
θn+1 = θn + Φ−1
n+1 φn yn − φn θn .

(1.12)

The dimension of φn is generally large, and the computation of the inverse
can be onerous. This can be avoided by solving for (or approximating) Φ−1
n
recursively. The matrix inversion lemma [169, pp. 18–20]
−1

[A + BCD]−1 = A−1 − A−1 B DA−1 B + C −1
DA−1
1

(1.13)

In Chapter 3, we also use a discounted mean square error criterion, which
allows greater weight to be put on the more recent samples.
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can be used to compute the matrix inverse recursively, yielding
−1
Φ−1
n+1 = Φn −

θn+1 = θn +

 −1
Φ−1
n φn φn Φn
,
1 + φn Φ−1
n φn



Φ−1
n
 
y
.
θ
φ
−
φ
n
n
n
n
1 + φn Φ−1
n φn

(1.14)

(1.15)

Equations (1.14) and (1.15) are known as the recursive least squares formulas.
Taking a ﬁrst-order (in Φ−1
n ) expansion in (1.12) and (1.14) yields a
linearized least squares approximation θn :

θn+1 = θn + Φ−1
n φn [yn − φn θn ] ,
 −1

−1

Φ−1
n+1 = I − Φn φn φn Φn .

(1.16)
(1.17)

The convergence of the sequences in (1.14) and (1.15) is guaranteed by any
conditions that assure the convergence of the least squares estimator, since
they are equivalent. But the approximation in (1.16) and (1.17) is no longer
a representation of the least squares estimator. To facilitate the proof of
convergence to the least squares estimator, it is useful to ﬁrst put (1.17)
into a stochastic approximation form. Deﬁne Bn = nΦ−1
n . Then
Bn+1 = Bn +

1
Bn
Bn
φn φn
[−Bn φn φn + I] Bn −
.
n
n
n

One ﬁrst proves that Bn converges, and then uses this fact to get the
convergence of the θn deﬁned by (1.16), where we substitute Bn /n = Φ−1
n .
These recursive algorithms for estimating the optimal parameter value
are convenient in that one computes the new estimate simply in terms of
the old one and the new data. These algorithms are a form of the Robbins–
Monro scheme with random matrix-valued n . Many versions of the examples are in [166, 169].
It is sometimes convenient to approximate (1.16) by replacing the random matrix Φ−1
n with a positive real number n to yield the stochastic
approximation form of linearized least squares:
θn+1 = θn + n φn [yn − φn θn ] .

(1.18)

A concern in applications is that n will decrease too fast and that, for
practical purposes, the iterate will “get stuck” too far away from the solution. For this reason, and to allow “tracking” if the statistics change, n
might be held constant at some  > 0.
The mean ODE, which characterizes the asymptotic behavior of (1.18),
is
1 ∂
2
E [yn − φn θ] ,
θ̇ = S − Qθ = −
(1.19)
2 ∂θ
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which is asymptotically stable about the optimal point θ̄. The right-hand
equality is easily obtained by a direct computation of the derivative. The
ODE that characterizes the limit behavior of the algorithm (1.16) and
(1.17) is similar and will be discussed in Chapters 3, 5, and 9.
Comments on the algorithms. The algorithm (1.18) converges more
slowly than does ((1.12), (1.14)) since the Φ−1
n is replaced by some rather
arbitrary real number n . This aﬀects the direction of the step as well as
−1
the norm of the step size. For large n, Φ−1
/n by the law of large
n ≈ Q
numbers. The relative speed of convergence of (1.18) and ((1.14), (1.15))
is determined by the “eigenvalue spread” of Q. If the absolute values of
the ratios of the eigenvalues are not too large, then algorithms of the form
of (1.18) work well. This comment also holds for the algorithms of Section
3.1.
Note on time-varying systems and tracking. The discussion of the
recursive least squares algorithm (1.14) and (1.15) is continued in Section
3.5, where a “discounted” or ‘forgetting factor” form, which weight recent
errors more heavily, is used to track time-varying systems. A second adaptive loop is added to optimize the discount factor, and this second loop has
the stochastic approximation form.
Suppose that larger n were used, say n = 1/nγ , γ ∈ (.5, 1), and that
the Polyak averaging method, discussed in Subsection 3.3 and in Chapter
11, is used. Then 
under broad conditions, the rate of convergence to θ̄ of
n−1
the average Θn = i=0 θi /n is nearly the same as what would be obtained
−1
with n = Q /n. The recursive algorithms ((1.16), (1.17)) or (1.18) might
be preferred to the use of (1.11) since the computational requirements are
less, and the good asymptotic behavior of ((1.16), (1.17)) or of (1.18) (at
least under Polyak averaging for the latter). See Chapters 9 and 11 and
[55, 151]. When the sequence {yn } is not stationary, then the optimal value
of  varies with time, and can be “tracked” by an adaptive algorithm; see
Chapter 3 for more detail.
The key to the value of the stochastic approximation algorithm is the
representation of the right side of (1.19) as the negative gradient of the
cost function. This emphasizes that, whatever the origin of the stochastic
approximation algorithm, it can be interpreted as a “stochastic” gradient
descent algorithm. For example, (1.18) can be interpreted as a “noisy”
gradient procedure. We do not know the value of the gradient of (1.10) with
respect to θ, but the gradient of the sample −[yn − φn θ]2 /2 is just φn [yn −
φn θ], the dynamical term in (1.18), when θ = θn . The mean value of the
term φn [yn − φn θ] is just the negative of the gradient of (1.10) with respect
to θ. Hence the driving observation in (1.18) is just a “noise-corrupted”
value of the desired gradient at θ = θn . This general idea will be explored
more fully in the next chapter. In the engineering literature, (1.18) is often
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viewed as a “decorrelation” algorithm, because the mean value of the right
side of (1.18) being zero means that the error yn − φn θn is uncorrelated
with the observation φn . As intuitively helpful as this decorrelation idea
might be, the interpretation in terms of gradients is more germane.
Now suppose that Q is not invertible. Then the components of φn are
linearly dependent, which might not be known when the algorithm is used.
The correct ODE is still (1.19), but now the right side is zero on a linear
manifold. The sequence {θn } might converge to a ﬁxed (perhaps random)
point in the linear manifold, or it might just converge to the linear manifold
and keep wandering, depending largely on the speed with which n goes
to zero. In any case, the mean square error will converge to its minimum
value.

1.1.4

Minimization by Recursive Monte Carlo

Example 4. Example 3 is actually a function minimization problem, where
the function is deﬁned by (1.10). The θ-derivatives of the mean value (1.10)
are not known; however, one could observe values of the θ-derivative of
samples [yn − θ φn ]2 /2 at the desired values of θ and use these in the iterative algorithm in lieu of the exact derivatives. We now give another
example of that type, which arises in the parametric optimization of dynamical systems, and where the Robbins–Monro procedure is applicable
for the sequential monte carlo minimization via the use of noise-corrupted
observations of the derivatives.
Let θ be an IRr -valued parameter of a dynamical system in IRk whose
evolution can be described by the equation
X̄ m+1 (θ) = b(X̄ m (θ), θ, χm ),

m = 0, 1, . . . ,

X̄ 0 (θ) = X0 ,

(1.20)

where χm are random variables, the function b(·) is known and continuously
diﬀerentiable in (x, θ), and the components of X̄ m (θ) are X̄im (θ), i ≤ k.
Given a real-valued function F (·), the objective is to minimize f (θ) =
EF (X̄ N (θ), θ) over θ, for a given value of N. Thus the system is of interest
over a ﬁnite horizon [0, N ]. Equation (1.20) might represent the combined
dynamics of a tracking and intercept problem, where θ parameterizes the
tracker controller, and the objective is to maximize the probability of getting within “striking distance” before the terminal time N .
Deﬁne χ̄ = {χm , m = 0, . . . , N − 1} and suppose that the distribution of
χ̄ is known. The function F (·) is assumed to be known and continuously
diﬀerentiable in (x, θ), so that sample (noisy) values of the system state, the
cost, and their pathwise θ-derivatives, can be simulated. Often the problem
is too complicated for the values of EF (X̄ N (θ), θ) to be explicitly evaluated.
If a “deterministic” minimization procedure were used, one would need
good estimates of EF (X̄ N (θ), θ) (and perhaps of the θ-derivatives as well)
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at selected values of θ. This would require a great deal of simulation at
values of θ that may be far from the optimal point.
A recursive monte carlo method is often a viable alternative. It will
require simulations of the system on the time interval [0, N ] under various
selected parameter values. Deﬁne Ūjm (θ) = ∂ X̄ m (θ)/∂θj , with components
m
(θ) = ∂ X̄im (θ)/∂θj , j ≤ r, where we recall that θj is the jth component
Ūj,i
of the vector θ. Then Ūi0 (θ) = 0 for all i, and for m ≥ 0,
Ūim+1 (θ) = bx (X̄ m (θ), θ, χm )Ūim (θ) + bθi (X̄ m (θ), θ, χm ).

(1.21)

Supposing that the operations of expectation and diﬀerentiation can be
interchanged, deﬁne ḡ(θ) = (ḡi (θ), i ≤ r) by
∂E[F (X̄ N (θ), θ)]
∂F (X̄ N (θ), θ)
=
E
i
∂θi
  ∂θN

= E Fx (X̄ (θ), θ)ŪiN (θ) + Fθi (X̄ N (θ), θ)

(1.22)

≡ −ḡi (θ).
Let θn = (θn,1 , . . . , θn,r ) be the nth estimator of the minimizing value of θ,
with θ0 given.
The system used on the nth simulation (n = 0, 1, . . .) is deﬁned by
Xnm+1 = b(Xnm , θn , χm
n ),

Xn0 = X0 ,

m = 0, 1, . . . , N − 1,

where the random sequence χn = {χm
n , m < N } has the same distribution
m
= ∂Xnm /∂θn,i , where as usual θn,i is the ith
as χ̄, for each n. Deﬁne Un,i
component of θn ; it satisﬁes an equation like (1.21). Deﬁne
N
− Fθi (XnN , θn )
Yn,i = −Fx (XnN , θn )Un,i

(1.23)

and Yn = (Yn,i , i = 1, . . . , r). Then a Robbins–Monro recursive monte carlo
procedure for this problem can be written as
θn+1 = θn + n Yn = θn + n ḡ(θn ) + n [Yn − ḡ(θn )] .

(1.24)

If the {χn } are mutually independent, then the noise terms [Yn − ḡ(θn )]
are (IRr -valued) martingale diﬀerences. However, considerations of variance
reduction (see Subsection 3.1) might dictate the use of correlated {χn },
provided that the noise terms still “locally average to zero.” The mean
ODE characterizing the asymptotic behavior is θ̇ = ḡ(θ).
If the actual observations are taken on a physical system rather than
obtained from a simulation that is completely known, then one might not
know the exact form of the dynamical equations governing the system. If a
form is assumed from basic physical considerations or simply estimated via
observations, then the calculated pathwise derivatives will not generally be
the true pathwise derivatives. Although the optimization procedure might
still work well and approximation theorems can indeed be proved, care
must be exercised.
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1.2 The Kiefer–Wolfowitz Procedure
1.2.1

The Basic Procedure

Examples 3 and 4 in Section 1, and the neural net, various “learning”
problems, and the queueing optimization example in Chapter 2 are all concerned with the minimization of a function of unknown form. In all cases,
noisy estimates of the derivatives are available and could be used as the
basis of the recursive algorithm. In fact, in Examples 3 and 4 and in the
neural net example of Chapter 2, one can explicitly diﬀerentiate the sample
error functions at the current parameter values and use these derivatives as
“noisy” estimates of the derivatives of the (mean) performance of interest
at those parameter values. In the queueing example of Chapter 2, pathwise
derivatives are also available, but for a slightly diﬀerent function from the
one we wish to minimize. However, these pathwise derivatives can still be
used to get the desired convergence results. When such pathwise diﬀerentiation is not possible, a ﬁnite diﬀerence form of the gradient estimate is
a possible alternative; see [271] for the suggested recursive algorithms for
stock liquidation.
We wish to minimize the function EF (θ, χ) = f (θ) over the IRr -valued
parameter θ, where f (·) is continuously diﬀerentiable and χ is a random
vector. The forms of F (·) and f (·) are not completely known. Consider the
following ﬁnite diﬀerence form of stochastic approximation. Let cn → 0
be a ﬁnite diﬀerence interval and let ei be the standard unit vector in the
ith coordinate direction. Let θn denote the nth estimate of the minimum.
−
Suppose that for each i, n, and random vectors χ+
n,i , χn,i , we can observe
the ﬁnite diﬀerence estimate


−
F (θn + cn ei , χ+
n,i ) − F (θn − cn ei , χn,i )
.
(2.1)
Yn,i = −
2cn
Deﬁne Yn = (Yn,1 , . . . , Yn,r ), and update θn by
θn+1 = θn + n Yn .

(2.2)

The form (2.2), with Yn deﬁned by (2.1) as an estimator of a ﬁnite diﬀerence, is known as the Kiefer–Wolfowitz algorithm [110, 250] because Kiefer
and Wolfowitz were the ﬁrst to formulate it and prove its convergence.
Deﬁne


ψn,i = f (θn + cn ei ) − F (θn + cn ei , χ+
n,i )


− f (θn − cn ei ) − F (θn − cn ei , χ−
n,i ) ,
and write
[f (θn + cn ei ) − f (θn − cn ei )]
≡ γn,i = fθi (θn ) − βn,i ,
2cn

(2.3)

where −βn,i is the bias in the ﬁnite diﬀerence estimate of fθ (θn ), via central
diﬀerences. Setting ψn = (ψn,1 , . . . , ψn,r ) and βn = (βn,1 , . . . , βn,r ), (2.2)
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can be rewritten as
θn+1 = θn − n fθ (θn ) + n

ψn
+ n βn .
2cn

(2.4)

Clearly, for convergence to a local minimum to occur, one needs that βn →
0; the bias is normally proportional to the ﬁnite diﬀerence interval cn → 0.
Additionally, one needs that the noise terms n ψn /(2cn ) “average locally”
to zero. Then the ODE that characterizes the asymptotic behavior is
θ̇ = −fθ (θ).

(2.5)

The fact that the eﬀective noise ψn /(2cn ) is of the order 1/cn makes the
Kiefer–Wolfowitz procedure less desirable than the Robbins–Monro procedure and puts a premium on getting good estimates of the derivatives
via some variance reduction method or even by using an approximation to
the original problem. Frequently, cn is not allowed to go to zero, and one
accepts a small bias to get smaller noise eﬀects.
Variance reduction. Special choices of the driving noise can also help
when the optimization is done via a simulation that the experimenter can
control. This will be seen in what follows. Keep in mind that the driving
noise is an essential part of the system, even if it is under the control of the
experimenter in a simulation, since we wish to minimize an average value.
It is not necessarily an additive disturbance. For example, if we wish to
minimize the probability that a queueing network contains more than N
customers at a certain time, by controlling a parameter of some service time
distribution, then the “noise” is the set of interarrival and service times. It
is a basic part of the system.
Suppose that F (·, χ) is continuously diﬀerentiable for each value of χ.
Write
+
F (θn − ei cn , χ−
n,i ) − F (θn + ei cn , χn,i )
+ fθi (θn )
2cn

1 
+
F (θn , χ−
=
n,i ) − F (θn , χn,i )
2cn 


1
+
−
F i (θn , χn,i ) + Fθi (θn , χn,i ) − fθi (θn ) + βn,i
−
2 θ
≡ ψn,i + βn,i ,

(2.6)

where βn,i is the bias in the ﬁnite diﬀerence estimate. Then the algorithm
can be written as
θn+1 = θn − n fθ (θn ) + n ψn + n βn .

(2.7)

−
Equation (2.6) shows that it is preferable to use χ+
n,i = χn,i if possible, since

it eliminates the dominant 1/cn factor in the eﬀective noise. That is, ψn,i
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is the ﬁrst term on the third line of (2.6) and is not inversely proportional
to cn .
−
The use of χ+
n,i = χn,i can also be advantageous, even without diﬀerentiability. Fixing θn = θ, letting EF (θ ± cn ei , χ±
n,i ) = f (θ ± cn ei ), and
F (θ, χ) = F (θ, χ) − f (θ), the variance of the eﬀective noise is
2

2

+E F (θ − cn ei , χ−
E F (θ + cn ei , χ+
n,i )
n,i )



−
−2E F (θ + cn ei , χ+
)
F
(θ
−
c
e
,
χ
)
,
n
i
n,i
n,i
divided by 4c2n , which suggests that the larger the correlation between χ±
n,i ,
the smaller the noise variance will be when cn is small.
−
If {(χ+
n , χn ), n = 0, 1, . . .} is a sequence of independent random variables,
then the ψn and ψn are martingale diﬀerences for each n. Note that the
noises ψn and ψn can be complicated functions of θn . In the martingale
diﬀerence noise case, this θn -dependence can often be ignored in the proofs
of convergence, but it must be taken into account if the χ±
n are correlated
in n.
Iterating on a subset of components at a time. Each iteration of
(2.2) requires 2r observations. This can be reduced to r + 1 if one-sided
diﬀerences are used. Since the one-sided case converges slightly more slowly,
the apparent savings might be misleading. An alternative is to update only
one component of θ at a time. In particular, it might be worthwhile to
concentrate on the particular components that are expected to be the most
important, provided that one continues to devote adequate resources to the
remaining components. The choice of component can be quite arbitrary,
provided that one returns to each component frequently enough. In all
cases, the diﬀerence interval can depend on the coordinate direction.
If we wish to iterate on one component of θ at a time, then the following
form of the algorithm can be used:
θnr+i+1 = θnr+i + n ei+1 Ynr+i ,

(2.8)

where
Ynr+i =

+
F (θnr+i − cn ei+1 , χ−
nr+i ) − F (θnr+i + cn ei+1 , χnr+i )
.
2cn

The iteration in (2.8) proceeds as follows. For each n = 0, 1, . . . , compute
θnr+i+1 , i = 0, . . . , r − 1, from (2.8). Then increase n by one and continue.
The mean value of Yn is periodic in n, but the convergence theorems of
Chapters 5 to 8 cover quite general cases of n-dependent mean values.
Comments. The iterate averaging method of Subsection 3.3 can be used
to alleviate the diﬃculty of selecting good step sizes n . As will be seen in
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Chapter 11, the averaging method of Subsection 3.3 has no eﬀect on the
bias but can reduce the eﬀects of the noise. In many applications, one has
much freedom to choose the form of the algorithm. Wherever possible, try
to estimate the derivative without the use of ﬁnite diﬀerences. The use of
−
“common random numbers” χ+
n = χn or other variance reduction methods
can also be considered. In simulations, the use of minimal discrepancy
sequences [184] in lieu of “random noise” can be useful and is covered by
the convergence theorems. Small biases in the estimation of the derivative
might be preferable to the asymptotically large noise eﬀects due to the
1/cn term. Hence, an appropriately small but ﬁxed value of cn should be
considered. If the procedure is based on a simulation, then it is advisable
to start with a simpler model and a larger diﬀerence interval to get a rough
estimate of the location of the minimum point and a feeling for the general
qualitative behavior and the best values of n , either with or without iterate
averaging.

1.2.2

Random Directions

Random directions. One step of the classical KW procedure uses either
2r or r + 1 observations, depending on whether two-sided or one-sided
diﬀerences are used. Due to considerations of ﬁnite diﬀerence bias and
rates of convergence, the symmetric two-sided diﬀerence is usually chosen.
If a “sequential form” such as (2.8) is used, where one component of θ is
updated at a time, then 2r steps are required to get a “full” derivative
estimate. Whenever possible, one tries to estimate the derivative directly
without recourse to ﬁnite diﬀerences, as, for example, in Example 4 and
Section 2.5. When this cannot be done and the dimension r is large, the
classical Kiefer–Wolfowitz method might not be practical. One enticing
alternative is to update only one direction at each iteration using a ﬁnite
diﬀerence estimate and to select that direction randomly at each step. Then
each step requires only two observations.
In one form or another such methods have been in experimental or practical use since the earliest work in stochastic approximation. Proofs of convergence and the rate of convergence were given in [135], for the case where the
direction was selected at random on the surface of the unit sphere, with the
conclusion that there was little advantage over the classical method. The
work of Spall [212, 213, 226, 227, 228, 229], where the random directions
were chosen in a diﬀerent way, showed advantages for such high dimensional problems and encouraged a reconsideration of the random directions
method. The particular method used in [226] selected the directions at random on the vertices of the unit cube with the origin as the center. It will
be seen in Chapter 10 that whatever advantages there are to this
√ approach
are due mainly to the fact that the direction vector has norm r instead√of
unity. Thus selection at random on the surface of a sphere with radius r
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will work equally as well. The proofs for the random directions methods
discussed to date are essentially the same as for the usual Kiefer–Wolfowitz
method and the “random directions” proof in [135] can be used. This will
be seen in Chapters 5 and 10. In Chapter 10, when dealing with the rate of
convergence, there will be a more extensive discussion of the method. It will
be seen that the idea can be very useful but must be used with awareness
of possible undesirable “side eﬀects,” particularly for “short” runs.
Let {dn } denote a sequence of random “direction” vectors in IRr . It is not
required that {dn } be mutually independent and satisfy Edn dn = I, where
I is the identity matrix in IRr , although this seems to be the currently
preferred choice. In general, the values dn dn must average “locally” to the
identity matrix, but one might wish to use a variance reduction scheme that
requires correlation among successive values. Let the diﬀerence intervals be
0 < cn → 0. Then the algorithm is
θn+1 = θn − n dn

[Yn+ − Yn− ]
,
2cn

(2.9)

where Yn± are observations taken at parameter values θn ± cn dn . The
method is equally applicable when the diﬀerence interval is a constant,
and this is often the choice since it reduces the noise eﬀects and yields a
more robust algorithm, even at the expense of a small bias.
Suppose that, for some suitable function F (·) and “driving random variables” χ±
n , the observations can be written in the form
±
±
= F (θn ± ei cn , χ±
Yn,i
n ) = f (θn ± cn dn ) + ψn ,

(2.10)

where ψn± denotes the eﬀective observation “noise.” Supposing that f (·) is
continuously diﬀerentiable, write (2.9) as
θn+1 = θn − n dn dn fθ (θn ) + n βn + n

dn (ψn− − ψn+ )
,
2cn

(2.11)

where βn is the bias in the symmetric ﬁnite diﬀerence estimator of the
derivative of f (·) at θn in the direction dn with diﬀerence interval cn dn
used. Note that dn and ψn cannot generally be assumed to be mutually
independent, except perhaps in an asymptotic sense, since the observation
noises ψn± depend on the parameter values at which the observations are
taken.
Centering dn dn about the identity matrix yields
θn+1 = θn − n [fθ (θn ) − βn ] + n

dn (ψn− − ψn+ )
+ n ψnd ,
2cn

where
ψnd = [I − dn dn ] fθ (θn )

(2.12)
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is the “random direction noise.” The mean ODE characterizing the asymptotic behavior is the same as that for the Kiefer–Wolfowitz method, namely,
the gradient descent form
(2.13)
θ̇ = −fθ (θ).
Comment on variance reduction. Recall the discussion in connection
with (2.6) concerning the use of common driving random variables. If χ+
n =
χ−
n then the term in (2.12) that is proportional to 1/cn is replaced by
n dn ψn , where ψn is not proportional to 1/cn , and we have a form of the
Robbins-Monro method.

1.3 Extensions of the Algorithms: Variance
Reduction, Robustness, Iterate Averaging,
Constraints, and Convex Optimization
In this section, we discuss some modiﬁcations of the algorithms that are
motivated by practical considerations.

1.3.1

A Variance Reduction Method

Example 1 of Section 1 was a motivational problem in the original work of
Robbins and Monro that led to [207], where θ represents an administered
level of a drug in an experiment and G(·, θ) is the unknown distribution
function of the response under drug level θ. One wishes to ﬁnd a level θ = θ̄
that guarantees a mean response of m̄. G(·, θ) is the distribution function
over the entire population. But, in practice, the subjects to whom the drug
is administered might have other characteristics that allow one to be more
speciﬁc about the distribution function of their response. Such information
can be used to reduce the variance of the observation noise and improve
the convergence properties. The method to be discussed is a special case of
what is known in statistics as stratiﬁed sampling [204].
Before proceeding with the general idea, let us consider a degenerate example of a similar problem. Suppose that we wish to estimate the mean
value of a particular characteristic of a population, say the weight. This
can be done by random sampling; simply pick individuals at random and
average their sample weights. Let us suppose a special situation, where the
population is divided into two groups of equal size, with all individuals in
each group having the same weight. Suppose, in addition, that the experimenter is allowed to select the group from which an individual sample is
drawn. Then to get the average, one need only select a single individual
from each group. Let us generalize this situation slightly. Suppose that each
individual in the population is characterized by a pair (X, W ), where X
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takes two values A and B, and W is the weight. We are allowed to choose
the group (A or B) from which any sample is drawn. If X is correlated
with W , then by careful selection of the group membership of each successive sample, we can obtain an estimate of the mean weight with a smaller
variance than that given by purely random sampling.
Now, return to the original stochastic approximation problem. Suppose
that the subjects are divided into two disjoint groups that we denote for
convenience simply by light (L) and heavy (H). Let the prior distribution
that a subject is in class L or H be the known probabilities pL and pH =
1 − pL , and let the associated but unknown response distribution functions
be GL (·, θ), GH (·, θ) with unknown mean values mL (θ), mH (θ), resp., which
are nondecreasing in θ. In Example 1 of Section 1, subjects are drawn
at random from the general large population at each test and G(·, θ) =
pL GL (·, θ) + pH GH (·, θ), but there is a better way to select them.
To illustrate a variance reduction method, consider the special case where
pL = 0.5. Let m(·) be continuous and for each integer k let n /n+k → 1
as n → ∞. Since we have control over the class from which the subject is
to be drawn, we can select them in any reasonable way, provided that the
averages work out. Thus, let us draw every (2n)th subject at random from
L and every (2n + 1)st subject at random from H. Then, for θn = θ, the
respective mean values of the ﬁrst bracketed term on the right of (1.7) are
m̄ − mL (θ) and m̄ − mH (θ), according to whether n is even or odd. For n
even,
θn+2 = θn + n [m̄ − mL (θn )] + n+1 [m̄ − mH (θn+1 )] + noise terms.
The mean ODE that determines the asymptotic behavior is still (1.9b), the
mean over the two possibilities. This is because n becomes arbitrarily small
as n → ∞ that in turn implies that the rate of change of θn goes to zero as
n → ∞ and n /n+1 → 1, which implies that successive observations have
essentially the same weight.
2
2
Let σL
(θ) (resp., σH
(θ)) denote the variances of the response under L
(resp., H), under parameter value θ. Then, for large n and θn ≈ θ, the
average of the variances of the Yn and Yn+1 for the “alternating” procedure
is approximately
2
2
pL σ L
(θ) + pH σH
(θ).
θ
Let EH
, ELθ denote the expectation operators under the distributions of
the two sub-populations. Then, for θn ≈ θ, the average variance of each
response under the original procedure, where the subjects are selected at
random from the total population, is approximately
2

2

θ
[Yn − pL mL (θ) − pH mH (θ)] pH ,
ELθ [Yn − pL mL (θ) − pH mH (θ)] pL + EH

which equals
2

2

2
2
(θ) + pH σH
(θ) + pL [mL (θ) − m(θ)] + pH [mH (θ) − m(θ)] .
pL σ L
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Thus the variance for the “alternating” procedure is smaller than that of the
original procedure, provided that mL (θ) = mH (θ) (otherwise it is equal).
The “alternating” choice of subpopulation was made to illustrate an important point in applications of the Robbins–Monro procedure and indeed
of all applications of stochastic approximation. The quality of the behavior
of the algorithm (rate of convergence and variation about the mean ﬂow
to be dealt with in Chapter 10) depends very heavily on the “noise level,”
and any eﬀort to reduce the noise level will improve the performance. In
this case, the value of E[Yn |θn = θ] depends on whether n is odd or even,
but it is the “local average” of the mean values that yields the mean ODE,
which, in turn, determines the limit points.
This scheme can be readily extended to any value of pH . Consider the
case pH = 2/7. There are several possibilities for the variance reduction
algorithm. For example, one can work in groups of seven, with any permutation of HHLLLLL used, and the permutation can vary with time.
Alternatively, work in groups of four, where the ﬁrst three are any permutation of HLL and the fourth is selected at random, with L being selected
with probability 6/7. If one form of the algorithm is well deﬁned and convergent, all the suggested forms will be. The various alternatives can be
alternated among each other, etc. Again, the convergence proofs show that
it is only the “local averages” that determine the limit points.

1.3.2

Constraints

In practical applications, the allowed values of θ are invariably conﬁned to
some compact set either explicitly or implicitly. If the components of the
parameter θ are physical quantities, then they would normally be subject
to upper and lower bounds. These might be “ﬂexible,” but there are usually
values beyond which one cannot go, due to reasons of safety, economy, behavior of the system, or other practical concerns. Even if the physics or the
economics themselves do not demand a priori bounds on the parameters,
one would be suspicious of parameter values that were very large relative
to what one expects.
The simplest constraint, and the one most commonly used, truncates
the iterates if they get too big. Suppose that there are ﬁnite ai < bi such
that if θn,i ever tries to get above bi (resp., below ai ) it is returned to bi
(resp., ai ). Continuing, let q(θ) denote a measure of some penalty associated
with operating the system under parameter value θ. It might be desired to
minimize the total average cost subject to q(θ) ≤ c0 , a maximum allowable
value. For this example, deﬁne the constraint set H = {θ : ai ≤ θi ≤
bi , q(θ) − c0 ≤ 0}. Deﬁne ΠH (θ) to be the closest point in H to θ. Thus if
θ ∈ H, ΠH (θ) = θ. A convenient constrained or projected algorithm has
the form
θn+1 = ΠH (θn + n Yn ).

(3.1)
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This and more general constrained algorithms will be dealt with starting
in Chapter 5. The works [48, 50] use an alternative to projection by simply
returning the state to a random point in a compact set if it strays too far.

1.3.3

Averaging of the Iterates: “Polyak Averaging”

When it can be proved that θn converges to the desired value θ̄, one might
be tempted to suppose that the sample average
1
Θn =
Nn

n


θi

(3.2)

i=n−Nn +1

is a “better” estimate of θ̄ than θn is, where {Nn } is some sequence going
to inﬁnity and n − Nn ≥ 0. This supposition might or might not be true,
depending primarily on the values selected for n . This issue is discussed
at length in Chapter 11. It has been known for a long time that if n =
O(1/n), then the asymptotic behavior of Θn is no better than θn and
can be worse in the sense of rate of convergence. It was shown by Polyak
and Juditsky [194, 195] that if n goes to zero slower than O(1/n), then
(3.2) is preferable. Proofs under weaker conditions are in [149, 151, 265,
267]. In [149, 151] and in Chapter 11, it is shown that the advantage of
(3.2) is generic to stochastic approximation. An interpretation in terms of
multiscale stochastic approximations is given, and this provides insight to
why the method works.
When (3.2) is used, the step sizes n are selected to be larger than they
would ordinarily be so that there is more “jumping around” of the iterate
sequence. The averaging (3.2) compensates for this “jumping around,” and
(under broad conditions) the rate of convergence of Θn is what one would
get for the θn itself if the “optimal” matrix-valued sequence n were used.
This alleviates considerably the serious problem of selection of good values
for the n . A full discussion is in Chapter 11.

1.3.4

Averaging the Observations

The method of the previous section is concerned with the advantages of averaging the iterates. The basic stochastic approximation procedure has the
original form (3.1) or its unprojected form. The averaged iterate (3.2) has
better asymptotic performance if the step size goes to zero slowly enough.
An alternative is to average the iterates as well as observations. Drop the
constraints and consider the form
θn+1 = θ̄n + nn Ȳn ,
where

1
1
Yi and θ̄n =
θi .
n i=1
n i=1
n

Ȳn =

n
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It can be shown that under appropriate conditions, the algorithm is asymptotically optimal [6, 216, 217, 273, 268]. This will be illustrated by the
following simple example with Yn = Aθn + ξn , where A is a Hurwitz matrix
and {ξn } is a sequence of mutually independent random
n variables having
mean zero and bounded covariance Σ0 . Deﬁne ξ¯n = i=1 ξi /n.
We can write


n
nn
nn ¯
n Ȳn = I +
A θ̄n +
θ̄n+1 = θ̄n +
ξn .
n+1
n+1
n+1
Deﬁne

Then

⎧ n 

⎪
jj
⎨ 
I+
A , if i < n,
K(n, i) =
j+1
⎪
⎩ j=i+1
I,
if i = n.
n

ii
K(n, i)ξ¯i
i
+1
i=1
n 
i

i
K(n, i)ξl .
= K(n, 0)θ̄1 +
i+1
i=1

θ̄n+1 = K(n, 0)θ̄1 +

l=1

If n = 1/nγ for γ < 1, then the ﬁrst term on the last line goes to zero as
o(1/n) and n times the variance of the last term tends to A−1 Σ0 (A−1 ) .
This is its optimal asymptotic value (see Subsection 10.2.2 and Chapter
11), and is the same value that one gets with (3.2). Of course, we have
neglected the nonlinear terms, but the development illustrates the great
potential of averaging methods; see the references for more detail.

1.3.5

Robust Algorithms

In using the Robbins–Monro procedure for sequential monte carlo optimization, at the nth update, one draws the values of the random variables Yn
according to their distribution under parameter value θn . Consider Example 4 of Section 1 for speciﬁcity. If the values of the χm
n are unbounded, as
they would be under a Gaussian distribution, then the values of Yn might
be unbounded. In this case, a single excessively large value of the observation, due to a rare occurrence of a large value of χm
n , might cause a large
change in θn+1 − θn . In applications, one might know very little about the
system dynamics or even about the statistics of the driving noise at large
parameter values. The modeling at large values is often determined by convenience or tradition. However, it is undesirable for single observations to
have large eﬀects on the iterate values, and a more robust procedure might
be sought, analogous to the procedures of robust statistical analysis [102].
One such approach will now be described.
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Let ψi (·), i ≤ r, be bounded real-valued functions on the real line, and
deﬁne ψ(θ) = (ψ1 (θ1 ), . . . , ψr (θr )). Let ψi (·) be monotonically nondecreasing and satisfy ψi (0) = 0, ψi (u) = −ψi (−u) and ψi (u)/u → 0 as u → ∞.
One commonly used function is ψi (u) = min{u, Ki } for u ≥ 0, where Ki is
a given constant. The algorithm
θn+1 = θn + n ψ(Yn )

(3.3)

is suggested by procedures in robust statistics. It has the advantage that
it reduces the eﬀects of large values of the observation noise. Indeed, if an
excessive sample value of a noise term appears in a simulation, one might
ignore (rather than truncate) that sample by treating it as an outlier, a procedure similar to (3.3). If the stochastic approximation algorithm were used
on an actual operating system and not in a simulation, and a large value of
the observation appeared, one would generally seek to determine the physical reason behind the large value and not accept it without question. Thus,
algorithms of the type (3.3) are actually incorporated into practice in one
way or another and, as a practical matter without loss of much generality,
one could suppose that Yn are bounded, although we will not generally
do so. Note that in (3.3), the observation is truncated, while the iterate is
truncated in (3.1). Both forms of truncation can be used together. For a
particular class of algorithms, Polyak and Tsypkin [196, 197] evaluated the
optimal choice of ψ(·) from a minimax perspective.

1.3.6

Nonexistence of the Derivative at Some θ

In order to illustrate the procedure for nondiﬀerentiable functions, return to
Example 4 of Section 1, and suppose that the derivative of F (·) with respect
to some component of θ 
does not exist at some point.2 First, consider the
particular case F (x) = i |xi |. It does not explicitly depend on θ. Then
Fxi (x) = sign(xi ) for xi = 0, and it is undeﬁned at xi = 0. One needs some
rule for selecting the value used in lieu of the derivative where the derivative
N
does not exist. If Xn,i
= 0 in the stochastic approximation algorithm at
iteration n, then use any value in the interval [−1, 1] for the derivative. In
fact, this would be the set of possibilities if a ﬁnite diﬀerence method were
used.
We concentrate on the correct form of the mean ODE. To get the correct
right-hand side of the ODE at θ, one needs to account for the possible
behavior of the Yn when the iterate sequence varies in a small neighborhood
of θ. Let Nδ (u) be a δ neighborhood of u. Fix θ and suppose that, for each
2

Another example where the derivative does not exist at some points is illustrated in Figure 3.6.1.
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i,
lim lim

δ1 →0 δ→0

sup


θ ∈Nδ1 (θ)

N 
P X̄n,i
(θ) ∈ Nδ (0) = 0.

(3.4)

N
(θn ) = 0 does not aﬀect the form of the
Then the choice made when X̄n,i
ODE at θ.
If (3.4) fails, then a diﬀerential inclusion replaces the mean ODE θ̇ = ḡ(θ)
as follows. Recall the deﬁnition of Ū N (θ) above (1.21), and that F (·) does
not depend explicitly on θ in this example. Let G(θ) denote the set of all
possible values of the vector

{−EFx i (X̄iN (θ))ŪiN (θ), i ≤ r}
over the choices made for the derivatives Fxi (·) when X̄iN (θ) = 0, and let
co denote the convex hull. Deﬁne the convex upper semicontinuous set
⎡
⎤

⎢ 
⎥
Ḡ(θ) =
co ⎣
G(θ)
(3.5)
⎦.
δ>0

θ ∈Nδ (θ)
If there is only one choice at θ and the mean values are continuous at θ,
then Ḡ(θ) contains only one point, namely, ḡ(θ). More generally, the mean
ODE is replaced by the diﬀerential inclusion
θ̇ ∈ Ḡ(θ).

(3.6)

Consider the following example for r = 1. For θ = 0, let G(θ) contain only
a single point ḡ(θ), where ḡ(·) is decreasing, continuous on (−∞, 0) and on
(0, ∞), with ḡ(0− ) > 0 and ḡ(0+ ) < 0. Let G(0) = [ḡ(0+ ), ḡ(0− )]. Then all
solutions of (3.6) tend to zero, despite the fact that the right side of (3.6)
is multivalued at θ = 0.

1.3.7

Convex Optimization and Subgradients.

Let f (·) be a real-valued convex function on IRr . A vector γ is a subgradient
of f (·) at θ if f (θ +x)−f (θ) ≥ γ  x for all x ∈ IRr . Let SG(θ) denote the set
of subgradients of f (·) at θ, which is also called the set of subdiﬀerentials
at θ. This set is closed and convex and satisﬁes
⎡
⎤

⎢ 
⎥
co ⎣
SG(θ)
(3.7)
SG(θ) =
⎦.
δ>0

θ ∈Nδ (θ)
Hence it is upper semicontinuous in θ. Suppose that we wish to minimize
f (·) via recursive monte carlo. Let θn denote the sequence of estimators of
the minimizer, and suppose that at each θn we can observe Yn = γn + ψn ,
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where ψn is the observation noise and γn ∈ −SG(θn ). Then the Robbins–
Monro algorithm for minimizing f (·) is
θn+1 = θn + n Yn = θn + n [γn + ψn ] .
If f (·) is continuously diﬀerentiable at θ, then the derivative fθ (θ) is the
unique member of SG(θ). Otherwise, fθ (θ) is a subgradient and is chosen
in some way from SG(θ).
Suppose, for speciﬁcity (the condition will be weakened in Chapters 6
and 8), that E[ψn |θi , Yi , i < n, θn ] = 0 and ψn have uniformly bounded
variances. Then the noise is a martingale diﬀerence and the equation that
characterizes the limit points is the following form of (3.6):
θ̇ ∈ −SG(θ).

(3.8)

Convex Optimization: The Kiefer-Wolfowitz form. Now suppose
that only ﬁnite diﬀerence estimators can be used, and the Kiefer-Wolfowitz
procedure of Section 2 must be used. Suppose that the function f (·) to
be minimized is continuous and convex but not everywhere diﬀerentiable.
Recall the deﬁnition of γn,i in (2.3). Then the form (2.4) is replaced by
θn+1 = θn − n γn + n

ψn
.
2cn

(3.9)

By the properties of convex functions, γn is a subgradient of the convex
function of a real variable deﬁned by f (θn +ei ·) at some point in the interval
[−cn , cn ]. Thus, γn is an “approximation” to a subgradient of f (·) at θ = θn .
More precisely, if θn → θ and cn → 0, then distance(γn , SG(θ)) → 0,
where SG(θ) is the set deﬁned in (3.7). The mean ODE characterizing
the asymptotic behavior of the algorithm is replaced by the diﬀerential
inclusion (3.8).

1.4 A Lagrangian Algorithm for Constrained
Function Minimization
Suppose that f (·) is a strictly convex, continuously diﬀerentiable, and realvalued function, and qi (·), i ≤ K are convex, continuously diﬀerentiable,
and real-valued, all deﬁned on IRr . The objective is to minimize f (·) subject
to qi (x) ≤ 0, i ≤ K. None of the functions are known, but we can get noisy
estimates of the functions and their derivatives. Suppose that there are
constants ai < bi , i ≤ r, such that the constrained minimum x̄ is interior
to
box Π[ai , bi ]. For 0 ≤ λi , deﬁne the Lagrangian L(x, λ) = f (x) +
 the
i
i λ qi (x). Suppose that the gradient vectors {qi (x̄) : i such that qi (x̄) =
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0} are linearly independent. A necessary and suﬃciently condition for the
existence of a unique minimum is that qi (x̄) ≤ 0 and there are λ̄i such that
Lx (x̄, λ̄) = 0, with λ̄i = 0 if qi (x̄) < 0. This is a form of the Kuhn-Tucker
condition [45, 278].
A pair (x, λ) with 0 ≤ λ is a saddle point of L(·) if for all x and all
λ with nonnegative components L(x, λ) ≤ L(x, λ) ≤ L(x, λ). A necessary
and suﬃcient condition for x̄ to be a constrained minimum is that there is
a λ̄ with nonnegative components such that (x̄, λ̄) is a saddle point [278].
Consider a recursive algorithm for ﬁnding a saddle point. Let xn , λn
denote the nth estimates and use the following form of the Robbins-Monro
procedure. Let G denote the box Π[ai , bi ]. Suppose that there are known
constants Ai , i ≤ K, such that λ̄i ≤ Ai . Then use
xn+1 = ΠG [xn + n (Lx (xn , λn ) + ξnx )] ,


λ Ai
, i ≤ K.
λn+1,i = λn,i + n qi (xn ) + ξn,i
0

(4.1)

λ
Here ξnx is the noise in the estimate of L(xn , λn ) and ξn,i
is the noise in
the estimate of the value of qi (xn ). Using the methods in the subsequent
chapters, the algorithm can be shown to converge to a saddle point under
broad conditions. The original form is in [141] and convergence was also
shown in [135]. Some numerical data is in [139]. If ﬁnite diﬀerences must
be used to estimate the gradients, then the noise is of the form in the
Kiefer-Wolfowitz procedure.
The so-called multiplier-penalty function methods of nonlinear programming [21] can also be adapted. Results for some such algorithms are in
[135, 137, 140, 141].

2
Applications to Learning, Repeated
Games, State Dependent Noise, and
Queue Optimization

2.0 Outline of Chapter
This chapter deals with more speciﬁc classes of examples, which are of increasing importance in current applications in many areas of technology
and operations research. They are described in somewhat more detail than
those of Chapter 1. Each example should be taken as one illustration of a
class of problems in a rapidly expanding literature. They demonstrate some
of the great variety of ways that recursive stochastic algorithms arise. Section 1 deals with a problem in learning theory; in particular, the learning of
an optimal hunting strategy by an animal, based on the history of successes
and failures in repeated attempts to feed itself eﬃciently, and is typical of
many “adaptive” models in biology. Section 2 concerns the “learning” or
“training” of a neural network. In the training phase, a random series of
inputs is presented to the network, and there is a desirable response to each
input. The problem is to adjust the weights in the network to minimize the
average distance between the actual and desired responses. This is done
by a training procedure, where the weights are adjusted after each (input,
output) pair is observed. Loosely speaking, the increments in the weights
are proportional to stochastic estimates of the derivative of the error with
respect to the weights.
Many problems in applications are of interest over a long time period.
One observes a process driven by correlated noise and wishes to recursively adjust a parameter of the process so that some quantity is optimized.
Suppose that for each parameter value, there is an associated stationary
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probability, and one wishes to minimize a criterion that depends on these
stationary probabilities. This is to be done recursively. One observes the
process over a (perhaps not very long) period of time at the current parameter value, appropriately adjusts the parameter value based on the measurements, and then continues to observe the same system over the next
period of time, etc. For such problems, the current measurements are affected by the “state memory in the system,” as well as by the external
driving forces appearing during the current observational period. This involves the concept of Markov state-dependent noise. A versatile model for
such a process is introduced in Section 3, and it is illustrated by a simple
routing example.
Section 4 concerns recursive procedures for optimizing control systems
or approximating their value functions. First, we consider the so-called Qlearning, where we have a controlled Markov chain model whose transition
probabilities are not known and one wishes to learn the optimal strategy
in the course of the system’s operation. Then we consider the problem
of approximating a value function by a linear combination of some basis
functions. The process might be only partially observable and its law is unknown. It need not be Markov. In the next example, we are given a Markov
control problem whose law is known, and whose control is parameterized.
The problem is to ﬁnd the optimal parameter value by working with a
single long sample path. Although there are serious practical issues in the
implementation of such algorithms, they are being actively investigated and
are of interest since the law of the process is often not completely known
or analytical computation is much too hard. All the noise types appear,
including martingale diﬀerence, correlated, and Markov state-dependent
noise.
The theme of optimization of an average cost over a long time interval is
continued in Section 5, which concerns the optimization of the stationary
performance of a queue with respect to a parameter of the service time
distribution. The IPA (inﬁnitesimal perturbation analysis) method is used
to get the sample derivatives. Notice that the eﬀective “memory” of the
system at the start of each new iteration needs to be taken into account
in the convergence analysis. Analogous models and issues arise in many
problems in the optimization of queueing type networks and manufacturing
systems.
The example in Section 6, called “passive stochastic approximation,” is
a type of nonlinear regression algorithm. One is given a sequence of “noisy”
observations at parameter values that are determined exogenously (not subject to the control of the experimenter), and one seeks the parameter value
at which the mean value of the observation is zero. The stochastic approximation algorithm is a useful nonparametric alternative to the classical
method of ﬁtting a nonlinear function (say in the mean square sense) and
then locating the roots of that function. An interesting application of this
idea to the problem of determining the concentration of a product in a
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chemical reactor subject to randomly varying inputs is in [274, 275]. Other
interesting examples can be found in [16, 225, 250] and in Chapter 3.
Section 7 concerns learning in two-player repeated games. Each player
has a choice of actions, knows its own payoﬀs, but not those of the other
player. The player tries to learn its optimal strategy via repeated games
and observations of the opponents strategies. Such problems have arisen in
the economics literature. The results illustrate new ways in which complex
recursive stochastic algorithms arise, as well as some of the phenomena to
be expected.

2.1 An Animal Learning Model
This example concerns the purported learning behavior of an animal (say, a
lizard) as it tries to maximize its reward per unit time in its food gathering
activities. There are many variations of the problem that are covered by
the basic results of convergence of stochastic approximation algorithms, and
they illustrate the value of the general theory for the analysis of recursive
algorithms arising in diverse ﬁelds. The basic model is taken from [177, 218].
The lizard has a ﬁxed home location and can hunt in an arbitrary ﬁnite
region. In the references, the region is restricted to a circle, but this is not
needed.
Insects appear at random moments. Their weights are random and will
be considered surrogates for the food value they contain. If an insect appears when the lizard is prepared to hunt (i.e., the lizard is at its home
location), then the lizard makes a decision whether or not to pursue, with
the (implicit) goal of maximizing its long-run return per unit time. We
suppose that when the lizard is active (either pursuing or returning from
a pursuit), no insect will land within the hunting range. It is not claimed
that the model reﬂects conscious processes, but it is of interest to observe
whether the learning behavior is consistent with some sort of optimization
via a “return for eﬀort” principle.
Next, we deﬁne the basic sequence of intervals between decision times
for the lizard. At time zero, the lizard is at its home base, and the process
starts. Let τ1 denote the time elapsed until the appearance of the ﬁrst
insect. If the lizard pursues, let r1 denote the time required to pursue and
return to the home base and τ2 the time elapsed after return until the next
insect appears. If the lizard decides not to pursue, then τ2 denotes the time
elapsed until the appearance of the next insect. In general, let τn denote the
time interval until the next appearance of an insect from either the time
of appearance of the (n − 1)st, if it was not pursued, or from the time of
return from pursuing the (n − 1)st, if it was pursued. If the lizard pursues,
let rn denote the time to pursue and return to the home base ready to hunt
again. Let wn denote the weight of the nth insect, and let Jn denote the
indicator function of that insect being caught if pursued. Let In denote the
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indicator function of the event that the lizard decides to pursue at the nth
opportunity. Let the time of completion of action on the (n − 1)st decision
be Tn . The pair (wn , rn ) is known to the lizard when the insect appears.
Deﬁne
n−1

Wn =
wi Ii Ji ,
i=1

and let θn = Tn /Wn , which is the inverse of the sample consumption rate
per unit time.
Suppose that the random variables (wn , τn , rn , Jn ) for n ≥ 1 are mutually independent in n and identically distributed, with bounded second
moments, and wn > 0, τn > 0 with probability one. The four components
can be correlated with each other. [In fact, the independence (in n) assumption can be weakened considerably without aﬀecting the convergence
of the learning algorithm.] Let there be a continuous function p(·) such
that E[Jn |rn , wn ] = p(rn , wn ) > 0 with probability one, which is known
to the lizard. The learning algorithm to be discussed performs as follows.
Let θ̄ = lim inf n ETn /Wn , where the inﬁmum is over all (non-anticipative)
strategies. The algorithm produces a sequence of estimates θn such that
(Section 5.7) θn → θ̄ with probability one. The threshold θ̄ gives the optimal long-term decision rule: Pursue only if rn ≤ θ̄wn p(rn , wn ). Thus, the
optimal policy is to pursue only if the ratio of the required pursuit time
to the expected gain is no greater than the threshold, and this policy is
approximated asymptotically by the learning procedure.
The model can be generalized further by supposing that the estimates
of p(wn , rn ) and of rn are subject to “error.” One introduces additional
random variables to account for the errors.
Let n ≥ 1, and let θ1 be an arbitrary real number. If the lizard does not
pursue at the nth opportunity, then
θn+1 =

T n + τn
T n + τn
=
.
Wn+1
Wn

(1.1a)

If the insect is pursued and captured, then
θn+1 =

T n + τn + rn
T n + τn + rn
=
.
Wn+1
Wn + wn

(1.1b)

If the insect is pursued but not captured, then
T n + τn + rn
.
Wn

(1.1c)

T n + τn + rn
T n + τn + rn
Jn +
(1 − Jn ).
Wn + wn
Wn

(1.1d)

θn+1 =
Thus, if the insect is pursued,
θn+1 =
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The lizard compares the conditional expectations, given (rn , wn , θn ) of the
right sides in (1.1a) and (1.1d) and chooses the action that gives the minimum.
Deﬁne n = 1/Wn . Then n decreases only after a successful pursuit.
Either (1.2a) or (1.2b) will hold, according to the choice of nonpursuit or
pursuit:
θn+1 = θn + n τn ,

(1.2a)

θn+1 = θn + n (τn + rn ) − n θn wn Jn + O(2n )Jn .

(1.2b)

Under the conditions to be imposed, n → 0 with probability one and
the term O(2n ) in (1.2b) can be shown to be asymptotically unimportant
relative to the other terms. It does not contribute to the limit, and for
notational simplicity, it will be ignored henceforth. Thus, if the insect is
pursued, neglecting the “small” O(2n ) term, we have
θn+1 = θn + n (τn + rn ) − n θn wn p(rn , wn ) + n θn wn (p(rn , wn ) − Jn ).
Finally, with Kn = I{rn −θn wn p(rn ,wn )<0} ,
θn+1 = θn +n τn + n min{rn − θn wn p(rn , wn ), 0}
+n θn wn (p(rn , wn ) − Jn ) Kn .

(1.3)

The problem is interesting partly because the step sizes decrease randomly.
For ﬁxed nonrandom θ, deﬁne the mean value
ḡ(θ) = Eτn + E min{rn − θwn p(rn , wn ), 0},
and deﬁne the noise term
ξn = τn + min{rn − θn wn p(rn , wn ), 0} − ḡ(θn ) + θn wn (p(rn , wn ) − Jn ) Kn .
For nondegenerate cases, ḡ(·) is Lipschitz continuous, positive for θ = 0,
approximately proportional to −θ for large θ, and there is a unique value
θ = θ̄ at which ḡ(θ) = 0. Rewrite the algorithm as
θn+1 = θn + n ḡ(θn ) + n ξn .

(1.4)

The mean ODE that determines the asymptotic behavior is θ̇ = ḡ(θ).
The value of n and the ﬁnal form of the algorithm are simply consequences of the representation used for the iteration; in particular, the
deﬁnition n = 1/Wn This representation allows us to put the iteration
into the familiar form of stochastic approximation, so that a well-known
theory can be applied.
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2.2 A Neural Network
In the decision problem of Example 3 in Subsection 1.1.3, a sequence of
patterns appeared, with the nth pattern denoted by yn . The patterns themselves were not observable, but at each time n, one could observe random
φn that is correlated with the yn . We sought an aﬃne decision rule (an
aﬃne function of the observables) that is best in the mean square sense.
The statistics of the pairs (yn , φn ) were not known. However, during a
training period many samples of the pairs (yn , φn ) were available, and a
recursive linear least squares algorithm was used to sequentially get the
optimal weights for the aﬃne decision function. Thus, during the training
period, we used a sequence of inputs {φn } and chose θ so that the outputs
vn = θ φn matches the sequence of correct decisions yn as closely as possible in the mean square sense. Neural networks serve a similar purpose,
but the output vn can be a fairly general nonlinear function of the input
[8, 97, 193, 205, 253]. The issue of large dimensionality is discussed in [171]
via the random directions Kiefer–Wolfowitz procedure (see Chapters 5 and
10). A related “Kohonen” algorithm is treated in [73].
In this model, there are two layers of “neurons,” the ﬁrst layer having K
neurons and the second (output layer) having only one neuron. The input
at time n to each of the K neurons in the ﬁrst layer is a linear combination
of the observable random variables at that time. The output of each of
these neurons is some nonlinear function of the input. The input to the
neuron in the output layer is a linear combination of the outputs of the
ﬁrst layer, and the network output is some nonlinear function of the input
to that output neuron. For a suitable choice of the nonlinear function (say
the sigmoid), any continuous vector-valued map between input and output
can be approximated by appropriate choices of the number of neurons and
the weights in the linear combinations [97, 253]. In practice, the number
of neurons needed for a good approximation can be very large, and much
insight into the actual problem of concern might be required to get an
eﬀective network of reasonable size. Some more critical discussion from a
statistical perspective is in [51, 205].
The training of the network can be described in terms of its input, output,
and the desired and actual relationships between them. The deﬁnitions are
illustrated in Figure 2.1.
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Figure 2.1. A two-layer neural network.
First we describe the network with ﬁxed weights. There is a sequence of M dimensional input vectors, the one at time n being φn = (φn,1 , . . . , φn,M ),
with associated actual network outputs vn (that can be observed) and
desired outputs yn (that are not generally observable in applications, at
least after the training period). If the network is well designed, then vn is
a “good approximation” to yn . There are weights αij such that the input
at time n to “neuron” j in the ﬁrst layer is
u1j (α, φn ) =

M


αij φn,i ,

j = 1, . . . , K.

i=1

The output of this neuron is p1 (u1j (α, φn )), where p1 (·) is a real-valued
antisymmetric nondecreasing and continuously diﬀerentiable function of a
real variable, which is positive for positive arguments and is often chosen to
be the sigmoid function. Denote the derivative by ṗ1 (·). There are weights
βi such that the input to the single second layer or “output” neuron is the
linear combination of the outputs of the ﬁrst layer
u2 (α, β, φn ) =

K


βj p1 (u1j (α, φn )).

j=1

The output of the second layer neuron is u(α, β, φn ) = p2 (u2 (α, β, φn )),
where p2 (·) has the properties of p1 (·). Denote the derivative of p2 (·) by
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ṗ2 (·). One wishes to “train” the network to minimize the error between the
desired and the actual outputs.
Suppose that there is a “training” period in which the set of pairs (input,
desired output) {(φn , yn ), n = 1, . . .}, as well as the actual outputs {vn } are
available. For simplicity, let us suppose that the input-output pairs (yn , φn )
are mutually independent and that its distribution does not depend on n.
The actual situations that can be handled are far more general and can be
seen from the convergence proofs in the following chapters. Let θ = (α, β)
denote the r-vector of weights that is to be chosen, and let θn denote
the value used for the nth training session. Deﬁne vn = u(θn , φn ). The
weights are to be recursively adjusted to minimize the mean square error
E[y −u(θ, φ)]2 . Of course, the results are not conﬁned to this error function.
Deﬁne the sample mean square error e(θ, φ, y) = (1/2)[y − u(θ, φ)]2 and the
sample error en = [yn − vn ].
The basic adaptive algorithm has the form
θn+1,i = θn,i − n
Using the formula

∂e(θn , φn , yn )
∂u(θn , φn )
= θn,i + n en
,
∂θi
∂θi
⎛

v = u(α, β, φ) = p2 (u2 (α, β, φ)) = p2 ⎝

K


i = 1, . . . , r.
⎞

βj p1 (u1j (α, φ))⎠ ,

j=1

the derivatives are evaluated from the formulas for repeated diﬀerentiation
∂u(θ, φ)
= ṗ2 (u2 (α, β, φ))p1 (u1j (α, φ)),
∂βj
∂u(θ, φ)
= ṗ2 (u2 (α, β, φ))βj ṗ1 (u1j (α, φ))φi ,
∂αij
where φi denotes the ith component of the canonical input vector φ.
Under appropriate conditions, the ODE that characterizes the asymptotic behavior is
E∂e(θ, φ, y)
, i = 1, . . . , r.
θ̇i = g i (θ) = −
∂θi
Being a gradient procedure, θn converges to a stationary point of this ODE.
In applications there are usually many local minima. If it appears that the
iteration is “hung up” at a local minimum, then several training runs might
be needed, each with a diﬀerent initial condition. The time required for
training can be very long if there are many weights to be adjusted.
The neurons in the ﬁrst layer can be connected to one another, and
feedback can be incorporated from the output back to the ﬁrst layer. An
interesting application of this “interconnected” form to a problem in nonlinear ﬁltering for processes deﬁned by stochastic diﬀerence equations is
in [170]. Interesting stochastic approximation algorithms motivated by the
training of neural networks are in [7, 13].
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2.3 State-Dependent Noise:
A Motivational Example
Most of the noise processes that have appeared in the stochastic approximation algorithms up to this point in the book have been martingale diﬀerences, where E[Yn |θ0 , Yi , i < n] depended on θn but not otherwise random.
More complicated noise processes are common occurrences. For example,
suppose that the sequence of patterns in Example 3 of Section 1.1 is correlated or that the training data in the neural network example of Section
2 is correlated, but that the distributions do not depend on the stochastic
approximation algorithm. Such noise processes are called exogenous. Example 4 of Section 1.1 provides a similar example, if the {χm } in (1.1.20) are
correlated, but determined purely by eﬀects “external” to the algorithm.
In many important applications, the evolution of the eﬀective noise process
depends more intimately on the iterate (also to be called the state), and
there is a reasonably long-term “memory” in this dependence. The following adaptive “routing” example taken from [136] illustrates the point in
a simple way. The adaptive queueing problem discussed in Section 5 and
the other references listed there show that such models are of considerable
interest. Indeed, they are current canonical forms used in the optimization of queueing and manufacturing systems where the cost criterion is an
average performance over the inﬁnite time interval. The time-varying parameter tracking problem in [150] (see also Chapter 3) is another example of
a complicated model in stochastic approximation that can be treated with
this type of noise model. The example and the speciﬁc assumptions given
in this section are for motivational purposes only.
To proceed, let us consider the following example. Suppose that calls
arrive at a switch randomly, but at discrete instants n = 1, 2, . . . No more
than a single call can arrive at a time and
P {arrival at time n | data to but not including time n} = µ > 0.
The assumptions concerning single calls and discrete time make the formulation simpler, but the analogous models in continuous time are treated
in essentially the same manner. To have a clear sequencing of the events,
suppose that the calls are completed “just before” the discrete instants, so
that if a call is completed at time n− , then that circuit is available for use
by a new call that arrives at time n. There are two possible routes for each
call. The ith route has Ni lines and can handle Ni calls simultaneously. The
sets of call lengths and interarrival times are mutually independent, and
λi > 0 is the probability that a call is completed at the (n + 1)st instant,
given that it is in the system at time n and handled by route i, and the
rest of the past data. The system is illustrated in Figure 3.1.
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Figure 3.1. The routing system.
The routing law is “random,” and it is updated by a stochastic approxi

, ξn,2
) denote the
mation procedure with constant step size . Let ξn = (ξn,1
occupancies of the two routes at time n. If a call arrives at time n + 1 then
it is sent ﬁrst to route 1 with probability θn and to route 2 with probability
1 − θn . If all lines of the selected route are occupied at that time, the call
is redirected to the other route. If the alternative route is also full, the call

is lost from the system. Let Jn,i
be the indicator function of the event that
a call arrives at time n + 1, is sent to route i, and is accepted there. Our
updating rule for θn is






, (3.1)
θn+1
= Π[a,b] [θn + n Yn ] = Π[a,b] θn +  (1 − θn )Jn,1
− θn Jn,2
where 0 < a < b < 1 are truncation levels and Π[a,b] denotes the truncation.
One could also use decreasing step sizes n → 0, but in such problems
one normally wishes to allow tracking of the optimal value of θ when the
statistics change, in which case we cannot have n → 0.
An examination of the right-hand side ḡ(θ) of the mean ODE in (3.4)
shows that ḡ(θ) = 0 is equivalent to (under stationarity) the statement
that there is equal probability that each route is full at the time of a call’s
arrival. Thus, the adaptive algorithm (3.3) given below serves to equate
the probabilities of being full in the long run. This might be called a “fairness to the user” criterion. Many other design goals can be realized with
appropriate forms of the algorithm.
The occupancies ξn (and the random acceptances and routing choices)
determine the eﬀective noise in the system, and the evolution of {ξn } depends on {θn } in a complicated way and with signiﬁcant memory. The
dependence is of Markovian type in that


P ξn+1
= ξ | ξi , θi , i ≤ n = P ξn+1
= ξ | θn , ξn .

(3.2)

Deﬁne vi = (1 − λi )Ni . If a call is assigned to route 1 at time n + 1 and
is not accepted there then (a) the call arrives at (n + 1); (b) it is assigned
to route 1; (c) route 1 is full at time n and there are no departures on the
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interval [n, n + 1). Thus, we have the conditional expectations



 
 =N }
≡ γ1 (θn , ξn ),
| θi , ξi , i ≤ n = µθn 1 − v1 I{ξn,1
E Jn,1
1


 

 =N }
E Jn,2
≡ γ2 (θn , ξn ).
| θi , ξi , i ≤ n = µ (1 − θn ) 1 − v2 I{ξn,2
2
Deﬁne

g(θ, ξ) = (1 − θ)γ1 (θ, ξ) − θγ2 (θ, ξ),


δMn = (1 − θn )Jn,1
− g(θn , ξn ).
− θn Jn,2

Thus, for the Yn deﬁned in (3.1),
E [Yn |θi , ξi , i ≤ n] = g(θn , ξn ).
Rewrite the algorithm as

= Π[a,b] [θn +  (g(θn , ξn ) + δMn )] .
θn+1

(3.3)

The δMn are martingale diﬀerences, but the conditional mean g(θn , ξn ) is
not simple, since the time evolution of the sequence {ξn } depends heavily
on the time evolution of the iterate sequence {θn }. Nevertheless, as will be
seen in Chapter 8, eﬀective methods are available to show that the eﬀects
of the noise disappear in the limit as  → 0 and n → ∞.
To study the asymptotic properties of θn , it is useful to introduce the
“ﬁxed-θ” process as follows. Let {ξn (θ)} denote the Markov chain for the
occupancy levels that would result if the parameter θn were held constant
at the value θ. The {ξn (θ)} is an ergodic Markov chain; we use E θ to
denote the expectations of functionals with respect to its unique stationary
measure.
If  is small, then θn varies slowly and, loosely speaking, the “local” evolution of the g(θn , ξn ) can be treated as if the θn were essentially constant.
That is, for small  and ∆ and θn = θ, a law of large numbers suggests that
we have approximately


n+∆/



g(θi , ξi ) ≈ ∆E θ g(θ, ξn (θ)).

i=n

Then the mean ODE that characterizes the limit behavior for small  and
large time is
θ̇ = ḡ(θ), for θ ∈ [a, b],
(3.4)
where
ḡ(θ) = E θ g(θ, ξn (θ))
is a continuous function of θ. This will be established in Chapter 8. If the
solution of (3.4) tries to exit the interval [a, b], then it is stopped on the
boundary.
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Comment. In this example, the ultimate goal of the algorithm is equating
the stationary probabilities that the routes will be full on arrival of a call.
Yet the iteration proceeds in real time using the history of the rejections
for the updating, and each update uses a diﬀerent value of the parameter θ. So, the observations are not unbiased estimates of the “mean error
function” ḡ(θ) at any value of θ. The process {ξn } is analogous to a suﬃcient statistic in that it encapsulates the eﬀects of the past on the future
performance of the algorithm. The heuristic discussion shows that because
θn varies slowly for small , the stationary averages at the current parameter values are actually being estimated increasingly well as  decreases
and time increases. This idea will be formalized in Chapters 8 and 9, in
which the Markov property (3.2) will play an important role. An increasing number of applications of stochastic approximation concern long-term
averages, and use observations on a single sample path taken at instants
of time going to inﬁnity, each observation being taken at a new parameter
value. In these cases, the “eﬀective memory” process ξn and their ﬁxed-θ
versions ξn (θ) will play a crucial role. The examples in the next two sections illustrate various applications of the state-dependent noise model to
the optimization of discrete event systems.

2.4 Learning Optimal Controls and Value
Functions
In this section, three classes of learning algorithms for controlled processes
will be discussed. They concern problems of estimating a cost function or an
optimal control when analytical methods cannot be used eﬀectively. They
are all based on simulation. Such methods are called for if the transition
probabilities are not known, but the processes can be simulated or physical
samples observed under chosen controls. Even if the transition probabilities
are known, the problem of analytic computation might be too hard, and
one might seek an approximation method that exploits the possibilities
of simulation. The intention in each case is to introduce the subject by
focusing on one basic approach. The entire area is under active study,
and much remains to be done to get broadly useful algorithms. There is
a growing literature on these topics and a recent survey and additional
references are in [208].
The problem of Subsection 4.1 concerns ﬁnding an optimal feedback
control and value function for a Markov chain by the method of Q-learning.
It involves martingale diﬀerence noise. If the number of (state, control) pairs
is large, as it usually is, then this procedure will converge slowly.
The problem of Subsection 4.2 concerns the approximation of a value
function for a ﬁxed control, and involves correlated “exogenous” noise. Such
approximation methods for the value function can be used as the basis of
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recursive algorithms which approximate an optimal control by following
the logic of the approximation in policy space procedure [22] or some other
gradient-type procedure to get a sequence of controls which (hopefully)
approximate the optimal one. Consider the following sequential approach.
For a given control, get a good approximation to the value function via
the method of Subsection 4.2. Then, assuming that this approximation is
the true value function, apply the approximation in policy space method
to get an improved control, then approximate the value function under the
new control by a method such as that in Subsection 4.2, etc. Such methods
go by the generic name of actor-critic [208]. Obviously, one cannot actually compute the approximation of Subsection 4.2 of the value function for
each control. References [112, 113] concern a two-time-scale stochastic approximation approach to this problem. Here, the control is parameterized
and the iteration on the control occurs relatively infrequently, which allows
the algorithm for computing the approximation to the value function to
nearly converge between control updates. The method essentially approximates the cost function for the current parameter value via a procedure
like that in Subsection 4.2, and then uses that approximation to get the
next value by a scheme such as approximation in policy space. One expects
such two-time-scale methods to be slow, unless a lot of attention is given to
the details concerning the time between control updates and the nature of
the update itself. The paper [221] is concerned with various eﬃcient adaptations of the actor-critic method and successfully illustrates the ideas on
several “balancing” type problems.
The problem of Subsection 4.3 concerns the optimization of a stationary
cost for a controlled Markov chain, and involves Markov state-dependent
noise of the type introduced in Section 3. The paper [174] concerns getting
the optimal parameter value for a parameterized control for the average cost
per unit time problem. It uses the behavior of the process between returns
to some ﬁxed state to estimate the derivatives of the stationary cost with
respect to the parameter. The control parameter is updated at the start
of each such cycle. If the state space is large, then the return times and
the variances of the estimators will generally be large as well. The paper
[172] applies the approximation methods to a problem in communications
and presents data showing the convergence. The book [232] contains an
interesting historical perspective on the origin of the various methods.

2.4.1

Q-Learning

This example concerns the adaptive optimization of a control system governed by a Markov chain, a problem that is of increasing interest in robotic
learning and artiﬁcial intelligence. Let p(i, j|d) be transition probabilities
for a controlled ﬁnite-state Markov chain, where d denotes the control variable and it takes values in a ﬁnite set U (i) for each i. Let un denote the
control action taken at time n and ψn the state of the chain at time n. Let
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Fn denote the minimal σ-algebra generated by {ψj , uj , j < n, ψn }. The
control action taken at each time n might simply be a function of the state
ψn at that time. More generally, it can be a random function of the past
history. In the latter case, it is assumed to be admissible in the sense that it
is chosen according to a probability law depending on the history up to the
present. That is, it is selected by specifying the conditional probabilities
P {un = d| Fn } .
We use π to denote an admissible control policy.
Given initial state i, admissible control policy π, and discount factor
0 < β < 1, the cost criterion is
W (i, π) = Eiπ

∞


β n cn ,

n=0

where cn is the real-valued cost realized at time n and Eiπ denotes the
expectation under initial state i and policy π. It is supposed that the current
cost depends only on the current state and control action in that for all c
P {cn = c| ψj , uj , j < n, ψn = i, un = d} = P {cn = c| ψn = i, un = d} ,
where the right side does not depend on n. Henceforth, for notational convenience, cn,id is used to denote the random cost realized at time n when
(state, control)=(i, d). Conditioned on the current state being i and the
current control action being d, we suppose that the current cost cn,id has
a ﬁnite mean c̄id and a uniformly bounded variance.
Then there is an optimal control that depends only on the current state.
Deﬁne V (i) = inf π W (i, π). Then the Bellman (dynamic programming)
equation for the minimal cost is
⎡
⎤

V (i) = min ⎣c̄id + β
p(i, j|d)V (j)⎦ .
(4.1)
d∈U (i)

j

The minimizing controls in (4.1) are an optimal policy. In other words,
when in state i, the optimal control is the (or any, if nonunique) minimizer
in (4.1) (see [18, 198]).
The so-called Q-learning algorithm, to be described next, was motivated
by the problem of adaptive optimization of the Markov chain control problem, when the transition probabilities are not known, but the system can
be simulated or observed under any choice of control actions. The idea
originated in [251], and proofs of convergence are in [234, 252]; the former
is quite general; see also [5]. The analogous algorithm for the average cost
per unit time problem is discussed in [1, 173].
The algorithm involves recursively estimating the so-called Q-functions
Q̄id , where Q̄id is the cost given that we start at state i, action d ∈ U (i)
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is taken, and then the optimal policy is used henceforth. This is to be
distinguished from the deﬁnition of V (i), which is the value given that we
start at state i and use the optimal policy at all times. One must estimate
the quantity Q̄id for each state and control action, but this is easier than
estimating the transition probabilities for each i, j, d. Since mind∈U (i) Q̄id =
V (i), an application of the principle of optimality of dynamic programming
yields the relationship
Q̄id = c̄id + β


j

p(i, j|d) min Q̄jv .
v∈U (j)

(4.2)

A stochastic approximation algorithm is to be used to recursively estimate the Q-values. The dimension of the problem is thus the total number of (state, action) pairs. The algorithm can use either a single simulated process, an actual physical control process, or multiple simultaneous
processes. For simplicity, suppose that only a single control process is simulated. At each step, one observes the value i of the current state of the
Markov chain and then selects a control action d. Then the value of the
state at the next time is observed. At that time, the Q-value for only that
particular (state, action) pair (i, d) is updated. Thus the algorithm is asynchronous.
Suppose that the pair (i, d) occurred at time n, and the next state ψn+1
is observed. Let Qn = {Qn,xd ; x, d : d ∈ U (x)} be the current estimator of
Q̄. Then we update as


Qn+1,id = Qn,id + n,id cn,id + β min Qn,ψn+1 v − Qn,id ,
(4.3)
v∈U (ψn+1 )

where n,id is the step size and is chosen
as follows. Let n be a sequence

of positive real numbers such that
n = ∞, and let wid be positive real
numbers. Deﬁne n,id = wid n . The step size used at the current iteration
depends on the number of times that the particular current (state, action)
pair has been seen before. If the current (state, action) pair is (i, d), and
this pair has been seen (k − 1) times previously in the simulation, then the
step size used in the current updating of the estimate of Q̄id is n,id = k,id .
More formally, let k(i, d, n) denote the number of times the pair (i, d) has
been seen before or at time n, and deﬁne n,id = k(i,d,n),id . If (i, d) is
the (state, action) pair seen at time n, then for (j, v) = (i, d), there is no
update at n and we have Qn+1,jv = Qn,jv . In Chapter 12, where the proof
of convergence will be given, the values of the estimators of the Q̄id will be
truncated at ±B for some suitably large B. As will be seen, this simpliﬁes
the proofs and causes no loss of generality. In fact |Q̄id | ≤ maxi,d |c̄i,d |/(1 −
β). Constant step sizes can also be used, and this is done in the convergence
proof in Chapter 12. The proof for the decreasing step size case is virtually
the same.
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For a vector Q = {Qid ; i, d : d ∈ U (i)}, deﬁne


#
#
Tid (Q) = E cn,id + β min Qψn+1 v Fn , un = d, ψn = i .
v∈U (ψn+1 )

By the Markov property,
Tid (Q) = c̄i,d + β



p(i, j|d) min Qjv .

j

With the deﬁnition of the “noise”

δMn = cn,id + β min

v∈U (ψn+1 )

v∈U (j)


Qn,ψn+1 v − Tid (Qn ),

we can write
Qn+1,id = Qn,id + n,id [Tid (Qn ) − Qn,id + δMn ] .

(4.4)

Note that E[δMn |Fn , un = d] = 0, and that the conditional variance
E[δMn2 |Fn , un = d] is bounded uniformly in n, ω.
The map T (·) is a Lipschitz continuous contraction with respect to the
sup norm and Q̄ is the unique ﬁxed point [18, 190]. Suppose that each (state,
action) pair is visited inﬁnitely often with probability one. Then one can
show that Qn converges to Q̄ with probability one. Let Nid (n, n + m) be
the number of times that the pair (i, d) is returned to in the time interval
[n, n + m]. Suppose that for any pairs (i, d) and (j, v), the ratios
Nid (n, n + m)/Njv (n, n + m)
are bounded away from both zero and inﬁnity as n and m go to inﬁnity.
Then, it is shown in Chapter 12 that for the constrained algorithm, there
is a diagonal matrix D(t) whose diagonal components Did (t) are bounded
and strictly positive such that the mean ODE that characterizes the limit
points is
Q̇id = Did (t) (Tid (Q) − Qid ) + zid ,
(4.5)
where the zid (t) term is zero if −B < Qid (t) < B; otherwise it serves only
to keep Qid (·) from leaving the interval [−B, B] if the dynamics try to force
it out. If B is large enough, then the limit point is Q̄.

2.4.2

Approximating a Value Function

In this subsection, we will illustrate a class of algorithms that is of current interest for recursively approximating a discounted cost function for
a stochastic process, as a function of the initial condition. If the process is
controlled, then the control is ﬁxed. The class of approximating algorithms
is known as TD(λ), 0 < λ ≤ 1 [235] (TD standing for temporal diﬀerence).
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We will concentrate on the class TD(1), and discuss some of the basic ideas.
The classes λ < 1 will only be commented on brieﬂy.
We will start with a Markov model. This Markov assumption can be
weakened considerably, which is an advantage of the approach. Let {Xn }
denote a Markov chain with values in some compact topological space, a
time-invariant transition function, and a unique invariant measure µ(·). Let
Eµ denote the expectation with respect to the measure of the stationary
process. For a bounded and continuous real-valued function k(·), the cost
is
∞

W (x) = Ex
β n k(Xn , Xn+1 ), 0 < β < 1.
n=0

$ (x, w) =
wish to approximate W (x) by a ﬁnite sum W
We
p

i=1 wi φi (x) = w φ(x), where the real-valued functions φi (·) are bounded
and continuous and the optimal weight w is to be determined by an adaptive algorithm. The approximation is in the sense of
min e(w),
w

2

where e(w) = Eµ [W (X0 ) − w φ(X0 )] /2,

(4.6)

where X0 denotes the canonical “stationary random variable.” It is always
supposed that Eµ φ(X0 )φ (X0 ) is positive deﬁnite. A simulation based recursive algorithm of the gradient descent type will be used to get the optimal value of w. Whenever possible, one constructs such adaptive algorithms
so that they are of the gradient descent type. Such simulation-based adaptive methods are motivated by the diﬃculty of computing cost functions
for large or continuous state spaces.
Following the usual method [235], deﬁne the sequence
Cn+1 = βλCn + φ(Xn+1 ),

0 ≤ λ ≤ 1,

(4.7)

and the diﬀerence
$ (Xn+1 , wn ) − W
$ (Xn , wn ).
dn = k(Xn , Xn+1 ) + β W

(4.8)

Until further notice, set λ = 1. The diﬀerence dn is a “noisy” estimate of
an approximation error in that
W (Xn ) − EXn βW (Xn+1 ) = EXn k(Xn , Xn+1 ).
The adaptive algorithm is (which deﬁnes Yn )
wn+1 = wn + n dn Cn = wn + n Yn ,

(4.9)


where n > 0, n n = ∞. We will now heuristically justify the gradient
descent assertion and motivate the convergence by deriving the mean ODE.
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For large n, (4.9) can be well approximated by


$ (Xn+1 , wn ) − W
$ (Xn , wn )
wn+1 = wn + n k(Xn , Xn+1 ) + β W
n

[λβ]n−l φ(Xl ).
×

(4.10)

l=−∞

The mean ODE is determined by the stationary mean value of the terms
in (4.10), with wn held ﬁxed. Suppose that the iterates are bounded. Then,
by Theorem 8.2.1 or 8.2.2 and the uniqueness of the stationary measure,
the mean ODE is
ẇ = ḡ(w)
n

 
$ (Xn+1 , w) − W
$ (Xn , w)
[λβ]n−l φ(Xl ).
= Eµ k(Xn , Xn+1 ) + β W
l=−∞

(4.11)
For the probability one convergence case, use Theorem 6.1.1.
To see why this limit form is correct, ﬁrst note that wn varies slowly
for large n, Supposing that wn is ﬁxed at w for many iterates, the law of
large numbers for Markov chains implies that the sample average of a large
number of the terms Yn in (4.10) is approximated by its stationary mean.
Now, ﬁxing wn = w and computing the stationary expectation of the terms
in the coeﬃcient of n on right side of (4.10) yields
n

 
$ (Xn+1 , w) − W
$ (Xn , w)
[λβ]n−l φ(Xl )
Eµ β W


= − [w Eφ(Xn )] φ(Xn ).

l=−∞

(4.12)

Since k(·) is real-valued,
Eµ k(Xn , Xn+1 )

n


[λβ]n−l φ(Xl ) =

l=−∞

∞


[λβ]l Eµ φ(X0 )EX0 k(Xl , Xl+1 ).

l=0

(4.13)
Thus, for λ = 1, we see that the stationary mean of Yn , with wn ﬁxed at
w, is
gradientw e(w) = −Eµ EX0

∞


β n k(Xn , Xn+1 ) − w φ(X0 ) φ(X0 ).

n=0

(4.14)
Hence the mean ODE is
ẇ = −gradientw e(w) = ḡ(w),

(4.15)

and the algorithm is of the gradient descent type. If there is a concern that
the iterates might not be bounded, then use the constrained algorithm
wn+1 = ΠH [wn + n dn Cn ] ,
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where H is a constraint set, perhaps a hyperrectangle. The mean ODE is
just the projected form of (4.11). If H is a hyperrectangle, and the optimal
point is inside H, then the solution to the ODE converges to it; otherwise,
it converges to the closest point in H.
If the algorithm is not constrained, then the gradient descent characterization can be used to prove stability of the algorithm by using a perturbed
Liapunov function, based on the Liapunov function e(w) for (4.15). This is
covered by Theorem 6.7.3.
An alternative formulation: less memory. In lieu of (4.6), consider
the problem
min e0 (w),

2

where e0 (w) = Eµ [EX0 k(X0 , X1 ) − w φ(X0 )] /2.

(4.16)

Here the cost to be approximated is simply EX0 k(X0 , X1 ), which takes
only one step of the future into account. A convergent recursive algorithm
for computing the minimizer is
wn+1 = wn + n [k(Xn , Xn+1 ) − wn φ(Xn )] φ(Xn ),

(4.17)

which is also of the gradient descent form, since (with wn ﬁxed at w) the
stationary mean of the right side of (4.17) is just the gradient of e0 (w).
One can interpolate between the criteria (4.6) and (4.16), by constructing
minimization problems where the cost takes more and more of the future
into account in a discounted way. This is a motivation for the algorithm
TD(λ), λ < 1; see [232, 235].
Comments and extensions. The evaluations of the mean values in (4.12)
and (4.13) involve a lot of cancellations, using the fact that the stationary
means of various diﬀerent random variables that appeared are of opposite
sign. Although many of the stationary means cancel, the associated random
variables do not. This suggests a high noise level and slow convergence. The
algorithm (4.9) could be constrained: For example, we could restrict wn,i to
a ﬁnite interval [ai , bi ] or subject to other constraints. The time invariance
of the transition function could be replaced by periodicity.
For a particularly useful extension, the chain needs to be only partly obn , Xn ), where only X
n together with the
servable. For example, let Xn = (X
n ) used in (4.7) in lieu of
costs k(Xn , Xn+1 ) are observable. Then, with φ(X

2

φ(Xn ), the algorithm (4.9) ﬁnds the minimizer of Eµ W (X0 ) − w φ(X)
.
The process need not be Markov, provided that some stationarity and mixing conditions hold. Then µ is replaced by the steady state probability and
the Ex in the deﬁnition of W (x) is replaced by conditioning on the data to
the initial time. Such robustness is very useful, since “practical” processes
often have “hidden states” or are not Markov. This is also covered by either
Theorem 8.2.1 or 8.2.2 for the weak convergence case and Theorem 6.1.1
for the probability one convergence case.
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2.4.3

Parametric Optimization of a Markov Chain Control
Problem

Problem formulation. In this subsection, we are concerned with a controlled Markov chain and average cost per unit time problem, where the
control is parameterized. We seek the optimal parameter value and do not
use value function approximations of the type of Subsection 4.2. The approach is based on an estimate of the derivative of the invariant measure
with respect to the parameter. This is an example of an optimization problem over an inﬁnite time interval. The procedure attempts to approximate
the gradient of the stationary cost with respect to the parameter. It is
not a priori obvious how to estimate this gradient when the times between
updates of the parameter must be bounded. We will exploit a useful representation of this derivative. The problem of minimizing a stationary cost
is continued in the next section, for a queueing model, where an analog of
the pathwise derivative of Example 4 of Subsection 1.1.4 will be used.
The process is a ﬁnite-state Markov chain {Xn } with time-invariant and
known transition probabilities p(x, y|θ) that depend continuously and differentiably on a parameter θ that takes values in some compact set. We
will suppose that θ is real-valued and conﬁned to some interval [a, b]. The
general vector-valued case is treated simply by using the same type of estimate for each component of θ. Write pθ (x, y|θ) for the θ-derivative. Let
the chain be ergodic for each θ, and denote the unique invariant measure
by µ(θ). Let Eµ(θ) denote expectation under the stationary probability and
Exθ the expectation, given parameter value θ and initial condition x. The
objective is to obtain
min e(θ),
θ

e(θ) = Eµ(θ) k(X0 , X1 , θ) =



µ(x, θ)p(x, y|θ)k(x, y, θ),

x,y

(4.18)
where k(x, y, ·) is continuously diﬀerentiable in θ for each value of x and
y, and µ(x, θ) is the stationary probability of the point x. Our aim is the
illustration of a useful general approach to optimization of an average cost
per unit time criterion. The best approach is not clear at this time. But any
algorithm must have some way of estimating the derivative of the stationary
cost.
The invariant measures are hard to compute, so the minimization is to
be done via simulation. Suppose that we try to minimize (4.18) by formally
diﬀerentiating with respect to θ, and use the formal derivative as the basis
of a gradient procedure. The gradient of e(·) at θ is T1 (θ) + T2 (θ) + T3 (θ),
where (the subscript θ denotes derivative with respect to θ)
T1 (θ) =


x,y

µ(x, θ)p(x, y|θ)kθ (x, y, θ),
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µ(x, θ)pθ (x, y|θ)k(x, y, θ),

x,y

T3 (θ) =



µθ (x, θ)p(x, y|θ)k(x, y, θ).

x,y

For a gradient descent procedure the mean ODE would be
θ̇ = − [T1 (θ) + T2 (θ) + T3 (θ)] .

(4.19)

Write the stochastic algorithm as θn+1 = θn + n Yn , where Yn is to
be determined. Then, if θn is ﬁxed at an arbitrary value θ, we need at
least that the long term average of the Yn is the right side of (4.19). The
actual stochastic algorithm will be constructed with this in mind. If θn is
held ﬁxed at θ, then T1 (θ) is easy to estimate since, by the law of large
numbers for a Markov chain, it is just the asymptotic average of the samples
kθ (Xn , Xn+1 , θ).
If k(x, y, θ) does not depend on the second variable y, then T2 (θ) does
not appear. A naive approach to approximating T2 (θ) for the algorithm
would be to simulate pθ (Xn , Xn+1 |θn )k(Xn , Xn+1 , θn ). If θn ≈ θ, then by
the law of large numbers for Markov chains, the sample average of many
such terms will be close to the stationary expectation

µ(x, θ)p(x, y|θ)pθ (x, y|θ)k(x, y, θ).
x,y

But this is not T2 (θ) owing to the presence of the term p(x, y|θ). Thus,
the correct form to simulate is L(Xn , Xn+1 , θn )k(Xn , Xn+1 , θn ), where
L(x, y, θ) = pθ (x, y|θ)/p(x, y|θ) (which are assumed to be bounded). The
stationary average of L(Xn , Xn+1 , θ))k(Xn , Xn+1 , θ) is T2 (θ), as desired.
The term T3 (θ) cannot normally be computed explicitly and even its
existence needs to be established for more general chains. A useful method
of approximation by simulation is not at all obvious. The existence, characterization, and approximation, of this derivative were the subjects of
[136, 148, 242, 262]. The method to be employed will be based on the
results of [136], which covers the particular case of interest here. For a
real-valued
 function q(·) of the chain and θ, deﬁne the stationary mean
λq (θ) = x µ(x, θ)q(x, θ). Then a useful representation of the derivative of
λq (·) with respect to θ is: (see [136, Theorem 3])
∞

d
µ (θ)Pθ (θ)P n (θ) [Q(θ) − λq (θ)e] ,
λq (θ) =
dθ
n=0

(4.20)

where e is the vector whose components are all unity and Q(θ) denotes the
vector {q(x, θ)}. Note that the component of (4.20) that involves λq (θ) is
zero. The sum (4.20) converges since P n (θ) → 0 at a geometric rate.
In order to use the representation (4.20) as a basis for estimating T3 (θ),
we need to simulate a sequence whose asymptotic expectation is (4.20).
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Deﬁne q(x, θ) = Exθ k(x, X1 , θ). Before stating the algorithm, let us note
that for n ≥ l,
Exθ q(Xn+1 , θ)L(Xl , Xl+1 , θ)


=
p(l) (x, xl |θ)
p(xl , xl+1 |θ)L(xl , xl+1 , θ)


xl

×

p

(n−l)

xl+1

(4.21)

(xl+1 , w|θ)q(w, θ),

w

where p(n) (·) denotes the n-step transition probability. Averaging (4.21)
with respect to the invariant measure yields

µ(x, θ)pθ (x, y|θ)p(n−l) (y, w|θ)q(w, θ),
(4.22)
x,y,w

which is the (n − l)th summand of (4.20).
The above comments suggest one way of approximating (4.20) and a
possible algorithm. Let 0 < β < 1, but be close to unity. Consider the
algorithm for approximating the optimal value of θ:
θn+1 = θn − n kθ (Xn , Xn+1 , θn )
−n L(Xn , Xn+1 , θn )k(Xn , Xn+1 , θn )
−n (k(Xn , Xn+1 , θn ) − λn ) Cn ,

(4.23)

λn+1 = λn + n [k(Xn , Xn+1 , θn ) − λn ] ,
Cn+1 = βCn + L(Xn , Xn+1 , θn ),
where we use n = qn for some q > 0. The update is done when Xn+1 is
observed.
Comments on the algorithm (4.23). The variable λn is intended to be
an estimate of the optimal stationary cost. For large n, θn varies slowly.
Suppose that it is ﬁxed at a value θ. Then λn will converge to the stationary
value Eµ(θ) k(X0 , X1 , θ). This suggests that the λn in the ﬁrst line of (4.23)
would not aﬀect the mean values, asymptotically, since Eµ(θ) L(X0 , X1 , θ) =
0. However, the “centering” role of λn in (4.23) is important in that it serves
to reduce the variance of the estimates. The ﬁrst coeﬃcient of n in the
ﬁrst equation in (4.23) is used to estimate T1 (θ), the second to estimate
T2 (θ), and the third to estimate T3 (θ). Using (4.21) and the “discounted”
deﬁnition of Cn , assuming that θn ≈ θ and λn ≈ λq (θ), the stationary
average of the third term is a discounted form of (4.20), namely,
∞

n=0

β n µ (θ)Pθ (θ)P n (θ) [Q(θ) − λq (θ)e] .
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Thus for β close to unity, we have an approximation to (4.20) and T3 (θ).
The noise in the algorithm (4.23) is state-dependent in the sense introduced
in Section 3. For the constrained form of the algorithm any of the methods
in the state-dependent-noise Section 8.4 can be used to justify the mean
ODE and the convergence to a point close to the optimum for β close to
unity.
Notes: Extension to diﬀusions or discretized diﬀusions. Representations analogous to (4.20) exist for Markov processes on more general state
spaces [242], and this can be used as the basis of a recursive algorithm, just
as (4.20) was. An alternative approach, based on Girsanov transformation techniques, is in [262]. It uses estimates computed over ﬁnite intervals
[n∆, n∆+∆). Reference [262] contains an extensive discussion of derivative
estimators for jump-diﬀusions, where the drift function is subject to control. The method also works for reﬂected jump diﬀusions if the reﬂection
direction and jumps are not controlled. In such “continuous state space”
problems, one must usually approximate in the simulations, since the actual
continuous-time trajectory cannot usually be simulated. The reference and
[148] discusses discrete-time and Markov chain approximations and show
that the derivative estimators will converge as the discretization parameter
goes to zero.

2.5 Optimization of a GI/G/1 Queue
We now consider another approach to the optimization of a stationary cost
function. The example concerns the optimization of the performance of a
single server queue. The times of customer arrivals is a renewal process
with bounded mean. For ﬁxed θ, let Xi (θ) denote the time that the ith
customer spends in the system, and let K(θ) be a known bounded realvalued function with a continuous and bounded gradient. The service time
distribution is controlled by a real-valued parameter θ, which is chosen to
minimize the sum of the average waiting time per customer and a cost
associated with the use of θ. This is the cost function
L(θ) = lim
N

N
1 

EXi (θ) + K(θ) ≡ L(θ)
+ K(θ).
N i=1

(5.1)

The aim is to get the minimizing θ in the ﬁnite interval [a, b]. Generally,

the values of L(θ)
are very hard to compute. A viable alternative to the
direct optimization of the unavailable (5.1) uses stochastic approximation.
One would observe the queue over a long time period, and use the observational data (which are the times of arrival, departure, and service for
each customer, up to the present). The data would be used to estimate
the derivative of the cost function with respect to θ at the current value of
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θ, yielding a stochastic approximation analog of the deterministic gradient
descent procedure. We use “estimates of the derivative” in a loose sense,
since each so-called estimate will be (perhaps strongly) biased. However,
their cumulative eﬀect yields the correct result.
This problem has attracted much attention (see [52, 78, 145, 160, 161],
among others) and is typical of many current eﬀorts to apply stochastic
approximation to queueing and manufacturing systems and networks.

2.5.1

Derivative Estimation and Inﬁnitesimal Perturbation
Analysis: A Brief Review

The parameter θ is assumed to be real-valued throughout this section. A
basic issue is that we can only update the estimators at ﬁnite times, although the cost function is of the “ergodic” type. Before proceeding further,
let us review Example 4 of Section 1.1, where we were able to compute the
“pathwise derivative” Ū N (θ). The derivative is said to be pathwise, because
for each ω, the sample value Ū N (θ, ω) is the derivative of the sample value
X̄ N (θ, ω) with respect to θ. Let δθ be a “small” perturbation of θ. To get
the formula (1.1.21) for the derivative at θn = θ, one implicitly solves for
X̄ N (θ) and X̄ N (θ +δθ), using the same vector of driving noise χ̄, computes
the ratio [X̄ N (θ +δθ)− X̄ N (θ)]/δθ, and then lets δθ go to zero. By the rules
of calculus, this procedure is what yields the ﬁnal explicit formula (1.1.21).
For the method to work, it is essential that the driving forces χ̄ be the
same in the computations of X̄ N (θ) and the X̄ N (θ + δθ) for all small δθ. If
explicit pathwise diﬀerentiation were not possible, then one might have to
resort to a ﬁnite diﬀerence estimator, which suﬀers from the fact that its
variance is inversely proportional to the square of the ﬁnite diﬀerence interval. As an aside, recall that under appropriate smoothness assumptions,
ﬁnite diﬀerences with “common” random variables used for the simulations
for the parameters θn and θn + δθ are often almost as good as the pathwise
derivative, as shown in the discussion connected with (1.2.6).
There is an analogy to this pathwise derivative approach that yields a
very useful method for getting good estimates of derivatives of the desired
functional of the queue. The approach for the queueing problem is not
obvious, because the optimization is to be done via observations on one
sample path (i.e., done “on line” using data from the physical process),
and there are no “natural driving forces” analogous to the χ̄ that would
allow the computation of the path for a perturbed value of θ. It turns out
that one can construct suitable “driving forces” from the observations and
then get a direct analog of what was done in Example 4 of Section 1.1 by a
clever choice of the probability space. This is the subject of the important
ﬁeld inﬁnitesimal perturbation analysis, initiated by Y.-C. Ho. The subject
of IPA has rapidly grown, and there is a large amount of literature; see, for
example, [84, 99, 101] and the references therein.
A few introductory comments on IPA will be made in the next paragraph,
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and then the results needed for the queueing problem at hand will be
cited. The reader is referred to the literature for further reading. See also
[145, 262, 148] for other results concerning pathwise derivatives that are
useful in stochastic approximation.
Introduction to IPA: Computation of a pathwise derivative. Let θ
be ﬁxed until further notice. In this application, one observes a sample path
of the physical process over a long time interval and seeks to construct an
estimate of the derivative Lθ (θ) from the sample data. Suppose, as a pure
thought experiment, that one could observe simultaneously paths of the
process corresponding to parameter values θ and θ + δθ, for all arbitrarily
small δθ, where the sequences {Xj (θ), Xj (θ + δθ), j < ∞} are deﬁned on
the same sample space. Suppose also that the path derivative exists for
almost all realizations. In other words, the limit
Xj (θ + δθ) − Xj (θ)
= Dj
δθ→0
δθ
lim

exists with probability one for each j. Suppose also that
∂Xj (θ)
∂EXj (θ)
=E
= EDj .
∂θ
∂θ

(5.2)

Then Dj is an unbiased estimator of ∂EXj (θ)/∂θ.
The idea is to estimate ∂Xj (θ)/∂θ at the given value of θ from a single
sample path, with the parameter value θ used, analogously to what was
done in Example 4 of Section 1.1. There are two substantial parts of the
work. The ﬁrst is to get the derivative of the sample path, and the second
is to verify the validity of the interchange of diﬀerentiation and expectation in (5.2). The reward of success is that one has a useful estimator, a
pathwise derivative, which is based only on the observed data and does not
involve ﬁnite diﬀerences. In applications, each of these steps might involve
a great deal of work. When these pathwise derivatives can be calculated,
it is frequently found that their variance is smaller (often much smaller)
than what one would obtain under alternative approaches. From the point
of view of stochastic approximation, the smaller the variance of the estimator, the better the procedure. In view of these remarks, it is clear that
IPA and related methods are important for applications to stochastic approximation.
Since we are only concerned with expectations, the precise nature of
the probability space that is used to compute the pathwise derivative is
unimportant to the ﬁnal result. Any convenient space can be used, provided
that the limit formulas depend only on the observations. We will now give a
simple example to illustrate this, where we compute the sample θ-derivative
of a random variable T with parameterized distribution function F (·|θ).
For illustrative purposes, suppose that the distribution functions corresponding to parameter values θ and (for small δθ) θ + δθ are strictly
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monotone increasing. To compute a pathwise derivative, the same probability space must be used for all parameter values and this can be done in
the following way. By the deﬁnition of a distribution function, the random
variable χ deﬁned by χ = F (T |θ) has a uniform distribution on the interval [0, 1], and under our assumption on strict monotonicity, the values of
χ and T can be computed uniquely one from the other and we can write
T = F −1 (χ|θ).
Now, with χ deﬁned by χ = F (T |θ), we can deﬁne the random variable
T (θ + δθ) = F −1 (χ|θ + δθ), which has the distribution F (·|θ + δθ). The
random variable χ serves as the “driving force,” common to all values
of δθ, and it is constructed directly from the observed value of T . Thus,
if the inverse function F −1 (·|θ) is smooth enough in θ, we can get the
representation of the pathwise derivative
F −1 (χ|θ + δθ) − F −1 (χ|θ)
≡ D.
δθ→0
δθ
lim

Consider the simplest example, where F (T |θ) = 1 − e−T /θ , the exponential
distribution with mean θ. Then
F −1 (χ|θ) = −θ log(1 − χ),
and the derivative is simply − log(1 − χ).
In the problem under consideration, the derivative of the distribution
of the sojourn time is not easily obtainable, but the values of the sojourn
time of the ith customer depend on the service times of the customers that
were in the queue and on the residual service time for the customer in
service (if any) at the moment when that ith customer arrived. Let {Tn }
denote the sequence of (assumed mutually independent) service times, each
of which has the distribution F (·|θ). Deﬁne χn = F (Tn |θ). Then χn are
mutually independent and uniformly distributed on the unit interval, and
they are independent of the interarrival intervals and the initial condition.
The pathwise derivative ∂Tn (θ)/∂θ can be used to get suitable estimators
of the θ-derivative of the mean customer sojourn times. The derivation is
involved; we simply copy the estimators for our problem from the references,
because we are more concerned with their use than their derivation.

2.5.2

The Derivative Estimate for the Queueing Problem

Some of the conditions that we will state will be used when the convergence
is proved in Chapter 9. First, the sequence of service times will be deﬁned
in terms of “driving noises” that do not depend on θ. Then the formula for
the pathwise derivative at parameter value θ will be stated and adapted
for use in the stochastic approximation procedure. Let the parameterized
service time distribution F (·|θ) be weakly continuous in θ: That is for
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continuous in θ. Deﬁne the inverse function F −1 (·|θ) by
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f (x)F (dx|θ) is

F −1 (χ|θ) = inf{ζ : F (ζ|θ) ≥ χ}, χ ∈ [0, 1],
and, for each value of χ, let the inverse have a θ-derivative that is continuous in θ (uniformly in χ). We denote the θ-derivative by Fθ−1 (χ|θ).
Let {ζi (θ), i < ∞} denote the sequence of service times, and deﬁne
χn (θ) = F (ζn (θ)|θ) and the derivative Zn (θ) = Fθ−1 (χn (θ)|θ). Deﬁne the
cost for the ﬁrst m customers, initialized at an arbitrary initial queue occupancy x0 as
 m (θ, x0 ) + K(θ) =
Lm (θ, x0 ) = L

1 
EXi (θ) + K(θ).
m i=1
m

(5.3)

Suppose that the supremum over θ ∈ [a, b] of the mean service times is less
than the mean interarrival time. Then the busy periods have ﬁnite mean
length for each θ ∈ [a, b]. Suppose that:
the distribution function of the interarrival times is continuous.

(5.4)

Consider the estimator
m
i


m (θ) = 1
Z
Zj (θ),
m i=1

(5.5)

j=vi (θ)

where vi (θ) is the index of the ﬁrst arrival in the busy period in which
customer i arrives. The index of a customer is deﬁned to be n if that
customer is the nth to arrive from time zero on. If the initial occupancy of
the queue is zero, then (5.5) is the pathwise θ-derivative of
1 
Xi (θ).
m i=1
m

Under broad conditions, it is an unbiased estimator of the θ-derivative of
 m (θ, x0 ), and for each initial condition
the mean value L
m (θ) → L
 θ (θ)
Z

(5.6)

with probability one and in mean as m → ∞. The proof of this fact is one
of the major issues in IPA. Proofs under various conditions and further
references are in [84, 161, 231].
Henceforth, in this section, to simplify notation and not to worry about
the possibly separate indices for arrivals and departures, we suppose that
the queue starts empty. The conditions and results are the same in general.
The reader should keep in mind that we assume that the service time
distribution is known for each θ of interest, and this will rarely be the case.

56

2. Applications

One needs to know that the derivative estimators are robust enough so that
they either approximate the derivatives of the true distributions without
serious error or their use will still lead to an improved system. Limited
simulations have shown that one can often use simple approximations and
still improve the system, but more work needs to be done on this issue. The
references [148, 262] use a system model that is a parameterized stochastic
diﬀerential equation and show that the pathwise derivatives of a “numerical” approximation converge to the pathwise derivatives of the original
process as the approximation parameter goes to its limit.
The stochastic approximation algorithm. When we use stochastic approximation to minimize the cost (5.1) via the use of the IPA estimator,
we update the parameter after the departure of each successive group of
N customers. Other choices of updating times can be used, for example,
update at the end of successive busy periods or at the end of the ﬁrst
busy period following the departure of the next N customers, or a random
mixture of all of these methods, and so forth. Every reasonable choice of
updating times has the same limit properties [145]. We use the “customer
group number” instead of real time as the index of the stochastic approximation. For ﬁxed θ, deﬁne the estimator on the nth interval (this contains
the departures [nN + 1, . . . , nN + N ])
1
Yn (θ) = −
N

nN
+N


i


Zj (θ).

(5.7)

i=nN +1 j=vi (θ)

Recall that vnN (θ) is the index of the ﬁrst arrival in the busy period in
which arrival (equivalently, departure) nN occurs. Then, by (5.6)
lim
n

nN
i
1  
 θ (θ),
Zj (θ) = L
nN i=1

(5.8)

j=vi (θ)

with probability one and in expectation for each initial condition.
The step size in the algorithm will be a small constant . Hence, the θn
depend on , and so do the service times and queue lengths. In the physical
system, θ0 is used up to the time of departure of the N th customer, then θ1
is used up to the time of departure of the 2N th customer, and so forth. For
the actual physical system with the time varying parameter, let ζi denote
the actual service time of the ith customer and Zi the derivative of the
inverse function at ζi . Let vi be the index of the ﬁrst arrival in the busy
period in which customer i arrives. To update θn , we use the estimator
1
Yn = −
N

nN
+N


i


i=nN +1

j=vi

Zj .

(5.9)
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A reasonable stochastic approximation algorithm for updating θ is



θn+1
= Π[a,b] θn + Yn − Kθ (θn ) .
(5.10)
One could use a decreasing sequence n → 0 in place of , but in such
applications one generally uses a small and constant value, which would
allow tracking of slow changes in the parameter.
The statistical structure of {Yn } is complicated. We know something
about the unbiasedness and consistency properties for large N when the
parameter does not change, but Yn is not an unbiased estimator of the
 at θ = θn . It might be close to an unbiased estimator
derivative of −L(·)
for large N , but N should not and need not be too large in a practical
algorithm. Letting N be too large simply slows down the rate at which the
new data is absorbed into the overall averaging, and the convergence holds
for any N . It is not a priori clear that the algorithm will converge to the
correct limit. However, the general methods to be developed in Chapter
8 will allow us to prove (in Chapter 9) the convergence under reasonably
weak conditions. Again, the key is the slow rate of change of θn when 
is small, which allows us to eﬀectively combine many successive Yn with
essentially the same parameter value. Indeed, if θn varies slowly, as it would
when  is small, then (5.8) suggests that for large δ/ and small  and δ,
the sum of (/δ)Yi for i ∈ [n, n + δ/) would be a good estimator of
the derivative at θ = θn . This will be formalized in Chapters 8 and 9.
An important variation is the decentralized algorithm (Chapter 12), where
there are several processors, each taking its own measurements, updating its
own subset of parameters at intervals that are not necessarily synchronized
between the processors, and passing information on the updates to other
processors from time to time [145, 154, 239].
Other examples using IPA. Reference [241] contains a detailed discussion of stochastic approximation with various forms of IPA estimators, together with simulation data that both justiﬁes the approach and illustrates
the qualitative properties of the convergence.
There is a large literature on IPA-type estimators, sometimes in conjunction with a stochastic approximation-type procedure. From the point
of view of stochastic approximation, the structure of many of these problems is similar, and the same proof (say those of Chapters 8 and 9) can
be used. Typical applications are single queues, queueing networks, and
various production scheduling problems. We only list a few references to
give some ﬂavor of the developments. In most cases, the results of this
book simplify and extend the stochastic approximation parts of the development and allow the use of more ﬂexible algorithms. Additionally, one can
treat the multiclass problem [186], admission control [243], ﬂow control in
a closed network [244], routing in an open network [239], and routing in a
network [100], as well as balancing the noise and bias and allocating total
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computational budget in optimization of steady state simulation models
with likelihood ratio, IPA, or ﬁnite diﬀerence estimators [162].
Reference [46] concerns the optimization of the performance of an unreliable machine. The machine has a capacity constraint and is used to
produce several types of parts, each with a given demand rate. The control problem is the decision concerning what to produce at any given time.
The decision rule is determined by thresholds in the space of available inventory, and these thresholds are to be optimized. An appropriate cost
function is given, and IPA-type estimators for the desired pathwise derivatives are constructed. A related problem, where there are two unreliable
machines working in tandem, is treated in [260, 272]. The formulation of
the stochastic approximation part is dealt with by the more eﬃcient methods of this book in [145]. Optimization of an inventory system is discussed
in [86]. Reference [245] concerns the optimization of a high-speed communications network. Messages may appear at any node and are to be routed
through the network to the appropriate destination. Traﬃc is managed by
a “token” system. With this method, each message moving through the
system must be accompanied by a token. When the message arrives at the
destination, the token is sent back to some input node to be reused. The
control parameters are the probabilities pij that a token arriving with a
message at destination i will be sent to arrival node j. If an arriving message ﬁnds a token waiting at the arrival node, then the message is routed
to the appropriate destination. Otherwise, the message is queued at the
arrival node pending the appearance of a free token there. A common performance criterion is the average time for the transmissions. One wants to
choose pij to minimize this quantity. The optimizing probabilities satisfy
the Kuhn–Tucker condition for a certain constrained optimization problem.
An algorithm of the stochastic approximation type is constructed in [245]
such that the stationary points of the mean ODE are just the Kuhn–Tucker
points. Reference [4] obtains IPA estimators of ﬁrst and second derivatives
with respect to service time parameters for a closed queueing network.

2.6 Passive Stochastic Approximation
Let θ and Yn be IRr -valued. In a basic form of the Robbins–Monro algorithm, one observes Yn = g(θ, ξn ) at values of the parameter θ selected by
the experimenter and seeks the value θ̄ such that ḡ(θ̄) = Eg(θ̄, ξn ) = 0.
In some applications, the values of θn are externally generated and cannot be chosen by the experimenter. Suppose that {θn } is a random sequence, not selected by the experimenter, who still wishes to ﬁnd the root
(assumed unique for simplicity) of the function ḡ(·) using measurements
Yn = ḡ(θn ) + ξn where ξn is a “noise” sequence.
In [95], Härdle and Nixdorf suggested an approach to the problem and
termed it passive stochastic approximation. The approach can be traced
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back to an early work of Révész [202]. Problems with real-valued θ are
treated in [95], and multivariate cases are handled in [181]. The main idea
is to combine the stochastic approximation methods with nonparametric
estimation procedures. Now let θ and Yn be IRr -valued and g(·) an IRr valued function on IRr . Let K(·) be a real-valued kernel function on IRr ;
it is non-negative, symmetric about the origin, and it takes its maximum
value at θ = 0 and decreases monotonically to zero as any component of
the argument increases to inﬁnity. The root of the equation ḡ(θ) = 0 is
approximated by the sequence {n } deﬁned by
&
%
n
θ n − n
n+1 = n + r K
Yn ,
(6.1)
hn
hn
where hn represents the “window” width. The kernel function K(·) plays
a crucial role. If n and θn are far apart, K((θn − n )/hn ) will be very
small, and the measurement Yn has little eﬀect on the iteration.
For robustness purposes, one may use the constant step size and constant
window width (see [275]) algorithm
&
% 

θn − n


Yn , for n ≥ 0.
n+1 = n + r K
(6.2)
δ
δ
The rate of convergence of n to θ̄ is slower than that for the classical
Robbins–Monro method and depends on the smoothness of ḡ(·) in θ. As the
number of continuous θ-derivatives increases to inﬁnity, the rate approaches
that of the Robbins–Monro process [275]. A similar result holds when the
constant step size is replaced by decreasing step sizes.
An alternative approach is to ﬁt a nonlinear curve to the data and then
use the ﬁtted function to estimate the root. Nevertheless, this approach
can be quite costly in its data requirements.
See [95, 202] for applications to nonlinear regression problems. An application to chemical process control is in [275], and [274] contains the results
of numerical experiments on a binary distillation column model.

2.7 Learning in Repeated Stochastic Games
The theory of learning optimal strategies in repeated stochastic games leads
to recursive stochastic algorithms whose mean ODEs can have quite interesting behavior. Many such algorithms have a special structure (e.g., they
often satisfy the Kamke condition, which is deﬁned above Theorem 4.4.1)
and implies properties of the ODE that can be exploited to either prove
convergence or to get insight into the asymptotic behavior. We will discuss
only one relatively simple class of such problems. Many recursive algorithms
that are based on either explicit or implicit competitive behavior have properties similar to those of repeated stochastic games; see, for example, the
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proportional-fair sharing recursive algorithm in Chapter 3, which is used
to allocate resources in time-varying wireless systems. The reference [38]
concerns learning in another type of (implicit) game that arises in decentralized access control in communications. It has the characteristics of a
game owing to the way that the various users aﬀect each other’s performance. Such problems have arisen in the economics literature [79]. There
is a large literature concerning other uses of recursive algorithms to study
“learning” phenomena in economics; for example, see [69, 175].
A game model. Consider a cooperative game with two players, each having two possible actions. Each player knows only its own payoﬀ matrix at
each time but keeps a record of the actions used by the other player. The
hope is that each player will learn its optimal strategy, if there is one. Let
θn,i denote the fraction of the ﬁrst n plays in which player i used its ﬁrst
action, called ai1 . Then θn can be written recursively as

1 
I{ai1 used at time n+1} − θn,i .
(7.1)
θn+1,i = θn,i +
n+1
At each time, player i ﬁrst observes the payoﬀ that it would receive under
each of its actions, supposes that the other player chooses its action at random according to the historical record to date, and then chooses the action
that maximizes its conditional average return. This scenario has been called
ﬁctitious play [11, 79]. Although the game is called cooperative, the players
do not coordinate their actions. The following format and assumptions are
taken from [11].
The actual payoﬀs to each player depend on the strategies of both players
Let {vkl ; k, l = 1, 2} be given real numbers. Suppose that player 1 uses a1k
and player 2 uses action a2l at time n. Then the deterministic part of
the payoﬀ to each player is vkl . A small random perturbation is added to
this deterministic payoﬀ. For small δ > 0, the actual payoﬀ to player 1 is
uδn,1,kl = vkl + δηn,1k and that to player 2 is uδn,2,kl = vkl + δηn,2l , where
(ηn,ik ; i = 1, 2, k = 1, 2), n = 1, 2 . . . , are sequences of random variables
which are identically distributed, have zero mean, and are independent in n.
Thus, the part vkl of the payoﬀ is common to both players, but the random
part is not: It plays the role of the eﬀect of “private information.” One of
the interesting issues concerns the eﬀect of such small “noisy” perturbations
on the asymptotic behavior. Each player knows its own possible payoﬀs,
but not those of the other player.1
Deﬁne the mean payoﬀ to each player under each of its possible actions,
given that the other player acts at random according to its historical record:
ūδn+1,1,k (θn,2 ) = uδn+1,1,k1 θn,2 + uδn+1,1,k2 (1 − θn,2 ).
1
In [11], The diﬀerence ηi,n = ηn,i1 − ηn,i2 is assumed to have a density that is
continuous and positive on the entire real line, with the density at value η going
to zero fast enough so that it is as o(1/|η|).
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Figure 7.1. Phase plot for the perturbed game.
ūδn+1,2,l (θn,1 ) = uδn+1,2,1l θn,1 + uδn+1,2,2l (1 − θn,1 ).
Deﬁne the conditional probability that a11 is better for player 1 than is
a12 :
'
(
h̄δ1 (θn,2 ) = P ūδn+1,1,1 (θn,2 ) ≥ ūδn+1,1,2 (θn,2 )
and deﬁne h̄δ2 (θn,1 ) for player 2 analogously.
The mean ODE for (1.1) is
θ̇1 = ḡi (θ) = h̄δ1 (θ2 ) − θ1 ,

θ̇2 = ḡ2 (θ) = h̄δ2 (θ2 ) − θ2 .

(7.2)

Following [11], we say that θ is a Nash distribution equilibrium if h̄δ1 (θ2 ) =
θ1 , h̄δ2 (θ1 ) = θ2 .
Discussion. The paper [11] contains additional references, a detailed discussion of convergence and nonconvergence, as well as of many other issues that arise, interpretations of the results in terms of the “information
patterns,” and of the diﬀerences between the perturbed and unperturbed
repeated games. As δ → 0, the Nash distribution equilibria for (7.2) converge to those for the system with δ = 0. If there are more than two possible
actions for each player or if there are more than two players, the behavior can be quite complicated, even chaotic. For example, there are three
player, 2-action games whose sample average frequencies θn converge to a
non-degenerate limit cycle.
Example. This example is taken from [11]. Let v11 > v21 , v22 > v12 ,
v11 ≥ v12 . Then, as δ → 0 there are three Nash distribution equilibria;
θ = (1, 1), θ = (0, 0) and θ = (p∗ , p∗ ), where p∗ = K/(1 + K) for K =
(v22 − v12 )/(v11 − v21 ). The points θ = (0, 0) and θ = (1, 1) are stable.
The mixed equilibrium at (p∗ , p∗ ) is unstable. Then θn converges (with
probability one) to one of the pure strategies. [The noise in (7.1) destabilizes
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the mixed strategy, as can be shown by using Theorem 5.8.1.] Let K > 1.
Then, as δ → 0, the domain of attraction of (0, 0) is much larger than that
of (1, 1). This suggests that convergence is “more likely” to the point (0, 0),
the “risk dominating strategy.” The phase plot for the ODE is given in
Figure 7.1.

3
Applications in Signal Processing,
Communications, and Adaptive
Control

3.0 Outline of Chapter
Adaptive control and communications theory provide numerous examples
of the practical and eﬀective use of stochastic approximation-type algorithms, and there is a large amount of literature concerning them. Despite
the identity in form, whether the algorithms are actually called stochastic
approximation depends on the traditions of the ﬁeld, but the most eﬀective
techniques of proofs are often based on those of stochastic approximation.
Our intention is to give the ﬂavor of some of the applications. Proofs of
convergence for some cases will appear in Chapter 9. Perhaps the most basic problem is the recursive estimation of the coeﬃcients (parameters) of a
linear system, when the input sequence is known, but only noise corrupted
observations of its output can be measured. The output might simply be a
weighted sum of the inputs, a weighted sum of the inputs and recent outputs, or a weighted sum of the inputs and recent outputs plus a weighted
sum of the recent elements of a “driving” white noise sequence. The forms
of the algorithms are essentially those of the pattern classiﬁcation or “minimum mean squares” estimation problem of Example 3 in Section 1.1, although the noise terms might be correlated and the signals generated by
a stochastic system. Algorithms very similar to those used for the parameter identiﬁcation problem appear in economics as models of learning or
adaptive “rational expectations” estimators [32, 33, 69, 116, 175, 176].
In practice, the values of the parameters to be estimated often change
with time, and the basic algorithm must be adjusted to allow “tracking.” A
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constant step size  is generally used, which leads to the nontrivial problem
of the choice of . One very useful approach involves recursively estimating
the best value of  by a superimposed adaptive (stochastic approximation)
procedure (more will be said about this in Section 2). This procedure is
eﬀective and leads to new theoretical issues. An application of the method
to adaptive interference suppression in a wireless communications system
is in [115].
When the parameters are not changing with time, the averaging method
of Subsection 1.3.3 applied to a simple stochastic approximation algorithm
gives a rate of convergence that is nearly equal to the optimal least squares
value, and this is discussed in Section 3. Section 4 outlines several applications in communication theory, including the adaptive noise and interference cancellation algorithms and the channel equalization problem.
Sections 5 and 6 concern problems that arise in mobile communications
where the capacity of the channels that connect the mobiles with the base
station vary rapidly and randomly with time. Adaptive antenna arrays
increase the capacity and reliability of wireless communications systems.
The algorithms for adapting the weights are a “discounted” form of those
in Subsection 1.1.3. The discounting weighs recent observations more than
older observations, and helps track the optimal weights as the conditions
change. The performance is sensitive to the discount factor. In Section 5,
another adaptive loop, of the stochastic approximation type, is added to
adapt the discount factor. The idea is similar to that of the parameter
tracking problem of Section 2. Numerical data illustrate the value of the
approach.
Section 6 deals with the problem where time is divided into small scheduling intervals or slots, and in each slot one of the users is assigned to transmit. The possible transmission rates vary randomly with the user and with
time. The assignment must balance the possibly conﬂicting goals of eﬃcient use of the medium and assuring fairness. The so-called proportional
fair-sharing algorithm is one of the current approaches, and is a form of
stochastic approximation. The mean ODE has some special properties that
facilitate analysis.

3.1 Parameter Identiﬁcation and Tracking
3.1.1

The Classical Model

The ﬁrst problem to be described is the identiﬁcation of the unknown parameters of a linear dynamical system with observable stochastic inputs
[49, 55, 92, 165] and [166, 169, 225, 263, 264], but only noise-corrupted
measurements of the outputs are available. The problem is close to the classical linear regression problem in statistics with correlated measurements
and is a fundamental and canonical model in control and communication
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theory. It is a canonical model in that the algorithms used and the associated convergence theorems are identical to those arising in many other
applications, such as adaptive noise cancellation, channel equalization, and
adaptive antenna arrays. A few of the simplest forms will be discussed. The
problem in Section 5 is closely related to those in this section.
Let {ψn } be a sequence of real-valued random variables that are the ink1
puts to a dynamical system, whose output at time n is vn = i=0
ᾱi ψn−i .
The parameters ᾱi are to be estimated, and the system order k1 + 1 might
or might not be known, but until further notice suppose that k1 = k, a
known integer. The output vn is not observable, but the measured output
yn = vn + νn and the inputs {ψi , i ≤ n} are available at time n. The
νn is a “corrupting noise.” It is convenient to put the problem into vector form. Deﬁne the vectors φn = (ψn , . . . , ψn−k ) and θ̄ = (ᾱ0 , . . . , ᾱk ).
Then the output can be written as vn = θ̄ φn . The observable output is
yn = θ̄ φn + νn . Let θ = (α0 , . . . , αk ) be an estimate of the system parameter. If the sequence {φn , yn } is stationary, then it makes sense to look
for the value of θ that minimizes the mean square output prediction error
Ee2 (θ) = E|yn − θ φn |2 . The problem is then formally identical to that of
Example 3 of Section 1.1, and one can use any of the algorithms (1.1.11),
((1.1.14), (1.1.15)) (recursive least squares), ((1.1.16),(1.1.17)) (linearized
least squares) or (1.1.18) (classical stochastic approximation). It will be
seen in Chapter 9 that the methods of Chapters 6 and 8 can be used to
prove convergence and to characterize the limits of these algorithms.
If the “driving” process {φn , yn } is not stationary, then we would like to
assure convergence under conditions {φn , yn } that are as weak as possible.
An alternative error criterion is (assuming that the limit exists)
n+m−1

1
e2i (θ),
E
n,m m
i=n

F (θ) = lim

(1.1)

where the limit is as n and m go to inﬁnity simultaneously. The limit exists
if the driving process has asymptotically periodic second order statistics, or
if there is a transient period but the process is asymptotically stationary, or
under any condition that guarantees that the averages of the second order
statistics over long time intervals converge. There is a recursive “gradient
descent”algorithm for minimizing F (·), and it is of interest to know whether
the iterates θn given by that algorithm will converge to θ̄. Indeed, the θn
given by the algorithms to be discussed will converge to θ̄ under broad
conditions even if the limit (1.1) does not exist; see, for example, Section
6.8 (where the mean ODE is replaced by a mean diﬀerential inclusion) and
[166, 169, 225].
The algorithms (1.1.11) and its recursive variant ((1.1.14), (1.1.15)) still
make sense even if the limit in (1.1) does not exist. Indeed, (1.1.11) still
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yields the minimizer of the ﬁnite sum
n−1
1 2
e (θ),
n i=0 i

(1.2)

and ((1.1.16), (1.1.17)) is still a linearized form of (1.1.11). We can motivate
(1.1.18) as being a simpler form of ((1.1.16), (1.1.17)). It can also be viewed
as a type of gradient descent procedure, where the step size is a positive
number n and the estimator of the gradient with respect to the parameter
evaluated at θn is the “noisy value”
gradθ [yn − θ φn ]2 /2 = −en (θ)φn
evaluated at θ = θn . It will turn out that it is a good enough estimator
of the gradient to assure that the iterates will converge to the minimizing
parameter value under reasonable conditions.
Suppose that the limits
n+m−1
1 
En φi φi = Q,
n,m m
i=n

(1.3a)

n+m−1
1 
En φi νi = S
n,m m
i=n

(1.3b)

lim

lim

exist in the sense of convergence in probability, where En denotes the expectation given {θ0 , φi , νi , i ≤ n}, and Q and S are a non random matrix and
vector, respectively. Then, under mild additional conditions (see Chapters
6, 8, and 9), the mean ODE that characterizes the limit points is
θ̇ = −gradθ F (θ) = S − Q(θ − θ̄).

(1.4)

This ODE has the desired gradient descent form. The “noisy” gradient
descent interpretation of (1.1.18), as formalized in (1.1.19), is the key to
the asymptotic properties. If the system input φn and the observation noise
νn are correlated, then S = 0, and the estimators θn and their limits will
be biased.
More generally, yn and φn need not be of the assumed forms, where
φn = (ψn , . . . , ψn−k ) is the set of the most recent (k + 1) inputs to the
system and yn = vn + νn is the system output plus corrupting noise. First
suppose that k1 > k. Then, due to the eﬀects of the “unmodeled terms”
k1


ᾱi ψn−i ,

i=k+1

there will be an additional bias term. In general, yn might be the output of
a general linear or nonlinear system, and {φn } a sequence of vector-valued
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“regressors” that are related to the system inputs ψn but not necessarily
deﬁned by φn = (ψn , . . . , ψn−k ); we might want to ﬁnd the value of θ that
provides the best linear ﬁt in the sense of minimizing either Ee2n (θ) (stationary case) or the F (·) deﬁned by (1.1) provided that the limit exists.
Then, if yn replaces νn in the conditions, we still get convergence to the
minimizer, under some additional conditions, and the mean ODE characterizing the limit points is
θ̇ = S̄ − Qθ,
(1.5)
where
n+m−1
1 
En φi yi .
n,m m
i=n

S̄ = lim

(1.6)

Commonly, in applications of linear systems identiﬁcation theory, the actual
physical model will have order k1 = ∞, but with the “tails” having small
eﬀect, and there might also be small nonlinearities. Then the choice of
the proper value of the model order k can be a major problem [206]. One
needs to consider the assumed model as being a convenient approximation.
In that regard, one can at best get a good approximation to the original
model, but not the exact model. This approximation perspective stems from
the earliest days of recursive parameter estimation [120]. The sequences
{yn } and {νn } (resp, {θn } and {φn }) can be vector (resp., matrix) valued.
The mean square error criterion is convenient due to its computational
simplicity and association with “energy.” It is used in the examples here
since it is the most common error function in applications, and the criteria
for convergence are relatively easy to state. However, it is by no means the
only possibility.
If the mean values of (φn φn , φn νn ) depend on time or if the limits in (1.3)
or (1.6) do not exist, then the ODE might be replaced by a diﬀerential
inclusion, where Q and S are replaced by set-valued functions and the
equality = is replaced by the set inclusion ∈. Under reasonable conditions,
the limit points of the solutions to the diﬀerential inclusion will also be the
limit points of the sequence {θn }; see Chapters 6, 8, and 9.
Delays. Owing to physical considerations in the applications, the inputs
that are used to compute an output might be observed subject to a delay
D > 0. For example,
k1 suppose that the output observed at time n has
the form yn =
i=−D ᾱi ψn−i + νn , but that the only inputs known at
n are ψi , i ≤ n. [Alternatively, suppose that the output at time n has
k1
the form
i=0 ᾱi ψn−i , with the only inputs known then being ψi , i ≤
n − D.] Using the deﬁnition φn = (ψn , . . . , ψn−k ), any of the algorithms
((1.1.14), (1.1.15)), ((1.1.16), (1.1.17)), or (1.1.18), can still be used, but
the convergence will be to an incorrect value. Suppose that an upper bound
∆ ≥ D is known. A common alternative is
to delay the estimate by ∆ and
k
use the “two-sided” estimator deﬁned by i=−∆ αi ψn−i . The error en (θ)
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is then deﬁned by
k


en (θ) = yn −

αi ψn−i .

i=−∆

Redeﬁning φn = (ψn+∆ , . . . , ψn−k ) and θ = (α−∆ , . . . , αk ), the “two-sided”
algorithms take any of the forms (1.1.11), ((1.1.14), (1.1.15)), ((1.1.16),
(1.1.17)), or (1.1.18).

3.1.2

ARMA and ARMAX Models

An ARMA model. (Autoregressive and moving average model [49, 165,
166, 169, 225].) Let the system output at time n take the form
yn =

k1


ᾱi ψn−i +

i=0

k2


β̄i yn−i + νn .

(1.7)

i=1

This is a common way to represent the input-output relationship in linear
systems theory. The values of {yi , ψi , i ≤ n} are known at time n, and νn
is the unknown corrupting noise. The orders k1 , k2 are not known and assumed orders r1 , r2 are used. Deﬁne φn = (ψn , . . . , ψn−r1 , yn−1 , . . . , yn−r2 ).
Then with parameter estimator θ = (α0 , . . . , αr1 , β1 , . . . , βr1 ), the estimator
of yn at time n is
φn θ =

r1


αi ψn−i +

i=0

r2


βi yn−i .

(1.8)

i=1

Let θn denote the value of the parameter estimator at time n. Stability
of the y-systemis often assumed. By stability, we mean that the diﬀerence
k2
equation xn = i=1
β̄i xn−i is asymptotically stable. Equivalently, the roots
k2
of the polynomial 1 − i=1
β̄i z i lie strictly outside the unit circle in the
complex plane. The algorithms are still of the form used in Subsection 1.1.
An ARMAX model. (Autoregressive and moving average model with
additional unobservable white noise inputs [49, 165, 166, 169, 225].) Let
us generalize the model (1.7) to the form
yn =

r1

i=0

ᾱi ψn−i +

r2

i=1

β̄i yn−i +

r3


γ̄i wn−i + wn .

(1.9)

i=1

The parameter values are not known, but {yi , ψi , i ≤ n} is known at time
n. The sequence {wn } consists of mutually independent and zero mean
random variables, which are independent of {ψn } and whose values are not
observable except indirectly via the output measurements {yn }, and they
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must be estimated. This constitutes the major problem in the analysis. The
orders ri are assumed known.
Let w
n denote the estimator of wn , and deﬁne
φn = (ψn , . . . , ψn−r1 , yn−1 , . . . , yn−r2 , w
n−1 , . . . , w
n−r3 ),
θ̄ = (ᾱ0 , . . . , ᾱr1 , β̄1 , . . . , β̄r2 , γ̄1 , . . . , γ̄r3 ),
and the generic parameter estimator
θ = (α0 , . . . , αr1 , β1 , . . . , βr2 , γ1 , . . . , γr3 ).
The estimator of wn (at parameter estimate θ) is
w
n = yn −

r1


αi ψn−i −

i=0

r2

i=1

βi yn−i −

r3


γi w
n−i = yn − φn θ.

(1.10)

i=1

Letting the parameter estimator at time n be θn , deﬁne the estimator of
yn , given the prior measurements, by
yn = φn θn .

(1.11)

By the mutual independence properties of the elements of {wn }, wn is
independent of the past data {φi , wi−1 , i ≤ n}. Hence yn estimates the
n |2
“predictable” part of yn . The objective is the minimization of either E|w
or
n+m−1
1 
lim
E|w
i |2 ,
(1.12)
n,m m
i=n
depending on the (stationarity or limit) assumptions that one makes. These
error functions are appropriate since w
n = yn − yn . The algorithm (1.1.18)
now takes the form
θn+1 = θn + n φn w
n .
(1.13)
This form is made complicated by the fact that the w
n−i components of
φn depend on all past values of the state in a complicated manner. Indeed,
this is another form of the state-dependent noise problem ﬁrst introduced
in Section 2.3, and the state dependence needs to be accounted for in the
analysis. A related algorithm, for the problem of channel equalization, is
discussed in Section 4, and convergence is shown in Section 9.4.

3.2 Tracking Time Varying Systems:
An Adaptive Step Size Algorithm
3.2.1

The Algorithm

k1
Recall the linear system model in Subsection 1.1 where vn = i=0
ᾱi ψn−i ,
and suppose that the parameters ᾱi and/or the probability distributions
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of ψn or νn vary slowly with time. Alternatively, for the more general
regression model mentioned in Subsection 1.1, suppose that the probability
distribution of the (observation, regressor) = (yn , φn ) vary slowly with time.
Then, the optimal value of the estimator θ will also change with time. Such
variations are a common fact of life in applications, and one wishes to
“track” the changing optimal values as well as possible. The importance
and prevalence of such tracking problems have led to an enormous literature
(see [16, 56, 90, 91, 92, 93, 224, 255], among many others). The problem
occurs in communication theory in dealing with adaptive equalizers, for
time-varying channels, adaptive noise cancellation or signal enhancement
systems, adaptive quantizers and other applications, where the generated
signals, corrupting noise, and channel characteristics change with time. We
will describe a recent approach to this problem that has proved useful and
that leads to a nonclassical stochastic approximation problem. Data which
illustrates the value of the algorithm, will be given in the next subsection.
Let us work with the simplest time-varying parameter tracking problem,
where the observation at time n is given by
yn = φn θ̄n + νn ,

(2.1)

and θ̄n is the value of the slowly time-varying physical parameter at n. The
values of yi , φi , i ≤ n, are assumed to be known at time n. The algorithms
used for tracking θ̄n take many forms, depending on what one is willing to
assume about the time variations and the amount of computation that is
acceptable; e.g., standard stochastic approximation with a ﬁxed step size
, recursive or linearized least squares with “forgetting factors,” or adaptations of Kalman–Bucy ﬁlters. More information is in the cited references. In
this example, we will use the stochastic approximation algorithm (1.1.18)
with a ﬁxed step size:

θn+1
= θn + φn [yn − φn θn ],

(2.2a)

where θn is the estimate of θ̄n . The rate of variation of the time-varying
parameters and/or the probability distributions is assumed to be “slow.”
The algorithm for tracking time variations in Section 5 is based on a recursive least squares form, which could be adapted for use on the current
problem, although there does not seem to be an advantage in doing it.
For eﬀective use of (2.2a), one needs to select the proper value of .
The optimal value depends on the “rates of variation” of θ̄n and of the
probability distribution of νn , yn , φn , and a great deal of eﬀort has been
put into this problem (see [16, 93] among many others). The faster the
distributions and/or θ̄n vary, the larger  should be. The larger the eﬀects
of the observation noise νn , the smaller  should be. Thus, the proper value
depends on the details of the physical model. In practical applications,
one does not always know the exact form of the model, and one generally
would not know the relevant probability distributions. Indeed, the actual
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model for {yn , νn , φn } used in the analysis might have been selected for
convenience, with the true model being at least partially unknown.
In a sense, one has two estimation problems to contend with. The ﬁrst is
the estimation of θ̄n . The second is the estimation of the optimal value of .
A very useful approach to this problem was suggested in [16, p. 160]. The
idea is to iteratively estimate the correct step size by use of an adaptive
algorithm that is analogous to the “gradient descent algorithm” (2.2a).
This superimposed adaptive algorithm would use “noisy” estimates of the
derivative of the mean square error with respect to the step size . Thus,
there are two adaptive algorithms working together. Let n denote the
current best estimate of the optimal value of  and replace the  in (2.2a)
by n , yielding the actual algorithm
θn+1 = θn + n φn [yn − φn θn ] .

(2.2b)

But n would not go to zero unless the parameter to be tracked is a constant. This idea was nicely exploited in [36], where many good examples
arising in sonar signal processing were given, along with supporting simulation data. These simulations and those in [150] support the value of
the approach. Proofs were given in [150] using general convergence theory
for stochastic approximation processes with state-dependent noise; these
convergence results are stated in Chapter 8. (The terminology used here
is slightly diﬀerent from that in [150].) In applications, the optimal value
of  is not necessarily small, even for slow variations. This fact supports
the importance of the adaptive approach to step-size selection. (Note that
earlier eﬀorts to estimate the best value of  have assumed that it is small.)
Simulations show that if there are occasional discontinuities in the optimal value of , then the adaptive algorithm will track the changing values.
For the algorithm to track the parameter θ̄n well, θ̄n would have to vary
slowly in comparison with the process {φn , νn }. However, whether or not it
varies slowly, under suitable conditions the algorithm to be described will
converge to the value of  that gives the best ﬁt in the least squares sense.
The adaptive algorithm. For convenience in motivating the algorithm,
suppose that for each small enough , the process {yn , φn , θn } is stationary, although the conditions needed for the proof of convergence are weaker
[150]. The step sizes  and n as used will always be kept in a given constraint interval [− , + ] where 0 < − < + are small enough. We introduce
the basic algorithm via a formal discussion, which is the actual motivation
in [16, 36]. For ﬁxed n = , deﬁne the error en () = yn − φn θn . The scheme
suggested in [16, p. 160] and exploited in [36, 150] is to choose the  that
minimizes the stationary value of the mean square error
E[yn − φn θn ]2 /2 = Ee2n ()/2.

(2.3)

Loosely speaking, let Vn denote the “derivative” ∂θn /∂ for the stationary
process. The stationary θn -process is not a classical function of , although
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its distribution depends on . Nevertheless, it can be shown (see [150]) that
the Vn as used in what follows can be interpreted as the desired derivative,
in that the convergence results hold and its limit has the interpretation
of a mean square derivative. Reference [150] also discusses an eﬀective ﬁnite diﬀerence form of the algorithm for adapting  that does not need
such derivative variables. [See Section 5 for an application of the ﬁnite difference form.] Formally diﬀerentiating (2.3) with respect to , assuming
stationarity, and setting the derivative to zero yields
0 = −E[yn − φn θn ]φn Vn = −Een ()φn Vn .

(2.4)

Dropping the expectation E in (2.4), yields −en ()φn Vn , the “stochastic
gradient” of (2.3) with respect to  at time n. Formally diﬀerentiating (2.2a)
with respect to  yields

= Vn − φn φn Vn + φn [yn − φn θn ].
Vn+1

Let n , θn denote the actual sequences of step sizes and the estimates of
θ̄n , resp., resulting from the true operating adaptive algorithm, which will
now be deﬁned. Let en = yn − φn θn . For 0 < µ
− , this suggests the
algorithm (as used in [16, 36, 150])
θn+1 = θn + n φn en ,

(2.5)

n+1 = Π[− ,+ ] [n + µen φn Vn ] ,

(2.6)

Vn+1 = Vn − n φn φn Vn + φn [yn − φn θn ],

V0 = 0.

(2.7)

Note that the actual stochastic approximation algorithm is (2.6), where
the step size is µ. The sequence {φn , yn , Vn } is the driving noise process for
(2.6). The dependence of Vn on {n } and {θn } is quite complicated. It is
not the classical type of noise in stochastic approximation, but it is what
we call state-dependent noise, where the “state” process is {n }. It is worth
noting that the performance in applications is a great deal less sensitive to
the value of µ than the original algorithm (2.2a) is to the choice of .
A comment on the truncation levels ± . While needed in the mathematical proofs of convergence, the lower level of truncation − does not
seem to play an important role in applications. Even if − is set to zero
(hence violating the assumption 0 < µ
− ), the observed performance
of the algorithm is not much aﬀected. The choice of the upper level + is
very important for good behavior. The optimal value of  is often close
to the point where the algorithm (2.2a) becomes unstable. For values of 
that are too close to the instability region, there can be erratic behavior of
the iterates θn , and even of n in the adaptive algorithm. For fast speed of
tracking and good transient behavior, one often seeks the largest value of
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 that is consistent with good asymptotic variance of the errors in θn − θ̄n .
But as  gets close to the instability point, the sample paths of θn tend
to exhibit wide excursions. For this reason, one should not let + be too
large at ﬁrst. If the step sizes n hover around the upper limit + and the
algorithm is well behaved, then increase the value of + . See [115] for an
application to a problem in signal processing.

3.2.2

Some Data

We give some typical data for the adaptive step-size algorithm. The symbol N (0, 1) denotes a normally distributed random variable with zero
mean and unit variance. These random variables are assumed to be mutually independent. Assume (2.1), with ﬁve unknown parameters and
φn = (ψn , ψn−1 , . . . , ψn−4 ), where ψn+1 = .5ψn + .5N (0, 1) and θn =
(θn,1 , . . . , θn,5 ). One of the following models for the time-varying parameters will be used:
θ̄n+1,i = (1 − .001)θ̄n,i + .1N (0, 1),
√
θ̄n+1,i = (1 − .001)θ̄n,i + .1N (0, 1),
√
θ̄n+1,i = (1 − .0003)θ̄n,i + .03N (0, 1).
φn θ̄n

(2.8)
(2.9)
(2.10)

Also, yn =
+ .5N (0, 1). The stationary variances are the same for
(2.9) and (2.10), but the parameters are “more identiﬁable” if the time
variations are given by (2.10) since the correlation decreases more slowly.
Note that in both cases the stationary variance of each component of θn is
50, rather large. Thus the parameters wander over a very wide range. The
stationary variance for (2.8) is 5. Tables 2.1 and 2.2 concern (2.8), Tables
2.3 and 2.4 use (2.9), and the rest of the tables are for (2.10). In all cases,
the algorithm begins with 0 = .01.
Table 2.1 gives the sample mean square error for the ﬁxed- algorithm
(2.2a), so that we can see what the best value of  is. The simulations
involved 40 runs each of length 25,000. The sample averages for  around 0.2
were very consistent, varying only slightly among the runs. Those for very
small  varied somewhat more, because the θ̄n are more highly correlated
for these cases. Nevertheless, there was still a reasonable consistency. As 
increased above .25, the variations among the runs became more erratic.
For example, when  = .275, most of the sample averages were between .8
and 1.0. But, out of 40 runs, there were values 17.9, 5.1, 4.6, 3.2, and several
around 2. These general observations hold for the various random number
generators that were used. What seems to be appearing as  grows are
error distributions with “heavy tails,” as we expect from the basic structure
of the algorithm (2.2a). Owing to these heavy tails, the estimates of the
steady state mean square error becomes harder to obtain as  gets beyond
0.275. This variability suggests that caution must be used with the upper
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truncation level. A truncation level of + = 0.3 gave excellent adaptation
results for our cases. The use of “feedback and averaging” analogous to
what is discussed in the next section also worked well and is discussed in
[150].
Tables 2.2, 2.4, and 2.6 give the average of the last 500 values of the
adapted , and the values were close to the average. The variation in these
averages between the runs was negligible. The adapted values of  were
generally very close to the optimal value, despite the ﬂatness of the performance curve near that point. Note that the optimum value of  is certainly
far from inﬁnitesimal, justifying an adaptive approach. As µ decreases, the
rate of adaptation decreases. Note that the three values of µ in Table 2.2
diﬀer by a factor of 100, with comparable results. It was also noted in [36]
that the performance is much more sensitive to the values of  (for the
nonadapted algorithm) than to the value of µ for the adapted algorithm.
The results for the ﬁnite diﬀerence form of the adaptive algorithm were
about the same as those tabulated.
Tables 2.3 and 2.5 (resp., Tables 2.4 and 2.6) repeat Table 2.1 (resp.,
Table 2.2) for systems (2.9) and (2.10), respectively.
We emphasized problems where the parameter changes rapidly so that a
large value of  is needed. The method also works well for slower variations.
If the parameter θ̄n were held ﬁxed (i.e., time invariant), then n would
converge to zero as desired.

Table 2.1. Mean Square Errors
Fixed  and (2.8) used

Error
0.050
2.149
0.200
0.765
0.225
0.757
0.250
0.810
0.300
3.317

Table 2.2. SA Runs
Adaptive Algorithm, (2.8) Used
µ
Estimate ¯
0.0100
0.208
0.0010
0.214
0.0001
0.214

Table 2.3. Mean Square Errors
Fixed  and (2.9) Used

Error
0.050
20.35
0.100
11.01
0.200
6.23
0.225
5.69
0.250
5.27
5.42
0.275
0.300
9.00

Table 2.4. SA Runs
Adaptive Algorithm, (2.9) Used
µ
Estimate ¯
0.0100
0.230
0.0010
0.227
0.0001
0.272

3.3 Feedback and Averaging

Table 2.5. Mean Square Errors
Fixed  and (2.10) Used

Error
0.050
6.84
0.175
2.14
0.225
1.94
0.250
2.04
0.300
3.19
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Table 2.6. SA Runs
Adaptive Algorithm, (2.10) Used
µ
Estimate ¯
0.010
0.23
0.001
0.26

3.3 Feedback and Averaging in the
Identiﬁcation Algorithm
Return to the linear system model discussed at the beginning of Subsection 1.1, the assumptions used there, and the stochastic approximation
algorithm (1.1.18). The averaging method of Subsection 1.3.3 can be used
to get nearly optimal performance. Suppose that
n
n+1

= 1 + o(n ).

(3.1)

n−1
Then nn → ∞. The rate of convergence of Θn = i=0 θi /n to θ̄ will be
nearly optimal in the following sense. Let S = 0. Recall the deﬁnition of the
least squares estimator θn deﬁned by (1.1.11). It can be shown [164] that
nE[θn − θ̄][θn − θ̄] converges to some
√ ﬁnite covariance matrix V. By the
results of Chapter 11, the sequence n(Θn − θ̄) converges in distribution to
a normal random variable with mean zero and covariance matrix V̄ , which
is optimal because it is the normalized asymptotic covariance of the least
squares estimator. The computational requirements for (1.1.18) with iterate
averaging are much less than those for the least squares (or linearized least
squares) algorithm for problems of the dimensions that occur in practice;
see also [56, 106].
Rewriting algorithm (1.1.18) and using the recursion for the average Θn
just deﬁned yields
θn+1 = θn + n φn [yn − φn θn ] ,
&
%
1
θn
Θn +
Θn+1 = Θn + 1 −
.
n+1
n+1

(3.2)
(3.3)

Note the “two time-scale” form: Under the condition (3.1), for large n the
process {θn , n ≥ N } changes much faster than does {Θn , n ≥ N }. Indeed,
the process {θn } plays the role of a driving noise process in (3.3). In fact,
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one might call the pair (3.2) and (3.3) a three time-scale problem, if the
(faster) time scale of (yn , φn ) is counted. A major problem in the analysis
arises from the 1/(n + 1)-time-dependence in the iteration (3.3), due to the
1/(n + 1) term. The analysis of such processes falls outside the classical
methods of stochastic approximation. The general averaging algorithm will
be dealt with in Chapter 11.
Averaging with feedback. Algorithm (3.2)–(3.3) is “oﬀ-line” in the sense
that the “best” values Θn are not used in the primary algorithm (3.2).
One can ask whether there is any way of introducing Θn into the primary
algorithm with proﬁt. It can be shown that using φn Θn in place of φn θn in
(3.2) will eliminate the advantages of averaging.
Now, let us feed the average of the estimates back into the primary
algorithm. For k > 0, redeﬁne θn by
θn+1 = θn + n φn [yn − φn θn ] + n k[Θn − θn ].

(3.4)

Indeed, a feedback factor greater than the order of n reduces the advantages of averaging. The algorithm (3.4) is a compromise. The rate of
convergence of the average Θn is slower than it would be without the feedback, but the rate of convergence of θn is faster than without the feedback.
One can also use n = , and the feedback will improve the performance
if k and the window of averaging are chosen appropriately. An analysis of
the rate of convergence of the averaging/feedback algorithm, together with
numerical data that shows its potential value, can be found in [151, 152].
The averaging can be time weighted by introducing various “forgetting
factors” for data from the distant past by using
Θn+1 = (1 − bn )Θn + bn θn ,
where
0 < bn → 0,

∞


(3.5)

bn = ∞,

n=1

or where
Θn+1 = (1 − α)Θn + αθn ,

(3.6)

where α > 0 is small; see [151, 152, 180].

3.4 Applications in Communications Theory
In communications systems, the transmitted signal is usually received in a
corrupted form. The corruption is due to both the “ﬁltering” eﬀects of the
channel through which the signal was transmitted and the eﬀects of noise.
Typically, the diﬀerent frequency components of the transmitted signal are
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delayed and attenuated diﬀerently. Then the signal that is received at time
n depends on the transmitted signal over some nonzero interval of time.
The noise might be background noise which is added to the received signal at the point of reception, for example, atmospheric noise that appears
at an antenna. It might be circuit or receiver noise due to the motions of
electrons in the system. Other types of interference include echoes, noise introduced in the channel, and “cross talk” between channels. One would like
to compensate for these eﬀects by appropriate ﬁltering of the received signals. When the exact probabilistic structure of the noise and the properties
of the transmission channel are not known, some sort of adaptive processing is called for. We will brieﬂy discuss several common problems that have
been resolved by adaptive processing, where stochastic approximation-type
algorithms are used.

3.4.1

Adaptive Noise Cancellation and Disturbance Rejection

Let {sn } denote a signal process, {µn } the corrupting noise process, and
yn = sn + µn the received signal at time n. One would like to reduce or
eliminate the eﬀects of the corrupting noise µn . Suppose that at time n
one can also observe another signal ψn such that the processes {µn , ψn }
and {sn } are mutually independent, but {µn } is correlated with {ψn } and
Eµn = Eψn = 0. Then there is the possibility of using these independence
and correlation properties to reduce the eﬀect of µn on yn , that is, use {ψn }
to partially cancel the eﬀects of {µn }. For a given integer k, deﬁne zn =
k

i=0 αi ψn−i = θ φn , where θ = (α0 , . . . , αk ) and φn = (ψn , . . . , ψn−k ).
With the error deﬁned by en (θ) = yn − zn , one would like to ﬁnd the value
of θ that minimizes the right-hand side of (1.1). The adaptive algorithm
(2.2a), where θn is the estimate of the best value of θ at iterate n, is
commonly used for this purpose. Suppose that there is a vector S̄ such
that the limit
n+m−1
1 
lim
En φi yi = S̄
(4.1)
n,m m
i=n
exists in the sense of convergence in probability, and that (1.3a) holds for a
matrix Q > 0. Then as in Subsection 1.1, under mild additional conditions,
the mean ODE that characterizes the asymptotic behavior of θn is
θ̇ = S̄ − Qθ,

(4.2)

and the corresponding stationary point is the minimizing (optimal) value
of the parameter.
Applications. Many applications can be found in [96, 255]. First, consider
the case where the signal yn is received by a directional antenna, and the
sequence {µn } is noise originating either in the atmosphere or in space.
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Let there be an auxiliary antenna that simply receives other samples ψn of
background noise, hopefully correlated with the disturbance µn . Then the
adaptive noise cancellation algorithm can be used as discussed.
The interference to be reduced or canceled need not be what one would
call noise. An example is the familiar 60-cycle interference in electrical circuits. In this case, one would try to make measurements of the interference
as closely as possible to its source. Since our ﬁlter is deﬁned in discrete
time and the original signal is deﬁned in continuous time, one needs to
sample the original signal at times n∆, n = 0, 1 . . ., for some ∆ > 0. Alternatively, one could work with a continuous-time adaptive ﬁlter, with
essentially the same mathematical development used. It is useful to interpret the ﬁnal (adaptive) ﬁlter in terms of its transfer function. If k were
large enough and the samples were taken close enough together in real
time, then one would see a “notch” at 60 cycles; that is, in the frequency
domain, the adaptive ﬁlter acts to reduce the energy in a neighborhood of
60 cycles. This interpretation is obviously very important in applications,
because it gives an intuitive and well understood physical meaning to the
adaptation, and it is dealt with extensively in [96, 255] and other electrical
engineering-oriented books and articles. Many of the practical applications
are in continuous rather than discrete time, but the conditions and convergence proofs are nearly the same in continuous time and can usually be
found by drawing the natural analogs.
Echo cancellation provides another class of examples where algorithms
of the type of (2.2a) are used. Take, for example, wire communications,
where there are two communicating people, one at either end, but there is
“impedance mismatch” somewhere in the circuit. For example, in a “wire
circuit” two diﬀerent types of wire might be connected together. The mismatch causes a reﬂection of the signal, so that what each person receives
at any time is a weighted sum of the signal from the other person and a
delayed recent signal of their own (both signals possibly being distorted
by the channel). Consider the simplest case, where only the signal from
one side, say the left, is reﬂected back. Then the auxiliary measurements
ψn are samples of the signal sent from the left, perhaps delayed. These are
then weighed by the adaptive ﬁlter and subtracted from the received signal.
Since multiple echoes can occur as well as “re-echoes” from the other side,
the problem can become quite complicated.
There are many applications in vibration and noise control. Consider the
problem of vibration control in an aircraft. The vibration typically originates in the engines, and one would like to reduce the audible noise eﬀects
of that vibration in the passenger cabin. Place one or more microphones
in a suitable location(s) to get a noise sequence {ψn } that is correlated as
highly as possible with that aﬀecting the cabin. The (negative of the) output zn of the adaptive ﬁlter is a new noise process, which is induced in the
cabin via some vibrating mechanism. Thus, the total eﬀect is the diﬀerence
yn − zn . The adaptive mechanism adjusts the weights so that they converge
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to the optimum, which gives the energy minimizing linear combination of
the noises. In this case, there is no signal process sn . The subject of noise
and vibration control is of great current interest. An interesting reference
to recent applications is [80].
In the preceding discussion, it was assumed that the adaptive ﬁlter output zn could be subtracted immediately from yn , which is not always true,
even approximately. In the cited airplane example, the signal zn produced
by the adaptive ﬁlter might be electronic, and it causes another mechanism, perhaps a loudspeaker, to create the actual mechanical vibrations.
One must take the mechanical and electronic “transfer function” properties
of the driven mechanism into account in order to get the ﬁnal noise eﬀects.
This complicates the adaptation problem and leads to many challenging
problems that are yet to be resolved; see e.g., [133].
One of the best known successful applications of noise cancellation methods is the application by Widrow [255] to the problem of getting a good
measurement of the heartbeat of a fetus, which is quite faint in comparison
with the power of the beat of the mother’s heart. In this case, yn is the
sum of the sounds from the hearts of the fetus and the mother, taken at an
appropriate location on the mother’s body. The auxiliary measurement ψn
denotes the sound of both hearts, but taken at a location on the mother’s
body where the eﬀects of the fetus’ heartbeat are much weaker. Thus, the
sound of the mother’s heart is the “noise,” which has much more power
than the signal, namely, the heartbeat of the fetus. Yet the adaptive noise
cancellation system eﬀectively eliminates the bulk of the noise.

3.4.2

Adaptive Equalizers

The message that a user desires to send over a telecommunication channel
is usually coded to remove redundant information and perhaps allows for
the correction of errors at the receiver. Let {ψn } denote the sequence of
signals actually sent. The channel will then distort this sequence and may
also add noise. Let yn denote the channel output at time n, and let ψn
denote the signal transmitted at time n. A channel equalizer is a ﬁlter
whose input is the channel output and whose output is an estimate of the
transmitted signal, perhaps delayed. Owing to time variations in both the
channel and the distributions of the transmitted signal process, equalizers
that adapt to the changes are an important part of many communications
systems. The adaptation algorithms are of the stochastic approximation
type.
There are two basic ways by which the equalizer is “trained.” In the
ﬁrst method, a “training sequence” {ψn } of actual transmitted signals is
available at the output (for a suﬃciently long time) so that a comparison
can be made between the received signal and the true transmitted signal.
After training, the resulting equalizer is used without change until another
training sequence becomes available, and the process is repeated. In the
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second method, known as “blind equalization,” there are at most short
and occasional training sequences, and in between the adaptive system
uses a suitable function of the outputs of the equalizer as surrogates for
the unknown inputs ψn .
A training sequence is available: A moving average model. Suppose
that the output of the equalizer (the estimator of ψn ) has the form
ψn =

k


βi yn−i ,

(4.3)

i=−D

where D ≥ 0. One wishes to choose θ = (β−D , . . . , βk ) such that E|ψn −ψn |2
is minimized. Deﬁne φn = (yn+D , . . . , yn−k ). Note that if θ is a constant,
then the gradient of |ψn − ψn |2 /2 with respect to θ is −φn [ψn − ψn ]. Then,
following the line of thought used to get the algorithms in Example 3 of
Section 1.1 or in the previous examples of this chapter, we use the algorithm



= θn + φn ψn − ψn , ψn = φn θn ,
(4.4)
θn+1
where a constant step size  is used, as is common in practice. Here, θn =


(βn,−D
, . . . , βn,k
) is the estimator of the best value of θ at time n, and ψn =
 
φn θn is the estimator of ψn given by the adaptive system. The problem is
the same as that considered in Subsection 1.1; under appropriate averaging
conditions the mean ODE characterizing the limit points is
θ̇ = −gradθ E|ψn − ψn |2 /2.

3.4.3

An ARMA Model, with a Training Sequence

The form of the equalizer used in the preceding paragraph is simple to
analyze and behaves well in practice if D and k are large enough. To reduce
the order, a model with feedback can be used. Consider the more general
model for the input-output relationship of the channel:
ψn =

r1

i=1

ᾱi ψn−i +

r2


β̄i yn−i ,

(4.5)

i=0

where the values of the parameters θ̄ = (ᾱ1 , . . . , ᾱr1 , β̄0 , . . . , β̄r2 ) are unknown, but β̄0 > 0 and the orders are assumed known. The way that
equation (4.5) is written might suggest that it deﬁnes ψn as a function of
the variables on the right side, but it is actually intended to deﬁne yn in
terms of the other variables. Note that there is no additive noise in (4.5).
Analogously to (4.5), the equalizer with a ﬁxed parameter
θ = (α1 , . . . , αr1 , β0 , . . . , βr2 )
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has the form
ψn =

r1


αi ψn−i +

i=1

r2


βi yn−i ,
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(4.6)

i=0

where ψn is the estimator of ψn . The value of θ is to be chosen. Deﬁne


, . . . , ψn−r
, yn , . . . , yn−r2 ),
φn = (ψn−1
1

φn = (ψn−1 , . . . , ψn−r1 , yn , . . . , yn−r2 ),
θn

and let
be the nth estimate of θ̄. With the time-varying parameter, the
output of the adaptive equalizer (the estimator of ψn ) is
ψn = (φn ) θn .

(4.7)

Again we wish to minimize E|ψn − ψn |2 . With the given deﬁnitions, the
algorithm is



(4.8)
= θn + φn ψn − ψn .
θn+1
The form is quite complicated since both φn and the error ψn − ψn have
a complex dependence on the history of the past iterate sequence. This is
another example of state-dependent noise. If the model were Markov, then
it would be of the type introduced in Sections 2.3 and 2.4.
A linear systems interpretation. Some insight into the algorithm (4.8)
can be gained by putting it into a form where the role of the transfer
function of the linear system (4.5) is apparent. Let q −1 denote the unit
delay operator. That is, q −1 yn = yn−1 . Deﬁne the transfer functions
A(q −1 ) = 1 −
B(q

−1

)=

r2


r1


ᾱi q −i ,

i=1

β̄i q −i ,

i=0

T (q

−1

A(q −1 )
.
)=
B(q −1 )

Then A(q −1 )ψn = B(q −1 )yn , and T (q −1 ) is the transfer function of the
channel. Suppose that the roots of the polynomials A(z) and B(z) in the
complex
plane are strictly
the unit circle, so that the systems xn −
r1
routside
2
ᾱ
x
=
0
and
x
= 0 are asymptotically stable. [The
β̄
i
n−i
i
n−i
i=1
i=0
requirement of stability of the ﬁrst system can be a serious restriction in
practice.] Then, asymptotically, we can write
ψn = T −1 (q −1 )yn .

(4.9)

Thus, the ideal equalizer has a transfer function that is just the inverse of
that of the channel, which is hardly surprising.
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Deﬁne θn = θn − θ̄ and let us write the error ψn − ψn in terms of the
sequence {(φn ) θn }. First note that we can write
(φn ) θn =

r1




(αn,i
− ᾱi )ψn−i
+

i=1

r2



(βn,i
− β̄i )yn−i ,

(4.10)

i=0



and βn,i
are the components of θn . Equation (4.10) is sometimes
where αn,i
referred to as the equation error.
We can now write

ψn − ψn = −(φn ) θn +

r1



ᾱi (ψn−i − ψn−i
).

(4.11)

i=1

Symbolically,

ψn − ψn = −A−1 (q −1 )[(φn ) θn ],

and using this we can rewrite (4.8) in terms of the θn as

θn+1
= θn − φn A−1 (q −1 )[(φn ) θn ].

(4.12)

The form (4.12) is an approximation since it ignores the initial condition
and contains terms (φn ) θn for negative values of n. If the system has
been in operation for a long time before the adaptive adjustment began
or if n is large, then the approximation has negligible eﬀect provided that
supn E|φn |2 < ∞ and the sequence {θn } is pathwise bounded. The latter
bound will be shown to be the case in Chapter 9. The form of the algorithm (4.12) indicates the dependence of the limiting behavior of {θn }
on the transfer function A(q −1 ). Proof of the stability of the algorithm
requires that A(q −1 ) be “strictly positive real” in that the real part of
A(z) is strictly positive on the unit circle in the complex plane. This positive real condition and suitable conditions on the sequence {ψn } guarantee
that there is a positive deﬁnite (but not necessarily symmetric) matrix A
˙
such that the mean ODE is θ = −Aθ. Under somewhat weaker conditions
˙
on the sequence {ψn }, one gets θ ∈ −Gθ in lieu of the ODE, where G is a
compact convex set of positive deﬁnite matrices, and convergence will still
occur (see Chapter 9). The strict positive real condition can be a restriction in practical applications. The fundamental role played by the strict
positive real condition in applications to systems theory, particularly to
the stability problem, was apparently ﬁrst appreciated and systematically
examined by Ljung [165], although it was used earlier in the formal analysis of various parameter identiﬁcation algorithms. A simple illustration of
its role is in [225, Section 6.2]. Conditions playing the same role (although
not obviously) as the strict positive real condition had appeared earlier in
related problems in statistics and Toeplitz forms (e.g., [88, Theorem a, p.
20]).
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Blind equalization. If the value of ψn at some time n is not available to
the adaptive system, then it is often estimated as follows. Suppose that ψn
takes values in a ﬁnite set D. For example, for a binary signal, one can use
D = {+1, −1}. The ﬁnal decision concerning the value of the transmitted
signal ψn is given by a D-valued decision function q(·), where q(ψn ) is the
decision. Then q(ψn ) replaces ψn in (4.4). The analysis of such algorithms
is quite diﬃcult, as can be seen from the development in [15, 16].

3.5 Adaptive Antennas and Mobile
Communications
Problem formulation. Adaptive antenna arrays have been used for a
long time with great success [54, 254]. The output of each antenna in the
array is multiplied by a weight, then the outputs are added; see Figure
5.1. With appropriate choice of the weights, the eﬀects of noise, and other
interfering signals can be reduced and the directional properties controlled.
The weights are adjusted adaptively, using measurements of the output,
and perhaps some pilot or reference signal. The algorithm for adjusting
the weights is typically some form of recursive least squares scheme or an
approximation to such a scheme. In this section, we are concerned with
the use of adaptive arrays in mobile communications [74, 236, 257]; in
particular, optimizing reception at the base station of a single cell system
with r antennas. The updates of the antenna weights are to be done in
discrete time.
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Figure 5.1. A Three Antenna Array.
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The usual algorithms for adaptive arrays depend on parameters that are
held ﬁxed no matter what the operating situation, and the performance can
strongly depend on the values of these parameters. We are concerned with
the adaptive optimization of such parameters by the addition of another
adaptive loop. The method can improve the operation considerably. It is
common to work with complex-valued signals and weights, to conveniently
account for phase shifts. To simplify the notation, we concatenate the real
and complex parts of the antenna outputs and weights, so that, unless
otherwise noted, we use real-valued variables.
Let xn,i , i ≤ r, denote the output of antenna i at measurement time n; it
is the sum of the signals due to all of the mobiles, plus additive noise. The
system is optimized for each mobile separately, and we select one. Let wn,i
denote the weight assigned to antenna i at that time. Deﬁne the vectors
Xn = {xn,i , i ≤ r}, wn = {wn,i , i ≤ r}. Let {s̄n } denote a real-valued
and known pilot training sequence from the particular mobile that is being
tracked. The algorithm to be presented also works well with partially blind
adaptation. The weighted output is wn Xn . Let sn,j denote the signal from
mobile j at the nth sampling time. Thus, s̄n = sn,j for the chosen mobile
j.
The algorithm for adapting the antenna weights. For α ∈ (0, 1] and
ﬁxed weight vector w, deﬁne the discounted cost
Jn (α, w) =

n


αn−l e2l (w),

en (w) = s̄n − w Xn .

(5.1)

l=1

Typically, one uses α < 1 to allow tracking of changing circumstances. The
minimizing value of w in (5.1) is (compare with (1.1.11))
wn (α) = Pn

n

l=1

α

n−l

Xl s̄l ,

Pn =

n


−1

α

n−l

Xl Xl

.

(5.2)

l=1

The recursive least squares algorithm for computing w can be written as
(see [166])
wn+1 (α) = wn (α) + Ln en (α), en (wn (α)) = s̄n − wn (α)Xn ,
Pn Xn+1
Ln+1 =
,

α+
X
 n+1 Pn Xn+1 

Pn Xn+1 Xn+1 Pn
1
Pn −
.
Pn+1 =

α
α + Xn+1
Pn Xn+1

(5.3)

Pn and Ln also depend on α. The recursive least squares algorithm
((1.1.14), (1.1.15)) is the special case, where α = 1. The results of extensive
simulations of this algorithm for mobile communications were reported in
[257]. The quantity α is known as a forgetting factor, in that it allows more
weight to be put on the more recent observations.
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The desired performance in the sense of mean square detection error or
bit error rate can be quite sensitive to the value of α, Consider the error
criterion Ee2n (wn (α)) for large n. If the mobiles do not move and the variance of the additive noise constant, then the minimizing value of α will be
unity. Suppose that {Xn , s̄n } is “locally” stationary. Then, if the mobiles
(particularly the one being tracked) are moving rapidly and the additive
noise level is small, the optimal value of (in the sense of minimizing a mean
square detection error) α will be relatively small. In practice, the optimal
value might vary rapidly, perhaps changing signiﬁcantly many times per
second, as the operating conditions change. In what follows, an adaptive
algorithm for ﬁnding or tracking the optimal discount factor will be developed. The procedure is similar to that for adaptively optimizing the step
size in Section 2, except that it is based on a ﬁnite diﬀerence approximation. Keep in mind that that the purpose of the algorithm for adapting α
is to improve the desired performance. It does this since it is based on a
mean square detection error minimization. As noted in the comments on
mean bit error rates below, the desired performance is improved.
The adaptive algorithm for α. The time-varying parameter tracking
algorithm of Section 2 was based on a “derivative,” or “mean-square derivative.” In our case, the dependence of the algorithm (5.3) on α is quite
complicated. To avoid dealing with the rather messy forms that would result from a diﬀerentiation of the right sides of (5.3) with respect to α, we
simply work with a ﬁnite diﬀerence form. Typically, Ee2n (wn (α)) is strictly
convex and continuously diﬀerentiable. The value increases sharply as α increases beyond its optimal value, and increases more slowly as α decreases
below its optimal value. It is somewhat insensitive to α around the optimal value. The proof of convergence of the algorithm to be developed in
discussed below Theorem 8.4.7.
Let δ > 0 be a small diﬀerence interval and let αn denote the value of
α at the nth update. Run algorithm (5.3) for both αn+ = αn + δ/2 and
αn− = αn − δ/2. The algorithm for adapting α is, for small  > 0,
αn+1 = αn − 
where

e±
n

2
− 2
[e+
n ] − [en ]
,
δ

(5.4)

= s̄n − Xn wn± ,

±
±
wn+1
= wn± + L±
n en ,

Pn± Xn+1
,

αn± + Xn+1
Pn± Xn+1

Pn±
P ± Xn+1 Xn+1
1
.
= ± Pn± − ±n

αn
αn + Xn+1
Pn± Xn+1

L±
n+1 =
±
Pn+1

(5.5)

The initial conditions w0 and P0 are obtained by a least-squares solution
using a small initial block of data.
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If α is ﬁxed, then for small δ > 0, the (stationary) expectation of the
coeﬃcient of  in (5.4) should be close to the derivative of Ee2n (wn (α)) with
respect to α. The intuitive idea behind the algorithm is that the value of α
changes much more slowly than that of w, so that we are essentially in the
stationary regime. In this case, we clearly have a stochastic algorithm driven
by a process whose values are noisy estimates of a ﬁnite diﬀerence estimate
of the negative of a derivative. The basic stochastic approximation algo±
rithm is (5.4), since it is  that is small. The quantities (Xn , wn± , s̄n , L±
n , Pn )
play the role of noise. Owing to the way that the evolution of this noise is
tied to that of αn we have another example of state-dependent noise.
A model for the signals from the mobiles. The behavior of the algorithm (5.4) and (5.5) will be illustrated by simulation data, a subset of
those from [41]. We model a simple situation, which exhibits the essential
features. The mobiles move in two dimensions and there are three evenly
spaced antennas, with spacing d > λ/2, where λ is the carrier wavelength
(in the simulation, the carrier is 800 × 106 Hz). There is one interfering mobile. The signal from neither mobile is scattered. [The behavior is similar
for a larger number, and for scattering signals.] The eﬀects of additional interferers with uniform scattering (Rayleigh fading) are modeled by adding
complex-Gaussian (independent) noise to each antenna. In this example,
the sets of signals from the diﬀerent mobile are independent of each other
and the members of each set are mutually independent. The known pilot
signals {s̄n }, for the tracked or desired user, are binary-valued (+1, −1).
The (complex-valued) antenna signature of the mobile corresponding to
a plane wave arriving at an angle φ to the normal to the plane of the
antennas (see Figure 5.1) is given by the vector (antenna 1 is the reference
antenna)

%
&
%
&
2π
2π
c(φ) = 1, exp −i
d sin φ , exp −i
2d sin φ .
(5.6)
λ
λ
The Doppler frequency of mobile j at time t is
2π
(5.7)
vj (t) cos(φj (t) − γj (t)),
λ
where γj (t) is the angle of the travel of mobile j (see the ﬁgure), vj (t)
its speed, and φj (t) the angle of arrival of its plane wave. The (complexvalued) component of the received signal at the antenna array at sampling
time nh due to mobile j is given by
)
+
* nh
1
d
x̄j (nh) = 2
ωj (s)ds
c(φj (nh)), (5.8)
sn,j exp i ψj (0) +
dj (nh)
0
ωjd (t) = −

where ψj (0) is the initial phase, d2j (t) is the distance between mobile j and
the array and cj (φ) is (5.5) for mobile j. In the ﬁgures, the time between
samples is h = 4 × 10−5 .
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In applications, the process Xn will rarely be stationary. For example, see
the mobility model (5.8), where the dominant eﬀect is that of the Doppler
frequency. Some additional details on the averaging of signals arising from
the model (5.8) can be found after Theorem 8.4.7.
Bit error rates. The algorithm tracks the optimal value of α. But the
value of α is secondary to the actual performance in terms of bit error
rates. For the example plotted, the bit error rate for the adaptive procedure
reached a high of .005 during the high Doppler frequency section, and
dropped to below .002 for the low and moderate Doppler frequency section.
The error rates for the ﬁxed-α algorithm depended on the choice of α. For
α = .96, a not unreasonable value, the error rate was about ten times as
high. The best ﬁxed value is α = 0.84, for which the error rate is still about
20% higher. Of course, one rarely knows the optimal value, and in all the
runs taken, the bit error rate for the adapted-α algorithm was always better
than that for any ﬁxed value.
Sample paths of αn . It is interesting to see how the value of α that
yields the best performance is tracked. Note that if the mobiles are stationary, where α = 1 is optimal, then the values of αn in the adaptive
procedure remained close to unity. In the plot, the signal to interference
ratio is approximately 5.3db, and the interference to noise ratio is approximately 1.3db, all measured at the antennas. The direction and velocity of
each mobile evolved as a semi-Markov process, each moving independently
of the others. They were constant for a short random interval, then there
was sudden acceleration or deceleration in each coordinate, and so forth.
Mobile 2 is always the desired one. Only the associated piecewise constant
Doppler shifts are given, since that is the most important factor. Note the
104 factor in the vertical scale for the Doppler frequency. The path of αn
“tracks” the Doppler frequency of the desired user in all cases, and that
there is an improvement (sometimes signiﬁcant) in the performance, over
that corresponding to the use of constant values of α. The performance is
much less sensitive to the value of  than to the value of α, which supports
the conclusions in [150].
Except for the brief transient periods, the values of α are close to the
optimum. Changing the value of  up or down by a factor of four had little
eﬀect on the overall performance. When smaller  is used, the paths of α
are smoother, the transient period is longer, but the overall performance
is very similar. Note that the behavior of the Doppler frequency of the
interfering mobile has negligible eﬀect. Except for the cases of very high
Doppler frequencies, the performance is approximately the same if blind
adaptation is used, with the pilot signal being used for initialization and
then only intermittently.
When the additive noise is increased, the optimal value of α increases.
In all cases, the adaptive algorithm outperformed the constant α forms,

88

3. Signal Processing, Communications, and Control
Baseline. NI = 1. SINR = 5.3 dB, INR = 1.3 dB
ωd mobile1 [rad/sec]

−100

−150

−200

−250

−300

0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

1.8

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

1.8

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

1.8

ωd mobile2 [rad/sec]

1000

500

0

0

adapted alpha

1
0.95
0.9
0.85
0.8

0

sec

Figure 5.2. Tracking the optimal value of α.
sometimes signiﬁcantly. If the variance of the additive noise is decreased,
then the optimal values of α decrease, and the adapted values are still
close to the optima. When the noise is smaller, other properties of the
paths of the desired and interfering mobiles play a greater role, although
the dominant inﬂuence is still the Doppler frequency of the desired mobile;
see [41] for additional detail.

3.6 Mobile Communications with Time Varying
Channels: Proportional Fair Sharing
We now consider another problem in wireless communications. There is a
single base station transmitter, and r users competing to transmit data to
their mobile destinations. Time is divided into small scheduling intervals
(also called slots). In each interval one of the users is chosen to transmit.
Due to movement of the mobiles, the characteristics of the connecting channels, hence the possible rates of transmission of the individual users in the
slots, are randomly time varying. If user i is selected in interval n, then it
transmits ri,n units of data, where {ri,n , n < ∞} is bounded and correlated
in n. We will suppose that each user has an inﬁnite backlog of data. This
corresponds to the situation where r is the maximum number of allowed
users, the system is full and each user has a large queue. More general
queueing models can also be handled [146, 147].
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Recent cellular systems [14] allow for the scheduling of the users, based
on estimates of the current rates. The rates are determined by the use of
pilot signals sent from the mobiles to the base station. One can get good
estimates of the signal to noise ratio (SNR) for each user, and use this
to determine the possible rates. The time slot of the system in [14] has
duration 1.67 ms. Since the time between measurement and prediction of
the rate is very short, fairly accurate rate predictions can be made. The
great variation of rate as a function of SNR can be seen in Table 6.1. The
gains that can be realized by exploiting the channel ﬂuctuations can be
seen from the table and from [2, 14].
SNR (in db)
Rate
SNR (in db)
Rate

-12.5
0.0
-1.0
307.2

-9.5
38.4
1.3
614.4

-8.5
76.8
3.0
921.6

-6.5
102.6
7.2
1228.8

-5.7
153.6
9.5
1843.2

-4.0
204.8

Table 6.1. Rate vs. SNR for 1% packet loss, taken from [14].
The selection of the user for transmission at any time is based on a balance between the current possible rates and “fairness.” One cannot choose
the user with the highest rate at each slot, since users with generally lower
rates will be seriously penalized. The question then is how to share the
slots fairly. Fair sharing will lower the total throughput over the maximum
possible, but it will provide more acceptable levels to users with poorer
SNRs. The algorithm to be considered (which is that used in the system
discussed in [14]) performs this sharing by comparing the given rate for
each user with its average throughput to date, and selecting the one with
the maximum ratio. It is known as proportional fair sharing (PFS), and apparently was originally developed for the problem of allocating connections
over multiple links on the Internet [107]. Let the end of time slot (equivalently, scheduling interval) n be called time n. At time n, it is assumed
that the possible rates {rn,i+1 , i ≤ r} for the next time slot are known. Let
In+1,i denote the indicator function of the event that user i is chosen at
time n (to transmit in slot n + 1). One deﬁnition of the throughput for user
i up to time n is the sample average
1
rl,i Il,i .
n
n

θn,i =

(6.1)

l=1

With the deﬁnition n = 1/(n + 1), (6.1) can be written in recursive form
as
θn+1,i = θn,i + n [In+1,i rn+1,i − θn,i ] = θn,i + n Yn,i .
(6.2)
An alternative deﬁnition of throughput discounts past values. For small
 > 0, and discount factor 1 − , the discounted throughput is deﬁned by


= (1 − )n θ0,i
+
θn,i

n

l=1


(1 − )n−l rl,i Il,i
.

(6.3)
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This can be written as


 





= θn,i
= θn,i
+  In+1,i
rn+1,i − θn,is
+ Yn,i
,
θn+1,i

(6.4)


In+1,i

where
denotes the indicator function of the event that user i is chosen
at time n with this algorithm. The value of  is chosen to balance the needs
of estimating throughput (requiring a small value of ) with the ability to
track changes in the channel characteristics (requiring a larger value of ).
Let di , i ≤ r, be positive numbers, which can be as small as we wish. For
rule (6.2), the user chosen at time n is that determined by
arg max{rn+1,i /(di + θn,i )},
i≤r

(6.5)

which deﬁnes proportional fair sharing. In the event of ties, for speciﬁcity,
randomize among the possibilities. Recall that θi denotes the ith component of the nonrandom vector θ. Deﬁne the functions h̄i (·), i ≤ r, by the
stationary expectation:
h̄i (θ) = Eri I{ri /(di +θi )≥rj /(dj +θj ),j=i}

(6.6)

Then the mean ODE is
θ̇i = h̄i (θ) − θi ,

i ≤ r.

(6.7)

The ODE (6.7) is cooperative in the sense of Section 4.4. This is because,
if the current throughput of any user j = i is suddenly increased, the value
of the average instantaneous rate h̄i (θ) for user i cannot be decreased. The
monotonicity property of Theorem 4.4.1 can be used to show, under reasonable conditions, that the mean ODE has a unique and globally asymptotically stable limit point θ̄; see Chapter 9 and [146, 147]. The algorithm
and convergence results are typical of a large family of related algorithms,
with each corresponding to some concave utility function, which in turn is
actually maximized by the associated algorithm.
Figure 6.1 plots the solution to the ODE for a two mobile problem with
Rayleigh fading at rate 60Hz, and mean rates of 572 and 128 bits per slot,
together with the paths for a simulation with  = .0001.
An example with discontinuous dynamics. The convergence proof
requires that h̄(·) be Lipschitz continuous. The following example concerns
a system where there are two users, and the rates are ﬁxed at r1 , r2 , not
random. We can still do a weak converge analysis of θn (·), although the
mean ODE has discontinuous dynamics. The limit ﬂow is shown in Figure
6.2. The vector ﬁeld of the ﬂow is unique for θ not on the line with slope
r2 /r1 . On that line it takes values in the convex hull of the ﬂow vectors
at the neighboring points. There is still a unique limit θ̄ = (r1 /2, r2 /2)
which is globally asymptotically stable. Numerical data show that, under
“practical” conditions, the paths of θ (·) follow the solution of the ODE
very well.
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Figure 6.1. A sample path vs. solution to the ODE.
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An extension: Discretized or quantized rates. The basic algorithm
is ﬂexible and can be adjusted to accommodate special needs, with essentially the same proofs. Suppose, for example, that the variables rn,i are the
theoretical rates in that there is in principle a transmission scheme that
could realize them, perhaps by adjusting the symbol interval and coding in
each scheduling interval. In applications, it might be possible to transmit
at only one of a discrete set of rates. The algorithms and results are readily adjusted to accommodate this need. Continue to make the assignments
using (6.5), based on the values rn+1,i , i ≤ r, but use the true transmitted
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d
rate, called rn,i
in computing the throughput. Then (6.2) becomes



d
θn+1,i = θn,i + n In+1,i rn+1,i
− θn,i = θn,i + n Yn,i ,

(6.8)

The rule (6.5) maximizes a utility function. Deﬁne the utility function

U (θ) =
log(di + θi ).
(6.9)
i

Then, under (6.2), (6.5) maximizes U (θn+1 ) − U (θn ) to ﬁrst order in the
n : By a ﬁrst order Taylor expansion with remainder, we have
U (θn+1 ) − U (θn ) = n

 rn+1,i In+1,i − θn,i
di + θn,i

i

+ O(2n ).

(6.10)


Since i In+1,i ≡ 1, maximizing the ﬁrst order term requires that In+1,i
be chosen as in (6.5). The analogous result holds if θn replaces θn . The rule
(6.5) also maximizes limn U (θn ) [146, 147].
Other utilities. In view of the above comments, it can be said that the
assignment algorithm (6.5) is based on the utility function (6.9), but any
strictly concave utility function can be used instead yielding another assignment rule. Consider, for example,

U (θ) =
ci (θi + di )γ , where 0 < γ < 1, di ≥ 0.
(6.11)
i

Then
U̇ (θ) = γ


i

(θi

ci θ̇i
.
+ di )1−γ

(6.12)

The chosen user is
arg max{ci rn+1,i /(θn,i + di )1−γ }.

(6.13)

θ̇i = Ern,i I{ci rn,i /(θi +di )1−γ ≥cj rj,n /(θj +dj )1−γ ,j=i} .

(6.14)

i≤r

The mean ODE is

There is still a unique globally asymptotically stable limit point. As γ
increases, more attention is given to the users with the higher current rates.
Multiple transmitters. Up to now, there was only a single transmitter
to be assigned. Similar results hold when there are multiple resources to be
assigned. To illustrate the possibilities, consider the following special case,
where there are two transmitting antennas, perhaps operating at diﬀerent
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frequencies. The rates are rn,ij for user i in channel j at scheduling interval
n.
One can allow many alternatives for use of the channels. The simplest is
to assign by using (6.5) for each channel separately. Then, depending on
the rates, both channels might be assigned to one user, or each might be
assigned to a diﬀerent user. Equivalently, one assigns so as to maximize the
ﬁrst order term in U (θn+1 ) − U (θn ). For the two user case, (6.2) is changed
to
θn+1,1 = (1 − n ) θn,1 + n rn+1,11 I{r,n+1,11 /rn+1,21 ≥(d1 +θn,1 )/(d2 +θn,2 )}
+n rn+1,12 I{rn+1,12 /rn+1,22 ≥(d1 +θn,1 )/(d2 +θn,2 )} ,
with the analogous formula for the other user.
Next consider an alternative that allows the resources to be used more
eﬃciently by admitting other options. We allow the above choices, based
on assigning each channel independently. But we also allow the possibility
that the two antennas are assigned to the same user, with (for example)
space-time coding [233]. This simply adds another possible rate. The full
algorithm increases the channel capacity over what space-time coding by
c
itself could achieve. Let rn,i
denote the rate using space-time coding when
c
both channels are assigned to user i and let In,i
denote the indicator of
this event. Let In+1,ij denote the indicator function of the event that user
i is assigned to channel j in interval n but space-time coding is not used.
Then, up to the ﬁrst order in n , U (θn+1 ) − U (θn ) equals n times
rn+1,11 In+1,11
rn+1,12 In+1,12
rn+1,21 In+1,21
rn+1,22 In+1,22
+
+
+
d1 + θn,1
d1 + θn,1
d2 + θn,2
d2 + θn,2
c
c
c
c
In+1,1
In+1,2
rn+1,1
rn+1,2
θ1,n
θ2,n
+
+
−
−
.
d1 + θn,1
d2 + θn,2
d1 + θ1,n
d2 + θ2,n
This yields a slightly more complicated form of the arg max rule of (6.5).
The method of analysis is essentially the same and there is a unique globally
asymptotically stable limit point in all cases. See [146, 147] for additional
details.

4
Mathematical Background

4.0 Outline of Chapter
In this chapter we collect a number of mathematical ideas that will be frequently used in the sequel. The martingale process, discussed in Section 1,
is one of the basic processes in stochastic analysis. It appears frequently
as a “noise” term in the decomposition of the stochastic approximation
algorithms, which will be used to facilitate the analysis. This was already
apparent in many examples in Chapters 1 and 2, where the noise had the
martingale diﬀerence property. Our method for analyzing the asymptotic
properties of the stochastic approximation process involves showing that
the asymptotic paths are those of the ordinary diﬀerential equation (ODE)
determined by the “mean” dynamics of the algorithm. Some basic facts
concerning ODEs and the Liapunov function method of proving their stability are discussed in Section 2. The limit points can be restricted to the
set of chain recurrent points (Section 4). Section 3 concerns ODEs in which
the dynamics are projected onto a compact constraint set. The solutions of
such ODEs will appear as “limits” of the paths of constrained stochastic
approximation algorithms. Many of the ODE’s that arise have special properties that can be exploited in analyzing the asymptotic properties. One
such monotonicity property is discussed in Section 4. The concept of chain
recurrence, which is helpful in narrowing the set of possible limit points,
is introduced. In Section 5, the stochastic analog of the Liapunov function
method for proving stability is discussed. When the iterates in the stochastic approximation algorithms are unconstrained, such stability results will
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prove useful for showing that the paths are bounded, which is the ﬁrst step
in the proof of convergence. The concept of perturbed Liapunov function
is introduced. More complex forms of such functions play an essential role
in proving stability and convergence in Sections 5.5, 6.7 and in Chapter 10,
particularly for correlated noise processes.

4.1 Martingales, Submartingales,
and Inequalities
Let (Ω, F, P ) denote a probability space, where Ω is the sample space, F
a σ-algebra of subsets of Ω, and P a probability measure on (Ω, F). The
symbol ω denotes the canonical point in Ω. All subsequent random variables
will be deﬁned on this space. Let {Mn } be a sequence of random variables
that can be either real or vector-valued and that satisﬁes E|Mn | < ∞ for
each n. If
(1.1)
E [Mn+1 |Mi , i ≤ n] = Mn w.p.1 for all n,
then {Mn } is said to be a martingale or a martingale sequence. The diﬀerence δMn = Mn+1 − Mn is called a martingale diﬀerence. By the deﬁnition
of a martingale, if E|Mn |2 < ∞ for each n, the martingale diﬀerences are
uncorrelated in that for m = n,


E [Mn+1 − Mn ] [Mm+1 − Mm ] = 0.
To provide a simple example, suppose that a gambler is playing a sequence
of card games, and Mn is his “fortune” after the nth game. If {Mn } is a
martingale process, we say that the game is “fair” in that the expectation of
Mn+1 −Mn conditioned on the past fortunes {Mi , i ≤ n} is zero. In applications, the Mn themselves are often functions of other random variables. For
example, we might have Mn = fn (ξi , i ≤ n) for some sequence of random
variables {ξn } and measurable functions {fn (·)}. In the gambling example, ξn might represent the actual sequence of cards within the nth game.
Then we could say that the game is fair if E [Mn+1 − Mn |ξi , i ≤ n, M0 ] = 0.
This suggests that for use in applications, it is convenient to deﬁne a martingale somewhat more generally, as follows. Let {Fn } be a sequence of
sub-σ-algebras of F such that Fn ⊂ Fn+1 , for all n. Suppose that Mn is
measurable with respect to Fn [e.g., in the preceding example, Fn might
be determined by {ξi , i ≤ n, M0 }]. Write the expectation conditioned on
Fn as EFn . If
(1.2)
EFn Mn+1 = Mn w.p.1 for all n,
then we say that either {Mn , Fn } is a martingale or {Mn } is an Fn martingale. If we simply say that {Mn } is a martingale and do not specify
Fn , then we implicitly suppose (as we can always do) that it is just the
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σ-algebra generated by {Mi , i ≤ n}. Martingales are one of the fundamental types of processes in stochastic analysis, and there is a very large
literature dealing with them; see, for example, [34, 183]. Note that if an
Fn -martingale is vector-valued, then each of the real-valued components
is also an Fn -martingale. Similarly, a ﬁnite collection of real-valued Fn martingales is a vector-valued Fn -martingale.
Let Mn be real-valued, and replace (1.2) by
EFn Mn+1 ≤ Mn w.p.1 for all n.

(1.3)

Then we say either that {Mn , Fn } is a supermartingale or that {Mn } is an
Fn -supermartingale. If the Fn are understood, then we might just say that
{Mn } is a supermartingale. If the inequality has the form
EFn Mn+1 ≥ Mn w.p.1 for all n,
then the process is called a submartingale. In the applications in this book,
martingale processes occur when we decompose each member of a sequence
of random variables into a part “depending on the past” and an “unpredictable” part. For example, let {Yn } be a sequence of random variables
with E|Yn | < ∞ for each n. Write
Yn = (Yn − E [Yn |Yi , i < n]) + E [Yn |Yi , i < n] .
The ﬁrst “unpredictable” part is a martingale diﬀerence, because the
process deﬁned by the sum
Mn =

n


(Yj − E [Yj |Yi , i < j])

j=0

is a martingale. There are many useful inequalities and limit theorems
associated with martingale-type processes that facilitate the analysis of
their sample paths.
Martingale inequalities and a convergence theorem. Let {Mn ,Fn }
be a martingale, which is supposed to be real-valued with no loss in generality. The following key inequalities can be found in [34, Chapter 5], [77,
Chapter 1] and [183, Chapter IV.5]. Let q(·) be a non-negative nondecreasing convex function. Then for any integers n < N and λ > 0,
,
EFn q(MN )
PFn
sup |Mm | ≥ λ ≤
,
(1.4)
q(λ)
n≤m≤N
which will be useful in getting bounds on the excursions of stochastic approximation processes. Commonly used forms of q(·) are q(M ) = |M |,
q(M ) = |M |2 , and q(M ) = exp(αM ) for some positive α. We will also need
the inequality


EFn

sup |Mm |2 ≤ 4EFn |MN |2 .

n≤m≤N

(1.5)
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If {Mn , Fn } is a non-negative supermartingale, then for integers n < N
,
Mn
PFn
sup Mm ≥ λ ≤
.
(1.6)
λ
n≤m≤N
Let y − denote the negative part of the real number y, deﬁned by
y − = max{0,−y}. Let {Mn , Fn } be a real-valued submartingale with
supn E|Mn | < ∞. Then the martingale convergence theorem [34, Theorem
5.14] states: {Mn } converges with probability one, as n → ∞. A supermartingale {Mn } converges with probability one if supn E[Mn ]− < ∞.
Stopping times. Let Fn be a sequence of nondecreasing σ-algebras. A
random variable τ with values in [0, ∞] (the set of extended non-negative
real numbers) is said to be an Fn -stopping time (or simply a stopping
time if the σ-algebras are evident) if {τ ≤ n} ∈ Fn for each n. Let Fn be
the σ-algebra determined by a random sequence {ξi , i ≤ n}. Then, if τ is
an Fn -stopping time, whether or not the event {τ ≤ n} occurred can be
“determined” by watching ξi up to and including time n. If a stopping time
is not deﬁned at some ω, we always set its value equal to inﬁnity at that ω.
Let {Mn , Fn } be a martingale (resp., a sub- or supermartingale) and let τ
be a bounded (uniformly in ω) Fn -stopping time. Deﬁne
τ ∧ n = min{τ, n}.
Then {Mτ ∧n , Fn } is a martingale (resp., a sub- or supermartingale).
Continuous-time martingales. The deﬁnitions of martingale and suband supermartingale extend to continuous time. Let M (t) be a random
process satisfying E|M (t)| < ∞ for each t ≥ 0, and let Ft be a nondecreasing sequence of σ-algebras such that M (t) is Ft -measurable. If
EFt [M (t + s) − M (t)] = 0 with probability one for each t ≥ 0 and s > 0,
then {M (t), Ft } is said to be a martingale. If the sequence of σ-algebras
Ft is understood, then it might be omitted. In this book, essentially all we
need to know about continuous parameter martingales are the following
facts. Some additional material on the topic of Theorem 1.2 is in Section
7.2.4.
Theorem 1.1. A continuous-time martingale whose sample paths are locally Lipschitz continuous with probability one on each bounded time interval is a constant with probability one.
By locally Lipschitz continuous with probability one, we mean that for
each T > 0 there is a random variable K(T ) < ∞ with probability one
such that for t ≤ t + s ≤ T ,
|M (t + s) − M (t)| ≤ K(T )s.
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The result will be proved for real-valued M (t) (with no loss of generality).
First we assume that E|M (t)|2 < ∞ for each t and that the Lipschitz
constant is bounded by a constant K, and show that |M (t)|2 is also a
martingale. For ∆ > 0, we can write
EFt M 2 (t + ∆) − M 2 (t)
2
= 2EFt M (t) [M (t + ∆) − M (t)] + EFt [M (t + ∆) − M (t)] .
Then, using the martingale property on the ﬁrst term on the second
line above and the Lipschitz condition on the second term yields that
the expression is bounded in absolute value by K 2 ∆2 . Now, adding the
increments over successive intervals of width ∆ and letting ∆ → 0
show that EFt M 2 (t + s) − M 2 (t) = 0 for any s ≥ 0. Consequently,
|M (T + t) − M (T )|2 , t ≥ 0, is a martingale for each T . Since we have
proved that the expectation of this last martingale is a constant and equals
zero at t = 0, it is identically zero, which shows that M (t) is a constant.
If E|M (t)|2 is not ﬁnite for all t, then a “stopping time” argument can be
used to get the same result; that is, for positive N , work with M (τN ∧ ·)
where τN = min{t : |M (t)| ≥ N } to show that M (τN ∧ ·) is a constant for
each N. An analogous stopping time argument can be used if the Lipschitz
constant is random.
Deﬁnition. Let W (·) be an IRr -valued process with continuous sample
paths such that W (0) = 0, EW (t) = 0, for any set of increasing real
numbers {ti } the set {W (ti+1 ) − W (ti )} is mutually independent and the
distribution of W (t + s) − W (t), s > 0, does not depend on t. Then W (·)
is called a vector-valued Wiener process or Brownian motion, and there
is a matrix Σ, called the covariance, such that EW (t)W  (t) = Σt, and the
increments are normally distributed [34].
The next theorem gives a convenient criterion for verifying that a process
is a Wiener process. The criterion will be discussed further in Chapter 7.
Theorem 1.2. [68, Chapter 5, Theorem 2.12]. Let {M (t), Ft } be a vectorvalued martingale with continuous sample paths and let there be a matrix
Σ such that for each t and s ≥ 0,


EFt [M (t + s) − M (t)] [M (t + s) − M (t)] = Σs w.p.1.
Then M (·) is a Wiener process with zero mean and covariance parameter
Σ.
The Borel–Cantelli Lemma. Let An be events (i.e., sets in F) and
suppose that

P {An } < ∞.
(1.7)
n

100

4. Mathematical Background

Then the Borel-Cantelli Lemma [34] states that for almost all ω only ﬁnitely
many of the events An will occur.
Inequalities. Let X be a real-valued random variable. Then Chebyshev’s
inequality (see [34]) states that for any integer m and δ > 0,
E|X|m
.
(1.8)
δm
For an integer k, let Xi , i ≤ k, be real-valued random
variables. Hölder’s
inequality states that for positive pi , i ≤ k, satisfying i 1/pi = 1,
P {|X| ≥ δ} ≤

E|X1 · · · Xk | ≤ E 1/p1 |X1 |p1 · · · E 1/pk |Xk |pk .

(1.9)

The special case k = 2, p1 = p2 = 2 is called the Schwarz inequality.
There is an analogous inequality
 for sums. Let Xi,n be real-valued random
variables and let an ≥ 0 with n an < ∞. Then
#
#
#
#
#
#
E#
an X1,n · · · Xk,n #
#
#
n
)
+1/p1
+1/pk
)
(1.10)


p1
pk
≤ E
an |X1,n |
··· E
an |Xk,n |
.
n

n

Let f (·) be a convex function and F0 a σ-algebra, and suppose that E|X| <
∞ and E|f (X)| < ∞. Then Jensen’s inequality is
Ef (X) ≥ f (EX) or with conditioning,
EF0 f (X) ≥ f (EF0 X) w.p.1.

(1.11)

Burkholder’s inequality and higher moment conditions for martingales. An extension of (1.4) based on Burkholder’s inequality will be
useful in Chapter 5 to prove a zero asymptotic growth property.
n Return to
the notation above (1.2), and deﬁne
the
martingale
M
=
n
i=1 i ξi , where

n ≥ 0 is Fn−1 -measurable and n≤N n ≤ 1. Let supi E|ξi |p < ∞ for
some even integer p > 1. By Burkholder’s theorem [230, Theorem 6.3.10],
there is a constant B (not depending on p) such that for each N ,
⎡)
+p/2 ⎤1/p
#
1/p
N
5/2

#
Bp
p
2
⎦ .
E ## sup |Mn |
≤
(Mn − Mn−1 )
(1.12)
E⎣
p−1
n≤N
n=1

Deﬁne
= p/2, and let s, α1 , . . . , αs be arbitrary positive integers such
m
s
that i=1 αi = m. Then, for some K depending on supn E|ξn |p ,
⎡)
+p/2 ⎤
N




2
1
2
s
⎦ ≤ KE
KE ⎣
(Mn − Mn−1 )
2α
2α
...
2α
,
i
i
i
n=1

P i≤N

i≤N

i≤N

(1.13)
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where P is the sum over all such partitions of [0, m]. Consider a typical
partition. Rewrite the inner sums in (1.13) as



1 −1
2 −1
s −1
i 2α
i 2α
...
i 2α
,
E
i
i
i
i≤N

i≤N

i≤N

Now, use Hölder’s inequality to get the bound on (1.13):
⎤ls ⎡
⎤1/q1
⎤1/qs
⎡
⎡
 (2α −1)q
 (2α −1)q

1⎦
s⎦
i ⎦ ⎣
i i 1
...⎣
i i s
,
E⎣
i≤N

i≤N

i≤N

s

where
ls =
i=1 1/pi and 1/pi + 1/qi = 1. Choose the qi such that
s
1/q
=
1
and the exponents are equal in that,for some c > 0,
i
i=1
s
−
1)q
=
c
for all i. Then ls = s − 1 and
(2α
i
i=1 1/qi = 1 =
s i
(2α
−
1)/c
=
(2m
−
s)/c.
Choosing
s
so
that
c
is
the
smallest yields
i
i=1
the bound on (1.12)
⎤
⎡


m
i ⎦
i [i ] ,
(1.14)
K1 E ⎣
i≤N

i≤N

where K1 depends on K, B and p. See [10, Proposition 4.2] for a similar calculation, and also [135, Example 6, Section 2.2] where the ξn are mutually
independent.

4.2 Ordinary Diﬀerential Equations
4.2.1

Limits of a Sequence of Continuous Functions

Denote the Euclidean r-space by IRr with x being the canonical point.
If r = 1, we use IR instead of IR1 . For b > a, let C r [a, b] (resp., C r [0, ∞),
C r (−∞, ∞)) denote the space of IRr -valued continuous functions on the
interval [a, b] (resp., on [0, ∞), (−∞, ∞)). The metric used will be the sup
norm if the interval is ﬁnite and the “local” sup norm if it is inﬁnite: That
is, a sequence {fn (·)} in C r (−∞, ∞) converges to zero if it converges to
zero uniformly on each bounded time interval in the domain of deﬁnition.
Deﬁnition. Let {fn (·)} denote a set of IRr -valued functions on (−∞, ∞).
The set is said to be equicontinuous in C r (−∞, ∞) if {fn (0)} is bounded
and for each T and  > 0, there is a δ > 0 such that for all n
sup
0≤t−s≤δ, |t|≤T

|fn (t) − fn (s)| ≤ .

(2.1)

There is an obviously analogous deﬁnition for the other time intervals. Note
that (2.1) implies that each fn (·) is continuous. The Arzelà–Ascoli Theorem
([58, p. 266], [209, p. 179]) states the following result.
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Theorem 2.1. Let {fn (·)} be a sequence of functions in C r (−∞, ∞), and
let the sequence be equicontinuous. Then there is a subsequence that converges to some continuous limit, uniformly on each bounded interval.
There is a simple extension of the concept of equicontinuity to a class of
noncontinuous functions that will be useful. Suppose that for each n, fn (·)
is an IRr -valued measurable function on (−∞, ∞) and {fn (0)} is bounded.
Also suppose that for each T and  > 0, there is a δ > 0 such that
lim sup

sup

n

0≤t−s≤δ, |t|≤T

|fn (t) − fn (s)| ≤ .

(2.2)

Then we say that {fn (·)} is equicontinuous in the extended sense. The
functions fn (·) might not be continuous, but we still have the following
extension of Theorem 2.1, whose proofs are virtually the same as that of
Theorem 2.1.
Theorem 2.2. Let {fn (·)} be deﬁned on (−∞, ∞) and be equicontinuous
in the extended sense. Then there is a subsequence that converges to some
continuous limit, uniformly on each bounded interval.
Example of equicontinuity in the extended sense. Let {fn (·)} be
equicontinuous in the original sense (2.1). Deﬁne f¯n (·) by f¯n (t) = fn (k/n)
on the interval [k/n, (k + 1)/n). Then {f¯n (·)} is not continuous but {f¯n (·)}
is equicontinuous in the extended sense.
All convergence theorems use some notion of compactness in one way or
another. Equicontinuity is just such a notion, and the Arzelà–Ascoli Theorem played an essential role in obtaining relatively simple proofs of the
convergence (with probability one) of stochastic approximation processes
in [135]. The same basic idea, which uses a sequence of continuous-time interpolations of the stochastic approximation iterates θn with interpolation
intervals n , will play a fundamental role in this book. Deﬁne the interpolation θ0 (·) of the stochastic approximation process θn as: θ0 (t) = θ0 for
t ≤ 0, and for t ≥ 0,
θ0 (t) = θn on [tn , tn+1 ),

where tn =

n−1


i .

(2.3)

i=0

Deﬁne the sequence of shifted processes θn (·) = θ0 (tn +·). The tail behavior
of the sequence {θn } is captured by the behavior of θn (·) for large n.
In Chapters 5 and 6 it is shown, under reasonable conditions, that for
almost all sample points ω, the set of paths {θn (·, ω)} is equicontinuous in
the extended sense. The extended Arzelà–Ascoli Theorem (Theorem 2.2)
can then be used to extract convergent subsequences whose limits satisfy
the “mean” or “average” ODE (ordinary diﬀerential equation). Then the
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asymptotic properties of the ODE will tell us what we wish to know about
the tail behavior of θn . This way of getting the ODE was introduced and
used heavily in [135]; it is a very useful approach to the analysis of stochastic
approximation algorithms. To illustrate the role of equicontinuity in getting
useful limit and approximation results, we next apply the Arzelà–Ascoli
Theorem to the problem of the existence of a solution to an ODE.
Example: Existence of the solution to an ODE. Given X(0) ∈ IR
and a continuous and bounded real-valued function ḡ(·) from IR to IR, for
∆ > 0 deﬁne the sequence {Xn∆ } by X0∆ = X(0) and
∆
= Xn∆ + ∆ḡ(Xn∆ ),
Xn+1

n ≥ 0.

Deﬁne the piecewise linear interpolation X ∆ (·) by
X ∆ (t) =

(t − n∆) ∆
(n∆ + ∆ − t) ∆
Xn+1 +
Xn , on [n∆, n∆ + ∆).
∆
∆

(2.4)

Then we can write
X ∆ (t) = X(0) +

*

t

ḡ(X ∆ (s))ds + ρ∆ (t),

0
∆

where the interpolation error ρ (·) goes to zero as ∆ → 0. The sequence of
functions {X ∆ (·)} is equicontinuous. Hence, by the Arzelà–Ascoli Theorem,
there is a convergent subsequence in the sense of uniform convergence on
each bounded time interval, and it is easily seen that any limit X(·) must
satisfy the ODE Ẋ = ḡ(X), with initial condition X(0).
ODEs and stochastic approximation. Let us recall the discussion in
Example 1 of Subsection 1.1.2. Our approach to the study of the asymptotic
properties of the stochastic approximation sequence involves, either explicitly or implicitly, the asymptotic properties of an ODE that represents the
“mean” dynamics of the algorithm. Thus, we need to say a little about the
asymptotic behavior of ODEs. First, we reiterate the intuitive connection in
a simple example. Write the stochastic approximation as θn+1 = θn + n Yn ,
and suppose that supn E|Yn |2 < ∞. Suppose, for simplicity here, that there
is a continuous function ḡ(·) such that ḡ(θn ) = E[Yn |Yi , i < n, θ0 ]. Then
θn+m+1 − θn =

m

i=n

i ḡ(θi ) +

m


i [Yi − ḡ(θi )] .

i=n

Since
m the variance of the second term (the “noise” term) is of the order
of i=n O(2i ), we might expect that as time increases, the eﬀects of the
noise will go to zero, and the iterate sequence will eventually follow the
“mean trajectory” deﬁned by θ̄n+1 = θ̄n + n ḡ(θ̄n ). Suppose that this is
true. Then, if we start looking at the θn at large n when the decreasing n
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are small, the stochastic approximation algorithm behaves similarly to a
ﬁnite diﬀerence equation with small step sizes. This ﬁnite diﬀerence equation is in turn approximated by the solution to the mean ODE θ̇ = ḡ(θ).
Additionally, when using stability methods for proving the boundedness of
the trajectories of the stochastic approximation, the stochastic Liapunov
function to be used is close to what is used to prove the stability of the
mean ODE. These ideas will be formalized in the following chapters.

4.2.2

Stability of Ordinary Diﬀerential Equations

Deﬁnition: Stability. A set A ⊂ H is said to be locally stable in the sense
of Liapunov if for each δ > 0 there is a δ1 > 0 such that all trajectories
starting in Nδ1 (A) never leave Nδ (A). If the trajectories ultimately go to
A, then it is said that A is asymptotically stable in the sense of Liapunov.
If this holds for all initial conditions, then the asymptotic stability is said
to be global.
Liapunov functions. Let ḡ(·) : IRr → IRr be a continuous function. The
classical method of Liapunov stability [156] is a useful tool for determining
the asymptotic properties of the solutions of the ODE ẋ = ḡ(x).
Suppose that V (·) is a continuously diﬀerentiable and real-valued function of x such that V (0) = 0, V (x) > 0 for x = 0 and V (x) → ∞ as
|x| → ∞. For λ > 0, deﬁne Qλ = {x : V (x) ≤ λ}. The time derivative of
V (x(·)) is given by
V̇ (x(t)) = Vx (x(t))ḡ(x(t)) ≡ −k(x(t)).

(2.5)

For a given λ > 0, let V (x(0)) ≤ λ, and suppose that k(x) ≥ 0 for x ∈
Qλ . The following conclusions are part of the theory of stability via the
Liapunov function method:
• The inequality V̇ (x(t)) = −k(x(t)) ≤ 0 for x(t) in Qλ implies that
V (x(·)) is nonincreasing along this trajectory and hence
x(t) ∈ Qλ for all t < ∞.
• Similarly, since V (·) is non-negative,
* t
* t
V (x(0)) ≥ V (x(0)) − V (x(t)) = −
k(x(s))ds.
V̇ (x(s))ds =
0

0

last equation and the non-negativity of k(·) imply that 0 ≤
The
∞
k(x(s))ds
< ∞. Furthermore, since k(·) is continuous and the
0
part of the path of the solution x(·) on [0, ∞) that is in Qλ is Lipschitz continuous, as t → ∞ we have
x(t) → {x ∈ Qλ : k(x) = 0}.
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If for each δ > 0 there is an  > 0 such that k(x) ≥  if |x| ≥ δ, then
the convergence takes place even if k(·) is only measurable.
In this book, we will not generally need to know the Liapunov functions
themselves, only that they exist and have appropriate properties. For existence of Liapunov functions under particular deﬁnitions of stability, see
[119, 256].
Example and extension. Consider the two-dimensional system:


x2
ẋ = Ax =
.
−x1 − x2

(2.6)

If V (x) = |x|2 = x21 + x22 , then at x(t) = x, V̇ (x) = Vx (x)Ax = −2x22 .
By the Liapunov stability theory, we know that x(t) → {x : x2 = 0}. The
given ODE is that for an undriven electrical circuit consisting of a resistor,
a capacitor, and an inductor in a loop, where x1 is the charge on the
capacitor and x2 is the current. The Liapunov function is proportional to
the total energy. The Liapunov function argument says that the energy in
the system decreases as long as the current through the resistor is nonzero,
and that the current goes to zero. It does not say directly that the energy
goes to zero. However, we know from the ODE for the circuit that the
current cannot be zero unless the charge on the capacitor is zero. It is not
hard to show by a direct analysis that x2 (t) → 0 implies that x1 (t) → 0
also. The proof of this follows from the fact that as long as the charge is not
zero, the current cannot remain at zero. Thus the system cannot remain
forever arbitrarily close to the set where x2 = 0 unless x1 (t) is eventually
also arbitrarily close to zero.
The “double” limit problem arises since k(x) = 0 does not imply that
x = 0. The analogous argument for more complicated problems would be
harder, and a useful way to avoid it will now be discussed.
Deﬁnition. A set Λ ∈ IRr is an invariant set for the ODE ẋ = ḡ(x) if for
each x0 ∈ Λ, there is a solution x(t), −∞ < t < ∞, that lies entirely in Λ
and satisﬁes x(0) = x0 . The forward limit set or more simply the limit set
for a given initial condition x(0) is the set of limit points ∩t≥0 {x(s), s ≥ t}
of the trajectory with initial condition x(0).
If the trajectory is bounded and ḡ(·) depends only on x, then the limit
set is a compact invariant set [89]. Recall that x(t) does not necessarily
converge to a unique point. For example, for the ODE ü + u = 0 where u
is real valued, the limit set is a circle.
Limit sets and the invariant set theorem. The Liapunov function
method for proving stability and exhibiting the limit points works best
when k(x) = 0 only at isolated points. When this is not the case, the
following result, known as LaSalle’s Invariance Theorem (see [156]), which
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improves on the assertions available directly from the Liapunov function
analysis, often helps to characterize the limit set. In the next section, it will
be seen that the set of possible limit points can be reduced even further.
Theorem 2.3. For a given λ > 0, assume the conditions on the Liapunov
function preceding (2.5) in the set Qλ , and let V (x(0)) ≤ λ. Then, as
t → ∞, x(t) converges to the largest invariant set contained in the set
{x : k(x) = 0, V (x) ≤ V (x(0))}.
Thus, in accordance with LaSalle’s Invariance Theorem, we need to look
for the largest bounded set B on which k(x) = 0 such that for each x ∈ B,
there is an entire trajectory on the doubly inﬁnite time interval (−∞, ∞)
that lies all in B and goes through x. To apply this result to the example
(2.6), note that there is no bounded trajectory of the ODE that satisﬁes
x2 (t) = 0 for all t ∈ (−∞, ∞), unless x(t) ≡ 0.
Suppose that there is a continuously diﬀerentiable real-valued function
f (·), bounded below with f (x) → ∞ as |x| → ∞ and such that ẋ = ḡ(x) =
−fx (x). Then we can say more about the limit sets; namely, that set of
stationary points {x : ḡ(x) = 0} is a collection of disjoint compact sets and
the limit trajectory must be contained in one of these sets. For the proof,
use f (·) as a Liapunov function so that k(x) = −|fx (x)|2 .

4.3 Projected ODE
In applications to stochastic approximation, it is often the case that the
iterates are constrained to lie in some compact set H in the sense that if
an iterate ever leaves H, it is immediately returned to the closest (or some
other convenient) point in H. A common procedure simply truncates, as
noted in the examples in Chapters 1 to 3. In other applications, there
are physical constraints that the parameter θn must satisfy. Owing to the
pervasive practical use of constraints, much of the development in this book
will concern algorithms in which the state is constrained to a compact set in
some way. The simplest constraint is just a truncation or projection of each
component separately. This is condition (A3.1). Condition (A3.2) deﬁnes
a more general constraint set, and (A3.3) deﬁnes a constraint set that is a
submanifold of IRr .
(A3.1) H is a hyperrectangle. In other words, there are real numbers
ai < bi , i = 1, . . . , r, such that H = {x : ai ≤ xi ≤ bi }.
For x ∈ H satisfying (A3.1), deﬁne the set C(x) as follows. For x ∈ H 0 ,
the interior of H, C(x) contains only the zero element; for x ∈ ∂H, the
boundary of H, let C(x) be the inﬁnite convex cone generated by the outer
normals at x of the faces on which x lies.
Then the projected ODE (or ODE whose dynamics are projected onto
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H) is deﬁned to be
z(t) ∈ −C(x(t)),

ẋ = ḡ(x) + z,

(3.1)

where z(·) is the projection or constraint term, the minimum force needed
to keep x(·) in H. Let us examine (3.1) more closely. If x(t) is in H 0 on some
time interval, then z(·) is zero on that interval. If x(t) is on the interior
of a face of H (i.e., xi (t) equals either ai or bi for a unique i) and ḡ(x(t))
points “out” of H, then z(·) points inward, orthogonal to the face. If x(t)
is on an edge or corner of H, with ḡ(x(t)) pointing “out” of H, then z(t)
points inward and takes values in the convex cone generated by the inward
normals on the faces impinging on the edge or corner; that is, z(t) takes
values in −C(x(t)) in all cases. In general, z(t) is the smallest value needed
to keep x(·) from leaving H. For example, let xi (t) = bi , with ḡi (x(t)) > 0.
Then, zi (t) = −ḡi (x(t)).
The function z(·) is not unique in that it is deﬁned only for almost all t.
Apart from this it is determined by H and ḡ(·). If ẋ = ḡ(x) has a unique
solution for each x(0), then so does (3.1).
Figure 3.1 illustrates the unconstrained and constrained ﬂow lines. In
applications, the actual constraint is often ﬂexible, and one tries to use
constraints that do not introduce unwanted limit points.

7




ẋ = ḡ(x)














ẋ = ḡ(x) + z

H



Figure 3.1. Constrained and unconstrained ﬂow lines.

More general constraint sets. In the preceding discussion, we let the
constraint set H be a hyperrectangle in order to simplify the discussion that
introduced the projected ODE. In applications, one might have additional
hard constraints on the state. The following two cases will be of particular
importance, the ﬁrst being motivated by nonlinear programming and is an
extension of (A3.1).
(A3.2) Let qi (·), i = 1, · · · , p, be continuously diﬀerentiable real-valued
functions on IRr , with gradients qi,x (·). Without loss of generality, let
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qi,x (x) = 0 if qi (x) = 0. Deﬁne H = {x : qi (x) ≤ 0, i = 1, · · · , p}. Then H
is connected, compact and nonempty.
A constraint qi (·) is said to be active at x if qi (x) = 0. Deﬁne A(x), the
set of (indices of the) active constraints at x, by A(x) = {i : qi (x) = 0}.
Deﬁne C(x) to be the convex cone generated by the set of outward normals
{y : y = qi,x (x), i ∈ A(x)}. Suppose that for each x with nonempty A(x),
the set {qi,x (x), i ∈ A(x)} is linearly independent. If there are no active
constraints at x, then C(x) contains only the zero element.
(A3.3) H is an IRr−1 dimensional connected compact surface with a continuously diﬀerentiable outer normal. In this case, deﬁne C(x), x ∈ H, to
be the linear span of the outer normal at x.
If one cares to deﬁne the associated stochastic approximation algorithm,
any of the usual types of constraints used in the theory of nonlinear programming can be handled, including (A3.2) applied to the manifold in
(A3.3).
Note. If under (A3.2), there is only one active constraint (indexed by i) at
t, and ḡ(x(t)) points out of H, then the right-hand side of (3.1) is just the
projection of ḡ(x(t)) onto the tangent plane to the surface at x(t). That is,
onto the plane which is orthogonal to the gradient qi,x (x(t)) at x(t). Let
ḡ(x) = −fx (x), for a continuously diﬀerentiable real-valued f (·). Then the
constraints in (A3.1) or (A3.2) can give rise to spurious stationary points
on the boundary, but this is the only type of singular point which can
be introduced by the constraint. The function f (·) can still be used as a
Liapunov function, since the derivative along the trajectory at a point x is
fx (x)[−fx (x) + z] ≤ 0.
Note on the invariant set for the projected ODE. The result on
invariant sets, Theorem 2.3, holds for the constrained process (3.1), but
is less useful because the entire set H might be an invariant set if H is
bounded. For this reason, when we work with the constrained algorithm,
we simply use the limit points of (3.1) rather than the largest bounded
invariant set. When H is compact, let LH denote the set of limit points of
(3.1), over all initial conditions in H:

LH = lim
{x(s), s ≥ t : x(0) = x} .
t→∞

x∈H

Let SH denote the set of points in H where ḡ(x)+z = 0 for some z ∈ −C(x).
These are called the stationary points. Interior to H, the stationarity condition is just ḡ(x) = 0.
Upper semicontinuity of C(x). An “inﬁnitesimal” change in x cannot increase the number of active constraints. Thus, loosely speaking, this
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property can be stated as limy→x C(y) ⊂ C(x). More precisely, let Nδ (x)
be a δ-neighborhood of x. Then
⎡
⎤


co ⎣
C(y)⎦ = C(x),
(3.2)
y∈Nδ (x)

δ>0

where co(A) denotes the closed convex hull of the set A. A set-valued
function C(·) satisfying (3.2) is said to be upper semi-continuous.
In the analysis of the stochastic approximation algorithms, (3.1) appears
in the integral form:
*

t+τ

ḡ(x(s))ds + Z(t + τ ) − Z(t),

x(t + τ ) = x(t) +
t

(3.3)

x(t) ∈ H, for all t, Z(0) = 0,
where x(·) is Lipschitz continuous and the following conditions hold: For
τ > 0,
Z(t + τ ) − Z(t) = 0 if x(s) ∈ H 0 for almost all s ∈ [t, t + τ ],
⎡

⎤



Z(t + τ ) − Z(t) ∈ −co ⎣

(3.4)

C(x(s))⎦ .

(3.5)

t≤s≤t+τ

The following theorem relating the forms (3.3) and (3.1) will be needed.
Theorem 3.1. Assume one of the constraint set conditions (A3.1), (A3.2),
or (A3.3). Let ḡ(·) be bounded on H and let (3.3)–(3.5) hold, where x(·)
is Lipschitz continuous. Then Z(·) is absolutely continuous. There is a
measurable function z(·) such that z(t) ∈ −C(x(t)) for almost all t and
*
Z(t + τ ) − Z(t) =

t+τ

z(s)ds.

(3.6)

t

Diﬀerential inclusions. Recall the examples (1.3.6), (1.3.8), or the example of the ﬁgure of the proportional-fair sharing example in Chapter 3.
In such cases, the ODE is replaced by a diﬀerential inclusion
ẋ ∈ G(x),

(3.7)

where the set G(x) is convex for each x and it is upper semicontinuous in x.
One might also have the constrained form ẋ ∈ G(x) + z. There are obvious
analogs of the stability theorems to such models: see, for example, Section
5.4.
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4.4 Cooperative Systems and Chain Recurrence
4.4.1

Cooperative Systems

Deﬁnitions. For vectors x, y ∈ IRr , we write x ≥ y (resp., x > y) if xi ≥ yi
for all i (resp., xi ≥ yi for all i and, in addition x = y). If xi > yi for all
i, then we write x  y. Let H, K be subsets of IRr . Then write H ≥ K
(resp., H  K) if x ≥ y (resp., x  y) for all x ∈ H, y ∈ K. Consider a
dynamical system in IRr : ẋ = ḡ(x) where ḡ(·) is continuous. Where helpful
for clarity, we might write x(t|y) for the solution when the initial condition
is y.
The function ḡ(·) is said to satisfy the Kamke condition [223] if for any
x, y, and i, satisfying x ≤ y and xi = yi , we have ḡi (x) ≤ ḡi (y). Such systems are called cooperative. The mean ODEs for many stochastic approximation problems arising as models where there is some form of competition
among participants lead to cooperative systems. The proof of convergence
for such cases depends on a monotonicity property of the solution to the
ODE. The importance of this concept was introduced in [98] and further
discussion and applications are in [11, 12].
The Kamke condition implies the following monotonicity result. Its proof
in [223, Proposition 1.1] assumes continuous diﬀerentiability of ḡ(·). But, it
used only the Kamke condition, uniqueness of solutions, and the continuous
dependence of the path on perturbations in the sense that x(t|y + δy)
converges to x(t|y) on any bounded t-interval as δy → 0.
Example. The Kamke condition is satisﬁed by the ODEs arising in the
proportional-fair sharing example of Chapter 3. This example is concerned
with the problem of allocating channel resources in mobile communications when the channel quality for each user varies randomly with time.
The monotonicity property plays an important role in the analysis of the
algorithm. The condition holds simply because if the throughputs for users
j = i are larger, then user i is more likely to get the current resource; see
Sections 3.6 and 9.5 and [146] for more detail.
Theorem 4.1. [223, Proposition 1.1] Let ḡ(·) be continuous and satisfy the
Kamke condition. Let the solution to the ODE be unique for each initial
condition, and continuous with respect to perturbations, as deﬁned above.
If x(0) ≤ y(0) (resp., <, ), then x(t|x(0)) ≤ x(t|y(0)) (resp., <, ).

4.4.2

Chain Recurrence

In Chapters 5 and 6, it will be shown that the stochastic approximation
processes θn and θn (·) converge with probability one to an invariant or
limit set of the mean ODE. In the absence of other information, we may
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have to assume that the invariant set is the largest one. But, sometimes the
largest invariant or limit sets contain points to which convergence clearly
cannot occur. Consider the following example.
Example. Let x be real valued, with ẋ = ḡ(x), where ḡ(x) = x(1−x), H =
[0, 1]. Then the entire interval [0, 1] is an invariant set for the ODE. It is
clear that if any arbitrarily small neighborhood of x = 1 is entered inﬁnitely
often with probability µ > 0, then (with probability one, relative to that
set), the only limit point is x = 1. Furthermore, if each small neighborhood
of x = 0 is exited inﬁnitely often with probability µ > 0, then it is obvious
that the limit point will be x = 1 (with probability one, relative to that set).
One does not need a sophisticated analysis to characterize the limit in such
a case, and an analogous simple analysis can often be done in applications.
But the idea of chain recurrence as introduced by Benaı̈m [9] can simplify
the analysis in general, since it can be shown that the convergence must be
to the subset of the invariant set that is chain recurrent, as deﬁned below.
In this example, the only chain recurrent points are {0, 1}.
Deﬁnition: Chain recurrence. Let x(t|y) denote the solution to either
the ODE ẋ = ḡ(x) or the constrained ODE ẋ = ḡ(x) + z, z ∈ −C(x), at
time t given that the initial condition is y. A point x is said to be chain
recurrent [9, 10, 89] if for each δ > 0 and T > 0 there is an integer k and
points ui , Ti , 0 ≤ i ≤ k, with Ti ≥ T , such that
|x − u0 | ≤ δ, |y1 − u1 | ≤ δ, . . . , |yk − uk | ≤ δ, |yk+1 − x| ≤ δ,

(4.1)

where yi = x(Ti−1 |ui−1 ) for i = 1, . . . , k + 1. We also say that two points x
and x̄ are chain connected if, with the above terminology,
|x − u0 | ≤ δ, |y1 − u1 | ≤ δ, . . . , |yk − uk | ≤ δ, |yk+1 − x̄| ≤ δ

(4.2)

and with a similar perturbed path taking x̄ to x. Not all points in the limit
or invariant set are chain recurrent. See Figure 4.1 for an illustration of
chain connectedness.
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yi = x(Ti−1 |ui−1 )
Radius = δ
x̄ r
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Figure 4.1. An example of chain connectedness.
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Example. Figure 4.2 illustrates an example of chain recurrence. The ﬂow
lines are drawn. We suppose that ḡ(·) is Lipschitz continuous and ḡ(x) = 0
at the points {a, b, c, d, e}. Hence these points are stationary. Suppose that
the point e is attracting for points interior to the rectangle. The square
with corners {a, b, c, d} is an invariant set. But the only chain recurrent
points (in some neighborhood of the box) are {e} and the lines connecting
{a, b, c, d}. The limit points for the ODE (with initial conditions in some
neighborhood of the box) are only {a, b, c, d, e}.

a q?
6

b q?

e

d q
6

c q?

6

Figure 4.2. An example of chain recurrence vs. invariance.

4.5 Stochastic Stability and Perturbed
Stochastic Liapunov Functions
The following theorem is a direct application of the martingale inequalities
and the martingale convergence theorem of Section 1, and it is a natural
analog of the Liapunov function theorem for ODEs. It is one of the original
theorems in stochastic stability theory, ﬁrst proved in [43, 109, 121, 122].
The basic idea will be adapted in various ways to prove convergence or to
get bounds on the trajectories of the stochastic approximation sequences.
Theorem 5.1. Let {Xn } be a Markov chain on IRr . Let V (·) be a realvalued and non-negative function on IRr and for a given λ > 0, deﬁne the
set Qλ = {x : V (x) ≤ λ}. Suppose that for all x ∈ Qλ
E [V (Xn+1 )|Xn = x] − V (x) ≤ −k(x)

(5.1)

for all n, where k(x) ≥ 0 and is continuous on Qλ . Then, with probability
one, for each integer ν,
,
#
V (Xν )
.
(5.2)
P
sup V (Xm ) ≥ λ#Xν I{Xν ∈Qλ } ≤
λ
ν≤m<∞

4.5 Stochastic Stability
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Equivalently, if Xν ∈ Qλ , then the path on [ν, ∞) stays in Qλ with a probability at least 1 − V (Xν )/λ. Let Ωλ denote the set of paths that stay in Qλ
from some time ν on. Then for almost all ω ∈ Ωλ , V (Xm ) converges and
Xm → {x : k(x) = 0}. That is, for each ω ∈ Ωλ − N where N is a null set,
the path converges to a subset of {x : k(x) = 0}, which is consistent with
V (x) =constant.
Outline of proof. (See [3, 109, 122] for more detail.) The argument is a
stochastic analog of what was done in the deterministic case. For notational
simplicity, we suppose that ν = 0 and X0 = x ∈ Qλ . Deﬁne τQλ = min{n :
Xn ∈ Qλ } (or inﬁnity, if Xn ∈ Qλ for all n). Since we have not assumed
that k(x) is non-negative for x ∈ Qλ , it is convenient to work with the
stopped process Xn deﬁned by Xn = Xn for n < τQλ , and Xn = XτQλ for
n ≥ τQλ . Thus, from time τQλ on, the value is ﬁxed at XτQλ , which is the
value attained on ﬁrst leaving Qλ . Deﬁne k(x) to equal k(x) in Qλ and to
equal zero for x ∈ Qλ . Now,

# 
E V (Xn+1 )#Xn − V (Xn ) ≤ −k(Xn ) for all n.
(5.3)
Thus, {V (Xn )} is a non-negative supermartingale and (5.2) is implied by
(1.6). By the supermartingale convergence theorem, {V (Xn )} converges to
some random variable V ≥ 0. Iterating (5.3) and using the non-negativity
of V (·), for all x we have
V (x) ≥ V (x) − Ex V (Xn ) ≥ Ex

n−1


k(Xm ),

(5.4)

m=0

where Ex denotes the expectation given that X0 = x. In view of (5.3),
∞
Ex m=0 k(Xm ) < ∞. Thus, by the Borel–Cantelli Lemma, with probability one for any  > 0, Xn can spend only a ﬁnite amount of time more than
a distance of  from {x : k(x) = 0}. 2
Sometimes the right side of (5.1) is replaced by −k(x) + “small term,”
and the “small term” can be used to guide the construction of a “perturbed”
Liapunov function for which the conditional diﬀerence is nonpositive. The
proof of Theorem 5.1 yields the following result.
Theorem 5.2. Let {Xn } be a Markov chain and V (·) a real-valued and
non-negative function on IRr . Let {Fn } be a sequence of σ-algebras, which
is nondecreasing and where Fn measures at least {Xi , i ≤ n}. Let δVn be
Fn -measurable random variables such that δVn → 0 with probability one
and E|δVn | < ∞ for each n. Deﬁne Vn (x) = V (x) + δVn . Suppose that
E [Vn+1 (Xn+1 ) − Vn (Xn )|Fn ] ≤ −k(Xn ) ≤ 0,
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where k(·) is continuous and positive for x = 0. Then Xn → 0 with probability one.
The following extension of Theorem 5.2 will be useful in the stochastic
approximation problem. In the theorem, {Xn } is an IRr -valued stochastic process, not necessarily a Markov process. Let {Fn } be a sequence of
nondecreasing σ-algebras, with Fn measuring at least {Xi , i ≤ n}, and let
En denote the expectation conditioned on Fn . If Xn = θn , then the form
(5.5) arises from the truncated Taylor expansion of E[V (θn+1 )|θ0 , Yi , i <
n] − V (θn ) in stochastic approximation problems.
Theorem 5.3. Let V (·) be a non-negative real-valued continuous function
on IRr that is positive for x ≥ 0, V (0) = 0, and with the property that for
each  > 0 there is a δ > 0 such that V (x) ≥ δ for |x| ≥ . Suppose that
EV (X0 ) < ∞ and δ does not decrease as  increases. Let there be random
variables Yn and a non-negative function k(·) such that for each  > 0 there
is a δ > 0 satisfying k(x) ≥ δ for |x| ≥ . Let there be a K1 < ∞ such that
En V (Xn+1 ) − V (Xn ) ≤ −n k(Xn ) + K1 2n En |Yn |2 ,

(5.5)

-measurable random variables tending to zero
where n are positive Fn
with probability one and
n n = ∞ with probability one. Suppose that
Ek(Xn ) < ∞ if EV (Xn ) < ∞ and that there are K2 < ∞ and K < ∞
such that
En |Yn |2 ≤ K2 k(Xn ), when |Xn | ≥ K.
(5.6)
Let
E

∞


2i |Yi |2 I{|Xi |≤K} < ∞.

(5.7)

i=0

Then Xn → 0 with probability one.
Proof. The hypotheses imply that EV (Xn ) < ∞ for all n; we leave the
proof of this fact to the reader. Since n → 0 with probability one, 2n
n
for large n. Now, since EV (Xn ) < ∞ for all n, by shifting the time origin we
can suppose without loss of generality that 2n
n for all n. In particular,
we suppose that K1 K2 2n < n /2. Deﬁne
δVn = K1 En

∞


2i |Yi |2 I{|Xi |≤K} ,

i=n

and the perturbed Liapunov function Vn (Xn ) = V (Xn ) + δVn . Note that
Vn (Xn ) ≥ 0 and
En δVn+1 − δVn = −K1 2n En |Yn |2 I{|Xn |≤K} .
This, together with (5.5) and (5.6), yields
En Vn+1 (Xn+1 ) − Vn (Xn ) ≤ −n k(Xn )/2,

(5.8)
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which implies that {Vn (Xn )} is an Fn -supermartingale sequence. By the supermartingale convergence theorem, there is a V ≥ 0 such that Vn (Xn ) →
V with probability one. Since (5.7) implies that δVn → 0 with probability
one, V (Xn ) → V with probability one.
For integers N and m, (5.8) yields
EN VN +m (XN +m ) − VN (XN ) ≤ −

N +m−1


EN i k(Xi )/2.

(5.9)

i=N

As m → ∞, the left side of (5.9) is bounded below by −VN (XN ). Suppose
that V > 0 with positive probability. Then, by the properties of V (·), XN
is asymptotically outside of some small neighborhood
of the origin, with

a positive probability. This and the fact that
i = ∞ with probability
one and the properties of k(·) imply that the sum on the right side of (5.9)
goes to inﬁnity with a positive probability, leading to a contradiction. Thus
V = 0 with probability one. 2
These theorems are concerned with convergence with probability one.
The Liapunov function method is often used simply to prove recurrence.
With the recurrence given, other methods might be used to prove convergence. Then the following special case of Theorem 5.3 is useful.
Theorem 5.4. Let Xn , Fn , and n be as in Theorem 5.3. Let V (x) ≥ 0
and suppose that there are δ > 0 and compact A ⊂ IRr such that for all
large n,
En V (Xn+1 ) − V (Xn ) ≤ −n δ < 0, for x ∈ A.
Then the set A is recurrent for {Xn } in that Xn ∈ A for inﬁnitely many n
with probability one.

5
Convergence with Probability One:
Martingale Diﬀerence Noise

5.0 Outline of Chapter
Much of the classical work in stochastic approximation dealt with the situation where the “noise” in the observation Yn is a martingale diﬀerence.
That is, there is a function gn (·) of θ such that E [Yn |Yi , i < n, θ0 ] = gn (θn )
[27, 65, 70, 72, 83, 110, 120, 182, 207, 215, 237, 250]. Then we can write
Yn = gn (θn )+δMn , where δMn is a martingale diﬀerence. This “martingale
diﬀerence noise” model is still of considerable importance. It arises, for example, where Yn has the form Yn = Fn (θn , ψn ), and where ψn are mutually
independent. The convergence theory is relatively easy in this case, because
the noise terms can be dealt with by well-known and relatively simple probability inequalities for martingale sequences. This chapter is devoted to this
martingale diﬀerence noise case. Nevertheless, the ODE, compactness, and
stability techniques to be introduced are of basic importance for stochastic
approximation, and will be used in subsequent chapters.
A number of deﬁnitions that will be used throughout the book are introduced in Section 1. In particular, the general “ODE” techniques used in the
rest of the book are based on the analysis of continuous-time interpolations
of the stochastic approximation sequence. These interpolations are deﬁned
in Section 1. The general development in the book follows intuitively reasonable paths but cannot be readily understood unless the deﬁnitions of
the interpolated processes are understood.
Section 2 gives a fundamental convergence theorem and shows how the
stochastic approximation sequence is related to a “mean” ODE that char-
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acterizes the asymptotic behavior. The Arzelà–Ascoli theorem is crucial
to getting the ODE since it guarantees that there will always be convergent subsequences of the set of interpolated processes. The limits of any of
these subsequences will satisfy the “mean” ODE. The ﬁrst theorem (Theorem 2.1) uses a simple constraint set to get a relatively simple proof and
allows us to concentrate on the essential structure of the “ODE method”type proofs. This constraint set is generalized in Theorem 2.3, where a
method for characterizing the reﬂection terms is developed, which will be
used throughout the book. All the results carry over to the case where the
constraint set is a smooth manifold of any ﬁnite dimension.
The conditions used for the theorems in Section 2, for example, square
summability of the step sizes n , are more or less classical. The square
summability, together with the martingale noise property and a stability
argument, can be used to get a simpler proof if the algorithm is unconstrained. However, the type of proof given readily generalizes to one under
much weaker conditions. The set to which the iterates converge is a limit or
invariant set for the mean ODE. These limit or invariant sets might be too
large in that the convergence can only be to a subset. Theorem 2.5 shows
that the only points in the limit or invariant set that we need to consider
are the “chain recurrent” points.
The conditions are weakened in Subsection 3.1, which presents the “ﬁnal
form” of the martingale diﬀerence noise case in terms of conditions that
require the “asymptotic rates of change” of certain random sequences to
be zero with probability one. These conditions are satisﬁed by the classical
case of Section 2. They are phrased somewhat abstractly but are shown to
hold under rather weak and easily veriﬁable conditions in Subsection 3.2.
Indeed, these “rate of change” conditions seem to be nearly minimal for
convergence, and they hold even for “very slowly” decreasing step sizes.
The conditions have been proved to be necessary in certain cases. The
techniques of this chapter owe much to the ideas in [135].
Stability and combined stability-ODE methods for getting convergence,
when there are no a priori bounds on the iterates, are in Section 4. A
stochastic Liapunov function method is used to prove recurrence of the
iterates, and then the ODE method takes over in the ﬁnal stage of the proof.
This gives a more general result than one might obtain with a stability
method alone and is more easily generalizable. Section 5 concerns “soft”
constraints, where bounds on functionals of the iterate are introduced into
the algorithm via a penalty function. The results in Section 6 on the random
directions Kiefer–Wolfowitz method and on the minimization of convex
functions are suggestive of additional applications. In order to illustrate
the use of the theorems, in Section 7 we give the proof of convergence for
the “lizard learning” problem of Section 2.1 and the pattern classiﬁcation
problem of Section 1.1.
When using stochastic approximation for function minimization, where
the function has more than one local minimum, one would like to assure
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at least that convergence to other types of stationary points (such as local
maxima or saddles) is impossible. One expects that the noise in the algorithm will destabilize the algorithm around these “undesirable” points.
Such issues are discussed in Section 8.

5.1 Truncated Algorithms: Introduction
To develop the basic concepts behind the convergence theory in a reasonably intuitive way, we will ﬁrst work with a relatively simple form and then
systematically generalize it.
An important issue in applications of stochastic approximation concerns
the procedure to follow if the iterates become too large. Practical algorithms tend to deal with this problem via appropriate adjustments to the
basic algorithm, but these are often ignored in the mathematical developments, which tend to allow unbounded iterate sequences and put various
“stability” conditions on the problem. However, even if these stability conditions do hold in practice, samples of the iterate sequence might get large
enough to cause concern. The appropriate procedures to follow when the
parameter value becomes large depends on the particular problem and the
form of the algorithm that has been chosen, and it is unfortunate that there
are no perfectly general rules to which one can appeal. Nevertheless, the
useful parameter values in properly parameterized practical problems are
usually conﬁned by constraints of physics or economics to some compact
set. This might be given by a hard physical constraint requiring that, say,
a dosage be less than a certain number of milligrams or a temperature set
point in a computer simulation of a chemical process be less than 200◦ C.
In fact, there are implicit bounds in most problems. If θn is the set point
temperature in a chemical processor and it reaches the temperature at the
interior of the sun, or if the cost of setting the parameter at θn reaches
the U.S. gross national product, then something is very likely wrong with
either the model or algorithm or with both. The models used in simulations
are often inaccurate representations of physical reality at excessive values
of the parameter (or of the noise), and so a mathematical development
that does not carefully account for the changes in the model as the parameter (and the noise) values go to inﬁnity might well be assuming much
more than is justiﬁed. The possibility of excessive values of θn is a problem
unique to computer simulations, because any algorithm used on a physical
process would be carefully controlled.
Excessively large values of θn might simply be a consequence of poor
choices for the algorithmic structure. For example, instability can be caused
by values of n that are too large or values of ﬁnite diﬀerence intervals that
are too small. The path must be checked for undesirable behavior, whether
or not there are hard constraints. If the algorithm appears to be unstable,
then one could reduce the step size and restart at an appropriate point or
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even reduce the size of the constraint set. The path behavior might suggest
a better algorithm or a better way of estimating derivatives. Conversely, if
the path moves too slowly, we might wish to increase the step sizes. If the
problem is based on a simulation, one might need to use a cruder model,
with perhaps fewer parameters and a more restricted constraint set, to get
a rough estimate of the location of the important values of the parameters.
Even hard constraints are often somewhat “ﬂexible,” in that they might
be intended as rough guides of the bounds, so that if the iterate sequence
“hugs” a bounding surface, one might try to slowly increase the bounds, or
perhaps to test the behavior via another simulation. In practice, there is
generally an upper bound, beyond which the user will not allow the iterate
sequence to go. At this point, either the iterate will be truncated in some
way by the rules of the algorithm or there will be external intervention.
Much of the book is concerned with projected or truncated algorithms,
where the iterate θn is conﬁned to some bounded set, because this is a common practice in applications. Allowing unboundedness can lead to needless
mathematical complications because some sort of stability must be shown
or otherwise assumed, with perhaps artiﬁcial assumptions introduced on
the behavior at large parameter values, and it generally adds little to the
understanding of practical algorithms.
Many practical variations of the constraints can be used if the user believes they will speed up convergence. For example, if the iterate leaves the
constraint set, then the projection need not be done immediately. One can
wait several iterates. Also, larger step sizes can be used near the boundary, if desired. When the iterate is not constrained to a compact set, the
stability and stability-ODE methods of Section 5 can be used.
Throughout the book, the step size sequence will either be a constant or
will satisfy the fundamental condition
∞


n = ∞, n ≥ 0, n → 0, for n ≥ 0;

n = 0, for n < 0.

(1.1)

n=0

When random n are used, it will always be supposed that (1.1) holds with
probability one. Let Yn = (Yn,1 , . . . , Yn,r ) denote the IRr -valued “observation” at time n, with the real-valued components Yn,i .
Many of the proofs in this and in the next chapter are based on the
ideas in [135]. To facilitate understanding of these ideas, in Section 2 we
start with conditions that are stronger than needed, and weaken them
subsequently. The basic interpolations and time scalings will also be used
in the subsequent chapters. In Theorem 2.1, we let the ith component of
the state θn be conﬁned to the interval [ai , bi ], where −∞ < ai < bi < ∞.
Then the algorithm is
θn+1,i = Π[ai ,bi ] [θn,i + n Yn,i ] ,

i = 1, . . . , r.

(1.2)
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We will write this in vector notation as
θn+1 = ΠH [θn + n Yn ] ,

(1.3)

where ΠH is the projection onto the constraint set H = {θ : ai ≤ θi ≤ bi }.
Deﬁne the projection or “correction” term Zn by writing (1.3) as
θn+1 = θn + n Yn + n Zn .

(1.4)

Thus n Zn = θn+1 − θn − n Yn ; it is the vector of shortest Euclidean length
needed to take θn + n Yn back to the constraint set H if it is not in H.
To get a geometric feeling for the Zn terms, refer to Figures 1.1 and
1.2. In situations such as Figure 1.1, where only one component is being
truncated, Zn points inward and is orthogonal to the boundary at θn+1 .
If more than one component needs to be truncated, as in Figure 1.2, Zn
again points inward but toward the corner, and it is proportional to a
convex combination of the inward normals at the faces that border on that
corner. In both cases, Zn ∈ −C(θn+1 ), where the cone C(θ) determined by
the outer normals to the active constraint at θ was deﬁned in Section 4.3.

  Z
n Yn 7
 ?n n


 θn

Figure 1.1. A projection with one violated constraint.

3

n Zn



n Yn 



θn

Figure 1.2. A projection with two violated constraints.
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Martingale diﬀerence noise. In this chapter we will suppose that there
are measurable functions gn (·) of θ and random variables βn such that Yn
can be decomposed as
Yn = gn (θn ) + δMn + βn ,

δMn = Yn − E [Yn |θ0 , Yi , i < n] .

(1.5)

The sequence {βn } will be “asymptotically negligible” in a sense to be
deﬁned. The sequence {δMn } is a martingale diﬀerence (with respect to
the sequence of σ-algebras Fn generated by {θ0 , Yi , i < n}). The martingale diﬀerence assumption was used in the earliest work in stochastic approximation [27, 59, 65, 67, 70, 110, 182, 207]. Our proofs exploit
the powerful ideas of the ODE methods stemming from the work of
Ljung [164, 165] and Kushner [127, 135, 142]. In many of the applications
of the Robbins–Monro or Kiefer–Wolfowitz algorithms, Yn has the form
Yn = Fn (θn , ψn ) + βn where {ψn } is a sequence of mutually independent
random variables, {Fn (·)} is a sequence of measurable functions, βn → 0
and E[Fn (θn , ψn )|θn = θ] = gn (θ). For the Kiefer–Wolfowitz algorithm (see
(1.2.1)–(1.2.4)), βn represents the ﬁnite diﬀerence bias. The function gn (·)
might or might not depend on n. In the classical works on stochastic approximation, there was no n-dependence. The n-dependence occurs when
the successive iterations are on diﬀerent components of θ, the experimental
procedure varies with n, or variance reduction methods are used, and so
on. In the introductory result (Theorem 2.1), it will be supposed that gn (·)
is independent of n to simplify the development.
Deﬁnitions: Interpolated time scale and processes. The deﬁnitions
and interpolations introduced in this section will be used heavily throughout the book. They are basic to the ODE method, and facilitate the eﬀective
exploitation of the time scale diﬀerences between the iterate process and
the driving noise process. The ODE method uses a continuous-time interpolation of the {θn } sequence. A natural time scale for the interpolation is
n−1
deﬁned in terms of the step-size sequence. Deﬁne t0 = 0 and tn = i=0 i .
For t ≥ 0, let m(t) denote the unique value of n such that tn ≤ t < tn+1 .
For t < 0, set m(t) = 0. Deﬁne the continuous-time interpolation θ0 (·) on
(−∞, ∞) by θ0 (t) = θ0 for t ≤ 0, and for t ≥ 0,
θ0 (t) = θn ,

for tn ≤ t < tn+1 .

(1.6)

For later use, deﬁne the sequence of shifted processes θn (·) by
θn (t) = θ0 (tn + t),

t ∈ (−∞, ∞).

(1.7)

Figures 1.3 and 1.4 illustrate the functions m(·), m(tn + ·), and interpolations θ0 (·), and θn (·).
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Figure 1.3a. The function m(·).
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Figure 1.3b. The function m(tn + t).
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Figure 1.4b. The function θn (·).
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Let Zi = 0 and Yi = 0 for i < 0. Deﬁne Z 0 (t) = 0 for t ≤ 0 and


m(t)−1

Z 0 (t) =

i Zi ,

t ≥ 0.

i=0

Deﬁne Z n (·) by
Z n (t) = Z 0 (tn + t) − Z 0 (tn ) =
n−1


Z (t) = −
n

m(tn +t)−1



i Zi ,

t ≥ 0,

i=n

i Zi ,

(1.8)

t < 0.

i=m(tn +t)

Deﬁne Y n (·), M n (·), and B n (·) analogously to Z n (·) but using Yi , δMi ,
and βi , resp., in lieu of Zi . By the deﬁnitions (recall that m(tn ) = n)
m(tn +t)−1

θn (t) = θn +



i [Yi + Zi ] = θn + Y n (t) + Z n (t),

t ≥ 0, (1.9a)

i [Yi + Zi ] = θn + Y n (t) + Z n (t),

t < 0. (1.9b)

i=n

θn (t) = θn −

n−1

i=m(tn +t)

Note on (1.9). For simplicity, we always write the algorithm as (1.9a),
whether t is positive or negative, with the understanding that it is to be
interpreted as (1.9b) if t < 0.
All the above interpolation formulas will be used heavily in the sequel.
Note that the time origin of the “shifted” processes θn (·) and Z n (·) is time
tn for the original processes, the interpolated time at the nth iteration.
The step sizes n used in the interpolation are natural intervals for the
continuous-time interpolation. Their use allows us to exploit the time scale
diﬀerences between the mean and the noise terms under quite general conditions. We are concerned with the behavior of the tail of the sequence
{θn }. Since this is equivalent to the behavior of θn (·) over any ﬁnite interval for large n, a very eﬀective method (introduced in [135]) of dealing
with the tails works with these shifted processes θn (·).
Note on piecewise linear vs. piecewise constant interpolations.
The basic stochastic approximation (1.3) is deﬁned as a discrete-time
process. We have deﬁned the continuous-time interpolations θn (·), Z n (·)
to be piecewise constant with interpolation intervals n . We could have deﬁned the interpolations to be piecewise linear in the obvious way by simply
interpolating linearly between the “break” or “jump” points {tn }. Nevertheless, there are some notational advantages to the piecewise constant
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interpolation. In the proofs in this chapter and Chapter 6, it is shown that
for almost all sample paths the set {θn (ω, ·)} is equi- (actually Lipschitz)
continuous in the extended sense (see Theorem 4.2.2). Thus, the set of
piecewise linear interpolations is also equicontinuous.

5.2 The ODE Method: A Basic
Convergence Theorem
5.2.1

Assumptions and the Main Convergence Theorem

One way or another, all methods of analysis need to show that the “tail”
eﬀects of the noise vanish. This “tail” property is essentially due to the
martingale diﬀerence property and the fact that the step sizes n decrease
to zero as n → ∞.
Deﬁnition. Recall the deﬁnitions of stability, asymptotic stability, local
stability, and local asymptotic stability, given in Section 4.2 for the projected ODE
θ̇ = ḡ(θ) + z, z ∈ −C(θ),
(2.1)
where z is the minimum force needed to keep the solution in H. Recall that
LH denotes the set of limit points of (2.1) in H, over all initial conditions.
By invariant set, we always mean a two-sided invariant set; that is, if x ∈ I,
an invariant set in H, then there is a path of the ODE in I on the time
interval (−∞, ∞) that goes through x at time 0. If there is a constraint
set, then the set of limit points might be smaller than the largest two-sided
invariant set.
Let En denote the expectation conditioned on the σ-algebra Fn , generated by {θ0 , Yi , i < n}. When it is needed, the deﬁnition will be changed
to a larger σ-algebra.
Assumptions. The assumptions listed here, which will be used in Theorem
2.1, are more or less classical except for the generality of the possible limit
set for the mean ODE and the use of a constraint set. All the conditions
will be weakened in subsequent theorems. The proof is more complicated
than the “minimal” convergence proof, since the algorithm is not necessarily of the gradient descent form and we do not require that there be
a unique limit point, but allow the algorithm to have a possibly complicated asymptotic behavior. Also, the proof introduces decompositions and
interpolations that will be used in the sequel, as well as the basic idea of
the ODE method for the probability one convergence. Condition (A2.2)
simply sets up the notation, where βn satisﬁes (A2.5). Stronger results are
obtained in Subsection 2.2, where it is shown that the process converges
to the subset of the limit points consisting of “chain recurrent” points, a
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natural set.
(A2.1) supn E|Yn |2 < ∞.
(A2.2) There is a measurable function ḡ(·) of θ and random variables βn
such that
En Yn = E [Yn |θ0 , Yi , i < n] = ḡ(θn ) + βn .
(A2.3) ḡ(·) is continuous.
 2
(A2.4)
i i < ∞.

(A2.5)
i i |βi | < ∞ w.p.1.
If there is a continuously diﬀerentiable real-valued function f (·) such that
ḡ(·) = −fθ (·), then the points in LH are the stationary points, and are to
be called SH . They satisfy the stationarity condition
ḡ(θ) + z = 0,

for some z ∈ −C(θ).

(2.2)

The set SH can be divided into disjoint compact and connected subsets
Si , i = 0, . . . The following condition will sometimes be used.
(A2.6) ḡ(·) = −fθ (·) for continuously diﬀerentiable real-valued f (·) and
f (·) is constant on each Si .
If f (·) and the qi (·) in (A4.3.2) (which deﬁne the constraint set) are twice
continuously diﬀerentiable, then (A2.6) holds.
Comment on equality constraints and smooth manifolds. The
equality constrained problem and the case where the constraint set H
is a smooth manifold in IRr−1 are covered by the results of the book.
A convenient alternative approach that works directly on the manifold
and eﬀectively avoids the reﬂection terms can be seen from the following
comments. The reader can ﬁll in the explicit conditions that are needed.
Suppose that the constraint set H is a smooth manifold. The algorithm
θn+1 = ΠH (θn + n Yn ) can be written as
θn+1 = θn + n γ(θn )Yn + n βn ,
where γ(·) is a smooth function and n γ(θn )Yn is the projection of n Yn
onto the orthogonal complement of the normal to H at the point θn , and
n βn represents the “error.” Under reasonable conditions on the smoothness
and on the sequence {Yn }, the sequences {γ(θn )Yn , βn } will satisfy the
conditions required on the {Yn , βn } in the theorems. The mean ODE will
be θ̇ = γ(θ)ḡ(θ). Similar comments hold when the ODE is replaced by a
diﬀerential inclusion, for the correlated noise case of Chapter 6 and the
various weak convergence cases of Chapters 7 and 8. The results can be
extended to the case where H is the intersection of the IRr−1 -dimensional
manifold deﬁned by (A4.3.3) and a set satisfying (A4.3.2) or (A4.3.1).
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Theorem 2.1. Let (1.1), (1.2), and (A2.1)–(A2.5) hold for algorithm (1.3).
Then there is a set N of probability zero such that for ω ∈ N, the set of
functions {θn (ω, ·), Z n (ω, ·), n < ∞} is equicontinuous. Let (θ(ω, ·), Z(ω, ·))
denote the limit of some convergent subsequence. Then this pair satisﬁes the
projected ODE (2.1), and {θn (ω)} converges to some limit set of the ODE
in H.1 If the constraint set is dropped, but {θn } is bounded with probability
one, then for almost all ω, the limits θ(ω, ·) of convergent subsequences of
{θn (ω, ·)} are trajectories of
θ̇ = ḡ(θ)

(2.3)

in some bounded invariant set and {θn (ω)} converges to this invariant set.
Let pn be integer-valued functions of ω, not necessarily being stopping times
or even measurable, but that go to inﬁnity with probability one. Then the
conclusions concerning the limits of {θn (·)} hold with pn replacing n. If
A ⊂ H is locally asymptotically stable in the sense of Liapunov for (2.1)
and θn is in some compact set in the domain of attraction of A inﬁnitely
often with probability ≥ ρ, then θn → A with at least probability ρ. Suppose
that (A2.6) holds. Then, for almost all ω, {θn (ω)} converges to a unique
Si .
Remark. In many applications where −ḡ(·) is a gradient and the truncation bounds are large enough, there is only one stationary point of (2.1),
and that is globally asymptotically stable. Then {θn } converges w.p.1 to
that point. For simplicity, we use equicontinuity to mean “equicontinuity in
the extended sense,” as deﬁned in the deﬁnition preceding Theorem 4.2.2.
Proof: Part 1. Convergence of the martingale and equicontinuity.
Deﬁne δMn = Yn − ḡ(θn ) − βn , and decompose the algorithm (1.3) as
θn+1 = θn + n ḡ(θn ) + n Zn + n δMn + n βn .

(2.4)

Then we can write
m(t+tn )−1

θn (t) = θn +



i=n
m(t+tn )−1

+


i=n

m(t+tn )−1

i ḡ(θi ) +
i δMi +



i Zi

i=n
m(t+tn )−1



(2.5)

i βi .

i=n

n−1
Deﬁne Mn = i=0 i δMi . This is a martingale sequence (with associated
σ-algebras Fn ), since we have centered the summands about their condi1

By convergence θ(t) → A for a set A, we mean limt→∞ dist(θ(t), A) = 0,
where dist(θ, A) = minx∈A |θ − x|.
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tional expectations, given the “past.” By (4.1.4), for each µ > 0,
#2
#
- E ##n−1  δM ##
,
i
i=m i
.
P
sup |Mj − Mm | ≥ µ ≤
µ2
n≥j≥m
 j, the right
By (A2.1), (A2.4), and the fact that EδMi δMj = 0 for i =
∞ 2
side is bounded above by K i=m i , for some constant K. Thus, for each
µ > 0,
,
(2.6)
lim P sup |Mj − Mm | ≥ µ = 0.
m

j≥m

n

Since θ (·) is piecewise constant, we can rewrite (2.5) as
* t
n
θ (t) = θn +
ḡ(θn (s))ds + Z n (t) + M n (t) + B n (t) + ρn (t),

(2.7)

0

where ρn (t) is due to the replacement of the ﬁrst sum in (2.5) by an integral.
ρn (t) = 0 at the times2 t = tk − tn , k > n, at which the interpolated
processes have jumps, and ρn (t) → 0 uniformly in t as n → ∞. By (2.6)
and (A2.5), there is a null set N such that for ω ∈ N , M n (ω, ·) and B n (ω, ·)
go to zero uniformly on each bounded interval in (−∞, ∞) as n → ∞.
Let ω ∈ N. By the deﬁnition of N , the functions of t on the right side
of (2.7) (except possibly for Z n (·)) are equicontinuous in n and the limits of M n (·), B n (·), and ρn (·) are zero. It will next be shown that the
equicontinuity of {Z n (ω, ·), n < ∞} is a consequence of the fact that
Zn (ω) ∈ −C(θn+1 (ω)).

(2.8)

For ω ∈ N , θn+1 (ω) − θn (ω) → 0. If Z (ω, ·) is not equicontinuous, then
there is a subsequence that has a jump asymptotically; that is, there are
integers µk → ∞, uniformly bounded times sk , 0 < δk → 0 and ρ > 0 (all
depending on ω) such that |Z µk (ω, sk + δk ) − Z µk (ω, sk )| ≥ ρ. The changes
of the terms other than Z n (ω, t) on the right side of (2.7) go to zero on the
intervals [sk , sk + δk ]. Furthermore n Yn (ω) = n ḡ(θn (ω)) + n δMn (ω) +
n βn → 0 and Zn (ω) = 0 if θn+1 (ω) ∈ H 0 , the interior of H. Thus, this
jump cannot force the iterate to the interior of the hyperrectangle H, and it
cannot force a jump of the θn (ω, ·) along the boundary either. Consequently,
{Z n (ω, ·)} is equicontinuous.
n

Part 2. Characterizing the limit of a convergent subsequence:
Applying the Arzelà–Ascoli Theorem. Let ω ∈ N, let nk denote a
subsequence such that {θnk (ω, ·), Z nk (ω, ·)} converges, and denote the limit
by (θ(ω, ·), Z(ω, ·)). Then
* t
θ(ω, t) = θ(ω, 0) +
ḡ(θ(ω, s))ds + Z(ω, t).
(2.9)
0
2

Recall that tn =

n−1
i=0

i .
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Note that Z(ω, 0) = 0 and θ(ω, t) ∈ H for all t. To characterize Z(ω, t), use
(2.8) and the fact that θn+1 (ω) − θn (ω) → 0. These facts, together with
the upper semicontinuity property (4.3.2) and the continuity of θ(ω, ·),
imply that (4.3.4) and (4.3.5) hold. In fact, it follows from the method of
construction of Z(ω, ·) that the function simply serves to keep the dynamics
ḡ(·) from forcing θ(ω, ·) out of H. Thus, for s > 0, |Z(ω, t + s) − Z(ω, t)| ≤
 t+s
|ḡ(θ(ω, u))|du. Hence Z(ω, ·) is Lipschitz continuous, and Z(ω, t) =
tt
z(ω, s)ds, where z(ω, t) ∈ −C(θ(ω, t)) for almost all t.
0
Recall the deﬁnition of the set A, and the deﬁnitions of the arbitrarily
small positive numbers δ > δ1 given in the deﬁnition of local stability in
Subsection 4.2.2. Let 0 < δ2 < δ1 . Suppose that {θn (ω)} has a limit point
x0 in a compact subset D of the domain of attraction of A. Then there is
a subsequence mk such that θmk (ω, ·) converges to a solution of (2.1) with
initial condition x0 . Since the trajectory of (2.1) starting at x0 ultimately
goes to A, θn (ω) must be in Nδ2 (A) inﬁnitely often. It will be seen that
escape from Nδ (A) inﬁnitely often is impossible. Suppose that escape from
Nδ (A) occurs inﬁnitely often. Then, since θn+1 (ω) − θn (ω) → 0, there are
integers nk such that θnk (ω) converges to some point x1 in Nδ1 (A), and
the path θnk (ω, ·) converges to a solution of (2.1) starting at x1 and that
leaves Nδ (A). But, by the deﬁnition of local asymptotic stability of A, such
a path cannot exist. This implies that θn (ω) cannot exit Nδ (A) inﬁnitely
often.
Whether or not there is a constraint set H, if boundedness with probability one of the sequence {θn } is assumed, then the preceding arguments show
that (with probability one) the limits of {θn (ω, ·)} are bounded solutions to
(2.1) (which is (2.3) if there is no constraint) on the time interval (−∞, ∞).
Thus the entire trajectory of a limit θ(ω, ·) must lie in a bounded invariant
set of (2.1) by the deﬁnition of an invariant set. The fact that {θn (ω)}
converges to some invariant set of (2.1) then follows; otherwise there would
be a limit of a convergent subsequence satisfying (2.1) on (−∞, ∞) but not
lying entirely in an invariant set. To see that θn (·) also converges to LH
with probability one, also work on the time interval (−∞, ∞). Then the
limit of any convergent subsequence satisﬁes the ODE (with probability
one) on (−∞, ∞). Given the “initial condition” θ(−T ), the solution θ(0)
must be arbitrarily close to LH for large T , uniformly in θ(0).
These arguments do not depend on how the “sections” of θ0 (ω, ·) are
chosen. Any set of “sections” other than θn (ω, ·) could have been used, as
long as the initial times went to inﬁnity. The statement of the theorem
concerning {pn } then follows from what has been done.
Part 3. The case when −ḡ(·) is a gradient. Now assume (A2.6) and
suppose that ḡ(·) = −fθ (θ) for some continuously diﬀerentiable function
f (·). As will be shown, the conclusion concerning the limits actually follows
from what has been done.
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We continue to work with ω ∈ N. Suppose for simplicity that there are
only a ﬁnite number of Si , namely, S0 , . . . , SM . In (2.1), |z(t)| ≤ |ḡ(θ(t))|.
Thus, if ḡ(·) = −fθ (·), the derivative of f (θ(·)) along the solution of (2.1)
at θ ∈ H is fθ (θ) [−fθ (θ) + z] ≤ 0, and we see that all solutions of (2.1)
tend to the set of stationary points deﬁned by (2.2). For each c, the set
{θ : f (θ) ≤ c} is locally asymptotically stable in the sense of Liapunov,
assuming that it is not empty. Then the previous part of the proof implies
that f (θn (ω)) converges to some constant (perhaps depending on ω), and
θn (ω) converges to the set of stationary points.
It remains to be shown that {θn (ω)} converges to a unique Si . If the
claimed convergence does not occur, the path will eventually oscillate back
and forth among arbitrarily small neighborhoods of distinct Si . This implies
that there is a limit point outside the set of stationary points. 2
An elaboration of the proof for the gradient descent case. For
future use, and as an additional illustration of the ODE method, we will
elaborate on the proof for the case where ḡ(·) is a gradient. The ideas
are just those used in the previous proof. The details to be given are of
more general applicability and will be used in Theorems 4.2 and 4.3 in
combination with a Liapunov function technique.
We start by supposing that the path θ0 (ω, t) oscillates back and forth
between arbitrarily small neighborhoods of distinct Si . This will be seen
to contradict the “gradient descent” property of the ODE (2.1). The proof
simply sets up the notation required to formalize this idea.
Since {θn (ω)} converges to SH = ∪i Si , there is a subsequence mk such
that θmk (ω) tends to some point x0 ∈ SH . Suppose that x0 ∈ S0 . We will
show that θn (ω) → S0 . Suppose that θn (ω) → S0 . Then there is an x1 in
some Si , i = 0 (call it S1 for speciﬁcity), and a subsequence {qk } such that
θqk (ω) → x1 .
Continuing this process, let S0 , . . . , SR , R > 0, be all the sets that
contain limit points of the sequence {θn (ω)}. Order the sets such that
f (SR ) = lim inf n f (θn (ω)), and suppose that SR is the (assumed for simplicity) unique set on which the liminf is attained. The general (nonunique)
case requires only a slight modiﬁcation. Let δ > 0 be such that f (SR ) <
f (Si ) − 2δ, i = R. For ρ > 0, deﬁne the ρ-neighborhood Nρ (SR ) of SR
by Nρ (SR ) = {x : f (x) − f (SR ) < ρ}. By the deﬁnition of δ, N2δ (SR )
contains no point in any Si , i = R. By the hypothesis that more than one
Si contains limit points of {θn (ω)}, the neighborhood Nδ (SR ) of SR is
visited inﬁnitely often and N2δ (SR ) is exited inﬁnitely often by {θn (ω)}.
Thus there are νk → ∞ (depending on ω) such that θνk−1 (ω) ∈ Nδ (SR ),
θνk (ω) ∈ Nδ (SR ), and after time νk the path does not return to Nδ (SR )
until after it leaves N2δ (SR ).
By the equicontinuity of {θn (ω, ·)}, there is a T > 0 such that θνk (ω) →
∂Nδ (SR ), the boundary of Nδ (SR ), and for large k, θνk (ω, t) ∈ Nδ (SR ) for
t ∈ [0, T ].
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There is a subsequence {µm } of {νk } such that (θµm (ω, ·), Z µm (ω, ·))
converges to some limit (θ̄(ω, ·), Z̄(ω, ·)) that satisﬁes (2.1) with θ̄(ω, 0) ∈
∂Nδ (SR ), the boundary of Nδ (SR ), and θ̄(ω, t) ∈ Nδ (SR ) for t ≤ T. This
is a contradiction because, by the gradient descent property of (2.1) (with
ḡ(·) = −fθ (·)) and the deﬁnitions of δ and Nδ (SR ), any solution to (2.1)
starting on ∂Nδ (SR ) must stay in Nδ (SR ) for all t > 0. 2
The preceding proof implies the following result.
Theorem 2.2. Let (all with probability one) {θn (ω, ·), Z n (ω, ·)} be equicontinuous, with all limits satisfying (2.1), where ḡ(·) is only measurable. Let
the set A be locally asymptotically stable in the sense of Liapunov. Suppose
that {θn (ω)} visits a compact set in the domain of attraction of A inﬁnitely
often. Then θn (ω) → A.
Remark on the structure of the proof of Theorem 2.1. Let us review
the structure of the proof. First, the increment was partitioned to get the
convenient representation (2.7), with which we could work on one part
at a time. Then it was shown that with probability one the martingale
term M n (·) converges with probability one to the “zero” process. Then
the probability one convergence to zero of the bias {B n (·)} was shown.
The asymptotic continuity of Z n (·) was obtained by a direct use of the
properties of the Zn as reﬂection terms. Then, by ﬁxing ω not in some “bad”
null set, and taking convergent subsequences of {θn (ω, ·), Z n (ω, ·)}, we were
able to characterize the limit as a solution to the mean ODE. It then
followed that the sequence {θn (ω)} converges to some limit or invariant set
of the ODE.
A more general constraint set. Using the same basic structure of the
proof, Theorem 2.1 can be readily generalized in several useful directions
with little extra work. (A2.1) and (A2.4) will be weakened in the next section. Appropriate dependence on n of ḡ(·) can be allowed, and the hyperrectangle H can be replaced by a more general constraint set. The techniques
involved in the required minor alterations in the proofs will be important
in the analysis of the “dependent” noise case in Chapter 6.
In Theorem 2.3, the constraint form (A4.3.2) or (A4.3.3) will be used,
where (A4.3.2) includes (A4.3.1). For θ ∈ IRr , let ΠH (θ) denote the closest
point in H to θ. If the closest point is not unique, select a closest point such
that the function ΠH (·) is measurable. We will work with the algorithm
θn+1 = ΠH [θn + n Yn ] ,

(2.10a)

θn+1 = θn + n Yn + n Zn ,

(2.10b)

that will be written as

where Zn is the projection term. Recall the deﬁnition of C(θ) from Section
4.3. It follows from the calculus that Zn ∈ −C(θn+1 ) under (A4.3.3). Under
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(A4.3.2), this is proved by applying the Kuhn–Tucker Theorem of nonlinear
programming to the problem of minimizing |x − (θn + n Yn )|2 subject to
the constraints qi (x) ≤ 0, i ≤ p, where x = θn+1 . That theorem says that
there are λi ≥ 0, with λi = 0 if qi (x) < 0, such that

(x − (θn + n Yn )) +
λi qi,x (x) = 0,
i

which implies that Zn ∈ −C(θn+1 ).
The following assumption generalizes (A2.2) and will in turn be relaxed
in the next section.
(A2.7) There are functions gn (·) of θ, which are continuous uniformly in
n, a continuous function ḡ(·) and random variables βn such that
En Yn = gn (θn ) + βn ,
and for each θ ∈ H,

(2.11)

#
#
#m(tn +t)
#
# 
#
#
i [gi (θ) − ḡ(θ)]## → 0
lim #
n #
#
i=n

(2.12)

for each t > 0. (Thus ḡ(·) is a “local average” of the gn (·).)
Dependence of ḡ(·) on the past. Note that in all the algorithmic
forms, gn (θn ) can be replaced by dependence on the past of the form
gn (θn , . . . , θn−K ) provided that the continuity of gn (·) is replaced by the
continuity of gn (x0 , . . . , xK ) on the “diagonal” set x = x0 = · · · = xK , for
each x, uniformly in n.
Theorem 2.3. Assume the conditions of Theorem 2.1 but use the algorithm
θn+1 = ΠH [θn + n Yn ] with any of the constraint set conditions (A4.3.1),
(A4.3.2), or (A4.3.3) holding, and (A2.7) with βn → 0 with probability one
replacing (A2.2) and (A2.5). Then the conclusions of Theorem 2.1 hold.
Remark on the proof. The proof is essentially the same as that of Theorem 2.1, and we concentrate on the use of (A2.7) and the equicontinuity of
{Z n (·)} with probability one. The equicontinuity proof exploits the basic
character of Zn as projection terms to get the desired result, and the proof
can readily be used for the general cases of Section 4 and Chapter 6.
Proof. Deﬁne
m(tn +t)−1
n

Ḡ (t) =


i=n

m(tn +t)−1

i ḡ(θi ),

n

G (t) =


i=n

i [gi (θi ) − ḡ(θi )] .
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For simplicity, we only work with t ≥ 0. With these deﬁnitions,
θn (t) = θn + Ḡn (t) + Gn (t) + B n (t) + M n (t) + Z n (t).

(2.13)

As in Theorem 2.1, (A2.1) and (A2.4) imply that M n (·) converges to the
“zero” process with probability one as n → ∞. Since βn → 0 with probability one, the process B n (·) also converges to zero with probability one. Since
gn (·) and ḡ(·) are uniformly bounded on H, the set {Ḡn (ω, ·), Gn (ω, ·)} is
equicontinuous for each ω. These bounds and convergences imply that the
jumps in Ḡn (·) + Gn (·) + M n (·) + B n (·) on any ﬁnite interval go to zero
with probability one as n → ∞. Consequently, with probability one the
distance between θn + n Yn and H goes to zero as n → ∞.
Now ﬁx attention on the case where H satisﬁes (A4.3.2). [The details
under (A4.3.3) are left to the reader.] Then, if we were to ignore the eﬀects
of the terms Z n (·), {θn (ω, ·)} would be equicontinuous on (−∞, ∞) for
ω not in a null set N , the set of nonconvergence to zero of B n (ω, ·) or
of M n (ω, ·). Thus the only possible problem with equicontinuity would
originate from Zn . We now proceed to show that this is not possible.
Suppose that for some ω ∈ N , there are δ1 > 0, mk → ∞ and
0 < ∆k → 0 such that |Z mk (ω, ∆k )| ≥ δ1 . Then the paths Z mk (ω, ·)
will “asymptotically” have a jump of at least δ1 at t = 0. This jump cannot
take the path θmk (ω, ·) into the interior of H, since Zn (ω) = 0 if θn+1 (ω)
is in the interior of H. Thus the eﬀect of the assumed “asymptotic” jump
in Z mk (ω, ·) is an “‘asymptotic” jump of θmk (ω, ·) from one point on the
boundary of H to another point on the boundary of H. But this contradicts
the fact that n Zn (ω) goes to zero and acts as either an inward normal at
θn+1 (ω), if θn+1 (ω) is not on an edge or corner of H, or as a non-negative
linear combination of the linearly independent set of the inward normals
of the adjacent faces if θn+1 (ω) is on an edge or corner. The Lipschitz continuity follows from the same argument that was used in Theorem 2.1. A
similar reasoning for the equicontinuity of {Z n (·)} can be used when the
constraint set is deﬁned by (A4.3.3).
The rest of the reasoning is as in Theorem 2.1; we need only identify the
limits of Gn (ω, ·) and Ḡn (ω, ·) along convergent subsequences and for ω not
in N . Fix ω ∈ N, and let nk index a convergent subsequence of {θn (ω, ·)}
with limit θ(ω, ·). Then the equicontinuity of {θn (ω, ·)}, the uniform (in
n) continuity of gn (·), and (2.12) imply that Gnk (ω, t) → 0 and Ḡnk (t) →
t
ḡ(θ(ω, s))ds for each t. 2
0
Theorem 2.4. (Random n .) Let n ≥ 0 be Fn -measurable and satisfy

2n < ∞ w.p.1.
(2.14)
n

Then, under the other conditions of Theorem 2.3, the conclusions of the
theorem remain valid.
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Proof. The proof is essentially the same as that of Theorem
 2.3. Modify
the process on a set of arbitrarily small measure such that E 2n < ∞ and
then prove convergence of the modiﬁed
process. In particular, for K > 0
n−1
deﬁne n,K = n until the ﬁrst n that i=0 2i ≥ K, and set n,K = 1/n at
and after that time. The proof of Theorem 2.3 holds if the n,K are used.
Since limK→∞ P {n = n,K , any n} = 0, the theorem follows. 2

5.2.2

Convergence to Chain Recurrent Points

In the previous parts of this chapter and in the following sections, it is
shown that θn and θn (·) converge with probability one to a bounded invariant or limit set of the ODE. Sometimes the largest invariant or limit
sets contain points to which convergence clearly cannot occur. It will now
be seen that the possible limit points can be further restricted.
The paths of the stochastic approximation and chain recurrent
points. As seen in Theorem 2.1, for almost all ω the path θn (ω, ·) follows
the solution to the ODE closely for a time that increases to inﬁnity as
n → ∞. Let ω not be in the null set N of Theorem 2.1, and let Φ(t|θ)
denote the solution to the mean ODE with initial condition θ. Given δ > 0,
there are T0n → ∞ such that |θn (ω, t) − Φ(t|θn (ω, 0))| ≤ δ on [0, T0n ]. Now
n
repeat the procedure. There are times Tkn such that Tk+1
− Tkn → ∞ for
each large n and
n
|θn (ω, Tkn + t) − Φ(t|θn (ω, Tkn ))| ≤ δ, t ≤ Tk+1
− Tkn .

Thus, asymptotically, the path of the stochastic approximation will follow
a path of the ODE which is restarted periodically at a value close to the
value at the end of the previous section.
Consider a sequence of paths of the ODE on [0, sn ], with initial condition
xn and sn → ∞. Then, for any µ > 0, the fraction of time that the paths
spend in Nµ (LH ) goes to one as n → ∞.
It follows from these arguments that the path of the stochastic approximation spends an increasing amount of time (the fraction going to one)
close to LH as n → ∞.
It also follows from these arguments and the deﬁnition of chain recurrence
that if any small neighborhood of a point x is returned to inﬁnitely often by
θn (ω), then that point will be chain recurrent. The point can be illustrated
by the example of Figure 4.4.2. The paths of the stochastic approximation
process will ﬁrst be drawn to the center or to the boundary of the box. A
path θn (ω, ·) that is near the line [a, b] will be drawn toward the point b,
but if it is very slightly inside the box, as it gets close to b, it will be drawn
towards c or to the center. The noise might eventually force it slightly
outside the box, so that it will not necessarily end up at the point e. But
if it does not go to e, it will stay close to the boundary of the box.
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In this example, the process will eventually spend most of its time in
an arbitrarily small neighborhood of the limit points {a, b, c, d, e}, It might
visit any small neighborhood of some other chain recurrent point again and
again, but the time intervals between such visits to a small neighborhood
of such a point will go to inﬁnity.
Comment. The proof of Theorem 2.5 implies that if any neighborhood of
a point x is visited inﬁnitely often for ω in some set Ωx , and x and x̄ are
not chain connected, then any suﬃciently small neighborhood of x̄ can be
visited only ﬁnitely often with probability one relative to Ωx . Furthermore,
there is a set that the path must enter inﬁnitely often, which is disjoint from
some neighborhood of x̄, and which is locally asymptotically stable in the
sense of Liapunov. In particular, there are arbitrarily small neighborhoods
of this set such that the “ﬂow is strictly inward” on the boundaries. This
idea leads to the following theorem.
Theorem 2.5. Let ḡ(·) be continuous and let the ODE be
θ̇ = ḡ(θ) + z,

z ∈ −C(θ)

(2.15)

where z is the reﬂection term. Suppose that there is a unique solution for
each initial condition. Assume the other conditions of any of the Theorems
2.1 to 2.4. There is null set N such that if ω ∈ N and if for points x and x̄
θn ∈ Nδ (x), θn ∈ Nδ (x̄), inﬁnitely often

(2.16)

for all δ > 0. then x and x̄ are chain connected. [We allow x = x̄.] Thus the
assertions concerning convergence to an invariant or limit set of the mean
ODE can be replaced by convergence to a set of chain recurrent points within
that invariant or limit set.
Proof. For the constrained problem the neighborhoods are relative to the
constraint set. Let N denote the “exceptional” set in Theorem 2.1. For
ω ∈ N , {θn (·)} is equicontinuous and the limits of any sequence of sections
solves (2.15).
Let R(A; T, ∞) denote the closure of the range of the solution of the ODE
on the interval [T, ∞) when the initial conditions are in the set A. Deﬁne
R(A) = limT →∞ R(A; T, ∞). Let Nδ (A) denote the δ-neighborhood of the
set A. For δ > 0, set R1δ (x) = R(Nδ (x)). For n > 1 deﬁne, recursively,
δ
δ
Rnδ (x) = R(Nδ (Rn−1
(x))), and let R∞
(x) be the closure of limn Rnδ (x).
δ
δ
Note that Rn (x) ⊂ Rn+1 (x). For purposes of the proof, even without a
constraint, we can suppose without loss of generality that all of the above
sets are bounded. If x and x̄ are not chain connected, then for small enough
δ
δ
δ > 0, either x̄ ∈ R∞
(x) or x ∈ R∞
(x̄). Suppose the former option, without
loss of generality.
δ
By the ODE method and the deﬁnition of R∞
(x), for ω ∈ N each small
δ
neighborhood of R∞ (x) must be entered inﬁnitely often. We need to show
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δ
that if x̄ ∈ R∞
(x), then there is some set which excludes a small neighborhood of x̄ and which cannot be exited inﬁnitely often. Since this will
contradict (2.16), the theorem will be proved.
δ
Let δi > 0 be small enough such that for δ ≤ δ1 , N2δ2 (x̄) ∩ R∞
(x) = φ,
the empty set. The νi used below will be smaller than min{δ1 , δ2 }, and δ
will be less than δ1 . The δ and δi are ﬁxed. Given νi > 0, deﬁne the sets
δ
(x)),
S1 (ν1 ) = Nν1 (R∞
δ (x)) − Rδ (x),
S2 (ν2 ) = Nν2 (R∞
∞
δ
S3 (ν3 ) = Nν3 (R∞
(x)).

We will show that, for any (small enough) ν3 > 0, there are 0 < ν1 < ν2 <
ν3 such that any solution to the ODE, that starts in S2 (ν2 )−S1 (ν1 ), cannot
exit S3 (ν3 ) and must return to S1 (ν1 ) by a time T (ν3 ), that is bounded in
the initial condition in S2 (ν2 ). This assertion can be used with the ODE
method to prove the theorem, since the ODE method would then imply
δ
that exit inﬁnitely often from any arbitrarily small neighborhood of R∞
(x)
can occur only with probability zero.
We now prove the assertion. Let ν2n → 0, and suppose that for small
ν3 > 0 there are xn ∈ S2 (ν2n ) and Tn < ∞ such that the trajectory Φ(t|xn )
ﬁrst exits S3 (ν3 ) at time Tn . Suppose that (take a subsequence, if necessary)
δ
Tn → T < ∞. Then there is a point y ∈ R∞
(x) and a path Φ(t|y) that
exits S3 (ν3 ) by time T . By the continuity of the path of the ODE in the
initial condition, the “δ-perturbation” method used for constructing the
δ
Rnδ (x), the deﬁnition of R∞
(x), and the fact that any path starting at a
δ
δ
point y ∈ R∞ (x) is in R∞ (x) for all t, this path would be contained in
δ
(x), a contradiction.
R∞
Now suppose that Tn → ∞. Then by the “δ-perturbation” method which
δ
was used to construct the sets Rnδ (x) and the deﬁnition of R∞
(x), we
δ
(x), a
see that some point on the boundary of S3 (ν3 ) would be in R∞
contradiction. We can conclude from this argument and from the deﬁnition
δ
of R∞
(x) that for small enough ν3 there is a ν2 > 0 such that any solution
which starts in S2 (ν2 ) cannot exit S3 (ν3 ) and also that it must eventually
return to S1 (ν1 ) for any ν1 > 0. We need only show that the time required
to return to S1 (ν1 ), ν1 < ν2 , is bounded uniformly in the initial condition in
S2 (ν2 ) for small enough ν2 and ν3 . We have shown that the paths starting
in S2 (ν2 ) − S1 (ν1 ) cannot exit S3 (ν3 ) and must eventually converge to
S1 (ν1 ). Suppose that for each small νi , i ≤ 3, there is a sequence of initial
conditions xn in S2 (ν2 ) − S1 (ν1 ) such that the time required for the path
to reach S1 (ν1 ) goes to inﬁnity as n → ∞. Then there is a path starting in
S2 (ν2 ) − S1 (ν1 ) and that stays in S3 (ν3 ) − S1 (ν1 ) for an inﬁnite amount of
time, for small enough νi , i ≤ 3. But then the “δ-perturbation” deﬁnition
δ
of the Rnδ (x) and the deﬁnition of R∞
(x) imply that such paths would be
δ
in R∞ (x) for small enough νi , i ≤ 3, a contradiction. 2
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5.3.1

The Basic Convergence Theorem

The proofs of Theorems 2.1 to 2.3 used the classical summability condition
(A2.4) to guarantee that the martingale Mn converges with probability one
as n → ∞. It was also supposed that βn → 0 with probability one. These
were key points in the proofs that the sequence {θn (ω, ·)} is equicontinuous
with probability one, which allowed us to show that the limit points of θn (·)
are determined by the asymptotic behavior of the ODE determined by the
“mean dynamics.” An alternative approach, which was initiated in [135],
starts with general conditions that guarantee the equicontinuity, and hence
the limit theorem, and then proceeds to ﬁnd speciﬁc and more veriﬁable
conditions that guarantee the general conditions. Many such veriﬁable sets
of conditions were given in [135]. The general conditions and the approach
are very natural. They are of wide applicability and will be extended further
in the next chapter. It has been shown that for certain classes of problems,
the general conditions used are both necessary and suﬃcient [249].
We will continue to suppose (A2.7), namely,
En Yn = gn (θn ) + βn ,

(3.1)

and will work with algorithm (2.10).
Deﬁnition: Asymptotic “rate of change” conditions. Recall the deﬁnition
m(t)−1

i δMi , δMn = Yn − En Yn ,
M 0 (t) =
i=0

and the analogous deﬁnition for B 0 (·). Instead of using (A2.1) and (A2.4)
(which implies the desired convergence of {M n (·)}), and the assumption
(A2.5) to deal with the βn eﬀects, we will suppose that the rates of change
of M 0 (·) and B 0 (·) go to zero with probability one as t → ∞. By this, it is
meant that for some positive number T,
#
#
lim sup max #M 0 (jT + t) − M 0 (jT )# = 0 w.p.1
(3.2)
n j≥n 0≤t≤T

and

#
#
lim sup max #B 0 (jT + t) − B 0 (jT )# = 0 w.p.1.
n j≥n 0≤t≤T

(3.3)

If (3.2) and (3.3) hold for some positive T , then they hold for all positive
T. Note that (3.2) does not imply convergence of {Mn }. For example, the
function log(t + 1) for t > 0 satisﬁes (3.2) but does not converge. Condition
(3.2) is guaranteed by (A2.1) and (A2.4), but we will show that it is much
weaker. The conditions (3.2) and/or (3.3) will be referred to either by saying
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that the asymptotic rate of change is zero with probability one or that the
asymptotic rate of change goes to zero with probability one.
Note that Theorem 3.1 does not require that Yn be random, provided
that there is some decomposition of the form Yn = gn (θn ) + δMn + βn and
(3.2) and (3.3) hold for whatever sequence {δMn , βn } is used. Conditions
(3.2) and (3.3) are equivalent to
lim sup |M n (t)| = 0,
n |t|≤T

lim sup |B n (t)| = 0.
n |t|≤T

(3.4)

With assumptions (3.2) and (3.3) used to eliminate many of the details,
the proofs of Theorems 2.1 to 2.3 give us their conclusions, without the
necessity of (A2.1), (A2.4), and (A2.5). We thus have the following theorem.
Theorem 3.1. Suppose (1.1) and that E|Yn | < ∞ for each n. Assume
(3.2), (3.3), (A2.7), and any of the constraint set conditions (A4.3.1),
(A4.3.2), or (A4.3.3). If ḡ(·) is a gradient, assume (A2.6). Then the conclusions of Theorems 2.1 to 2.3 hold.
Under the additional conditions of Theorem 2.5, for almost all ω, θn (ω)
converges to a set of chain recurrent points within the limit set.
A suﬃcient condition for the asymptotic rate of change assumption (3.2). The main problem is the veriﬁcation of (3.2) when (A2.4) fails
to hold. The next theorem sets up a general framework for obtaining perhaps the weakest possible replacement for (A2.4), and this is illustrated by
the examples in the next section. The general approach is reminiscent of
the “large deviations” upper bounds.
Theorem 3.2. Let E|Yn | < ∞ for each n. For each µ > 0 and some T > 0,
suppose either that
#
#
⎫
⎧
#m(jT +t)−1
#
⎬
⎨
# 
#
(3.5)
i δMi ## ≥ µ = 0,
lim P sup max ##
n
⎭
⎩j≥n 0≤t≤T #
#
i=m(jT )

or



qj (µ) < ∞,

(3.6)

j

where qj (µ) is deﬁned by
#
#
⎫
#m(jT +t)−1
#
⎬

#
#
qj (µ) = P
max ##
i δMi ## ≥ µ .
⎭
⎩0≤t≤T #
#
i=m(jT )
⎧
⎨

Then (3.2) holds for each T .

(3.7)
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Proof. If the conditions hold for some positive T , then they hold for all
positive T . Equation (3.5) implies (3.2) for each T . Under (3.6), the Borel–
Cantelli Lemma says that the event sup|t|≤T |M n (t)| ≥ µ occurs only ﬁnitely often with probability one for each µ > 0 and T < ∞. This implies
(3.2) for each T . 2

5.3.2

Suﬃcient Conditions for the Rate of Change Condition

Two classes of conditions will be used. First we consider the case where
there are exponential moments, then only ﬁnite moments. Modiﬁcations
for the Kiefer–Wolfowitz scheme will be given in the next subsection.
Exponential moments. The approach is reminiscent of the large deviations upper bounds.
(A3.1) For each µ > 0,


e−µ/n < ∞.

(3.8)

n

(A3.2) For some T < ∞, there is a c1 (T ) < ∞ such that for all n,
i
≤ c1 (T ).

n≤i≤m(tn +T ) n
sup

(3.9)

(A3.3) There is a real K < ∞ such that for small real γ, all n, and each
component δMn,j of δMn ,
En eγ(δMn,j ) ≤ eγ

2

K/2

.

(3.10)

(A3.2) is unrestrictive in applications. (A3.1) holds if n ≤ γn / log n, for any
sequence γn → 0. If γn does not tend to zero, then (excluding degenerate
cases) it is not possible to get probability one convergence, since {n } is in
the “simulated annealing” range, where convergence is at best in the sense
of convergence in probability as in Chapter 7. The sets of conditions (A2.1),
(A2.4) and (A3.1), (A3.3) represent the extremes of the possibilities. In the
intermediate cases, the speed at which the step sizes must go to zero for
probability one convergence depends on the rate of growth of the moments
E|δMn |k of the noise as k → ∞.
Theorem 3.3. (A3.1) to (A3.3) imply (3.6) for real n . The conclusion
still holds if the n are random, provided that n is Fn -measurable, that
there are real n satisfying (A3.1) and (A3.2), and that n ≤ n for all but
a ﬁnite number of n with probability one.
Proof. It is suﬃcient to work with one component of δMi at a time, so we
let δMi be real-valued. The case of random n is a straightforward extension
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of the nonrandom case, and we suppose that n are nonrandom. To prove
(3.6), it is enough to show that for some positive T there is a real α > 0
(that can depend on j) such that for µ > 0, qj (µ) deﬁned by
⎧
⎨
P

⎡

max exp ⎣α
⎩0≤t≤T

m(jT +t)−1



⎤
i δMi ⎦ ≥ eαµ

i=m(jT )

⎫
⎬
⎭

≡ qj (µ)

(3.11)

is summable. [To deal with negative excursions, just replace δMi with
−δMi .] Since Mn is a martingale and the exponential is a convex function,
the martingale inequality (4.1.4) implies that
⎧
⎤⎫
⎡
m(jT +T )−1
⎬
⎨

qj (µ) ≤ e−αµ E exp ⎣α
i δMi ⎦ .
⎭
⎩

(3.12)

i=m(jT )

The summability of qj (µ) will follow from (A3.1) to (A3.3) by evaluating
(3.12) with an appropriate choice of α. By (3.10), for m > n,
1
E

exp α

m


2
i δMi

1
=E

exp α

i=n

≤ E exp α

m−1


2
αm δMm

i δMi Em e

i=n
m−1


2 2
m K/2

i δMi eα

.

i=n

(3.13)
Iterating the procedure on the right side of (3.13) yields
⎡
qj (µ) ≤ exp ⎣Kα2

m(jT +T )−1



⎤
2i /2⎦ e−αµ .

(3.14)

i=m(jT )

Minimizing the exponent in (3.14) with respect to α yields that

αmin

⎤
⎡
3
m(jT +T )−1

= µ ⎣K
2i ⎦ .
i=m(jT )

Thus

⎡
qj (µ) ≤ exp ⎣−µ2

3

m(jT +T )−1

2K



⎤
2i ⎦ .

i=m(jT )

By (A3.2), αmin ≥ µ/[Km(jT ) c1 (T )T ] ≡ α0 . Using α = α0 in (3.14) yields
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[using (A3.2) again]
⎡

⎤

m(jT +T )−1



⎥
⎢ Kµ
⎥
⎢
2
⎥
⎢
µ
i=m(jT )
⎥
qj (µ) ≤ exp ⎢
−
2
⎢ 2K 2 2
2
Km(jT ) c1 (T )T ⎥
⎥
⎢
m(jT ) c1 (T )T
⎦
⎣
2

%
≤ exp

2i

−µ2
2Kc1 (T )T m(jT )

&

(3.15)



≡ qj (µ).



The terms qj (µ) are summable for each µ > 0 by (A3.1). Note that it is
enough for (3.10) to hold only for small γ because in (3.13) α0 i eﬀectively
replaces the γ in (3.10), and i α0 = O(µ), which is arbitrarily small. 2
Examples of condition (A3.3). It is suﬃcient to work with real-valued
random variables.
Example 1. Suppose that ξn are Gaussian, mutually independent, with
mean zero and uniformly bounded variances σn2 . Let δMn = νn (θn )ξn ,
where {νn (θ), θ ∈ H} is bounded. Then


En {exp [γνn (θn )ξn ]} = exp γ 2 σn2 νn2 (θn )/2 ,
and (3.10) holds.
Example 2. Let there be a K1 < ∞ such that for all n, k < ∞, δMn
satisﬁes
En |δMn |2k ≤ K1k k!.
(3.16)
Then (3.10) holds. Without loss of generality, let K1 > 1. Inequality (3.16)
holds for the Gaussian distribution of Example 1, since E|ξn |2k = (2k −
1)(2k − 3) · · · 3 · 1 · σn2k . Hence K1 = 2 supn σn2 . Also, (3.16) holds if {δMn }
is bounded. One canonical model takes the form Yn = gn (θn , ξn ) with
{ξn } being mutually independent and independent of θ0 . Then (3.16) is
essentially a condition on the moments of gn (θ, ξn ) for θ ∈ H.
Comment on (3.16). Recall the discussion of robustness in Section 1.3.5.
When truncation procedures are used to cull or truncate high values of
Yn to “robustify” the performance of the algorithm, (3.16) would generally
be satisﬁed. It is not desirable to have the performance of the stochastic
approximation procedure be too sensitive to the structure of the tails of
the distribution functions of the noise terms.
To prove the suﬃciency of (3.16), use X = δMn and
∞

En {exp [γX]} ≤ 1 + γEn X +

 γk
γ2
En X 2 +
En |X|k .
2
k!
k=3

(3.17)
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Since X is a martingale diﬀerence with respect to Fn , En X = 0. By (3.16),
there is a real K2 such that
γ 2k En |X|2k
γ 2k K1k k!
γ 2k K2k
≤
≤
,
(2k)!
(2k)!
k!

k ≥ 1.

For odd exponents (k ≥ 2), Hölder’s inequality yields
En |X|2k−1 ≤ En(2k−1)/2k |X|2k ,
which implies that there is a K3 < ∞ such that
γ 2k−1 K3k
γ 2k−1 En |X|2k−1
,
≤
k!
(2k − 1)!

k ≥ 2.

Now writing γ 2k−1 ≤ γ 2k−2 + γ 2k and using upper bounds where needed
yield that there is a K < ∞ such that
En {exp[γX]} ≤ 1 +

∞

γ 2k K k
k=1

2k k!



= exp γ 2 K/2 ,

which yields (3.10).
Finite moments. For some even integer p, suppose that

p/2+1
< ∞, sup E|Mn |p < ∞.
n
n

(3.18)

n

m(jT +T −1)
For large j, we have m(jT )
n ≤ 1. Then, Burkholder’s inequality
(4.1.12) and the bound (4.1.14) yield
#
#
⎫
⎧
#m(jT +t)−1
#
⎬
 ⎨
# 
#
P
max ##
i δMi ## ≥ µ < ∞,
⎭
⎩0≤t≤T #
#
j
i=m(jT )
which is (3.6). Thus, by Theorem 3.2, (3.2) holds.

5.3.3

The Kiefer–Wolfowitz Algorithm

Theorems 2.1–2.3 and 3.1–3.3 can be modiﬁed to hold for the Kiefer–
Wolfowitz form of the projected algorithm (2.1). The few modiﬁcations
required for Theorem 3.3 will be discussed next. The precise form of Yn
will depend on how one iterates among the coordinates. We will work with
a form that includes the various cases discussed in Section 1.2, so that
quite general choices of the coordinate(s) to be iterated on at each step are
covered; see, for example, (1.2.4), (1.2.12), or the forms where one cycles
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among the coordinates. By modifying (A3.1)–(A3.3) appropriately, we will
see that Theorem 3.1 continues to hold under general conditions.
Recall the discussion concerning variance reduction in connection with
−
(1.2.6), where it was seen that if χ+
n,i = χn,i for all i, then the algorithm
takes the form θn+1 = θn − n fθ (θn ) + n χn + n βn , where βn is the ﬁnite
diﬀerence bias and the noise term χn is not proportional to 1/cn . In this
case, the procedure is a Robbins-Monro method. If common random numbers cannot be used, then the noise term will be proportional to 1/cn . We
will concentrate on this case.
Suppose that the observation can be written in the form
Yn = gn (θn ) + βn +

δMn
,
2cn

(3.19)

where δMn is a martingale diﬀerence. The term δMn /(2cn ) arises from
the observation noise divided by the ﬁnite diﬀerence interval cn . Redeﬁne
M 0 (·) as
m(t)−1
 i
M 0 (t) =
δMi .
(3.20)
2ci
i=0
Theorem 3.4. Assume the conditions of Theorem 3.1 for the case where
ḡ(·) is a gradient, with observations of the form (3.19) and the new deﬁnition (3.20) of M 0 (·) used. Then the conclusions of Theorem 3.1 hold.
Suﬃcient conditions for (3.2) with M 0 (·) deﬁned by (3.20). We
next obtain a suﬃcient condition for (3.2) under the new deﬁnition (3.20).
Assume the following.
(A3.4) For each µ > 0,


2

e−µcn /n < ∞.

(3.21)

n

(A3.5) For some T < ∞, there is a c2 (T ) < ∞ such that for all n,
i /c2i
≤ c2 (T ).
2
n≤i≤m(tn +T ) n /cn
sup

(3.22)

(A3.6) There is a real K < ∞ such that for small real γ, all n, and each
component δMn,j of δMn ,
En eγ(δMn,j ) ≤ eγ

2

K/2

.

(3.23)

If n and cn are random, suppose that they are Fn -measurable and that
there are n and cn satisfying (3.21) such that n /c2n ≤ n /c2n for all but
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a ﬁnite number of n with probability one. Then (3.2) holds for the new
deﬁnition of M 0 (·).
The proof is a repetition of the argument of Theorem 3.3, where i /ci
replaces i in (3.14). Thus, we need only show that
⎤
⎡

j

⎥
⎢
⎥
⎢
2
⎥
⎢
−µ
⎥<∞
⎢
exp ⎢
⎥
m(jT +T )−1

⎥
⎢
2 2⎦
⎣ 2K
 /c
i

for some T < ∞ and each µ > 0.

i

i=m(jT )

(3.24)
Using (3.22) yields the upper bound
m(jT +T )−1



i=m(jT )

m(jT )
2i
≤ 2
2
ci
cm(jT )

m(jT +T )−1



i=m(jT )

i c2 (T ) ≈

m(jT )
c2 (T )T.
c2m(jT )

This and (3.21) yield (3.24).
Of course, Mn converges under the classical condition

2n /c2n < ∞, sup E|δMn |2 < ∞.

(3.25)

n

5.4 Stability and Combined Stability–ODE
Methods
Stability methods provide an alternative approach to proofs of convergence.
They are most useful when the iterates are allowed to vary over an unbounded set and not conﬁned to a compact set H. They can be used to
prove convergence with probability one directly, but the conditions are
generally weaker when they are used in combination with an ODE-type
method. A stability method would be used to prove that the process is
recurrent. That is, there is some compact set to which the stochastic approximation iterates return inﬁnitely often with probability one. Then the
ODE method takes over, starting at the recurrence times, and is used to
show that (asymptotically) the iterates follow the path of the mean ODE,
as in Sections 2 and 3. Indeed, if the paths are not constrained, there might
be no alternative to starting the analysis with some sort of stability method.
Stability methods are generally based on a Liapunov function, and this
Liapunov function is usually a small perturbation of one for the underlying
ODE. The “combined” stability and ODE method is a powerful tool when
the constraint set is unbounded or when there are no constraints. It can
also be used for the state-dependent noise problem or where the algorithm
is decentralized. In this section, we are still concerned with the martingale diﬀerence noise case. Extensions will be given in subsequent chapters.
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In this regard, a discussion of stochastic stability for processes driven by
nonwhite noise is in [127].
Recurrence and probability one convergence. Two types of theorems
and proofs are presented. The ﬁrst is a more or less classical approach via
the use of a perturbed Liapunov function, as in Section 4.5. To construct
the perturbation and assure that it is ﬁnite with probability one, a “local”
square summability condition on n is used. The step sizes n are allowed
to be random. The theorem will be used in Section 7 to prove probability
one convergence for the lizard learning problem of Section 2.1, where n are
random. The perturbed Liapunov function-type argument is quite ﬂexible
as seen in [127]. A combination of a stability and a “local” ODE method
yields convergence under weaker conditions. In particular, the square summability will be dropped. Such an approach is quite natural since the mean
ODE characterizes the “ﬂow” for large n. This “combined” method will
be presented in Theorem 4.2. For notational simplicity, both Theorems 4.1
and 4.2 suppose that θ = 0 is globally asymptotically stable in the sense
of Liapunov for the mean ODE θ̇ = ḡ(θ) and establish the convergence of
{θn } to zero.
Theorem 4.3 gives a suﬃcient condition for recurrence, and then a “local”
ODE is again used to get convergence. The theorems represent a few of the
many possible variations. Starting with some canonical model, stabilitytype proofs are commonly tailored to the special application at hand. The
statement of Theorem 4.2 is complicated because it is intended to cover
cases where the mean ODE is an ordinary ODE, a diﬀerential inclusion, or
where γn is an approximation to an element of a set of subgradients.

5.4.1

A Liapunov Function Method for Convergence

Theorem 4.1. Assume (1.1). Let V (·) be a real-valued non-negative and
continuous function on IRr with V (0) = 0, which is twice continuously
diﬀerentiable with bounded mixed second partial derivatives. Suppose that
for each  > 0, there is a δ > 0 such that V (θ) ≥ δ for |θ| ≥ , and δ
does not decrease as  increases. Let {Fn } be a sequence of nondecreasing
σ-algebras, where Fn measures at least {θ0 , Yi , i < n}. Let EV (θ0 ) < ∞.
Suppose that there is a function ḡ(·) such that En Yn = ḡ(θn ). For each
 > 0 let there be a δ1 > 0 such that
Vθ (θ)ḡ(θ) = −k(θ) ≤ −δ1
for |θ| ≥ . Suppose that there are K2 < ∞ and K < ∞ such that
En |Yn |2 ≤ K2 k(θn ), when |θn | ≥ K.

(4.1)
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Let
E

∞


2i |Yi |2 I{|θi |≤K} < ∞.

(4.2)

i=1

Then θn → 0 with probability one.
Now, suppose that the step sizes n are
 random. Let n → 0 with probai = ∞ with probability one. Let
bility one and be Fn -measurable, with
there be real positive n such that n ≤ n for all but a ﬁnite number of n
with probability one. Suppose that (4.2) is replaced by
E

∞


2i |Yi |2 I{|θi |≤K} < ∞.

(4.2 )

i=1

Then the conclusion continues to hold.
Comment on the proof. A truncated Taylor series expansion and the
boundedness of the second partial derivatives yield that there is a constant
K1 such that
En V (θn+1 ) − V (θn ) ≤ n Vθ (θn )En Yn + 2n K1 En |Yn |2 .
By the hypotheses,
En V (θn+1 ) − V (θn ) ≤ −n k(θn ) + 2n K1 En |Yn |2 .
The statement of the part of the theorem that uses (4.2) is now the same
as that of Theorem 4.5.3. The proof under (4.2 ) is a simple modiﬁcation;
the details are left to the reader.

5.4.2

Combined Stability–ODE Methods

The next result extends Theorem 4.1 in several directions. It allows the
conditional mean of Yn to depend on n, and it covers the case where the
γn are obtained as subgradients. It also uses either a “local” square summability condition as in Theorem 4.1, or a localized form of (3.2) if square
summability cannot be assumed.
One often assumes a bound for En |Yn |2 in terms of the Liapunov function
itself. This accounts for condition (4.5). Note that Fn and En are deﬁned
as in Theorem 4.1. The result will be presented in two parts; we ﬁrst prove
a lemma that will be needed in the theorem.
Lemma 4.1. Consider the algorithm
θn+1 = θn + n Yn .

(4.3)


Let n be Fn -measurable such that n → 0 as n → ∞ and
i i = ∞,
both with probability one. Let the real-valued continuous function V (·) have
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continuous ﬁrst and bounded second mixed partial derivatives. Suppose that
V (0) = 0, V (θ) > 0 for θ = 0, and V (θ) → ∞ as |θ| → ∞. If E|Yk | < ∞,
then write
Ek Yk = γk .
(4.4)
Suppose that there are positive numbers K1 and K2 such that
E|Yk |2 + E|Vθ (θk )γk | ≤ K2 V (θk ) + K2 .

(4.5)

Assume that EV (θ0 ) < ∞. Then EV (θn ) < ∞ and E|Yn |2 < ∞ for each
n.
Remark. A common model has V (θ) growing at most as O(|θ|2 ) and, if
θn = θ, |Vθ (θ)| + |γn | growing at most as O(|θ|) for large |θ|.
Proof. The proof uses induction on n. By (4.5) and EV (θ0 ) < ∞, we
have E|Y0 |2 < ∞. Now suppose that EV (θn ) < ∞, for some n. Then
E|Yn |2 < ∞ in view of (4.5). By a truncated Taylor series expansion and
the boundedness of Vθθ (·), we have
En V (θn+1 ) − V (θn ) = n Vθ (θn )γn + O(2n )En |Yn |2 .

(4.6)

The inequality (4.5) implies that there is a real K3 such that the right
side of (4.6) is bounded above by n K3 [1 + V (θn )]. This, together with
the induction hypothesis, implies that EV (θn+1 ) < ∞. Hence (4.5) yields
E|Yn+1 |2 < ∞. Thus by induction, we have proven that EV (θn ) < ∞ and
E|Yn |2 < ∞ for all n. 2
Convergence to a unique limit.
Theorem 4.2. Assume the conditions of Lemma 4.1 and suppose that γn
has the following properties. For each real K, γn I{|θn |≤K} is bounded uniformly in n. There are convex and upper semicontinuous (see the deﬁnition
(4.3.2)) sets G(θ) ⊂ IRr with G(θ) being uniformly bounded on each bounded
θ-set, such that for each real K and all ω,
min{|γn − y| : y ∈ G(θn )}I{|θn |≤K} = distance(γn , G(θn ))I{|θn |≤K} → 0,
as n → ∞. Let c(δ) be a nondecreasing real-valued function with c(0) = 0
and c(δ) > 0 for δ > 0 such that for large n (that can depend on δ)
Vθ (θn )γn < −c(δ), if V (θn ) ≥ δ.

(4.7)

Suppose that there is a nondecreasing real-valued function c0 (δ) with
c0 (0) = 0 and c0 (δ) > 0 for δ > 0 such that
Vθ (θ)γ ≤ −c0 (δ), for all γ ∈ G(θ) if V (θ) > δ.

(4.8)
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Assume that (3.2) holds with δMi replaced by δMi I{|θi |≤K} for each positive
K. Then θn → 0 with probability one.
Proof. For large n, (4.5) and (4.7) imply that the right side of (4.6) is
negative outside of a neighborhood of θ = 0, which decreases to the origin
as n → ∞. Thus, outside of this “decreasing” neighborhood, V (θn ) has the
supermartingale property. The supermartingale convergence theorem then
implies that each neighborhood of θ = 0 is recurrent, that is, θn returns to
it inﬁnitely often with probability one.
Completion of the proof under (A2.4). Once recurrence of each small
neighborhood of the origin is shown, the rest of the proof uses a “local
analysis.” To illustrate the general idea in a simpler context, the proof will
ﬁrst be completed under the stronger conditions that (A2.4) holds and that
supn E|Yn |p I{|θn |≤K} < ∞ for some positive K and even integer p. Deﬁne
δMn = Yn − En Yn = Yn − γn . Fix δ and ∆ > 2δ > 0 small, recall the
deﬁnition Qλ = {θ : V (θ) ≤ λ}, and let Qc∆ denote the complement of the
set Q∆ . Let τ be a stopping time such that θτ ∈ Qδ . By (4.6), (4.7), and
(A2.4), for large n the terms γn cannot force θn out of Q∆ . The only way
that {θk , k ≥ τ } can leave Q∆ is by the eﬀects of {δMk , k ≥ τ }. But the
convergence of
m(t)

i δMi I{V (θi )≤∆} ,
(4.9)
i=0

which is implied by the hypotheses (A2.4) being used in this paragraph,
assures that these martingale diﬀerence terms cannot force the path from
Qδ to Qc∆ inﬁnitely often. The convergence follows from this.
Completion of the proof under (3.2). Fix δ > 0 and ∆ > 2δ as before.
The proof is very similar to that of the gradient case assertions of Theorem
2.1. Let N denote the null set on which the asymptotic rate of change of
(4.9) is not zero and let ω ∈ N. Suppose that there are inﬁnitely many
excursions of {θn (ω)} from Qδ to Qc∆ . Then there are nk → ∞ (depending
on ω) such that nk−1 is the last index at which the iterate is in Q2δ before
exiting Q∆ .
We now repeat the argument of Theorem 2.1. By selecting a subsequence
if necessary, we can suppose that {θnk (ω)} converges to a point on ∂Q2δ ,
the boundary of Q2δ , and that V (θnk +i (ω)) ≥ 2δ until at least after the
next time that V (θnk +i (ω)) ≥ ∆. For u ≥ 0,
m(tnk +u)−1

θnk (u) − θnk −



i=nk

m(tnk +u)−1

i γi =



i δMi .

(4.10)

i=nk

For θi (ω) ∈ Q∆ , i Yi (ω) → 0. This and the fact that the right side of
(4.10) goes to zero if θnk (ω, s) ∈ Q∆ for 0 ≤ s ≤ u imply that there is a
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T > 0 such that for large k, θnk (ω, t) ∈ Q∆ for t ≤ T , that {θnk (ω, ·)} is
equicontinuous for t ≤ T , and that V (θnk (ω, t)) ≥ 2δ for t ∈ (0, T ].
Let θ(ω, ·) be the limit of a convergent subsequence of {θnk (ω, ·), t ≤ T }.
Write the ﬁrst sum in (4.10) at ω in an obvious way as
* u
g k (ω, s)ds.
0

By the hypothesis, the distance between γi and the set G(θi ) goes to zero for
the indices i involved in the ﬁrst sum in (4.10). Using this and the convexity
and upper semicontinuity properties of G(θ) in θ, it follows that the limit
(along the convergent subsequence) of the integral has the representation
* u
γ(s)ds,
0

where γ(s) ∈ G(θ(ω, s)) for almost all s. Thus, the limit θ(ω, ·) of any
convergent subsequence satisﬁes the diﬀerential inclusion
θ̇ ∈ G(θ),

(4.11)

with V (θ(ω, t)) ≥ 2δ, for t ≤ T and V (θ(ω, 0)) = 2δ. But (4.8) implies
that V (θ(ω, ·)) is strictly decreasing until it reaches the value zero, which
contradicts the assertion of the previous sentence and (hence) the assertion
that there are an inﬁnite number of escapes from Qδ . 2
Recurrence and convergence to a limit set. A straightforward modiﬁcation of the proof of Theorem 4.2 yields the following assertion, the proof
of which is left to the reader. The theorem gives a very useful combination
of the ODE and the stability methods. It ﬁrst assures that some compact
set is recurrent with probability one. Then, looking at the sequence of
processes starting at the recurrence time, the ODE method takes over and
the asymptotic stability of the mean ODE when starting in the recurrence
set guarantees the convergence of {θn } with probability one. The ODEtype argument is like that in the proof of the gradient case assertions of
Theorem 2.1.
Theorem 4.3. Assume the conditions of Theorem 4.2 except let there be a
λ0 such that c(δ) > 0 and c0 (δ) > 0 for δ ≥ λ0 and not necessarily otherwise. Then if λ > λ0 , Qλ is a recurrence set for {θn }. Let the asymptotic
rate of change of (4.9) be zero with probability one for ∆ = 2λ0 . For almost
all ω, the limit trajectories of {θn (ω, ·)} are in an invariant set of (4.11)
in Qλ0 .
Let G(θ) contain only the single point ḡ(θ) for each θ. If ḡ(·) is a gradient,
let (A2.6) hold. Then, for each ω not in some null set, the convergence is
to a single stationary set Si . Otherwise, under the additional conditions of
Theorem 2.5 or its corollary, the limit points for the algorithm are contained
in the set of chain recurrent points, with probability one.
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5.5 Soft Constraints
In Sections 2 and 3, we used hard constraints of either the form ai ≤
θn,i ≤ bi or where θn is conﬁned to a compact set H deﬁned in terms of
the constraint functions qi (·), i ≤ p. In these cases, the iterate is required
to be in the set H for all n. Sometimes, the given constraint functions
are merely a guide in that they should not be violated by much, but they
can be violated. Then we say that the constraint is soft. Soft constraints
(equivalently, penalty functions) can be added to the algorithm directly,
and stability methods such as those introduced in the last section can
be used to prove convergence. The idea is more or less obvious and will
now be illustrated by a very simple example. The discussion to follow is
merely a guide to possible variations of the basic stochastic approximation
algorithms. The soft constraint might be combined with hard constraints.
In the example to follow, the soft constraint is the sphere S0 in IRr with
the origin as its center and with radius R0 . Deﬁne q(θ) to be the square of
the distance of θ to S0 . Thus, q(θ) = (|θ| − R0 )2 for |θ| ≥ R0 and is zero
for |θ| ≤ R0 . The gradient is qθ (θ) = 2θ(1 − R0 /|θ|) for |θ| ≥ R0 and is zero
otherwise.
Assume (1.1). The algorithm is
θn+1 = θn + n Yn − n K0 qθ (θn )

(5.1)

for suﬃciently large positive K0 . The purpose of the K0 qθ (·) term is to
assure that the iterates do not wander too far from the sphere. Suppose
that Eq(θ0 ) < ∞ and that there is a K1 < ∞ (not depending on n) such
that if Eq(θn ) < ∞, then En |Yn |2 ≤ K1 (q(θn ) + 1) and En Yn = ḡ(θn ) + βn ,
where βn → 0 with probability one and ḡ(·) is continuous. Suppose that
for K0 > 0 large enough there are α > 0 and C0 ≥ 0 satisfying
qθ (θ) [ḡ(θ) − K0 qθ (θ)] ≤ −αq(θ) + C0 .

(5.2)

Recall the deﬁnition δMn = Yn − En Yn . Suppose that the asymptotic
rate of change of

i δMi I{|θi |≤K}
i

is zero with probability one for each positive K. (See Section 3 for a useful
criteria.) Then the conclusions of Theorem 2.1 continue to hold, with mean
ODE
θ̇ = ḡ(θ) − K0 qθ (θ).
(5.3)
Note that if ḡ(θ) = −fθ (θ) for a continuously diﬀerentiable real-valued
function f (·), (5.1) is a gradient descent algorithm with the right side of
(5.3) being −[fθ (θ)+K0 qθ (θ)]. The proof is essentially that of Theorems 4.2
and 4.3 and will now be outlined. The essential point is the demonstration
of recurrence. That is, some ﬁnite sphere is visited inﬁnitely often by the
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sequence {θn } with probability one. As expected in such algorithms, the
penalty function q(·) is used as the Liapunov function.
It will next be shown that
sup Eq(θn ) < ∞.

(5.4)

n

A truncated Taylor series expansion yields
q(θn+1 ) − q(θn ) = n qθ (θn ) [ḡ(θn ) + βn − K0 qθ (θn )]


+O(2n ) |Yn |2 + K02 |qθ (θn )|2 + n qθ (θn )δMn .
Using (5.2), the bound on En |Yn |2 in terms of q(θn ), and the fact that
|qθ (θ)|2 ≤ O (q(θ) + 1) , for large n we have


q(θn+1 ) ≤ (1 −n α/2)q(θn ) + O(2n ) |Yn |2 − En |Yn |2
(5.5)
+n qθ (θn )δMn + O(2n ) + n C0 + o(n )|qθ (θn )|.
where α is deﬁned above (5.2). Thus, for some C1 < ∞,
En q(θn+1 ) ≤ (1 − n α/2)q(θn ) + O(2n ) + n C1 ,

(5.6)

which implies (5.4).
The inequality (5.6) also implies that Qλ is a recurrence set for {θn }
for large enough λ (see Theorem 4.3 or Theorem 4.4.4). Now, Theorem 4.3
implies that the conclusions of Theorem 2.1 hold with the ODE being (5.3).
In particular, for almost all ω the limit trajectories of θn (ω, ·) satisfy the
ODE (5.3) and are in a bounded invariant set for (5.3).
Finally, we remark that the development still holds if En Yn = gn (θn )+βn
and (5.2) holds for gn (·) replacing ḡ(·). The “soft constraint” can be used
in all subsequent chapters as well.

5.6 Random Directions, Subgradients, and
Diﬀerential Inclusions
The random directions algorithm. Refer to the random directions algorithm (1.2.9), where additional references are given. Let Fnd be the minimal
σ-algebra that measures {θ0 , Yi−1 , di , i ≤ n}. Adding the constraint set H
yields the projected algorithm


Yn+ − Yn−
θn+1 = ΠH θn − n dn
,
(6.1)
2cn
that we write in the expanded form as
θn+1 = θn − n fθ (θn ) + n dn βn + n dn

δMn
+ n ψnd + n Zn ,
2cn

(6.2)
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where we redeﬁne
δMn = (Yn− − EFnd Yn− ) − (Yn+ − EFnd Yn+ ).

(6.3)

βn is the ﬁnite diﬀerence bias and ψnd = [I − dn dn ]fθ (θn ) is the “random
directions noise.”
More generally, the random directions algorithm takes the following form.
Let there be measurable functions γn (·) such that
EFnd Yn± = γn (θn ± cn dn ).

(6.4)

Suppose that there are functions gn (·) that are continuous in θ, uniformly
in n, and random variables βn such that
γn (θn − cn dn ) − γn (θn + cn dn )
= dn gn (θn ) + βn .
2cn
Write the algorithm in the expanded form
θn+1 = θn + n dn dn gn (θn ) + n dn βn + n dn
δMn
2cn
+n (dn dn − I) gn (θn ) + n Zn .

= θn + n gn (θn ) + n dn βn + n dn

δMn
+ n Zn
2cn
(6.5)

When the general form (6.5) is used, we will require that the asymptotic
rate of change of
m(t)−1

n (dn dn − I) gn (θ)
(6.6)
n=0

be zero for each θ.
The following theorem follows directly from Theorem 3.1. See also the
comments on the Kiefer–Wolfowitz procedure at the end of Section 3 concerning the condition (3.2) with dn δMn /(2cn ) and ψnd replacing the δMn
there. If the constraint set H is dropped, then the stability theorems of
Section 4 can be used, with dn δMn /(2cn ) and ψnd replacing the δMn and
dn βn replacing βn there.
Theorem 6.1. Assume algorithm (6.5), the conditions of Theorem 3.1 for
the gradient case ḡ(·) = −fθ (·), with dn δMn /(2cn ) replacing δMn , and
dn βn replacing βn . Assume that the asymptotic rate of change of (6.6) is
zero with probability one. Then for almost all ω, θn (ω) converges to a unique
stationary set Si . In particular if f (·) has a unique constrained stationary
point θ̄ in H, then θn converges to θ̄ with probability one.
Remark: Random directions and the Robbins–Monro procedure.
The random directions idea can also be used for the Robbins–Monro procedure. This requires estimating the directional “increment.” If the eﬀort
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required to do this is commensurate with that required to get each component of Yn and is also much less than what is required to get the full
vector Yn for high-dimensional problems, then it might be advantageous to
use the random directions method for high dimensions; see Chapter 10.
Example of algorithm (6.5): n-dependent search. The use of gn (·)
rather than −fθ (·) in (6.5) arises if the direction of search is selected in a
diﬀerent subspace on successive iterations. For example, let r = r1 + r2 ,
and suppose that we iterate in the subspace of the ﬁrst r1 (resp., the last
r2 ) components of θ on the even (resp., odd) iterations. Let fi (·) denote the
negative of the gradient of f (·) in the ﬁrst r1 (resp., second r2 ) components.
Then g2n (·) = (f1 (·), 0) and g2n+1 (·) = (0, f2 (·)) and ḡ(·) = (f1 (·)+f2 (·))/2.
On the even (resp., odd) numbered iterations, the last r2 (resp., ﬁrst r1 )
components of the random direction vector are zero.
Convex function minimization and subgradients. Consider the constrained form of the algorithm (1.3.9), for the minimization of a convex
function f (·) that is not necessarily continuously diﬀerentiable everywhere.
Write the constrained form of (1.3.9) as
θn+1 = θn − n γn + n

δMn
+ n Zn ,
2cn

(6.7)

where Zn is the reﬂection term, δMn is the observation noise, and γn is a
ﬁnite diﬀerence approximation to a subgradient of f (·) at θn . The required
properties of γn were stated below (1.3.9). Again, the stability theorems of
Section 4 can be applied if the constraint set H is dropped. Theorem 3.1
yields the following result.
Theorem 6.2. Assume algorithm (6.7), where the γn are bounded and
satisfy the condition below (1.3.9). Assume (1.1), (3.2), and (3.3), with
δMn /(2cn ) replacing δMn in the deﬁnition of M 0 (·) in (3.2). Assume any
of the constraint set conditions (A4.3.1), (A4.3.2) or (A4.3.3), Suppose that
f (·) is not constant. Then the mean ODE is the diﬀerential inclusion
θ̇ ∈ −SG(θ) + z, z(t) ∈ −C(θ(t)).

(6.8)

With probability one, all limit points of θn are stationary points [i.e., points
where 0 ∈ −SG(θ) + z, z ∈ −C(θ)]. If there is a unique limit point θ̄ of the
paths of (6.8), then θn → θ̄ with probability one.
Diﬀerential inclusions. In some applications, (2.12) fails to hold owing
to the nature of the variation in the distributions of the noise, but where
nevertheless the local averages of gn (·) are in a suitable set. The diﬀerential
inclusion form (6.8) might then be useful. Write the algorithm as
θn+1 = ΠH [θn + n (gn (θn ) + δMn )] .

(6.9)
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The proof of the following useful result is like that of Theorem 3.1; the
details are left to the reader. If the constraint set H is dropped, then the
stability theorems of Section 4 can be used.
Theorem 6.3. Assume the conditions in the ﬁrst paragraph of Theorem
3.1 for the algorithm (6.9), except for (A2.7). Suppose that
lim lim sup

∆→0

n

|i − n |
= 0.
n
m(tn +∆)≥i≥n
sup

(6.10)

Let gn (·) be continuous on H, uniformly in n, and suppose that for each
θ, there is a G(θ) that is upper semicontinuous in the sense of (4.3.2) such
that
n+m−1
1 
lim distance
gi (θ), G(θ) = 0.
(6.11)
n,m→∞
m i=n
Alternatively, replace the continuity of gn (·) and (6.11) by the following:
The gn (θn ) are bounded and for all α and αin in H such that
lim

|αin − α| = 0,

(6.12)

n+m−1
1 
gi (αin ), G(α) = 0.
m i=n

(6.13)

sup

n,m→∞ n≤i≤n+m

we have
lim distance

n,m→∞

Then, for almost all ω, the limit points are contained in an invariant set
of the diﬀerential inclusion
θ̇ ∈ G(θ) + z,

z(t) ∈ −C(θ(t)).

(6.14)

If A ⊂ H is locally asymptotically stable in the sense of Liapunov for (2.1)
and θn is in some compact set in the domain of attraction of A inﬁnitely
often with probability ≥ ρ, then θn → A with at least probability ρ.

5.7 Convergence for Learning and Pattern
Classiﬁcation Problems
Theorems 2.1, 3.1, and 4.1 will be illustrated by proving convergence for
two examples from Chapters 1 and 2.

5.7.1

The Animal Learning Problem

Using the stability Theorem 4.1, convergence with probability one will be
proved for the lizard learning problem in Section 2.1. The algorithm is
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(2.1.3) [equivalently, (2.1.4)], and the assumptions stated in that section
will be used. In Theorem 4.1, θ̄ = 0 was used for notational simplicity.
Here θ − θ̄ replaces the θ in that theorem.
Deﬁne the Liapunov function V (θ) = (θ − θ̄)2 . Note that because there
is a constant C such that En [τn2 + rn2 ] ≤ C for all n and ω, we have


2
En [θn+1 − θn ] = O(2n ) 1 + ḡ 2 (θn ) .
Thus,



En V (θn+1 ) − V (θn ) = 2n (θn − θ̄)ḡ(θn ) + O(2n ) 1 + ḡ 2 (θn ) .

(7.1)

By the properties of ḡ(·), the ﬁrst term on the right side of (7.1) is bounded
above by −n λ|θn − θ̄|2 for some positive number λ. Until further notice,
suppose that n → 0 with probability one. Then, using the fact that |ḡ(θ)| ≤
c0 + c1 |θ − θ̄| for some positive ci , for large n we have
En V (θn+1 ) − V (θn ) ≤ −n λ|θn − θ̄|2 /2 + O(2n ).
It will next be shown that (4.2 ) can be used with n = (2K + 2θ̄)/(nEτ1 )
and θn − θ̄ replacing θn . Recall that n = 1/Wn and θn = Tn /Wn . If
|θn − θ̄| ≤ K for any real K > 0, then 1/Wn ≤ (K + θ̄)/Tn . Recall that
n−1
Tn ≥ i=0 τi , where τn are identically distributed and mutually independent with a positive mean value. Hence, the strong law of large numbers
implies that with probability one we eventually have Tn ≥ nEτ1 /2. Hence,
eventually, with probability one,
n I{|θn −θ̄|≤K} ≤

2K + 2θ̄
.
nEτ1

Since the other conditions of Theorem 4.1 hold, it follows that θn → θ̄ with
probability one.
It remains to be shown that n → 0 with probability one. As was seen
earlier, this will be true if θn ≤ K1 inﬁnitely often for some real K1 . Thus,
we need to consider what happens if θn → ∞ with a positive probability.
Note that as θn increases to inﬁnity the probability of pursuit increases
to one. Thus, there are δ0 > 0 and K0 > 0 suﬃciently large such that
for θn ≥ K0 , the probability of pursuit and capture (conditioned on the
past) is greater than δ0 . Considering these n such that θn ≥ K0 , we have a
(time varying) Bernoulli sequence with probability of success ≥ δ0 , and the
strong law of large numbers guarantees that (except on a null set) there is
a c2 > 0 such that we eventually have
Wn+1 ≥

n

i=1

wi Ji Ii I{θi ≥K0 } ≥ c2

n


I{θi ≥K0 }

i=1

on the set where the right side goes to inﬁnity, where Ii (resp., Ji ) is the
indicator function of pursuit (resp., capture). Thus, n → 0 with probability
one. Finally, we note that these arguments imply that n = O(1/n) with
probability one.
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5.7.2

The Pattern Classiﬁcation Problem

An application of Theorem 3.1 yields the probability one convergence of the
projected form of the algorithm (1.1.18). (The stability Theorem 4.1 can
be used if the algorithm is untruncated.) The sequence {yn , φn } is assumed
to be4mutually independent, but possibly nonstationary. Let H denote the
r
box i=1 [ai , bi ], where −∞ < ai < bi < ∞. The algorithm is
θn+1 = ΠH [θn + n φn (yn − φn θn )] ,
and it is supposed that (1.1) holds. Suppose that


sup E |yn φn | + |φn |2 < ∞,

(7.2)

(7.3)

n

and deﬁne S̄n = Eyn φn and Qn = Eφn φn . Suppose that there are matrices
S̄ and Q > 0 such that for each t > 0,
m(tn +t)

lim
n





i S̄i − S̄ = 0,

(7.4a)

i [Qi − Q] = 0.

(7.4b)

i=n
m(tn +t)

lim
n


i=n

Deﬁne the martingale diﬀerence


δMn = φn yn − S̄n − (φn φn − Qn ) θn ,
and suppose that it satisﬁes (3.2) or the suﬃcient conditions in Theorem
3.2. The algorithm can be written as


θn+1 = θn + n S̄n − Qn θn + n δMn + n Zn .
(7.5)
Theorem 3.1 holds with the mean ODE being given by
θ̇ = S̄ − Qθ + z, z(t) ∈ −C(θ(t)).

(7.6)

The limit points of {θn } are the stationary points of (7.6). If θ̄ = Q−1 S̄ ∈
H 0 , then this is the unique limit point. Otherwise it is the point θ on the
boundary of H that satisﬁes (S̄ − Qθ) ∈ C(θ). This will be the point in H
closest to θ̄. As a practical matter, if the iterates cluster about some point
on the boundary, one enlarges the box unless there is a reason not to. The
averaging approach of Subsection 1.3.3 can be used to get an asymptotically
optimal algorithm (see Chapters 9 and 11).
Now turn to the algorithm (1.1.16). Continue to assume the conditions
−1
listed above and that nΦ−1
(equivalently, Φn /n → Q) with proban →Q
−1
bility one. Deﬁne n = Φn Q, and write the algorithm as


θn+1 = ΠH θn + n Q−1 φn (yn − φn θn ) .
(7.7)
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By modifying the process on a set of arbitrarily small probability, it can be
assumed (without loss of generality) that there are real δn → 0 such that
|nn − I| ≤ δn . Then Theorem 3.1 continues to hold with the ODE
θ̇ = Q−1 S̄ − θ + z, z(t) ∈ −C(θ(t)).

(7.8)

5.8 Non-Convergence to Unstable Points
Let ḡ(·) = −fθ (·) for a real-valued continuously diﬀerentiable function f (·).
Under appropriate conditions, the theorems in Sections 2 to 4 have shown
that {θn } converges with probability one. If the algorithm is unconstrained,
then the limit points are in the set S of stationary points, that is, the points
satisfying fθ (θ) = 0. If the algorithm is constrained, with constraint set H,
the limit points are those θ ∈ H that satisfy −fθ (θ) + z = 0, for some
z ∈ −C(θ).
The set S (and similarly for the constrained problem) contains local
minima and other types of stationary points such as local maxima and
saddles. In practice, the local maxima and saddles are often seen to be
unstable points for the algorithm. Yet this “practical” lack of convergence
to the “bad” points does not follow from the given convergence theorems.
The “bad” points tend to be unstable for the algorithm because of the
interaction of the instability (or marginal stability) properties of the ODE
near those points with the perturbing noise. In an intuitive sense, when the
iterate is near a stationary point that is not a local minimum, the noise
“shakes” the iterate sequence until it is “captured” by a path descending
to a more stable point. This is similar in spirit to what happens with the
simulated annealing procedure, except that we are not looking for a global
minimum here. Under appropriate “directional nondegeneracy” conditions
on the noise, instability theorems based on Liapunov function or large
deviations methods can be used to prove the repelling property of local
maxima and local saddles. A one dimensional problem was treated in [182,
Chapter 5, Theorem 3.1], in which it was shown that convergence to a local
maximum point is not possible under certain “nondegeneracy” conditions
on the noise and the dynamics; see also [29, 30, 31, 189]. One result from
[189] will be given at the end of the section. But, it is often hard to know
whether the natural system noise is “suﬃciently perturbing.” The issue
of possible convergence to an unstable point arises even if ḡ(·) is not a
gradient.
The main problem in actually proving such an instability result is that
little is known about this perturbing noise in general. This is particularly
true for high dimensional problems, so that depending on the system noise
to “robustify” the algorithm can be risky. Practical “robustiﬁcation” might
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require an explicit introduction of carefully selected perturbations. This
would reduce the theoretical rate of convergence, as deﬁned in Chapter 10,
but we would expect that added robustness has some associated price.
It can be shown that a slight perturbation of the basic algorithm guarantees convergence with probability one to a local minimum. The proof is still
“asymptotic.” We are not suggesting the use of such a perturbed algorithm.
Indeed, the alteration is not a practical algorithm, although some sort of
perturbation will no doubt be needed. In addition, even if an algorithm is
constructed to ensure asymptotic escape from whatever local maximum or
saddle the iterates might wander near, this is not necessarily a guarantee
of good behavior during any run of “practical length.” Keep in mind that
if the iterate sequence is near a “bad” point for some large n, then it might
stay near that point for a long time afterwards, for either the original or
a perturbed form of the type discussed below, particularly when the step
sizes are small. This can be a problem in practice. However, the results
show the fundamental importance of the structure of the perturbing noise
(or added perturbations) and the ODE. For practical robustness, one might
require that neither the step sizes nor the perturbations go to zero.
One might wish to treat the problem of stationary points that are not
local minima in the context of the problem where there are many local
minima, and convergence to a reasonably good local minimum is desired.
The basic methods suggested to date for such a problem involve either appropriate multiple stochastic approximations, as in [258], or some sort of
crude perturbation as in [81, 130]; see also [108, 259, 269] and application to
image segmentation and restoration [270]. The perturbation itself is equivalent to a “local” restarting, but without the step size sequence being reset.
The issue of appropriate procedures for the general multi-stationary-point
case is still open.
A perturbed algorithm. Suppose that there is no constraint set. Let the
set of stationary points S consist of a ﬁnite number of points, deﬁne S1
to be the set of (ﬁnite) local minima, and set S2 = S − S1 . Let νk be a
sequence of integers going to inﬁnity, deﬁne Tk = tνk+1 − tνk , and suppose
that Tk → ∞. Let {χk } be a sequence of mutually independent random
variables uniformly distributed on the unit sphere in IRr , and let {bk } be a
sequence of positive numbers tending to zero. Also suppose that, for each
k, χk is independent of {Yi , i ≤ νk − 1}. The perturbed algorithm is
θn = θn−1 + n−1 Yn−1 , n = νk , any k,
θn = θn−1 + n−1 Yn−1 + bk χk , n = νk .
Note that νk are the perturbation times, and at each perturbation time νk ,
the iterate is changed by bk χk . Under appropriate conditions, the asymp-
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totic rate of change of the right-continuous piecewise constant process

bk χk
p(t) =
k:νk ≤m(t)

is zero, since Tk → ∞ and bk → 0. Then, under appropriate conditions, the
limiting ODE is just
θ̇ = ḡ(θ) = −fθ (θ),
as for the unperturbed algorithm. and we have probability one convergence to S. Conditions on the bk , νk which assure that the only possible
limit points are in S1 are not diﬃcult to obtain.3 But, there are always the
issues of determining what the “best” values are, by balancing the considerations of destabilizing the algorithm about unstable points and rate of
convergence. Additionally, we might want an algorithm that will converge
to a global minimum with a high probability.
Nonconvergence to unstable points. Let θ be a stationary point of the
ODE θ̇ = ḡ(θ), and suppose that some eigenvalue of ḡθ (θ) has a positive
real part. Then the point θ is said to be linearly unstable. We are concerned
with nonconvergence to θ for the Robbins-Monro process, and assume that
no constraints are active at θ. Consider the algorithm
θn+1 = θn + n [ḡ(θn ) + δMn ] ,
where n = 1/n and δMn is a martingale diﬀerence in that E[δMn |δMi , i <
n, θ0 ] = 0 with probability one.
Theorem 8.1. [189] Let the mixed second-order partial derivatives of ḡ(·)
be continuous in some neighborhood of θ, a linearly unstable point. Let
{δMn } be bounded. Suppose that there is a constant K > 0 such that for all
n and unit vectors x, we have E max{0, x δMn } ≥ K. Then the probability
that θn converges to θ is zero.

3
Such conditions and a proof of convergence were given in the ﬁrst edition
of this book. They are omitted here, since the proofs were intended only to be
suggestive of possibilities.

6
Convergence with Probability One:
Correlated Noise

6.0 Outline of Chapter
The most powerful method in Chapter 5 is the “general compactness
method” of Section 5.3. The basic assumption for that method is that the
asymptotic “rate of change” of the martingale M 0 (·) is zero with probability one. It was shown in Subsection 5.3.2 that the rate of change condition
is quite weak and yields convergence under what are probably close to the
weakest conditions on both the noise and step-size sequences, when the
underlying noise is of the martingale diﬀerence form. In this chapter it is
shown that the same approach yields excellent results for correlated noise.
General assumptions of the type used in Section 5.3 are stated in Subsection
1.1 and the main convergence theorem is proved in a straightforward way
in Subsection 1.2. Sometimes, one can use a stability (or weak convergence)
method to guarantee that some small neighborhood of a “stable” point θ̄ is
entered inﬁnitely often with probability p > 0. Then the ideas of Theorem
1.1 can be “localized” to give a proof of convergence to θ̄ with probability
p, under “local” conditions, which is done in Theorem 1.2. In Section 2 it
is shown that strong laws of large numbers imply the asymptotic rate of
change condition.
An alternative but more complicated approach to verifying the asymptotic rate of change conditions can be stated in terms of a “perturbed state”
process (as used in [127]). This latter method is particularly useful when
the step sizes decrease very slowly so that the law of large numbers cannot
be used. The general idea of the perturbed state method is introduced in
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Section 3 for verifying the rate of change condition, and some examples
are given in Section 4. Analogous perturbed state methods will frequently
be used in the sequel to “average out” the noise eﬀects in the course of
proving convergence or stability when the noise is correlated. Section 5
gives the direct extension of the convergence results of Section 1 to the
Kiefer–Wolfowitz algorithm and its random directions variant.
In Sections 1 to 5, the noise process {ξn } is assumed to be “exogenous,”
in that its future evolution, given the past history of the iterates (or “state”)
and the noise, depends only on the noise. In many important applications,
the evolution of the noise depends on the state in a Markovian way. Some
examples of this were given in Sections 2.3–2.5. The basic outline of the
state-dependent noise case is given in Section 6. General conditions for
convergence are stated in terms of a “perturbed” state process. The method
and general ideas are interesting and provide a very natural approach to
the convergence theory for the state-dependent noise case. However, only a
statement of the theorem and a rough outline of the proof and the general
idea are given, without elaboration, because the weak convergence method
of Chapters 7 and 8 provides a simpler approach to this problem. Section
7 deals with the stability method when there is no bounded constraint set
H and the iterate sequence is not known to be bounded a priori. The use
of perturbed Liapunov functions is crucial to the development. Since the
noise is correlated, the perturbations are of the type to be introduced in
Section 3 and not of the type used in Chapters 4 and 5. A result where the
mean ODE is actually a diﬀerential inclusion is in Section 8, together with
an application to the parameter identiﬁcation problem. Some ideas from
the theory of large deviations are introduced in Sections 9 and 10 to obtain
“exponential” bounds on the path excursions. By exponential bounds, we
mean bounds of the type: Given θn = x in a small neighborhood of an
asymptotically stable point θ̄ of the ODE, the probability that some future
iterate θi , i ≥ n, will leave some larger neighborhood of θ̄ is bounded above
by e−c/n , for some c > 0. Under weaker conditions, the mean escape time
is bounded below by ec/n , for some c > 0. These exponential bounds
will also be used for the constant-step-size case with n = , and will be
useful in interpreting the weak convergence results in Chapters 7 and 8.
The underlying theory of large deviations is quite technical; to simplify the
development, the problem will be set up so that available results in the
literature can be used.

6.1 A General Compactness Method
6.1.1

Introduction and General Assumptions

In Chapter 5, the noise process was a sequence of martingale diﬀerences. In
Section 5.3, we discussed a method for proving convergence with probability
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one that used the condition that the asymptotic rate of change of the
m(t)−1
interpolated noise process M 0 (t) = i=0
i δMi is zero with probability
one. In this chapter, it will be shown that the basic idea of the asymptotic
rate of change condition, as introduced and developed in [135], can be
applied with great generality and relative ease to algorithms with correlated
noise.
Until further notice, we will work with the projected or constrained algorithm (5.2.10), namely,
θn+1 = ΠH [θn + n Yn ] .

(1.1)

In Chapter 5, we deﬁned Fn , the σ-algebra determined by the initial condition θ0 and observations Yi , i < n. When the driving noise is correlated,
it is useful to keep track of the “eﬀective memory” needed to compute the
conditional expectation of the current observation given the past, and the
following somewhat more general approach is useful. We introduce random
variables ξn to represent the eﬀective memory. Suppose that there are random variables ξn taking values in some topological space Ξ, a sequence of
nondecreasing σ-algebras Fn , measurable functions gn (·), and “bias” random variables βn such that {θ0 , Yi−1 , ξi , i ≤ n} is Fn -measurable and if
E|Yn | < ∞, then
En Yn = gn (θn , ξn ) + βn ,
(1.2)
where En denotes the expectation conditioned on Fn . Deﬁne δMn = Yn −
En Yn and write the algorithm (1.1) in expanded form as
θn+1 = θn + n [En Yn + δMn + Zn ]
or, equivalently,
θn+1 = θn + n [gn (θn , ξn ) + δMn + βn + Zn ] ,

(1.3)

where, as in Chapter 5, Zn is the reﬂection term when there is a constraint
set H.
The σ-algebra Fn would generally measure “details” of the experiments
that led to {Yi , i < n, θ0 }. There is no pressing mathematical need to
separate βn from gn (θn , ξn ), but the form represents many applications,
where βn is a bias that is asymptotically unimportant and where it is
natural to put conditions on gn (·) and ξn .
Recall that when we say that the asymptotic “rate of change” of a
process, say M 0 (·), is zero with probability one (see Subsection 5.3.1), we
mean that for ω not in some null set and for any positive T ,
lim sup max |M 0 (ω, jT + t) − M 0 (ω, jT )| = 0.
n j≥n 0≤t≤T

(1.4)

Condition (1.4) does not imply that M 0 (·) (or, equivalently, Mn =
n−1
0
i=0 i δMi ) converges. For example, M (ω, t) = log t satisﬁes (1.4) but
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goes to inﬁnity as t → ∞. Conditions of this type, introduced and used
heavily in [135], appear to be close to minimal and have been proved to
be necessary for certain algorithms [249]. An analogous condition will be
needed to deal with the βn terms. The asymptotic rate of change conditions
are a convenient way of getting to the heart of what needs to be done to get
convergence. After proving a convergence theorem under such asymptotic
rate of change conditions, one need only show that they can be veriﬁed in
cases of interest. The approach is a convenient “division of labor.”
In addition to eliminating the eﬀects of the martingale diﬀerences {δMn }
and the bias terms {βn } on the asymptotics, both of which were dealt with
in Section 5.3 for the martingale noise case, one needs to “average” the
sequence {gn (θn , ξn )}.
Suppose that gn (·) does not depend on n and that for each θ,
m+n−1
1 
g(θ, ξi ) → ḡ(θ) w.p.1 as m, n → ∞.
m i=n

Then, since θn varies very slowly for large n, we might expect that a combination of the law of large numbers and a continuity condition could be
used to approximate
m(tn +∆)−1

i g(θi , ξi )/∆
i=n

by ḡ(θn ) for small ∆ > 0 and that this approximation and the ODE method
of Chapter 5 would yield the desired limit theorem. Of course, if gn (·)
depends on n, this dependence would have to be taken into account.
Thus, two issues arise: The ﬁrst concerns the continuity of gn (·, ξ) in θ,
and the second an appropriate form of the law of large numbers or other
averaging principle. The averaging principle we will use is weaker than the
strong law of large numbers. (In the next two chapters, the requirements on
the averaging principle are weakened even further.) A convenient condition
on gn (θ, ξn ) uses a local averaging and asymptotic rate of change condition
in the following form: There is a “mean” function ḡ(·) such that for any
T > 0 and for each θ,
#
#
#m(jT +t)−1
#
# 
#
#
lim sup max #
i [gi (θ, ξi ) − ḡ(θ)]## = 0 w.p.1.
(1.5)
n j≥n 0≤t≤T #
#
i=m(jT )
To facilitate the veriﬁcation, the conditions (1.4) and (1.5) will be written in
the form of (A1.3)–(A1.5). In Section 2, it will be shown that the conditions
are implied by strong laws of large numbers and other standard results. The
following conditions will be used. [Keep in mind that we are working either
with the constrained or the bounded θn . When the unconstrained algorithm
is used (i.e., where θn might be unbounded), one ﬁrst proves stability or
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recurrence, and then applies the results for the bounded case. Stability is
dealt with in Section 7.]
(A1.1) supn E|Yn | < ∞.
(A1.2) gn (θ, ξ) is continuous in θ for each ξ and n.
We require (A1.3)–(A1.5) to hold for each µ > 0 and some T > 0.
(A1.3) There is a continuous function ḡ(·) such that for each θ,
#
⎧
#
⎫
#m(jT +t)−1
#
⎨
⎬
# 
#
lim P sup max ##
i [gi (θ, ξi ) − ḡ(θ)]## ≥ µ = 0.
n→∞
⎩j≥n 0≤t≤T #
⎭
#
i=m(jT )

(A1.4)

#
#
⎫
⎧
#m(jT +t)−1
#
⎬
⎨
# 
#
lim P sup max ##
i δMi ## ≥ µ = 0.
n→∞
⎭
⎩j≥n 0≤t≤T #
#
i=m(jT )

(A1.5)

#
#
⎫
⎧
#m(jT +t)−1
#
⎬
⎨
# 
#
lim P sup max ##
i βi ## ≥ µ = 0.
n→∞
⎭
⎩j≥n 0≤t≤T #
#
i=m(jT )

(A1.6) There are measurable and non-negative functions ρ3 (·) and ρn4 (·)
of θ and ξ, respectively, such that
|gn (θ, ξ)| ≤ ρ3 (θ)ρn4 (ξ),

(1.6)

where ρ3 (·) is bounded on each bounded θ-set, and for each µ > 0,
⎧
⎫
m(jτ +τ )−1
⎨
⎬

lim lim P sup
i ρi4 (ξi ) ≥ µ = 0.
τ →0 n
⎩j≥n
⎭

(1.7)

i=m(jτ )

(A1.7) There are non-negative measurable functions ρ1 (·), ρn2 (·) of θ and
ξ, respectively, such that ρ1 (·) is bounded on each bounded θ-set and
|gn (θ, ξ) − gn (y, ξ)| ≤ ρ1 (θ − y)ρn2 (ξ)

(1.8)

θ→0

where ρ1 (θ) −→ 0
and

⎧
⎫
m(tj +τ )
⎨
⎬

P lim sup
i ρi2 (ξi ) < ∞ = 1, for some τ > 0.
⎩ j
⎭

(1.9)

i=j

(A1.8) If n is random, let it be Fn -measurable, with n ≥ 0 and
∞ with probability one.



n n

=
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Deﬁnition: Bounded rate of change condition. Replace ρi4 (ξi ) in (1.7)
by ψi ≥ 0. Then, if (1.7) holds for each µ > 0, we say that the asymptotic
rate of change of the process


m(t)−1

i ψi

i=0

is bounded with probability one.
Remarks on the conditions. Suﬃcient conditions for (A1.3) will be
given in Section 2 in terms of laws of large numbers and in Sections 3 and
4 in terms of “perturbed state” criteria. Condition (A1.6) is used only in
the proof that the set of interpolated paths is equicontinuous (always in the
extended sense) with probability one and the condition holds if gn (·) are
uniformly bounded. (A1.7) holds if the functions gn (·, ξ) are continuous in
θ uniformly in n and ξ. If {ρn2 (·)} satisﬁes the condition (1.7), then (1.9)
holds. (1.7) and (1.9) can be reduced to a condition like (A1.3) as follows:
Let supn Eρn4 (ξn ) < ∞. For each µ > 0 and T < ∞, suppose that
#
⎧
#
⎫
#m(jT +t)−1
#
⎨
⎬
# 
#
i [ρi4 (ξi ) − Eρi4 (ξi )]## ≥ µ = 0.
(1.10)
lim P sup max ##
n
⎩j≥n 0≤t≤T #
⎭
#
i=m(jT )

Then (1.7) holds. Section 8 contains extensions when ḡ(·) is discontinuous
or multivalued. But the weak convergence approach, to be presented in
Chapter 8, is easier and requires weaker conditions.

6.1.2

The Basic Convergence Theorem

Remark on past state dependence in gn (·). Suppose that gn (θn , ξn )
is replaced by gn (θn , . . . , θn−k , ξn ), k ≥ 0. Deﬁne gn (θ, ξ) = gn (θ, . . . , θ, ξ).
Then the theorem holds if the continuity and bounding conditions (A1.6)
and (A1.7) on gn (θ, ξ) are replaced by analogous continuity and bounding
conditions on gn (x1 , . . . , xk+1 , ξ), and gn (θ, ξ) replaces gn (θ, ξ) in (A1.3).
Apart from the conditions, the next theorem is a combination of Theorem
5.2.1 and 5.3.1.
Theorem 1.1. Assume (5.1.1), algorithm (1.1), and the conditions (A1.1)–
(A1.7), with H satisfying any one of the conditions (A4.3.1), (A4.3.2),
or (A4.3.3). If the n are random, assume (A1.8) in lieu of (5.1.1).
Then there is a null set N such that for ω ∈ N, the set of functions
{θn (ω, ·), Z n (ω, ·), n < ∞} is equicontinuous. Let (θ(ω, ·), Z(ω, ·)) denote
the limit of some convergent subsequence. Then this pair satisﬁes the projected ODE (5.2.1), and {θn (ω)} converges to some limit set of the ODE

6.1 A General Compactness Method

167

in H. If the constraint set is dropped, but {θn } is bounded with probability
one, then for almost all ω, the limits θ(ω, ·) of convergent subsequences of
{θn (ω, ·)} are trajectories of
θ̇ = ḡ(θ)
in some bounded invariant set and {θn (ω)} converges to this invariant set.
Let pn be integer-valued functions of ω, not necessarily being stopping times
or even measurable, but that go to inﬁnity with probability one. Then the
conclusions concerning the limits of {θn (·)} hold with pn replacing n. If
A ⊂ H is locally asymptotically stable in the sense of Liapunov for (5.2.1)
and θn is in some compact set in the domain of attraction of A inﬁnitely
often with probability ≥ ρ, then θn → A with at least probability ρ. Suppose
that (A5.2.6) holds. Then, for almost all ω, {θn (ω)} converges to a unique
Si .
Under the additional conditions of Theorem 5.2.5 on the mean ODE, for
almost all ω, θn (ω, ·) and θn (ω) converge to a set of chain recurrent points
in the limit or invariant set.
Proof. Deﬁne the process Gn (·) on −∞ < t < ∞ by
m(tn +t)−1

Gn (t) =



i gi (θi , ξi )

i=n

for t ≥ 0 and use the deﬁnition analogous to the second line of (5.1.8)
for t < 0. For simplicity, we henceforth write the deﬁnitions of the shifted
interpolation processes for t ≥ 0 only, with the obvious analogs of the
second line of (5.1.8) used for t < 0. Rewrite the algorithm as (for −∞ <
t < ∞)
θn (t) = θn + Gn (t) + M n (t) + B n (t) + Z n (t).

(1.11)

The proof follows the basic lines of that of Theorem 5.2.3. First the (w.p.1)
equicontinuity of processes on the right side of (1.11) is shown. Then it
is shown that M n (·) and B n (·) go to zero w.p.1. The characterization of
the limits of Gn (·) will be done by use of the continuity condition and the
averaging condition (A1.3). The use of (A1.3) is possible since θn changes
“slowly.” This procedure yields the ODE that characterizes the asymptotic
behavior.
First, we show that the sequence {Gn (·)} is equicontinuous with probability one. This is obviously true if the gi (·) are uniformly bounded. Otherwise,
proceed as follows. Since {θn } is bounded, by (A1.6) there is a 0 ≤ K1 < ∞
such that
m(tn +t)−1


i=n

m(tn +t)−1

i |gi (θi , ξi )| ≤ K1


i=n

i ρi4 (ξi ) ≡ Rn (t).
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Now (1.7) implies that there is a null set N0 such that for ω ∈ N0 , the
changes in the values of Rn (ω, ·) over small time intervals are small, uniformly in n for large n. Hence {Rn (ω, ·)} is equicontinuous.
By (A1.4) and (A1.5), {M n (ω, ·)} and {B n (ω, ·)} are equicontinuous for
ω ∈ N1 , a null set, and all limits (as n → ∞) are zero. As in the proof of
Theorem 5.2.3, the equicontinuity of {Gn (ω, ·) + M n (ω, ·) + B n (ω, ·)} for
ω ∈ N0 ∪ N1 implies that of {Z n (ω, ·)}. Thus, for ω ∈ N0 ∪ N1 , {θn (ω, ·)}
is equicontinuous. We next identify the limits of convergent subsequences
of θn (ω, ·). This will be done using the continuity condition (A1.7) and the
averaging condition (A1.3).
There is a countable dense set H0 ⊂ H and a null set N2 such that for
ω ∈ N2 and each θ ∈ H0 , (A1.3) implies that the set of centered functions
{Ḡn (ω, θ, ·)} deﬁned by
m(tn +t)−1

Ḡn (ω, θ, t) =



i [gi (θ, ξi (ω)) − ḡ(θ)]

i=n

is equicontinuous and all limits (as n → ∞) are zero. Let N3 denote the
exceptional null set in (1.9) (i.e., where the limsup is inﬁnite) and deﬁne
N = ∪30 Ni .
For ω ∈ N, extract a convergent subsequence of {θn (ω, ·), Z n (ω, ·)}, indexed by nk , with limit denoted by (θ(ω, ·), Z(ω, ·)). Henceforth we work
with a ﬁxed sample path for ω ∈ N, drop the ω argument, and use t ≥ 0 for
notational simplicity. Also, for notational simplicity, write nk simply as k.
Thus, we use tk for tnk . Then, given small ∆ > 0 and supposing, without
loss of generality, that t is an integral multiple of ∆, write
θk (t) = θk (0) + Gk1 (t) + Gk2 (t) + Gk3 (t) + M k (t) + B k (t) + Z k (t), (1.12)
m(t +t)−1
i gi (θi , ξi ) as
where the Gki (·) terms are obtained by splitting i=kk
follows:
t/∆−1 m(tk +j∆+∆)−1

Gk1 (t) =





i ḡ(θ(j∆)),

j=0
i=m(tk +j∆)
t/∆−1 m(tk +j∆+∆)−1

Gk2 (t) =





i [gi (θi , ξi ) − gi (θ(j∆), ξi ))] ,

(1.13)

j=0
i=m(tk +j∆)
t/∆−1 m(tk +j∆+∆)−1

Gk3 (t) =





j=0

i=m(tk +j∆)

i [gi (θ(j∆), ξi )) − ḡ(θ(j∆))] .

This splitting is a convenient way of exploiting the fact that the iterates
change slowly to allow us to use the averaging condition (A1.3).
As ∆ → 0,
*
t

Gk1 (t) →

ḡ(θ(s))ds.
0
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Gk2 (·) is handled by using (A1.7), which yields

|Gk2 (t)| ≤

max

max

j≤t/∆ 0≤ti −j∆≤∆

ρ1 (θi − θ(j∆))

 m(t
k +t)−1

i ρi2 (ξi ).

i=m(tk )

The right-hand side goes to zero as ∆ → 0 and k → ∞ by the convergence
m(tk +t)−1
i ρi2 (ξi ) (since
of θk (·) to θ(·) and the boundedness of lim supk i=m(t
k)
ω ∈ N ).
To show that lim∆ lim supk |Gk3 (t)| = 0, use (A1.3) and (A1.7). It is
enough to prove that for each small ∆ > 0,
m(tk +j∆+∆)−1

lim
k



i [gi (θ(j∆), ξi ) − ḡ(θ(j∆))] = 0.

(1.14)

i=m(tk +j∆)

Given α > 0, let {Blα , l ≤ lα } be a ﬁnite collection of disjoint sets of diam0
eter smaller than α, whose union is H, and with some xα
l ∈ H contained
α
in Bl . Write the sum in (1.14) as the sum of the following three terms:
lα


m(tk +j∆+∆)−1

I{θ(j∆)∈Blα }

l=1
lα

l=1
lα

l=1

I{θ(j∆)∈Blα }
I{θ(j∆)∈Blα }



α
i [gi (xα
l , ξi ) − ḡ(xl )] ,

i=m(tk +j∆)
m(tk +j∆+∆)−1



i [gi (θ(j∆), ξi ) − gi (xα
l , ξi )] ,

i=m(tk +j∆)
m(tk +j∆+∆)−1



i [ḡ(xα
l ) − ḡ(θ(j∆))] .

i=m(tk +j∆)

We need to show that these terms go to zero as k → ∞ and then α → 0. The
last term goes to zero uniformly in k as α → 0 by virtue of the continuity
of ḡ(·). By (A1.3) and the fact that ω ∈ N , the ﬁrst term goes to zero
as k → ∞. By (A1.7), the middle term goes to zero as k → ∞ and then
α → 0. Thus, (1.14) holds.
Putting the parts of the proof together and reintroducing the argument
ω yields the representation, for ω ∈ N,
* t
ḡ(θ(ω, s))ds + Z(ω, t).
(1.15)
θ(ω, t) = θ(ω, 0) +
0

Z(ω, ·) is shown to be the reﬂection term as in the proof of Theorem 5.2.3,
t
that is, Z(ω, t) = 0 z(ω, s)ds, where z(t) ∈ −C(θ(ω, t)). The rest of the
details are as in the proofs of Theorems 5.2.1 and 5.2.3. 2

6.1.3

Local Convergence Results

It is sometimes convenient to prove convergence by the following two steps.
First, a stability or weak convergence-type proof is used to show that each
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small neighborhood of a stable point θ̄ of the mean ODE is visited inﬁnitely
often with a nonzero probability. Then a “local” form of Theorem 1.1 is
used, where the conditions are localized about θ̄. Such an approach is also
useful when there is no constraint set.
The proof of Theorem 1.2, uses a “localized” form of the conditions of
Theorem 1.1 and is very close to that of Theorem 1.1; the details are left
to the reader. A stronger but more complicated result based on recurrence
is in Theorem 7.1. Recall that Nδ (θ) is used to denote the δ-neighborhood
of θ.
Local conditions. The following localized forms of the conditions of Theorem 1.1 will also be used in the stability analysis of Section 7, where the
bounded constraint set H will be dropped.
(A1.1 ) supn E|Yn |I{|θn |≤K} < ∞ for each K < ∞.
(A1.4 ) (A1.4) holds with δMn replaced by δMn I{|θn |≤K} for each K < ∞.
(A1.5 ) (A1.5) holds with βn replaced by βn I{|θn |≤K} for each K < ∞.
(A1.6 ) (A1.6) holds with ρn4 replaced by ρn4 I{|θn |≤K} for each K < ∞.
(A1.7 ) (A1.7) holds with ρn2 replaced by ρn2 I{|θn |≤K} for each K < ∞.
Theorem 1.2. Use algorithm (1.1) with H satisfying any of the constraint
set conditions (A4.3.1), (A4.3.2), or (A4.3.3), or let H = IRr . Let there be a
θ̄ such that for each δ > 0, θn ∈ Nδ (θ̄) inﬁnitely often with probability one.
Assume (5.1.1) and (A1.1 ), and let (A1.4 )–(A1.7 ) hold with I{|θn −θ̄|≤K}
replacing I{|θn |≤K} , where K is arbitrarily small. If n is random, assume
(A1.8). Let (A1.2) and (A1.3) hold for θ in an arbitrarily small neighborhood of θ̄. Let θ̄ be locally asymptotically stable in the sense of Liapunov
for (5.2.1). Then θn → θ̄ with probability one. The result holds if θ̄ is replaced by a compact set A that is locally asymptotically stable in the sense
of Liapunov.

6.2 Suﬃcient Conditions for the Rate of Change
Assumptions: Laws of Large Numbers
The assumptions (A1.3), (A1.4), (A1.6), and (A1.7) were stated in the
current form since they are “minimal” conditions for the proof. Their forms
suggest many ways of verifying them in applications. Since the veriﬁcation
of the conditions is a main issue in applications, two useful approaches to
such veriﬁcation will be discussed. In this section, a direct application of
the strong law of large numbers and the “Mensov-Rademacher” moment
estimates are used. When the strong law of large numbers holds for the
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sequence {gn (θ, ξn )}, then (A1.3) holds. The law of large numbers approach
√
fails to work if the n does not go to zero faster than the order of 1/ n.
Then the state perturbation approach of Section 3 is useful. Keep in mind
that in the applications
to date where n → 0, it generally goes to zero
√
faster than O(1/ n).
In what follows, ψn can represent [gn (θ, ξn ) − ḡ(θ)], [ρn2 (ξn ) − Eρn2 (ξn )],
or [ρn4 (ξn ) − Eρn4 (ξn )]. Conditions will be given under which the asymptotic rate of change of


m(t)−1

Ψ(t) =

i ψi

(2.1)

i=0

is zero with probability one.
Examples: Strong laws of large numbers. A partial summation formula can be used to put (2.1) into a form where a strong law of large
m−1
numbers can be applied. Deﬁne Sm = i=0 ψi . Then
m


i ψi = m [Sm+1 − Sn ] +

i=n

m−1


[Si+1 − Sn ] [i − i+1 ] .

(2.2)

i=n

For n = 0 and m = m(t) − 1, (2.2) becomes


m(t)−2

Ψ(t) = m(t)−1 Sm(t) +

Si+1

i=0

i − i+1
i .
i

(2.3)

The representation (2.3) implies that if

and

n Sn+1 → 0 w.p.1

(2.4a)

(n − n+1 )
= O(n ),
n

(2.4b)

then the asymptotic rate of change of Ψ(·) is zero.
Example 1. Let n = n−γ , γ ∈ (.5, 1]. Then
n − n+1
=O
n

&
% &
%
1
1
= n O
.
n
n1−γ

n
Hence (2.4b) holds. Then if i=1 ψi /nγ goes to zero with probability one (a
strong law of large numbers), the asymptotic rate of change of Ψ(·) is zero
with probability one. This implies that all we are asking for the averaging
condition is that a law of large numbers holds.
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n

Example 2. Random n . Let n = 1/
random variables {kn }. Then

i=1

ki for a sequence of positive

n − n+1
kn+1
= n+1 .
n
i=1 ki
If the following conditions are satisﬁed with probability one
1
ki > 0,
n i=0
n

lim inf
n

1
Sn → 0,
n

1
Sn kn → 0,
n

then (2.4a) is satisﬁed and (2.4b) holds.
Example 3. Mensov–Rademacher and moment estimates. The
book [135, Chapter 2] gives some examples using other methods, and here
are two of them. Suppose, without loss of generality, that ψn are real valued.
Suppose that ψn have mean zero
and that there are R(i) such that for
all n, i, |Eψn+i ψn | ≤ R(i), where i R(i) < ∞. Then in accordance with
[135, Section 2.7], there is a real K such that
#
#2
M
+n−1
m
#
#
#
#
i ψi # ≤ K(log2 4M )2
2i .
(2.5)
E max #
n+M >m≥n #
#
i=n

i=n

It follows from [135, Theorem 2.2.2] that Ψ(·) converges with probability
one if
∞

2
[i log2 i] < ∞.
(2.6)
i=1

For the Kiefer–Wolfowitz form, n is replaced by n /cn in (2.5) and (2.6).
The reference [135] contains applications of these estimates to processes
{ψn } deﬁned by moving averages.
Recall that if the ψi are mutually independent with mean zero and for
some even integer m

sup E|ψn |m < ∞,
m/2+1
< ∞,
n
n

n

then Ψ(·) converges with probability one (see (5.3.18) or [135, Example 6,
Section 2.2]).

6.3 Perturbed State Criteria for the Rate of
Change Assumptions
6.3.1

Introduction to Perturbed Test Functions

One of the powerful tools at our disposal is the method of perturbed test
functions (sometimes called perturbed state, depending on the context),
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which will be used heavily in the rest of the book. In Subsection 5.3.2, it
was seen that if a process is composed of sums of martingale diﬀerences,
then it is not too hard to get useful bounds on its asymptotic rate of change.
In Section 5.4, the importance of the martingale or supermartingale process
for proving stability was seen. Very often, in analyzing stochastic approximation processes, a process is close to a martingale or supermartingale
in the sense that it would have that property when a small perturbation
is added. A simple form of this perturbation technique was successfully
used in the stability discussions in Sections 4.5 and 5.4. For additional motivation and in preparation for a more extensive use of the perturbation
idea, we now review some of the previous discussion via a simple informal
example.
In the discussion of stability in Sections 4.5 and 5.4, the Liapunov function was modiﬁed slightly so that the result Vn (θn ) = V (θn ) + δVn would
be a supermartingale. In particular, we used
δVn = En

∞


2i |Yi |2 I{|θi |≤K} .

i=n

Let {ψn } be a sequence of real-valued random variables, and deﬁne Ψn =
n−1
i=0 i ψi . Let En denote the conditional expectation operator, given the
past {ψi , i < n}. Then En Ψn+1 − Ψn = En n ψn . If En ψn does not equal
zero with probability one for all n, then {Ψn } is not a martingale. We would
like to ﬁnd a perturbation δΨn that goes to zero with probability one as
n → 0 such that Ψn + δΨn is a martingale and then use this martingale
property to prove that the asymptotic rate of change of Ψn + δΨn is zero
with probability one. Then the asymptotic rate of change of Ψn will also be
correlated
zero with probability one. If the summands {ψn } are “weakly”
n+m
and have mean value zero, it is reasonable to expect that i=n i En ψi
will be near zero for large n and m. The perturbations to be used exploit
this idea.
In view of the fact that we use the conditional expectation En to deﬁne
∞ the martingale property at time n, deﬁne the perturbation δΨn =
i=n i En ψi . Note that the conditioning En is on the data up to time n
only. This sum will be well deﬁned if, loosely speaking, ψn have a “mixing”
property, where the expectation of the future, given the present, goes to
zero fast enough as the time diﬀerence goes to inﬁnity. Thus, suppose that
lim E
n

∞


i |En ψi | = 0

i=n

 n = Ψn +δΨn (weaker conditions are used below). The process
and deﬁne Ψ
δΨn is constructed so that
En δΨn+1 − δΨn = −n En ψn ,
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and hence
 n = 0.
 n+1 − Ψ
En Ψ
 n is an Fn -martingale diﬀerence.
 n+1 − Ψ
This implies that Ψ
Suppose that δΨn → 0 with probability one. Then the asymptotic rate
of change of the martingale process
m(t)−1 



 n+1 − Ψ
n
Ψ



i=0

is that of


m(t)−1

i ψi .

i=0

Nevertheless, the former sum, involving martingale diﬀerences, is often simpler to work with.
The perturbation δΨn can be extremely useful. It allows us to construct
(slightly) perturbed state processes that have better properties than the
original state process. It also allows us to construct Liapunov functions for
stability proofs under broad conditions on the noise correlation, extending
what was done in Sections 4.5 and 5.4.
Perturbed test function or perturbed state methods, to be used extensively in this book, are very powerful tools for proving approximation and
limit theorems for sequences of random processes under quite broad conditions. They were used in [26] to obtain limits of two-time-scale Markov
diﬀusion processes via PDE techniques. Perturbed test functions in the
context of semigroup approximations were given in [117]. These approaches
were extended considerably and applied to a large variety of approximation and limit problems for both Markovian and non-Markovian models
in [124, 125, 127, 132]. These references developed a comprehensive theory
and a set of practical techniques for the approximation of continuous-time
systems driven by “wide-bandwidth noise” or with “singular” components,
and discrete-time systems driven by correlated noise by diﬀusion or jumpdiﬀusion type processes or solutions to ODEs. Many concrete examples of
the use of the perturbation methods and their applications to problems
arising in systems and communication theory are in [127]. The “combined
ﬁrst-order perturbation and direct averaging method” in [127] is perhaps
the most useful for general problems where the limit processes are diﬀusions. For the problems of interest in this book, simple perturbations of
the type δΨn will suﬃce. The general perturbed state or perturbed test
function method will be used throughout the book to prove stability or for
approximation theorems when the noise is correlated.

6.3 Perturbed State Criteria

6.3.2

175

General Conditions for the Asymptotic Rate of Change

In this subsection, we use a perturbed state method to get simpler suﬃcient conditions for (A1.3). This will also give suﬃcient conditions for (1.7)
and (1.9). Three types of perturbations will be used, namely, (3.2b), its
discounted form (3.13), and (3.11), the latter two being variants on the
former. For most problems they are of equal value and ease of use. The
form (3.11) has advantages when the step sizes are random, and it is a
little simpler to verify the conditions with (3.8). The following conditions
will be used.
Assumptions and deﬁnitions.
(A3.1) supn E|gn (θ, ξn )| < ∞, for each θ ∈ H.
For each θ, deﬁne random variables vn (θ) as follows: v0 (θ) = 0 and for
n ≥ 0,
vn+1 (θ) = vn (θ) + n [gn (θ, ξn ) − ḡ(θ)].
(3.1)
(A3.2) For each θ,1
lim E
n

∞


i |En gi (θ, ξi ) − ḡ(θ)| = 0,

(3.2a)

i=n

and
δvn (θ) ≡

∞


i [En gi (θ, ξi ) − ḡ(θ)] → 0 w.p.1 as n → ∞.

(3.2b)

i=n

Note that (3.2a) implies that, with probability one,

En

∞


i En+1 [gi (θ, ξi ) − ḡ(θ)] =

i=n+1

∞


i En [gi (θ, ξi ) − ḡ(θ)].

(3.2c)

i=n+1

Deﬁne the perturbed state vn (θ) = vn (θ) + δvn (θ) and the martingale
diﬀerence
δNn (θ) = δvn+1 (θ) − En δvn+1 (θ)
∞
∞


=
i En+1 [gi (θ, ξi ) − ḡ(θ)] −
i En [gi (θ, ξi ) − ḡ(θ)],
i=n+1

i=n+1

1
In fact, (3.2a) is used only to assure that the sum in (3.2b) is well deﬁned,
∞and that the interchange
∞ of summation and conditional expectation in
En i=n+1 En+1 gi (θ, ξi ) =
E g (θ, ξi ) can be done, as in (3.2c). Any
i=n+1 n i
other condition assuring this, such as the discounted form introduced in the next
subsection, can be used in lieu of (3.2a).
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which we will write in the more compact form
∞


δNn (θ) =
=

i=n+1
∞


i [En+1 − En ] [gi (θ, ξi ) − ḡ(θ)]
(3.3)
i (En+1 − En )gi (θ, ξi ).

i=n+1

(A3.3) For some T > 0 and each µ > 0,
#
⎧
#
⎫
#m(jT +t)−1
#
⎨
⎬
# 
#
lim P sup max ##
δNi (θ)## ≥ µ = 0.
n→∞
⎩j≥n t≤T #
⎭
#
i=m(jT )
In other words, the asymptotic rate of change of
with probability one.

m(t)−1
i=0

δNi (θ) is zero

Theorem 3.1. Assume that i are not random and that (A3.1)–(A3.3)
hold. Then (A1.3) holds.
Proof. By the deﬁnitions,
vn+1 (θ) − vn (θ) = [vn+1 (θ) − vn (θ)] + [δvn+1 (θ) − δvn (θ)]
∞

= n [gn (θ, ξn ) − ḡ(θ)] +
i En+1 [gi (θ, ξi ) − ḡ(θ)]
−

∞


i=n+1

i En [gi (θ, ξi ) − ḡ(θ)] .

i=n

(3.4)
Equation (3.4) can be rewritten as
vn+1 (θ) − vn (θ) =

∞


i [En+1 − En ] [gi (θ, ξi ) − ḡ(θ)] = δNn (θ). (3.5)

i=n+1

By (A3.3), the asymptotic rate of change of


m(t)−1

δNi (θ)

i=0

is zero with probability one. Then, by (3.2b) the asymptotic rate of change
m(t)−1
i [gi (θ, ξi ) − ḡ(θ)] is zero with probability one. 2
of i=0
Remarks on the assumptions. As noted in the previous subsection,
the perturbation is constructed such that vn+1 (θ) − vn (θ) is a martingale
diﬀerence. Note that (A3.3) is implied by

E[δNn (θ)]2 < ∞.
(3.6)
n
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Some suﬃcient conditions for (A3.3) are provided in the next section; see
also Subsection 5.3.2. Condition (3.2b) is implied by various “mixing-type”
conditions on {ξn }. For very slowly decreasing step sizes, a set of conditions
under which δvn (θ) goes to zero with probability one can be obtained from
the use of the Chebyshev’s inequality applied to the exponential function,
and the Borel–Cantelli Lemma, as used in Section 5.3.2, namely, δvn (θ)
goes to zero with probability one if there is a 0 ≤ K < ∞ such that for
small α and all n,

2
Eeα δvn (θ) ≤ eK|n α| ,
and for each δ > 0,

∞


e−δ/n < ∞;

n=0

see Section 4 for an illustration of this idea.
The idea of the theorem also applies to (1.7) and (1.9). Let
supn Eρn4 (ξi ) < ∞, and replace gn (θ, ξn ) − ḡ(θ) by ρ4n (ξn ) − Eρn4 (ξn )
in (A3.1)–(A3.3). Then (1.7) holds, with the analogous result for (1.9).
Under “typical” conditions for stochastic approximation, the correlation of
the ξn goes to zero as the time diﬀerence goes to inﬁnity. If the conditional
expectation En [gn+i (θ, ξn+i ) − ḡ(θ)] goes to zero fast enough as i → ∞,
one expects that the variance of δNn (θ) is of the order of 2n , under broad
conditions. Then the square summability of n guarantees (3.6), but (A3.2)
is weaker.
Other useful criteria for (A3.3) can be obtained from the discussion of the
rate of change of M 0 (·) in Chapter 5 and in the next section. The δNn (θ)
term would not appear in the analogous development under the weak convergence approach of the next chapter, and that approach is appreciably
simpler than the probability one approach.

6.3.3

Alternative Perturbations

A discounted perturbation. The conditions (A3.2) and (A3.3) hold
under broad mixing-type conditions on {ξn }, since in applications the “delayed” conditional expectation typically converges to zero fast enough as
the delay goes to inﬁnity. Solo [225] added a discount factor to the perturbation scheme developed in [127]. In applications of the type dealt with in
this book, discounting adds little generality, but from an analytical point
of view it reduces the concern that the perturbations are well deﬁned and
leads to a weakening of (A3.2).
For i ≥ n, deﬁne the discount factor
Π(n, i) =

i

k=n

(1 − k ),

(3.7)
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where the empty product Π(n + 1, n) is deﬁned to be unity. Then redeﬁne
the perturbation to take the discounted form
δvnd (θ) =

∞


i Π(n + 1, i)En [gi (θ, ξi ) − ḡ(θ)] .

(3.8)

i=n

Deﬁne the discounted martingale diﬀerence as
δNnd (θ) =

∞


i Π(n + 2, i) [En+1 − En ] [gi (θ, ξi ) − ḡ(θ)] .

(3.9)

i=n+1

In view of (A3.1) and the fact that
sup
n

∞


i Π(n + 1, i) < ∞,

(3.10)

i=n

the sum in (3.8) is well deﬁned and (3.2a) is not needed. There is an analogous extension for (1.7) and (1.9). Deﬁne the discounted perturbed test
function
vnd (θ) = vn (θ) + δvnd (θ).
Theorem 3.2. Assume (A3.1) and (A3.3), except that the discounted forms
(3.8) and (3.9) are used in lieu of δvn (θ) and δNn (θ), respectively, and let
δvnd (θ) → 0 with probability one. Then (A1.3) holds.
Proof. Proceeding as in the proof of Theorem 3.1 but using the “discounted” forms δvnd (θ) and δNnd (θ), we have
 d

d
(θ) − vnd (θ) = [vn+1 (θ) − vn (θ)] + δvn+1
(θ) − δvnd (θ)
vn+1
∞

=
i Π(n + 2, i)En+1 [gi (θ, ξi ) − ḡ(θ)]
i=n+1
∞


−

i Π(n + 1, i)En [gi (θ, ξi ) − ḡ(θ)] .

i=n+1

The right-hand side can be written as
δNnd (θ) + n+1 γn+1 ,
where
γn+1 =

∞


d
i Π(n + 2, i)En [gi (x, ξi ) − ḡ(x)] = En δvn+1
(θ).

i=n+1

Since δvnd (θ) → 0 with probability one by the hypothesis, for the purposes
of the proof and without loss of generality we can suppose that δvnd (θ) is
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bounded by some real number for large n and all ω. Then En δvnd (θ) → 0
m(t)−1
i γi is
with probability one, and the asymptotic rate of change of i=0
zero with probability one. Then, using (A3.3) for δNnd (θ), the proof follows
as in Theorem 3.1. 2
The Poisson equation and an alternative perturbation. In lieu of
the δvn (θ) deﬁned in (A3.2) or (3.8), one can use the perturbation deﬁned
by
(3.11a)
δ vn (θ) = n qn (θ),
where
qn (θ) =

∞


En [gi (θ, ξi ) − ḡ(θ)] .

(3.11b)

i=n

Note that the step size n in (3.11a) is outside of the sum. This form was
used heavily in [16, 127] and is advantageous if the n are random and Fn measurable. With the form (3.11) used in Theorem 3.1, δNn (θ) is replaced
by
n+1

∞


(En+1 − En ) [gi (θ, ξi ) − ḡ(θ)]

i=n+1

+ (n+1 − n )

∞


En [gi (θ, ξi ) − ḡ(θ)]

(3.12)

i=n+1

≡ δ Nn (θ) + n χn (θ),
where
χn (θ) =

∞
(n+1 − n ) 
En [gi (θ, ξi ) − ḡ(θ)] ,
n
i=n+1

and
δ Nn (θ) = n+1

∞


(En+1 − En ) [gi (θ, ξi ) − ḡi (θ)]

i=n+1

is a martingale diﬀerence. The proof of Theorem 3.1 yields the following
result.
Theorem 3.3. Assume (A1.8), (A3.1), and (A3.2) with i replaced by n
in (3.2). Suppose that χn (θ) and δ vn (θ) go to zero with probability one and
that the asymptotic rate of change of


m(t)−1

δ Ni (θ)

i=0

is zero with probability one. Then (A1.3) holds.

(3.13)
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Comments on the discounted perturbation. Since χn (θ) goes to zero
m(t)−1
i χi (θ)
with probability one, the asymptotic rate of change of
i=0
is zero with probability one. The conditions needed with the use of the
perturbation (3.11a) are not very diﬀerent from those deﬁned in (A3.2). A
discounted form of the perturbation (3.11a) can also be used, namely the
resolvent
∞

i−n
δ vnd (θ) = n
(1 − n )
En [gi (θ, ξi ) − ḡ(θ)] .
(3.14)
i=n

A possible advantage of the perturbation form (3.11) is that n is outside
of the summation.
Remark on the Poisson equation. Suppose that gn (·) does not depend on n (write it as g(·)) and that {ξn } is a Markov chain with a
time-independent one-step transition function. Now, let Eξn denote the
expectation given ξn . Suppose that Eξ0 |g(θ, ξn )| < ∞ for each n and initial
condition ξ0 , and that there is a measurable function q(θ, ·) such that
∞


Eξ0 [g(θ, ξi ) − ḡ(θ)] = q(θ, ξ0 ),

i=0

where the sum is absolutely convergent for each value of ξ0 . If the order of
summation and integration can be interchanged as
∞


∞

# 

Eξ0 E g(θ, ξi ) − ḡ(θ)#ξ1 = Eξ0
Eξ1 [g(θ, ξi ) − ḡ(θ)] ,

i=1

i=1

then q(θ, ·) satisﬁes the Poisson equation
q(θ, ξ0 ) = [g(θ, ξ0 ) − ḡ(θ)] + Eξ0 q(θ, ξ1 ),

(3.15)

that was much used in the analysis in [16]. Of course, (3.11b) is always the
solution to (3.15) and can be used even without the Markov assumption.
This extra generality is important, because of the need for robustness in
the algorithms and conditions. A practical procedure that converges for a
particular Markov noise model should also converge for a non-Markov noise
model, if the new model is “close” to the Markov model, and similarly if
the basic model is non-Markov. The use of the perturbation forms (3.2b),
(3.8), (3.11), or (3.14) facilitates dealing with this robustness concern. The
equation (3.15) is useful mainly when information on its analytic form is
available and can be exploited to get information concerning the solution.

6.4 Examples Using State Perturbation
In this section, the state perturbation idea of the last section will be applied
to some concrete cases, providing additional suﬃcient conditions for (A3.1)
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that can be used
√ even if n → 0 very slowly. We will concentrate on n of
the order O(1/ n) or larger, but the methods can be useful no matter
how fast n → 0. We write ψn = gn (θ, ξn ) − ḡ(θ), and the θ-argument will
generally
be dropped. If the n sequence converges to zero no faster than
√
1/ n, then the strong
n laws of large numbers are more diﬃcult to apply
via (2.4), since n i=1 ψ
√i will not generally converge with probability one.
For example, if n = 1/ n, we get a central limit theorem. But the state
perturbation method of Section 3 remains useful and some examples will
now be given. The key to the value of the state perturbation method is
that the conditional expectation En ψi often tends to zero quite rapidly as
i − n → ∞. In what follows, the i are assumed to be not random.
Example 1. For an integer M ≥ 0, the sequence ψn is said to be M dependent if for each n the sets {ψi , i ≤ n} and {ψi , i ≥ M + n} are
independent. Suppose that {ψn } is M -dependent, supn E|ψn | < ∞, Eψn =
0, and that
i
< ∞.
(4.1)
sup sup
n i≥n n
By the M -dependence, the sums in (3.2) and (3.3) contain at most M + 1
terms and there are random variables ρn and γn where the ρn are martingale diﬀerences and
δNn (θ) = n ρn ,

δvn (θ) = n γn .

(4.2)

If {ψn } is bounded, then so is {ρn , γn }. More generally, suppose that
E|ψn |2k ≤ Ck for all n, where Ck ≤ K1k k! for a ﬁnite K1 . Using the
inequality [53, p. 45],
#2k
#
+1
M
+1
#
# 1 M


1
#
#
2k
xi # ≤
|xi | ,
#
#
#M + 1
M +1
i=1

we have

i=1

E|ρn |2k + E|γn |2k ≤ 2[(M + 1)]2k Ck .

Let
n ≤ αn / log n,

αn → 0.

(4.3)

Now, split the process into two, with each being composed of alternating
blocks (of the original) of length M ; the blocks of each set are mutually
independent. Now, using this independence, we see that in view of Example
m(t)−1
2 in Section 5.3, the asymptotic rate of change of i=0
δNi is zero with
probability one.
The proof that n γn → 0 with probability one is easier and will now be
given. It is suﬃcient to show that, for each k ≤ M, n+k |En ψn+k | → 0
with probability one as n → ∞. Let i = n + k and δ > 0. Then, by the
Chebyshev’s inequality,
P {i |En ψi | ≥ δ} ≤ e−δ/i Ee|En ψi | .
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Under (4.3), the right side is summable over i for each δ. The Borel–Cantelli
Lemma then yields that n+k |En ψn+k | exceeds δ only ﬁnitely
often with

probability one. The conditions supn E|ψn |2 < ∞ and n 2n < ∞ yield
the same results.
Example 2. Let q(·) be a bounded and continuous real-valued function.
Let {ξn } be an aperiodic irreducible Markov chain with values in a compact
metric state space, having a time-independent transition function satisfying
Doeblin’s condition [178,
 203]. Then there is a unique invariant measure
µ(·). Let ψn = q(ξn ) − q(ξ)µ(dξ). Then En ψn+i → 0 geometrically, and
uniformly in ξn , as i → ∞ [178, 203], which implies that the representations
in (4.2) hold with the {ρn } and {γn } being bounded. Suppose that gn (·)
does not depend on n and is continuous. Then, (A3.2) holds if n → 0, and
(A3.3) holds under (4.1) and (4.3).
Example 3. This is an extension of Example 1. Suppose that {ψn } is
bounded and strongly mixing in the sense that there is a real 0 ≤ K1 such
that
∞

Eψn = 0 and
|En ψi | ≤ K1
i=n

for all n with probability one. Then (A3.2) holds if n → 0, and (A3.3)
holds under (4.1) and (4.3).
Example 4. Let {ψn } be a sequence of real-valued and zero-mean Gaussian
random variables with uniformly bounded variances. Then the conditional
expectation E[ψn+m |ψi , i ≤ n] is also Gaussian. If the correlation function
Eψn ψn+m goes to zero fast enough as m → ∞, then (A3.2) and (A3.3)
hold under (4.1) and (4.3). To prove such an assertion, it is convenient to
have an explicit representation of the ψn in terms of a common sequence
of independent random variables. Let {wn } be a sequence of mutually independent Gaussian random variables, with uniformly bounded variances
and mean zero. Let the real numbers {an , n ≥ 0} satisfy
⎡
⎤2
∞

 
⎣
|an | < ∞,
|aj |⎦ < ∞.
(4.4)
n

i

j=i

Condition (4.4) holds if an = O(1/n3/2+δ ) for some δ > 0. Suppose that ψi
is deﬁned by
∞
i


ψi =
aj wi−j =
ai−j wj .
(4.5)
j=0

j=−∞

Let En denote conditioning on {wi , i ≤ n}. Then, for i ≥ n,
En ψi = ai−n wn + ai−n+1 wn−1 + · · · ,
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and the deﬁnition (3.2) yields
δvn =

∞


i En ψi = wn [n a0 + n+1 a1 + · · ·]

i=n

+ wn−1 [n a1 + n+1 a2 + · · ·] + · · ·
= n wn φ̄n0 + n wn−1 φ̄n1 + · · · ,

where
φ̄ni = ai +

n+1
n+2
ai+1 +
ai+2 + · · · .
n
n

Since, by (4.1) and (4.4)

i

sup φ̄2ni < ∞,
n

∞
the sum δvn =
i=n i En ψi is a zero mean Gaussian random variable
with variance 2n An , where {An } is a bounded sequence. Now, Chebyshev’s
inequality leads to
P {δvn ≥ α} ≤ 2P eδvn /n ≥ eα/n

≤ 2eAn /2 e−α/n .

Then (4.3) implies that the right side is summable. Hence, the Borel–
Cantelli Lemma and (4.3) imply that δvn → 0 with probability one.
In this example,
En+1 ψi − En ψi = ai−n−1 wn+1 .
Hence
δNn =

∞

i=n+1

i [En+1 − En ] ψi =

∞


i ai−n−1 wn+1 .

i=n+1

Thus, δNn is also Gaussian with mean zero and variance O(2n ). Now, the
argument used for Example 1 of Subsection 5.3.2 yields (A3.3).

6.5 Kiefer–Wolfowitz Algorithms
The Basic Algorithm. Following the approach taken in Section 5.3.3,
the algorithm will be written in a general way that covers many special
forms. Let us use algorithm (1.1) with the observation written as Yn =
(Yn− − Yn+ )/(2cn ). Suppose that there are random variables ξn = (ξn+ , ξn− ),
measurable functions γn± (·), and nondecreasing σ-algebras Fn , where Fn
measures at least {ξi± , Yi−1 , θi , i ≤ n} such that
En Yn± = γn± (θn , cn , ξn± ),

(5.1)
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where En denotes the conditional expectation with respect to Fn . Suppose
there are measurable functions gn (·) and random variables βn such that
γn− (θn , cn , ξn− ) − γn+ (θn , cn , ξn+ )
= gn (θn , ξn ) + βn .
2cn

(5.2)

The βn will represent the ﬁnite diﬀerence bias, as usual. Redeﬁne the martingale diﬀerence
δMn = (Yn− − En Yn− ) − (Yn+ − En Yn+ ),
and write the algorithm in the expanded form
θn+1 = θn + n gn (θn , ξn ) + n βn + n

δMn
+ n Zn .
2cn

(5.3)

A more general form which adds a term gn (θn , ξn )/(2cn ) to (5.3) is dealt
with in Theorem 8.3.3, where the development is via the simpler weak
convergence approach. Recall the discussion concerning variance reduction
and the use of common random numbers in connection with (1.2.6).
The proof of the following theorem is essentially that of Theorem 1.1 and
the details are left to the reader.
Theorem 5.1. Assume the conditions in the ﬁrst paragraph of this section
and the assumptions of Theorem 1.1 with δMn /(2cn ) replacing δMn . Then
the conclusions of Theorem 1.1 hold.
The random directions algorithm. Recall the discussion of the random directions algorithm in connection with (1.2.9) and in Section 5.6.
The development of the correlated noise case is virtually the same as that
of the standard Kiefer–Wolfowitz algorithm, and is covered by it if βn is
deﬁned appropriately. Use the notation in Theorem 5.1 and let the random
direction vectors dn be uniformly bounded. Let Fnd be a sequence of nondecreasing σ-algebras such that Fnd measures at least {θi , di , Yi−1 , i ≤ n}
and let there be measurable functions γn (·) and random variables ξn± such
that
(5.4)
EFnd Yn± = γn (θn ± cn dn , ξn± ).
Suppose there are measurable functions gn (·) and random variables βn such
that
γn (θn − cn dn , ξn− ) − γn (θn + cn dn , ξn+ )
= dn gn (θn , ξn ) + βn .
2cn

(5.5)

Redeﬁne
δMn = (Yn− − EFnd Yn− ) − (Yn+ − EFnd Yn+ ),

(5.6)
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and write the algorithm in the expanded form as
θn+1 = θn + n dn dn gn (θn , ξn ) + n dn βn + n dn
= θn + n gn (θn , ξn ) + n dn βn + n dn
+n (dn dn − I) gn (θn , ξn ) + n Zn .

δMn
2cn

δMn
+ n Zn
2cn
(5.7)

The proof of the following theorem is essentially that of Theorem 1.1.
Theorem 5.2. Assume the preceding conditions and the assumptions of
Theorem 1.1 with dn δMn /(2cn ) replacing δMn , δMn deﬁned by (5.6), and
dn βn replacing βn . Suppose that for each θ the asymptotic rate of change
of
m(t)−1

n (dn dn − I) gn (θ, ξn )
(5.8)
n=0

is zero with probability one. Then the conclusions of Theorem 1.1 hold.

6.6 State-Dependent Noise
Perturbation methods were shown to be a very useful tool for proving
stability in Chapters 4 and 5 and for verifying the rate of change conditions
such as (A1.3) in Sections 3 and 4 of this chapter. In [127], closely related
methods were developed and shown to be powerful tools for getting quite
general results on convergence and approximation for stochastic processes.
In this section, we brieﬂy outline an approach based on the ideas developed
in [127] for the types of “Markov” state-dependent noise introduced in the
examples of Sections 2.3–2.5. Few details will be given and only the main
steps are listed, so the reader can get a ﬂavor of what needs to be done. The
weak convergence approach and its required conditions are much simpler
for this model and will be discussed in Chapter 8 for both the Markov and
non-Markov state dependence. In the present context, by noise we mean
the “conditional memory” random variable ξn used in the representations
(1.2) and (1.3), and not the martingale diﬀerence term δMn .
Assume algorithm (1.1), supn E|Yn | < ∞, and the representations (1.2)
and (1.3). Deﬁne Fn as in Subsection 1.1. Up to this point in this chapter
it was implicitly supposed that
P {ξn+1 ∈ · | ξi , θi , i ≤ n} = P {ξn+1 ∈ · | ξi , i ≤ n} .

(6.1)

While this condition was never explicitly stated, conditions such as (A1.3)
might not be meaningful unless (6.1) holds. Equation (6.1) says that the
noise {ξn } is exogenous; in other words, the law of the probabilistic evolution of the noise is not inﬂuenced by the evolution of the iterate sequence.
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In the classes of noise models introduced in Sections 2.3–2.5, θn plays a
crucial role in evaluating the left side of (6.1), and (6.1) does not hold.
Indeed, if the algorithms in these sections were written in the expanded
form (1.3) where the “memory” random variable ξn is used, we would have
the Markov dependence
P {ξn+1 ∈ · | ξi , θi , i ≤ n} = P {ξn+1 ∈ · | ξn , θn } ,
where θn cannot be eliminated on the right-hand side. [More detail is given
in the examples at the end of the section.] This structure motivates the
following general model, which was developed in [127, 143] for the weak
convergence case. References [16, 57] contain an extensive development of
the state perturbation ideas for probability one convergence.
For each θ, let P (·, ·|θ) be a Markov transition function parameterized
by θ such that P (·, A|·) is Borel measurable for each Borel set A in the
range space Ξ of ξn . Suppose that the law of evolution of the noise satisﬁes
P {ξn+1 ∈ · | ξi , θi , i ≤ n} = P (ξn , ·|θn ),

(6.2)

where P (ξ, ·|θ) denotes the one-step transition probability with starting
point ξ and parameterized by θ.
Deﬁnition: Markov state-dependent noise. If (6.2) holds, the noise
process {ξn } is called Markov state-dependent or just state-dependent,
where the state is the iterate. Owing to this dependence, (A1.3) cannot
be used as stated, and the analysis becomes more diﬃcult.
The ﬁxed-θ process. For each ﬁxed value of θ, P (·, ·|θ) is the transition
function of a Markov chain; we let ξn (θ) denote the random variables of
that chain. This so-called ﬁxed-θ process plays a fundamental role in the
analysis and will be used again in Chapter 8. We expect that the probability
law of this chain for given θ is close to the probability law of the true noise
{ξn } if θn varies slowly around θ, and hence that the mean ODE can be
obtained in terms of this ﬁxed-θ chain. This turns out to be the case. Of
special interest is the ﬁxed-θ processes {ξi (θn ), i ≥ n}, deﬁned for each n
with initial condition ξn (θn ) = ξn . Thus, this process starts at value ξn at
time n and then evolves as if the parameter were ﬁxed at θn forever after.
Assumptions and the state perturbation.
(A6.1) There is a continuous function ḡ(·) such that for θ ∈ H, the
expression
∞

vn (θ, ξn ) =
i En [gi (θ, ξi (θ)) − ḡ(θ)]
(6.3)
i=n

is well deﬁned when the initial condition for {ξi , i ≥ n} is ξn (θ) = ξn , and
vn (θn , ξn ) → 0 w.p.1.

(6.4)
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The conditioning En in (6.3) is on ξn (θ) = ξn and the value of θ. If the n
are random or if desired, use one of the alternative perturbations (3.11) or
(3.14), and assume (A1.8) and that n+1 − n = o(n ).
The main conditions needed for convergence of {θn } are given in terms
of vn (θ, ξ). Deﬁne αn and the Fn -martingale diﬀerence δNn by
αn = vn+1 (θn+1 , ξn+1 ) − vn+1 (θn , ξn+1 ),

(6.5a)

δNn = vn+1 (θn , ξn+1 ) − En vn+1 (θn , ξn+1 ).

(6.5b)

(A6.2) The asymptotic rates of change of the processes


m(t)−1
0

A (t) =

αi ,

(6.6a)

δNi

(6.6b)

i=0



m(t)−1

N 0 (t) =

i=0

are zero with probability one.
If vn = O(n ) and vn (·, ξ) is Lipschitz continuous uniformly in n and ξ,
then we would expect that αn = O(2n ) and (6.6a) has zero asymptotic rate
of change. The following localized forms will be used for the unconstrained
algorithm in Chapter 7.
(A6.2 ) (A6.1) holds if, for each K < ∞, αi (resp., δNi ) is replaced by
αi I{|θi |≤K} (resp., by δNi I{|θi |≤K} ).
Theorem 6.1. Assume (5.1.1), (A1.1), (A1.2), (A1.4), (6.2), (A6.1),
(A6.2), and any of the constraint set conditions (A4.3.1), (A4.3.2), or
(A4.3.3). Then the conclusions of Theorem 1.1 hold. Under the additional
conditions of Theorem 5.2.5 on the mean ODE, for almost all ω, the limit
is contained in the set of chain recurrent points.
Comment on the proof. The proof uses a recursion for the perturbed
state θn = θn + vn (θn , ξn ) instead of for θn . By the deﬁnition of vn (θn , ξn ),
we have the “perturbed-state algorithm”
θn+1 = θn + n [gn (θn , ξn ) + βn + δMn + Zn ]
+ [vn+1 (θn+1 , ξn+1 ) − vn (θn , ξn )] .

(6.7)

The last term in (6.7) needs to be expanded so the conditions can be
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applied. By the deﬁnitions,
vn+1 (θn+1 , ξn+1 ) − vn (θn , ξn ) = −n [gn (θn , ξn ) − ḡ(θn )]
∞

+
i En+1 [gi (θn+1 , ξi (θn+1 )) − ḡ(θn+1 )]
−

i=n+1
∞


(6.8)
i En [gi (θn , ξi (θn )) − ḡ(θn )]

i=n+1

= −n [gn (θn , ξn ) − ḡ(θn )] + αn + δNn .
Using (6.8), rewrite the perturbed state equation (6.7) as
θn+1 = θn + n [ḡ(θn ) + βn + δMn + Zn ] + αn + δNn .

(6.9)

The proof is completed by using the conditions with the method of Theorem
1.1.
On the role of the perturbation. The form (6.9) illustrates the value of
the perturbed state approach. The term vn (θn , ξn ) can be shown to go to
zero with probability one under reasonable “ergodic” hypotheses. The use
of the perturbation removes gn (θn , ξn ) and replaces it by the average ḡ(θn ).
An “error” αn (due to the replacement of θn+1 by θn in vn+1 (θn+1 )) and a
new martingale diﬀerence term δNn were introduced in the process. Owing
to the rate of change conditions in (6.6), the sequence {αn , δNn } has no
eﬀect on the limit. In one way or another, in any particular application,
the veriﬁcation of these rate of change conditions and (6.4) is the focus of
the analysis.
If vn (θ, ξn ) is redeﬁned as in (3.11) such that the step sizes i inside the
summation are replaced by n outside the summation and gn (·) does not
depend on n, then vn (θ, ξn ) becomes n times the solution to the Poisson
equation (see the remark on the Poisson equation below (3.14)), where
ξn (θ) = ξ, namely,
n qn (θ, ξ) = n

∞


En [g(θ, ξi (θ)) − ḡ(θ)] .

(6.10)

i=n

Then the condition given in (6.6a) can be written in terms of the smoothness of the solution of that equation. Perhaps more often, veriﬁcation is
done via conditions on the rate of convergence of the n-step transition probabilities to their limit and on their smoothness in θ, and one works directly
with the form (6.3) rather than with the Poisson equation. The discounted
forms of the perturbations that are analogous to (3.8) and (3.11) can also
be used.
Examples. The conditions might look formidable. But they are often quite
easy to verify. This will be illustrated via two examples from Chapter 2.
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Consider the routing Example of Section 2.3, where g(θ, ξ) is deﬁned
above (2.3.4). The ξn is just the “occupancy” process. The function gn (θ, ξ)
does not depend on n. It is a simple polynomial in θ and is continuous in
(θ, ξ), since ξ is ﬁnite-valued. The function ḡ(·) is deﬁned below (2.3.4). The
summands in the deﬁnition of vn (θ, ξ) converge to zero at a geometric rate
and all of the assumptions hold. In particular, δNn is bounded and (A5.3.3)
holds. Hence, under the minimal condition (A5.3.2), and n ≤ an / log n for
any an → 0, the process in (6.6b) has zero asymptotic rate of change. The
αn in (6.5a) is O(2n ); hence A0 (·) also has zero asymptotic rate of change.
Now, consider the parametric optimization example of Subsection 2.5.3,
where Xn is a ﬁnite-state controlled chain, and ξn = (Xn , Cn ). Suppose
that kθ (i, j, θ), k(i, j, θ) and L(i, j, θ) are bounded and continuous in θ for
each value of (i, j). Let the chain be ergodic for each θ. Then gn (θn , ξn )
is the expectation of the coeﬃcient of n , n , conditioned on Xn , Cn , and
gn (·) does not depend on n. The summands in the deﬁnition of vn (θ, ξ)
converge to zero at a geometric rate and, as for the example of the previous
paragraph, all of the assumptions hold.

6.7 Stability and Stability ODE Methods for
Probability One Convergence
Introduction. The stability proofs using ODE-type methods combined
with local stability of the mean ODE, as in Theorems 5.4.2 and 5.4.3, are
equally applicable to the correlated noise case and yield a versatile combination of tools. Recall the main idea: A stability theorem would ﬁrst
be used to show that the iterate sequence enters some compact set inﬁnitely often with probability one. Then the ODE method is applied to the
sequence of paths starting at the times that they enter that compact recurrence set, and it is proved that the limits of these paths are solutions to
the mean ODE. Then the stability of the mean ODE is used to show that
the iterates not only eventually stay in the compact recurrent set but that
they converge to the limit set of the ODE in that recurrent set.
The proof of the main result will be done in several steps. First, in
Theorem 7.1 it is assumed that some compact set is recurrent, and that the
mean ODE satisﬁes a stability condition. Then the ODE method is used
to show that {θn } is bounded with probability one. From this point on,
the proof is just that of Theorem 1.1, but without the constraint. Thus,
θn converges to a bounded invariant set or a subset of chain recurrent
points. The advantage of this stability-ODE method type of proof is that
the conditions on the step sizes and noise are
quite weak. For example, as
∞
in Theorems 5.4.2 and 5.4.3, the condition i=0 2i < ∞ is not needed.
Theorem 7.2 shows that boundedness in probability implies the recur-
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rence needed in Theorem 7.1. In Theorem 7.3 a perturbed Liapunov function, whose form is suggested by that of the perturbed test function used
in Theorem 3.1, is used to get a suﬃcient condition for recurrence. If an
arbitrarily small neighborhood of a stable point θ̄ is visited inﬁnitely often
with probability one, then we need only verify the conditions near θ̄.
Note on soft constraints. Note that the idea of “soft constraint,” as used
in Chapter 5, is equally applicable here. Although we will not explicitly
state a theorem, the reader should have no trouble in using the stability
methods to that end.
Assumptions. We use the unconstrained algorithm
θn+1 = θn + n Yn
and assume (A1.1 ) and the following conditions.
(A7.1) There are random variables {ξn } and {βn }, a sequence of nondecreasing σ-algebras {Fn }, where Fn measures at least {θi , ξi , Yi−1 , i ≤ n},
and measurable functions gn (·), such that on each bounded θn -set,
En Yn = gn (θn , ξn ) + βn ,
where En is the expectation conditioned on Fn .
By (A.1.1 ) and (A7.1),
δMn I{|θn |≤K} = [Yn − En Yn ] I{|θn |≤K}
is an Fn -martingale diﬀerence for each real K. Since we always assume that
|θ0 | < ∞ with probability one, an iterative use of (A1.1 ) implies that Yn
and θn are ﬁnite with probability one for each n. Thus, we can write
θn+1 = θn + n gn (θn , ξn ) + n δMn + n βn

(7.1)

without ambiguity, even if we do not know a priori that E|Yn | < ∞ for
each n.
Theorem 7.1. Assume the unconstrained algorithm (7.1) and conditions
(5.1.1), (A.1.1 ), (A1.2), (A1.3), (A7.1), and (A1.4 )–(A1.7 ). For each 1 >
ρ > 0, let there be a compact set Rρ such that θn ∈ Rρ inﬁnitely often with
probability at least ρ. Let V (·) be a continuously diﬀerentiable Liapunov
function for the ODE
θ̇ = ḡ(θ)
(7.2)
in the following sense: V (θ) ≥ 0 for each θ, V (θ) → ∞ as |θ| → ∞,
and there are 0 < λ0 < ∞ and λ1 > 0 such that if θ(·) solves (7.2) and
V (θ(t)) ≥ λ0 , then V̇ (θ(t)) ≤ −λ1 . Then, with probability one, θn tends
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to the largest bounded invariant set of (7.2) in Qλ0 = {x : V (x) ≤ λ0 }.
Suppose that (A5.2.6) holds. Then, with probability one, θn (ω) converges to
a unique Si .
Under the additional conditions of Theorem 5.2.5, for almost all ω, θn (ω)
converges to a set of chain recurrent points in the invariant set. If we use
the conditions of Theorem 6.1, but localized in the same way, then the above
conclusions hold for the state-dependent noise case.
Proof. If it were shown that
lim sup |θn | < ∞ with probability one,

(7.3)

n

then the proof for the constrained algorithm in Theorem 1.1 (but omitting
the reﬂection terms) would yield the theorem. An “ODE method” will be
used to prove (7.3).
Given ρ > 0, there is an αρ > λ0 and an ω-set Ωρ such that P {Ωρ } ≥ ρ
and for ω ∈ Ωρ , θn (ω) ∈ Q0αρ inﬁnitely often. Let K in (A1.4 )–(A1.7 ) be
large enough that the K-sphere covers Q2αρ . Let N0 denote the ω-set of
nonconvergence to zero of the quantities in the brackets in (A1.4 )–(A1.7 )
for the given value of K. Let Dαρ denote a countable dense set in Q2αρ ,
and N1 the ω-set of nonconvergence to zero of the quantity in the brackets
in (A1.3) for all θ ∈ Dαρ . Deﬁne Ωρ = Ωρ − (N0 ∪ N1 ).
Henceforth, we work with a ﬁxed ω ∈ Ωρ and show that
lim sup V (θn (ω)) ≤ αρ ,

(7.4)

n

which implies (7.3), since ρ is arbitrary. Suppose that (7.4) is false. Since
by the hypotheses and the preceding paragraph, θn (ω) enters Q0αρ inﬁnitely
often and (7.4) is false, there is a subsequence {nk } and a ν > αρ such that,
analogously to what was done in the proof of Theorem 5.4.2, the following
holds: nk − 1 is a last value of i for which θi (ω) ∈ Qαρ prior to exiting Qν
before it returns (if ever) to Qαρ ; {θnk (ω)} converges to some point on the
boundary ∂Qαρ ; there is a T > 0 such that on [0, T ], V (θnk (ω, t)) ≥ αρ
and {θnk (ω, ·), t ≤ T } is equicontinuous. By the argument of the proof
in Theorem 1.1, the limit θ(ω, ·) of any convergent subsequence on [0, T ]
satisﬁes (7.2). But, by the stability hypothesis on (7.2), any solution of (7.2)
with initial condition in Qαρ remains strictly interior to Qαρ for all t > 0.
This contradicts the supposition that the V (θnk (ω, t)) ≥ αρ for t ∈ (0, T ].
This contradiction implies (7.4). The details for the state-dependent noise
case are similar and are omitted. 2
Deﬁnition. Recall that a sequence of vector-valued random variables {Xn }
is said to be bounded in probability (or tight) if
lim sup P {|Xn | ≥ K} = 0.

K→∞ n

(7.5)
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The next theorem shows that tightness implies recurrence.
Theorem 7.2. If
{θn } is bounded in probability

(7.6)

and (5.1.1) holds, the recurrence condition in Theorem 7.1 holds.
Proof. Recurrence holds because (7.6) implies that there is a random
A < ∞ with probability one such that |θn (ω)| ≤ A(ω) inﬁnitely often.
Equivalently, given any small ρ > 0, there is λρ < ∞ such that
P {|θn | ≤ λρ inﬁnitely often} ≥ 1 − ρ.
If this were not true, then for some ρ > 0 and all λ
P {|θn | ≤ λ only ﬁnitely often} ≥ ρ,
which, with the arbitrariness of λ, contradicts (7.6). 2
A suﬃcient condition for recurrence. We will use the perturbation
δvnd (θ) deﬁned in (3.8), (A1.1 ), (A7.1), and the following conditions, where
K1 is a positive real number. The conditions are modeled on the needs
of the example below. To simplify the development, the proof uses crude
inequalities. A ﬁner analysis under the conditions of a particular application
should lead to weaker conditions.
(A7.2) |Vθ (θ)|2 ≤ K1 (|Vθ (θ)ḡ(θ)| + 1).
(A7.3) |Vθ (θ)ḡ(θ)| ≤ K1 [V (θ) + 1] .
(A7.4) There are λ0 > 0 and λ1 > 0 such that for large n and θn ∈ Q0λ0 =
{θ : V (θ) < λ0 },
Vθ (θn )[ḡ(θn ) + βn ] ≤ −λ1 ,

Vθ (θn )ḡ(θn ) ≤ −2λ1 .

(7.7)

(A7.5) There are kn > 0 such that |Yn |2 ≤ kn2 [|Vθ (θ)ḡ(θ)| + 1] , where
n kn2 → 0 with probability one.
(A7.6) There are 
kn > 0 such that n 
kn2 → 0 with probability one and
kn2 [|Vθ (θ)ḡ(θ)| + 1] .
|δvnd (θ)|2 ≤ 2n 
(A7.7) There are 1 ≥ γ > 0 and kn > 0 such that for all θ, y and n,
#
# d
#δvn (θ + y) − δvnd (θ)# ≤ n kn |y|γ
(7.8)
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and γn kn+1 
knγ → 0 with probability one.
Examples of the assumptions. The conditions (A7.6) and (A7.7) require a mixing property of the ξn . Now, recall the parameter identiﬁcation
problem in Section 3.1, with algorithm (1.1.18) used. Suppose that there
are a vector S, a matrix Q > 0, and sequences {
χn , χn } such that
∞


i Π(n + 1, i)En [φi φi − Q] = n χ
n

i=n

and

∞


i Π(n + 1, i)En [yi φi − S] = n χn .

i=n

Then ḡ(θ) = S − Qθ. Let V (θ) = |θ|2 . Then vnd (θ) takes the form
vnd (θ) =

∞


i Π(n + 1, i)En [φi yi − φi φi θ − ḡ(θ)] .

i=n
2

If n |φn | → 0, n |φn yn | → 0, n |
χn |2 → 0, n |χn |2 → 0 with probability
one, then (A7.2)–(A7.7) hold.
In the following discussion, θ̄ = 0 is assumed for simplicity.
Theorem 7.3. Assume algorithm (7.1). Let the real-valued function V (·)
have continuous ﬁrst and bounded mixed second partial derivatives with
V (0) = 0 and V (θ) → ∞ as |θ| → ∞. Suppose that EV (θ0 ) < ∞ and
that (5.1.1), (4.1), (A1.1 ), and (A7.1)–(A7.7) hold. Then, for each positive
integer l,
⎧
⎨
lim P

K→∞

θn ∈ Qλ0 inﬁnitely often w.p.1,

⎫
⎬

(7.9a)

sup
|θ | ≥ K = 0,
⎩t ∈ [lth, (l + 1)st return to Q ] n
⎭
λ0

and we can use Qλ0 = Rρ for all ρ ∈ (0, 1] in Theorem 7.1. Finally,
lim sup P {|θn | ≥ K} = 0.

(7.9b)

K→∞ n

Proof. Suppose that EV (θn ) < ∞ and E|vnd (θn )| < ∞. Then a truncated
Taylor series expansion yields
2

En V (θn+1 ) − V (θn ) = n Vθ (θn ) [gn (θn , ξn ) + βn ] + O(2n )En |Yn | . (7.10)
Since n qn → 0 with probability one, for qn being either kn2 , 
kn2 or kn2 ,
without loss of generality, we can assume that they are as small as we
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wish, and this will be assumed throughout the proof. Then by a slight
modiﬁcation of Lemma 5.4.1, it follows that, for purposes of the proof, we
d
can suppose that EV (θn+1 ) < ∞, E|δvn+1
(θn+1 )| < ∞ for all n.
Deﬁne the perturbed Liapunov function
Vn (θn ) = V (θn ) + Vθ (θn )δvnd (θn ).
Then
En Vn+1 (θn+1 ) − Vn (θn )
= n Vθ (θn )ḡ(θn ) + n Vθ (θn )βn + O(2n )En |Yn |2


d
d
+ En Vθ (θn+1 )δvn+1
(θn+1 ) − Vθ (θn )δvn+1
(θn )

(7.11)



d
(θn ).
+ n+1 Vθ (θn )En δvn+1

Thus, by (A7.2)–(A7.7), there is a λ2 < λ1 but arbitrarily close to it, such
that
(7.12)
En Vn+1 (θn+1 ) − Vn (θn ) ≤ −n λ2
for large n if V (θn ) ≥ λ0 . Hence, Vn (θn ) has the supermartingale property
for large n if the process is stopped when θn ﬁrst reaches Qλ0 . Since |δVnd | ≤
n 
kn [V (θn ) + 1], we have
Vn (θn ) = V (θn ) + O(n )
kn [V (θn ) + 1],

(7.13)

which (since n 
kn can be assumed to be arbitrarily small) guarantees that
sup EVn− (θn ) < ∞,
n

where Vn− (θ) is the negative part of Vn (θ). Now the supermartingale convergence theorem [see the statement below (4.1.6)] and (7.12) can be applied
to Vn (θn ), stopped on ﬁrst entrance into Qλ0 , to get that this set is again
reached with probability one after each time it is exited. The proof of (7.9b)
is similar to that of [127, Theorem 8, Chapter 6] and is omitted. 2
Extensions. The following extensions are for the alternative perturbations, the Markov state-dependent noise cae and the constant n =  case.
The proofs are similar to that of Theorem 7.3 and are omitted. Note that
the perturbation form (3.11) for the Markov state-dependent noise case is
just the Poisson equation. The assumptions essentially require that  times
various noise terms are small for small . This is not unreasonable, since
the step sizes in a well constructed algorithm should be small for small .
Theorem 7.4. Assume the conditions of Theorem 7.3, except use either
the perturbation (3.2b), or (3.11) with (n+1 − n )/n = O(n ). For the
state-dependent noise case of Section 6, use either perturbation (6.3), or
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(6.10) with (n+1 − n )/n = O(n ), or the discounted forms. Then the
conclusions of Theorem 7.3 hold.
Theorem 7.5 (Constant step size). Consider the case of constant-step
size n = . Write the algorithm as θn+1
= θn + Yn . Deﬁne the perturbations analogously to what was done in Theorems 7.3 or 7.4. With the
replacements of kn , 
kn , kn by kn , 
kn , kn , resp., in (A7.5)–(A7.7), assume

the conditions of Theorem 7.3 and that [kn ]2 , [
kn ]2 and kn+1
[
kn ]γ all go

to zero as  → 0 and n → ∞. Then, with θn replacing θn , the conclusions
of Theorems 7.3 and 7.4 hold for small  > 0.
Remark. See Theorem 10.5.2 for the stability result
lim sup E|θn |2 /n = O(1)
n

and an analogous result for the constant step size case.

6.8 Diﬀerential Inclusions Form of the ODE
The averaging methods of Theorem 1.1 required that gn (θ, ξn ) average out
to a function ḡ(θ) in the sense of (A1.3). The use of diﬀerential inclusions
in lieu of ODEs allows this to be generalized in the sense of Theorem 5.6.3.
One practical use of the generalization will be illustrated by applying it to
the parameter identiﬁcation problem of Section 3.1.
The following theorem is an extension of Theorem 5.6.3 to the case of
correlated noise; the details of the proof are left to the reader.
Theorem 8.1. Assume condition (5.6.10) on the step sizes, algorithm
(1.1), and the conditions in the ﬁrst paragraph of Theorem 1.1 except for
(A1.3). Suppose that there is a set-valued function G(·) that is upper semicontinuous in the sense of (4.3.2) and such that
n+m−1
1 
lim distance
gi (θ, ξi ), G(θ) = 0
n,m
m i=n

(8.1)

with probability one for each θ. Then the conclusions of the ﬁrst paragraph
of Theorem 1.1 hold, with the ODE replaced by the diﬀerential inclusion
θ̇ ∈ G(θ) + z,

z(t) ∈ −C(θ(t)).

(8.2)

Alternatively to (A1.7) and (8.1), suppose that the gi (·) are bounded and
there is a null set N such that for ω ∈ N and any sequence αin , α, satisfying
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(5.6.12),
lim distance

n,m

n+m−1
1 
gi (αin , ξi ), G(α) = 0.
m i=n

(8.1 )

Then the conclusions hold.
Application to the parameter identiﬁcation problem. Return to the
parameter identiﬁcation problem of a linear system discussed in Section
3.1. Let the step sizes n satisfy the conditions (5.1.1) and (5.6.10). The
observation is yn = φn θ̄ + νn , where φn , θ̄ and θn have dimension r and
yn and
4rνn are real-valued. Deﬁne θn = θn − θ̄, and the constraint set
H = i=1 [ai , bi ], where −∞ < ai < bi < ∞. The constrained stochastic
approximation form of the identiﬁcation algorithm (1.1.18) is



θn+1 = ΠH [θn + n φn (yn − φn θn ]) = ΠH θn + n φn φn θ̄ + νn − φn θn ,
which can be written in terms of the θn as
θn+1 = θn − n φn φn θn + n φn νn + n Zn .

(8.3)

Suppose that the asymptotic rate of change of


m(t)−1

n φn νn

(8.4)

i=0

is zero with probability one. [Otherwise there will be a bias term in the
limit.] Suppose that
(8.5)
sup E|φn |2 < ∞,
n

and deﬁne Qn = Eφn φn . Let the asymptotic rate of change of


m(t)−1

i [φi φi − Qi ]

(8.6)

i=0

be zero with probability one. Suppose that there are positive deﬁnite matrices Q < Q such that

lim distance

n,m

n+m−1
1 
Qi , G = 0
m i=n

(8.7)

with probability one, where G is the set of convex combinations of Q and
Q. Now, Theorem 8.1 holds with G(θ) = −Gθ. If the box H is large enough,
then there is convergence with probability one to θ = 0.
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6.9 State Perturbation Methods for Convergence
and Bounds on Escape Probabilities
Suppose that for some large n, the iterate is close to some locally asymptotically stable point of the mean ODE. Then we expect that it will stay
there for a long time before (if ever) wandering away. In this and the next
section, we will derive estimates of the probability that the iterate will stay
within a small neighborhood of the stable point, either on a ﬁxed ﬁnite
time interval or on the inﬁnite time interval, given that it is close to that
stable point at the beginning of the interval. In fact, it will turn out that
under broad conditions the probability of escape is “exponentially small,”
that is, of the form e−c/n for some c > 0.
The approaches in this and the next section are somewhat diﬀerent. In
this section, we use perturbed states of the type used in Sections 3 and 4,
so that the essential requirements are on the conditional moments of the
martingale diﬀerences that appear. The approach in the next section works
with the original process (a perturbation is not added), and it is a more
direct use of the methods of large deviations theory. The proofs of the basic
results in this section are straightforward. But those in Section 10 require
some of the methods of the theory of large deviations. Since those proofs
are very technical, we will only set up the problem so that results from the
literature can be used directly. The algorithm is (1.1), which we write in
expanded form as
θn+1 = θn + n Yn + n Zn = θn + n [δMn + gn (θn , ξn ) + βn + Zn ] . (9.1)
The following assumptions will be used.
Assumptions and deﬁnitions. Use Nρ (x) to denote the open ρ-sphere
about the point x. The terms ξn , Fn , and En are as deﬁned in Subsection
1.1. Let PFn denote the probability conditioned on Fn . Recall that a Hurwitz matrix is a square matrix, all of whose eigenvalues have negative real
parts. Let Jn (µ) denote the indicator function of the event that |θn − θ̄| ≤ µ.
Recall the deﬁnition of Π(n, i) in (3.7).
(A9.1) θ̄ ∈ H 0 is a locally asymptotically stable point (in the sense of
Liapunov) of the ODE
θ̇ = ḡ(θ).
(9.2)
There is a Hurwitz matrix A such that ḡ(θ) = A(θ − θ̄) + O(|θ − θ̄|2 ). For
µ > 0, let ν(µ) > 0 be such that if |θ(0) − θ̄| ≤ ν(µ), then |θ(t) − θ̄| ≤ µ for
all t ≥ 0. [Clearly, µ ≥ ν(µ).]
(A9.2) gn (θ, ξ) can be written as

gn (θ, ξ) = gn (θ̄, ξ) + gn,θ
(θ̄, ξ)(θ − θ̄) + O(|θ − θ̄|2 ),

where O(·) is uniform in n and ξ.
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(A9.3) supn E|gn (θ̄, ξn )| < ∞ and supn E|gn,θ (θ̄, ξn )| < ∞.
By (A9.3), the random variables Γn (matrix-valued) and Λn (vectorvalued) given by
n Γn =

∞



 
i Π(n + 1, i)En gi,θ
(θ̄, ξi ) − A ,

(9.3)

i=n

n Λn =

∞


i Π(n + 1, i)En gi (θ̄, ξi )

(9.4)

i=n

are well deﬁned. Deﬁne the martingale diﬀerences
δMnΓ = Γn+1 − En Γn+1 ,
δMnΛ = Λn+1 − En Λn+1 .
(A9.4) There is a 0 ≤ K < ∞ such that for small (in norm) α, and all n,
with probability one


En eα δMn Jn (µ) ≤ eK|α|


Γ

En eα δMn x ≤ eK|α|


En eα

Λ
δMn

≤ eK|α|

2

2

2

/2

/2

/2

,

(9.5a)

,

(9.5b)

.

(9.5c)

(A9.5) There is a real-valued function p(·), continuous at zero, with p(0) =
0 such that for small |n α|, small µ > 0, and all n,


Een α Γn ≤ ep(n α) ,

(9.6a)



Een α Λn ≤ ep(n α) ,
Ee
(A9.6) For each c > 0,

n α Γn+1 Yn Jn (µ)

∞


≤e

p(n α)

(9.6b)
.

(9.6c)

e−c/n < ∞.

n=0

For each c > 0, there is a c1 > 0 such that for large n
∞


e−c/i ≤ e−c1 /n .

i=n

(A9.7) lim supn supi≥n i /n < ∞.
Examples. Examples of (A9.4) can be based on those of Subsection 5.3.2.
If {ξn } is bounded and satisﬁes an appropriate mixing condition [127], then
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(9.3) and (9.4) are bounded and (A9.3)–(A9.5) hold. Suppose that {ξn } is
Markov and (A9.3) holds. Then Γn and Λn are functions of ξn . (A9.5) is a
condition on the growth rates of the moments of Λn , Γn and Γn+1 Yn Jn (µ),
and it holds if there is a 0 ≤ K < ∞ such that the kth moments of these
random variables are bounded above by K k k!.
Theorem 9.1. Assume algorithm (9.1), (5.1.1), and (A9.1)–(A9.7) and let
βn → 0 uniformly in ω. Suppose that there is a ζ > 0 such that for each
ρ > 0, θn ∈ Nρ (θ̄) inﬁnitely often with probability ζ. Then θn → θ̄ with
probability ζ. Let θ̄ be at least a distance µ1 > 0 from ∂H, the boundary of
H. Then there is a c > 0 such that for large n and small µ ∈ (0, µ1 ),
'
(
P θi ∈ Nµ (θ̄) for some i ≥ n | θn ∈ Nν(µ/4) (θ̄) ≤ e−c/n .

(9.7)

Remark. Theorem 6.1 of [63] obtains estimates such as (9.7) even when
θ̄ is on the boundary of the constraint set, under some minor additional
conditions on the boundary. For ease of presentation here, we have assumed
that θ̄ is interior to H.
Proof. Henceforth, µ > 0 is small and in (0, µ1 ). For simplicity and without
loss of generality, we let ζ = 1. Also, it can easily be shown that the eﬀects of
the βn are strongly dominated by the eﬀects of A(θn − θ̄), and for simplicity
we drop the βn term. Deﬁne the perturbed state process
δθn = n Γn (θn − θ̄) + n Λn ,

(9.8a)

θn = (θn − θ̄) + δθn .

(9.8b)

The algorithm (9.1) can be written in the expanded form


θn+1 = θn +n δMn + gn (θ̄, ξn) + gn,θ
(θ̄, ξn )(θn − θ̄)
2
+ O(|θn − θ̄| ) + Zn .

(9.9)

Since we are concerned with the escape from a small neighborhood of θ̄,
which is in the interior of the constraint set H, the terms Zn do not appear
in the analysis and will be dropped without loss of generality. Similarly, we
can suppose without loss of generality that {θn } is bounded.
In preparation for rewriting the algorithm in terms of the perturbed state
θn , note (3.7) and the expansions:
n+1 Λn+1 − n Λn
= (n+1 En Λn+1 − n Λn ) + n+1 (Λn+1 − En Λn+1 )
= −n gn (θ̄, ξn ) +

2n+1 En Λn+1

+ n+1 (Λn+1 − En Λn+1 ) ,

(9.10)
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n+1 Γn+1 (θn+1 − θ̄) − n Γn (θn − θ̄)
= n+1 Γn+1 (θn − θ̄) − n Γn (θn − θ̄) + n+1 Γn+1 (θn+1 − θn )

 
= −n gn,θ
(θ̄, ξn ) − A (θn − θ̄) + 2n+1 En Γn+1 (θn − θ̄)
+ n+1 [Γn+1 − En Γn+1 ] (θn − θ̄) + n+1 Γn+1 (θn+1 − θn ).

(9.11)

Using (9.8)–(9.11) and noticing the cancellation of the ±gn (θ̄, ξn ) and

(θ̄, ξn ) − A](θn − θ̄) terms, we arrive at
±[gn,θ
θn+1 = θn + n Aθn + n δMn + n O(|θn − θ̄|2 )
+n+1 δMnΛ + n+1 δMnΓ (θn − θ̄) + 2n+1 En Γn+1 (θn − θ̄)
+2n+1 En Λn+1

(9.12)

+ n n+1 Γn+1 Yn − n Aδθn .

When estimating the following probabilities, for notational convenience and
without loss of generality, we suppose that the random variables are real
valued. For k > 0 and small αn > 0, (A9.5) implies that
(
'
P {n Γn ≥ k} = P eαn Γn ≥ eαk ≤ ep(αn ) e−αk .
Choosing α = v/n for small v > 0, the right side becomes ep(v) e−vk/n .
Repeating this for −n Γn and for ±n Λn and using (9.6a), (9.6b), the ﬁrst
part of (A9.6) and the Borel–Cantelli Lemma, we see that δθn → 0 with
probability one. Thus, if θn → 0 with probability one, then so does θn − θ̄.
Furthermore, by the second part of (A9.6) for each small κ > 0 there is
a c1 > 0 such that P {supi≥n |δθi | ≥ κ} ≤ e−c1 /n . It follows that, for
purposes of the proof we can suppose that θn ∈ Nρ (0) inﬁnitely often with
probability one for each ρ > 0, and it is enough to prove that θn → 0 with
probability one and that there is a c > 0 such that for large n,
#
P θi ∈ N2µ/3 (0) for some i ≥ n # θn ∈ Nν(µ/3) (0) ≤ e−c/n .

(9.13)

Note that the argument in the paragraph preceding (9.13) can be used to
show that for each small κ > 0 there is a c1 > 0 such that the maxima of
the terms
i Aδθi , 2i+1 Ei Λi+1 ,
2i+1 Ei Γi+1 (θi − θ̄)Ji (µ),

i i+1 Γi+1 Yi Ji (µ)

over i ∈ [n, ∞) are bounded by n κ with probability greater than 1−e−c1 /n
for large n. This implies that the asymptotic rates of change of the sums of
these terms are zero with probability one. By (A9.4), the asymptotic rates
of change of the sums of the martingale diﬀerence terms
n δMn Jn (µ),

n+1 δMnΓ (θn − θ̄)Jn (µ),

are zero with probability one.

n+1 δMnΛ
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Deﬁne θ0 (·) to be the piecewise linear interpolation of {θn } with interpolation intervals {n } and, as usual, deﬁne the shifted processes θn (·) =
θ0 (tn + ·). Now we localize the argument of Theorem 1.1 analogously to
what was done in Theorem 7.1 by working with the segments of the interpolated process θ0 (·) on the sequence of time intervals starting at those
exit times from Nν(µ/3) (θ̄) after which it does not return to Nν(µ/3) (θ̄) until
at least the next time of exit from N2µ/3 (0), and ending at the next time
of exit from N2µ/3 (0). Then the asymptotic rate of change properties cited
earlier and the local asymptotic stability (in the sense of Liapunov) properties of the solution to (9.2) imply the convergence θn → 0 with probability
one, as in the proof of Theorem 7.1.
Proof of (9.13): Large deviations estimates of escape. Let n vn
denote any one of the last four terms in (9.12). It was shown that for any
small κ > 0 there is a c1 > 0 such that the probability that |vi | > κ for
some i ∈ [n, ∞) is at most e−c1 /n for large n. Thus, for the purposes of
proving (9.13), we can suppose without loss of generality that |vn | ≤ κ
for any small κ. It follows that for large n, these vn terms are strongly
dominated by Aθn + O(|θn |2 ) when θn ∈ N2µ/3 (θ̄) − Nν(µ/3) (θ̄), and they
can be ignored. Hence, to prove (9.13) we need only work with the modiﬁed
algorithm
θn+1 = θn + n Aθn + n O(|θn − θ̄|2 )
+n δMn + n+1 δMnΓ (θn − θ̄) + n+1 δMnΛ .

(9.14)

Condition (A9.4), the last part of (A9.6), (A9.7), and the estimate (5.3.15)
in Theorem 5.3.3 imply that there is c2 > 0 such that for each ρ > 0
#
#
1
2
m
#
#


#
#
PFn sup #
i δMi Ji (µ) + i+1 δMiΓ (θi − θ̄)Ji (µ) + i+1 δMiΛ # ≥ ρ
#
m≥n #
i=n
2

≤ e−c2 ρ

/n

.
(9.15)

This bound, the arbitrariness of ρ, and the form of the equation (9.14),
imply that there is a c > 0 such that (9.13) holds. 2

6.10 Large Deviations Estimates: Probability One
Convergence and Escape Time Bounds
In Section 9, a state perturbation method, together with a linearization
about the limit point θ̄, was used to get the large deviations-type estimates
of escape (9.7). In this section, similar estimates will be obtained by a
more direct appeal to the classical theory of large deviations, without the
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intervention of the perturbation function. The proofs are quite technical
and will not be given. Instead, the problem will be set up so that the
desired results can be taken from [61, 63], which contain many references
to the general literature on the theory of large deviations. The main results
come from the less technical paper [61] with minor changes. Much stronger
results can be obtained from the ideas in [63]. The original applications
of large deviations theory to the stochastic approximation problem can be
found in [114, 128]. The last chapter of [127] contains an introduction to
the subject of large deviations; a few other sources on the general theory
are [42, 60, 75, 76, 220, 238].

6.10.1

Two-Sided Estimates

We will work with the following two forms of the algorithm (9.1):
θn+1 = θn + n gn (θn , ξn )

(10.1)

θn+1 = θn + n gn (θn , ξn ) + n δMn ,

(10.2)

and
where δMn is an Fn -martingale diﬀerence and Fn is the minimal σ-algebra
that measures {θi , Yi−1 , ξi , i ≤ n}. By an obvious deﬁnition of ξn , (10.2) is
a special case of (10.1). But it is sometimes useful to distinguish between
them when assumptions are to be veriﬁed.
Note the absence of the reﬂection term n Zn in (10.1) and (10.2). As
in Section 9, the limit point θ̄ will be supposed to be strictly interior to
the constraint set H. Since we will be concerned with escape from a small
neighborhood of θ̄ when the path starts very near θ̄, the Zn -terms can be
dropped. The mean ODE will be
θ̇ = ḡ(θ).

(10.3)

Assumptions and deﬁnitions. For simplicity in citations to the literature, the observation terms Yn will be assumed to be (uniformly) bounded
when θn is close to θ̄. Some results for the unbounded case appear in [61]
for the Gaussian noise and in [63, Section 7] if the conditional distribution
of Yn given the past of the iterate process has (uniformly) “exponential
tails,” which covers a quite general exogenous noise case. Whether mentioned explicitly or not, all the interpolations θn (·) and θ (·) are assumed to
be piecewise linear and not piecewise constant, so that they are all continuous. We now list the assumptions. Note that the condition that the limit
exists in (A10.4) will be weakened later; condition (A10.3), which was used
only to get a slightly sharper bound in [61], will be dropped in Subsection
10.2.
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(A10.1) Equation (10.3) has a unique solution for each initial condition,
and θ̄ ∈ H 0 is an asymptotically stable point in the sense of Liapunov. The
gn (·, ξ) are bounded and are Lipschitz continuous in θ uniformly in n and
ξ.

(A10.2) The step sizes n are nonincreasing,
n = ∞, and
i
= 1.
lim sup
n i≥n n
(A10.3) There is a continuous and positive function h1 (·) on [0, ∞) such
that
m(tn +s+δ)
→ h1 (s)
n
as n → ∞ and then δ → 0. Deﬁne the function h0 (·) = 1/h1 (·).
(A10.4) Let L and G be neighborhoods of the origin in IRr such that
θ̄ + Ḡ ≡ {θ̄ + y : y ∈ Ḡ} ∈ H. The set L can be arbitrarily small. There is
a real-valued function H0 (α, ψ) that is continuous in (α, ψ) in L × Ḡ and
whose α-derivative is continuous on L for each ﬁxed ψ ∈ Ḡ such that the
following limit holds: For any T > 0 and ∆ > 0 with T being an integral
multiple of ∆, and any functions (α(·), ψ(·)) taking values in (L, Ḡ) and
being constant on the intervals [i∆, i∆ + ∆), i∆ < T , we have
* T
H0 (α(s), ψ(s))ds
0
⎡
T /∆−1

∆
⎣
= lim log E exp
α (i∆)
m,n m
i=0
⎤
im+m−1
 

×
gn+j (θ̄ + ψ(i∆), ξn+j ) − ḡ(θ̄ + ψ(i∆)) ⎦ .
j=im

(10.4)
By limn,m we mean that the limit exists as n → ∞ and m → ∞ in any
way at all. The limit in (10.4) exists if, for each α and ψ, it exists uniformly
in ω (with probability one) in
⎡
⎤
m−1



1
lim log En exp ⎣α
gn+j (θ̄ + ψ, ξn+j ) − ḡ(θ̄ + ψ) ⎦ .
(10.5)
m,n m
j=0
Example of (A10.3). If n = 1/nγ , for 0 < γ < 1, then h1 (s) = 1. If
n = 1/n, then h1 (s) = e−s .
Deﬁnitions of the large deviations functionals. Deﬁne the functions
(see Equation (2.10) in [61], where the ideas of this subsection originate)
H1 (α, ψ, s) = h0 (s)H0 (h1 (s)α, ψ)

(10.6)
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L(β, ψ, s) = sup α β − ḡ(θ̄ + ψ) − H1 (α, ψ, s) .

(10.7)

α

Deﬁne the function S(T, φ) to be
*

T

L(φ̇(s), φ(s), s)ds

S(T, φ) =

(10.8)

0

if φ(·) is absolutely continuous and to take the value inﬁnity otherwise.
S(T, φ) is the usual action functional of the theory of large deviations.
Note that under (A10.3) and (A10.4), for each δ1 > 0 there is a δ2 > 0
such that
|φ̇ − ḡ(θ̄ + φ)| ≥ δ1 implies that L(φ̇, φ, t) ≥ δ2 , t ≤ T.

(10.9)

In addition, L(φ̇, φ, t) = 0 for φ̇ = ḡ(θ̄ + φ).
Comments on the limit (10.4) and its α-diﬀerentiability at α = 0.
The condition (A10.4) is a classical starting point for the theory of large
deviations. It will be weakened later in various ways. The large deviations
literature has devoted much attention to the veriﬁcation of conditions such
as (A10.4); see the examples below and in [61, 63].
For the following discussion, let α be real-valued and let ξ be a real-valued
random variable such that Eξ = 0 and Eeαξ < ∞ for some open α-interval
containing the origin. Then the function H(α) = log Eeαξ is convex, nonnegative and takes the value zero at α = 0. The diﬀerentiability of H(·) at
α = 0 is equivalent to there being a unique value of β (namely, β = 0) at
which
L(β) = sup [βα − H(α)] = 0.
α

This is illustrated in Figures 10.1 and 10.2. In Figure 10.1, we have graphed
a function H(α) that is not diﬀerentiable at α = 0. It is piecewise linear,
with slopes −k2 and k1 , where ki > 0.
A
A −k
A 2
A
A
A
A

H(α)



 k1





A

A

A

Figure 10.1. A nondiﬀerentiable H(α).

α
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Figure 10.2 plots βα and −H(α) as a function of α for some ﬁxed

βα

.

α

XXX
XXX
X

XXX
−H(α)

Figure 10.2. Plots of βα and −H(α).
It can be seen that L(β) = 0 for β ∈ [−k2 , k1 ]. In the applications, the
function L(·) plays the role of a cost rate, a penalty for the path to depart
from the mean trajectory. In this case we have centered the random variable
about the mean value. Adding the mean value, the form (10.7) would be
L(β − ḡ(θ̄ + ψ)) and S(T, φ) would be zero for any path φ(·) that satisﬁes
−k2 ≤ φ̇ − ḡ(θ̄ + φ) ≤ k1 on [0, T ]. Thus, it is likely that the noise eﬀects
would continually drive the path far from the mean. In any case, a noise
process that would yield an H-functional of the type in the ﬁgure is quite
unusual at the least.
Examples of α-diﬀerentiability. The α-diﬀerentiability and the characterization of its value at α = 0 as a mean value is related to the validity
of a law of large numbers, although we present only a “ﬁnite” heuristic
argument for this.
Let {ξ } be a sequence of real-valued random variables such that
n−1 n
E i=0 ξi /n → 0 as n → ∞. For each small real number α, deﬁne
1 n−1 2

1
Hn (α) = log E exp α
ξi ,
n
i=0
and set H(α) = limn Hn (α). Diﬀerentiating Hn (α) yields
n−1
n−1
1 E i=0 ξi exp α i=0 ξi
.
Hn,α (α) =
n−1
n
E exp α
ξ
i=0

n−1

Thus, Hn,α (0) = E i=0 ξi /n.
Let {ξi } be mutually independent and satisfy
n+m−1

1
E
ξi → 0
m
i=n

i
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as n and m go to inﬁnity. Let Eeαξn be bounded uniformly in n for α in
some neighborhood of the origin. Then, by a direct calculation it follows
that the value deﬁned by
1 n+m−1 2

1
H(α) = lim sup log E exp α
ξi
m
n,m
i=n
exists and is continuous and diﬀerentiable in a neighborhood of the origin
(with derivative zero at α = 0). The limsup will replace the lim in the
following subsections.
Suppose that the ξn are (vector-valued) Gaussian random variables with
mean zero and correlation function R(j) = Eξ0 ξj and that the sum
∞
j=−∞ R(j) = R̄, is absolutely convergent. Then, with α replaced by
a row vector, α , H(α) = α R̄α/2.
Now consider algorithm (10.1) with gn (·) = g(·) being bounded, continuous and not dependent on n. Suppose that {ξn } is a Markov chain on
a state space Ξ, with the one-step transition function denoted by P (ξ, ·).
The following fact is proved in [103] under a uniform recurrence condition
on the chain. Assume that the g(·)-function is “centered” such that

g(θ, ξ)µ(dξ) = 0, where µ(·) is the invariant measure of the chain. Let
C(Ξ) denote the space of real-valued continuous functions on Ξ. For each
θ and α, deﬁne the operator P(θ, α) from C(Ξ) to C(Ξ) by
*

P(θ, α)(f )(ξ) = eα g(θ,ξ1 ) f (ξ1 )P (ξ, dξ1 ).
The eigenvalue λ(θ, α) of P(θ, α) with maximum modulus is real, simple
and larger than unity for α = 0. Also, H(α, θ) = log λ(θ, α) is analytic in
α for each θ and the limit
1 n−1
2

1

H(θ, α) = lim log Eξ exp α
g(θ, ξi )
n n
i=0
exists uniformly in the initial condition ξ, where Eξ is the expectation
under the initial condition ξ.
Reference [63] contains other examples such as M -dependent and statedependent noise and outlines a more abstract but more general approach
to verifying the limit and diﬀerentiability conditions.
Deﬁnitions. For notational simplicity and without loss of generality, we
suppose that θ̄ = 0 in all subsequent results in this section, although we
retain the argument θ̄. Let Bx be a set of continuous functions on [0, T ] taking values in the set Ḡ, and with initial value x. Recall that Bx0 denotes the
interior of Bx , and B̄x stands for the closure of Bx . We have the following
theorem, in which we use θn (·) to denote the piecewise linear interpolation
with initial condition θn (0) = θn .
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Theorem 10.1. [61, Theorem 3.2] Assume algorithm (10.1). Under
(A10.1)–(A10.4)
− inf 0 S(T, φ) ≤ lim inf n log Pxn {θn (·) ∈ Bx }
φ∈Bx

n

≤ lim sup n log Pxn {θn (·) ∈ Bx }
n

(10.10)

≤ − inf S(T, φ),
φ∈B̄x

where Pxn denotes the probability under the condition that θn (0) = θn = x.
Application of (10.10). The following estimate will be useful in the computation of the mean escape times. Recall the deﬁnition of ν(µ) in (A9.1).
Let µ be small enough that Nµ (0) ⊂ G. Deﬁne B1,x to be the set of continuous paths that start at x ∈ Nν(µ) (0) and either leave the set G on the
interval [0, T ] or do not return to Nν(µ) (0) at time T . The inequality (10.9)
says that there is a δ3 > 0 such that for all x ∈ Nν(µ) (0),
S(T, φ) ≥ δ3 for φ(·) ∈ B1,x .

(10.11)

Then Theorem 10.1 implies that there is a c > 0 such that for large n,
Pxn {θn (·) ∈ B1,x } ≤ e−c/n .

(10.12)

Constant step size: n = . Theorem 10.1 also holds for the constant
step size (n = ) case, where the iterates are θn , and we use h1 (s) = 1. Let
q ≥ 0 be a sequence of nondecreasing and non-negative integers. In the
following theorems, θ (·) is the piecewise linear interpolation of the process
with values θn on [n, n + ). Theorem 10.1 becomes the following.
Theorem 10.2. Assume algorithm (10.1). Let n = . Under (A10.1) and
(A10.4),
− inf 0 S(T, φ) ≤ lim inf  log Px {θ (q + ·) ∈ Bx }
φ∈Bx



≤ lim sup  log Px {θ (q + ·) ∈ Bx }


(10.13)

≤ − inf S(T, φ),
φ∈B̄x

where Px denotes the probability under the condition that θ (q ) = θq = x.
The inequality (10.12) takes the form: There is a c > 0 such that for small
 > 0 and large n,
Px {θ (q + ·) ∈ B1,x } ≤ e−c/ .

208

6.10.2

6. Convergence w.p.1: Correlated Noise

Upper Bounds and Weaker Conditions

The existence of the limits in (10.4) or (10.5) was needed to get the twosided estimates in (10.10). But (10.12) is an application of only the upper
bound in (10.10). Condition (A10.3) was used in [61] only to get a slightly
sharper bound. If we need only an upper bound such as the second line
of (10.10) or (10.12), then the limit in (10.4) or (10.5) can be replaced
by a limsup, (A10.3) can be dropped, and (A10.4) can be replaced by the
following much weaker condition.
(A10.5) There is a function H̄1 (α, ψ) with the continuity and diﬀerentiability properties of H0 (α, ψ) in (A10.4) such that for any ∆ > 0 and T > 0
(with the functions α(·) and ψ(·) being as in (A10.4), and T an integral
multiple of ∆),
* T
H̄1 (α(s), ψ(s))ds
0
⎡
T /∆−1

∆
⎣
≥ lim sup log E exp
α (i∆)
m
m,n
i=0
⎤
im+m−1
 

×
gn+j (θ̄ + ψ(i∆), ξn+j ) − ḡ(θ̄ + ψ(i∆)) ⎦ ,
j=im

(10.14)
or that with probability one, for each α, ψ,
⎡
⎤
m−1


1
gn+j (θ̄ + ψ, ξn+j ) − ḡ(θ̄ + ψ) ⎦ ,
H̄1 (α, ψ) ≥ lim sup log En exp ⎣α
m
m,n
j=0
(10.15)
where the limsup is attained uniformly in ω (for almost all ω). Deﬁne
H̄(α, ψ) = H̄1 (α, ψ) and set
 


(10.16)
L̄(β, ψ) = sup α β − ḡ(θ̄ + ψ) − H̄(α, ψ) .
α

Deﬁne S̄(T, φ) as S(T, φ) was deﬁned, but using L̄(β, ψ).
The continuity and α-diﬀerentiability properties of H̄(α, ψ) imply that
(10.9) holds for L̄(β, ψ) and (10.11) holds for S̄(T, φ). Theorem 10.3 follows
from the proof of the upper bound in [61, Theorem 3.2] or by the stronger
results in [63, Theorem 3.2], whose proof is much more technical, but all of
whose conditions hold by the assumptions here, as shown in [63, Sections
4 and 5].
Theorem 10.3. Assume algorithm (10.1) and conditions (A10.1), (A10.2),
and (A10.5). Then
lim sup n log Pxn {θn (·) ∈ Bx } ≤ − inf S̄(T, φ),
n

φ∈B̄x

(10.17)

6.10 Large Deviations

209

and (10.12) holds for some c > 0. The analog of the assertion holds for the
constant step size ( = n ) case.
Algorithm (10.2). As previously noted, algorithms (10.1) and (10.2) are
the same, as can be seen by letting δMn be a component of ξn . But sometimes it is convenient to check the conditions separately on the sequences
δMn and ξn . Then the upper bounding idea of condition (A10.5) can be
used and will be based on the following fact: By Hölder’s inequality for
real-valued random variables X1 , . . . , Xk ,
E |X1 · · · Xk | ≤ E 1/k |X1 |k · · · E 1/k |Xk |k .
Hence, for real-valued Xn ,
log E exp

k


Xi ≤

i=1

k
1
log EekXi .
k i=1

(10.18)

We will need the following condition.
(A10.6) There is a function H̄2 (α) that is continuous and diﬀerentiable
in some small neighborhood L of the origin such that [for α(·), T, ∆ as in
(A10.4)],
⎡
⎤
* T
T /∆−1
im+m−1


∆
α (i∆)
δMn+j ⎦
H̄2 (α(s))ds ≥ lim sup log E exp ⎣
m
m,n
0
j=im
i=0
(10.19)
or that with probability one,
H̄2 (α) ≥ lim sup
m,n

⎡

1
log En exp ⎣α
m

m−1


⎤
δMn+j ⎦ ,

(10.20)

j=0

where the limsup is taken on uniformly in ω (for almost all ω).
Now with k = 2, use the bound in (10.18) to redeﬁne
H̄(α, ψ) =

1
1
H̄1 (2α, ψ) + H̄2 (2α),
2
2

and deﬁne L̄(·) and S̄(·) as before Theorem 10.3. The inequalities (10.9)
and (10.11) still hold.
Theorem 10.4. Assume algorithm (10.2) with bounded {δMn } and conditions (A10.1), (A10.2), (A10.5), and (A10.6). Then (10.12) and (10.17)
hold. The analogous results hold for the constant step size (n = ) case.
Linearization and local results. In Section 9, we worked with a linearization about θ̄. The same thing can be done here. Condition (A9.2)
will be used with the following.
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(A10.7) There is a function H̄3 (α) that has the continuity and diﬀerentiability properties of H̄2 (·) in (A10.6), and (10.19) or (10.20) holds for H̄3 (α)
when δMn is replaced by gn (θ̄, ξn ). There is a function H̄4 (α, ψ) that has
the continuity and diﬀerentiability properties of H̄0 (α, ψ) in (A10.4), and
(10.14) or (10.15) holds for H̄4 (α, ψ) when [gn+j (θ̄ + ψ, ξn+j ) − ḡ(θ̄ + ψ)]

is replaced by [gn,θ
(θ̄, ξn+j ) − A]ψ.
Using inequality (10.18) for k = 3, redeﬁne H̄(·) to be
H̄(α, ψ) =


1
H̄2 (3α) + H̄3 (3α) + H̄4 (3α, ψ) .
3

(10.21)

Redeﬁne
 


L̄(β, ψ) = sup α β − Aψ + O(|ψ|2 ) − H̄(α, ψ) .

(10.22)

α

Redeﬁne S̄(·) using the L̄(·) given in (10.22). Note that Aψ strictly dominates O(|ψ|2 ) in some neighborhood of the origin. The proof of the following
theorem is that of Theorem 10.3.
Theorem 10.5. Assume algorithm (10.2) with bounded {δMn } and conditions (A9.2), (A10.1), (A10.2), (A10.6), and (A10.7). Then (10.12) and
(10.17) hold. The analogous results hold for the constant step size (n = )
case.

6.10.3

Bounds on Escape Times

We now show that if the iterate gets close to θ̄ at large n, it stays there for
a very long time.
Deﬁnitions. For notational simplicity and without loss of generality, we
retain the assumption that θ̄ = 0. For T > 0, j ≥ 0 and q a sequence of
non-negative integers, deﬁne the conditional probabilities
n
{θn (jT + ·) ∈ ·}
Px,jT
#
(
'
= P θn (jT + ·) ∈ ·#θn (jT ) = x, Fm(tn +jT ) ,

{θ (q + jT + ·) ∈ ·}
Px,jT

#
= P θ (q + jT + ·) ∈ ·#θ (q + jT ) = x, Fq +jT / .

Theorem 10.6. Assume algorithm (10.2) with bounded {δMn } and conditions (A10.1) and (A10.2). Suppose that there are functions H̄1 (·) (resp.,
H̄2 (·)) satisfying the smoothness assumptions in (A10.5) (resp., (A10.6))
such that (10.15) (resp., (10.20)) holds. Let T > 0 and let G be an open set
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containing the origin. Then for small µ > 0, there is a c > 0 such that for
large n and all x ∈ Nν(µ) (θ̄) = Nν(µ) (0),
Pxn {θn (t) ∈ G for some 0 ≤ t ≤ mT } ≤

m−1


e−c/i .

(10.23)

i=0

Let n =  and assume the conditions with ξn used in lieu of ξn . Then
(10.23) holds for small  and the processes θ (q + ·) with the initial conditions θ (q ) = θq = x replacing θn (·). Let τ  denote the ﬁrst (positive)
escape time from G for θ (q + ·). Then there is a c > 0 such that for small
,

Ex,0
τ  ≥ ec/ ,
(10.24)

denotes the expectation conditioned on θ (q ) = x. All inequalwhere Ex,0
ities involving conditional expectations or probabilities hold with probability
one.

Proof. For small µ, Nµ (0) ⊂ G. The fact that the limsups in (10.15) and
(10.20) are taken on uniformly in ω (with probability one) and the proof
cited for Theorems 10.3 and 10.4 implies that there are c > 0 and µ0 > 0
(with Nµ0 (0) ⊂ G) such that for µ ≤ µ0 , all large n, and all x ∈ Nν(µ) (0),
' n
(
n
θ (t) ∈ G for some 0 ≤ t ≤ T or θn (T ) ∈ Nν(µ) (0) ≤ e−c/n .
Px,0
(10.25)
For j ≥ 0, deﬁne the ω-sets
Cj = {ω : j = min [i : θn (t) ∈ G on (iT, iT + T ] or
θn (iT + T ) ∈ Nν(µ) (0) }
and

j = {ω : θn (·) escapes from G on [0, jT ]} .
C

m ⊂ ∪m−1 Cj .
Then C
j=0
For j > 0, we can write
n
n
n
n
Px,0
{Cj } ≤ Ex,0
sup Py,jT
{Cj } ≤ sup sup Py,jT
{Cj },
y

ω

(10.26)

y

where the sup over ω is an almost sure sup. By the deﬁnition of Cj ,
n
{Cj } = 0 for y ∈ Nν(µ) (θ̄). Thus, by (10.25), for large n and j ≥ 0,
Py,jT
n
Py,jT
{Cj } ≤ e−c/j .

(10.27)

This and (10.26) yield (10.23).
For the small constant step size (n = ) case, deﬁne Cj as Cj was
deﬁned but with the process θ (q + ·) used. Then (10.23) and (10.27) are,
respectively,

Px,0
{θ (q + t) ∈ G for some 0 ≤ t ≤ mT } ≤ me−c/ ,

(10.28)
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' (

Py,jT
Cj ≤ e−c/ .

(10.29)

Turning to the proof of (10.24), for small  > 0, with probability one we
have

Ex,0
τ ≥ T

=T
=T
≥T

∞

m=0
∞

m=1
∞


mPx {ﬁrst escape from G is on (mT, mT + T ]}

Px,0
{ﬁrst escape is after time mT }




1 − Px,0
{ﬁrst escape is by time mT }

m=1
ec/ 



1 − me−c/ ≥ T Kec/ ,

m=1

where K ≈ .5 for small . This yields (10.24) for a slightly smaller value of
c. 2

7
Weak Convergence: Introduction

7.0 Outline of Chapter
Up to now, we have concentrated on the convergence of {θn } or of {θn (·)} to
an appropriate limit set with probability one. In this chapter, we work with
a weaker type of convergence. In practical applications, this weaker type
of convergence most often yields the same information about the asymptotic behavior as the probability one methods. Yet the methods of proof are
simpler (indeed, often substantially simpler), and the conditions are weaker
and more easily veriﬁable. The weak convergence methods have considerable advantages when dealing with complicated problems, such as those
involving correlated noise, state-dependent noise processes, decentralized
or asynchronous algorithms, and discontinuities in the algorithms. If probability one convergence is still desired, starting with a weak convergence
argument can allow one to “localize” the probability one proof, thereby
simplifying both the argument and the conditions that are needed. For example, the weak convergence proof might tell us that the iterates spend the
great bulk of the time very near some point. Then a “local” method such
as that for the “linearized” algorithm in Theorem 6.1.2 can be used. The
basic ideas have many applications to problems in process approximation
and for getting limit theorems for sequences of random processes.
Mathematically, the basic idea of weak convergence concerns the characterization of the limits of the sequence of measures of the processes θn (·)
on the appropriate path space. In particular, one shows that the limit measures induce a process (on the path space) supported on some set of limit
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trajectories of the ODE θ̇ = ḡ(θ)+z, z ∈ −C(θ), (or θ̇ = ḡ(θ) for the unconstrained case). Despite this abstract formulation, one does not work with
the measures in either the proofs or the applications, but with the iterate
sequence itself, and the entire process of proof and applications is actually
simpler than what probability one methods require. The basic ideas are
applications of only an elementary part of the theory of weak convergence
of probability measures.
The main convergence results for stochastic approximations are in Chapter 8. This chapter provides an introduction to the subject. Section 1 motivates the importance and the role of weak convergence methods. The ideas
and developments in Section 2 are intended to illustrate some of the ideas
that underlie the theory of weak convergence and to provide a kind of “behind the scene” view. They do not require any of the machinery of the
general theory. They need only be skimmed for the general ideas, because
stronger results will be proved in Chapter 8 with the use of the general
theory, without requiring any of the explicit constructions or methods that
are used in the proofs in Section 2. Despite the fact that the statements
of the theorems are more limited and the proofs require more details than
those that use the general theory of Section 3, they are included since they
relate the weak convergence method to what was done in Chapter 5, and
illustrate the role of “tightness” and the minimal requirements on the step
sizes n and the moments of the martingale diﬀerence terms δMn . It was
seen in Section 6.10 that, under broad conditions and even for the constantstep-size algorithm, if the iterate is close to a stable point or set at time
n, it will stay close to it for a time at least of the order of ec/n for some
c > 0.
The general theory of weak convergence is introduced in Section 3. The
theorems cited there and in Section 4 are all we will require for the convergence proofs in subsequent chapters. The reader need only understand the
statements and need not know their proofs. Subsection 4.1 gives criteria for
verifying that the “limit” is a martingale; this important idea will be used
in the proofs of Chapter 8. Subsection 4.2 gives “martingale-type” criteria
to verify that a given continuous-time martingale with continuous paths
is a Wiener process. A very useful perturbed test function criterion for
verifying tightness (relative compactness) is stated in Subsection 4.3. The
latter two results will be used in the proofs of the rates of convergence in
Chapter 10. The reference [241] contains a useful intuitive discussion of the
advantages and nature of weak convergence, with many graphs illustrating
the convergence.

7.1 Introduction

215

7.1 Introduction
Introductory remarks on weak vs. probability one convergence.
Chapters 5 and 6 were concerned with methods of proving the convergence
of {θn } or of {θn (·)} with probability one to an appropriate limit set. In
the context of the actual way in which stochastic approximation algorithms
are used in applications, an assertion of probability one convergence can be
misleading. For example, there is usually some sort of stopping rule that
tells us when to stop the iteration and to accept as the ﬁnal value either
the most recent iterate or some function of the iterates that were taken
“shortly” before stopping. The stopping rule might simply be a limit on
the number of iterations allowed, or it might be a more sophisticated rule
based on an estimate of the improvement of the mean performance over
the recent past, or perhaps on the “randomness” of the behavior of the
recent iterations (the more “random,” the more likely that the iterate is
in a neighborhood of a stationary point). Generally, at the stopping time
all we know about the closeness to a limit point or set is information of a
distributional type.
If the application of stochastic approximation is done via a simulation,
then one can control the model so that it does not change over time (but
even then there is a stopping rule). Nevertheless, the situation is diﬀerent
when the stochastic approximation is used to optimize a system on-line,
since convergence with probability one implies that we can iterate essentially forever, and the system will remain unchanged however long the
procedure is. In practical on-line applications, the step size n is often not
allowed to decrease to zero, due to considerations concerning robustness
and to allow some tracking of the desired parameter as the system changes
slowly over time. Then probability one convergence does not apply. Indeed,
it is the general practice in signal processing applications to keep the step
size bounded away from zero. In the Kiefer–Wolfowitz procedure for the
minimization of a function via a “noisy” ﬁnite diﬀerence-based algorithm,
the diﬀerence interval is often not allowed to decrease to zero. This creates
a bias in the limit, but this bias might be preferred to the otherwise slower
convergence and “noisier” behavior when the variance of the eﬀective noise
is inversely proportional to the square of a diﬀerence interval that goes to
zero. Thus, even under a probability one convergence result, the iterates
might converge to a point close to the minimum, but not to the minimum
itself. Such biases reduce the value of a probability one convergence result.
The proofs of probability one results tend to be quite technical. They
might not be too diﬃcult when the noise terms are martingale diﬀerences,
but they can be very hard for multiscale, state-dependent-noise cases or
decentralized/asynchronous algorithms. To handle the technical diﬃculties
in an application where one wishes to prove probability one convergence,
one might be forced to introduce assumptions that are not called for (such
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as modiﬁcations of the algorithm) or that are hard to verify.
These concerns do not eliminate the value of convergence with probability one. Convergence theorems are a guide to behavior. Although no
algorithm is carried to inﬁnity, it is still comforting to know that if the
iterations are allowed to continue forever in the speciﬁed ideal environment, they will assuredly converge. However, the concerns that have been
raised emphasize that methods for probability one convergence might oﬀer
less than what appears at ﬁrst sight, and that methods with slightly more
limited convergence goals can be just as useful, particularly if they give a
lot of insight into the entire process, are technically easier, require weaker
conditions, and are no less informative under the conditions that prevail in
applications.
This and the next chapter will focus on convergence in a weak or distributional sense. It will turn out that the proofs are easier and conditions
weaker and that we can learn nearly as much about where the iterate sequence spends its time as with probability one methods. For complicated
algorithms, the proofs are substantially simpler. The methods are the natural ones if the step sizes do not decrease to zero, where probability one
convergence is not pertinent. When the step sizes do go to zero, weak convergence does not preclude convergence with probability one. In fact, ﬁrst
proving weak convergence can simplify the ultimate proof of probability
one convergence, since it allows a “localization” of the proof. Recall that
the general approach has been to get the mean ODE determined by the
“average dynamics,” show that the solution to the ODE tends to an appropriate limit set (or a set of stationary points if the algorithm is of the
gradient descent type), and then show that the chosen limit points of the
solution to the ODE are the limit points of {θn }. The mean ODE is easier to derive in that there are weaker conditions and simpler proofs when
weak convergence methods are used. The process {θn } can still be shown to
spend nearly all of its time arbitrarily close to the same limit point or set.
For example, suppose that the limit set is a just a unique asymptotically
stable (in the sense of Liapunov) point θ̄ of the ODE. Then, once we know,
via a weak convergence analysis, how to characterize the path to θ̄ and
that {θn } spends nearly all of its time (asymptotically) in any arbitrarily
small neighborhood of θ̄, one can use a local analysis to get convergence
with probability one, under weaker conditions (due to the local nature of
the proof) than what would be needed by a pure probability one technique.
For example, the methods of Chapters 5 and 6 can be used locally, or the
local large deviations methods of [63] can be used. Whether or not one
follows a weak convergence proof with a probability one convergence proof,
under broad conditions it can be shown that if the error |θn − θ̄| is small,
it stays small afterwards for an average time of at least the order of ec/n
for some c > 0.
Some basic ideas and facts from the theory of weak convergence will be
discussed in the next section. The theory is a widely used tool for obtain-
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ing approximation and limit theorems for sequences of stochastic processes.
There is only a small amount of machinery to be learned, and this machinery has applications well beyond the needs of this book. Before discussing
the ideas of the theory of weak convergence in detail, we return to the model
of Chapter 5, where the noise terms are martingale diﬀerences and prove a
convergence theorem under weaker conditions than used there. The proof
that will be given is of a “weak convergence nature” and gives some of the
ﬂavor of weak convergence. Owing to the martingale diﬀerence property, it
is quite straightforward and does not require any of the general machinery
of weak convergence analysis of Sections 3 and 4. The proofs and the statements of the theorems are intended to be illustrative of some of the ideas
underlying the theory of weak convergence. They are more awkward than
necessary, since the tools of the general theory are avoided. However, the
constructions used are of independent interest and play an important role
in relating the general theory to what has been done for the probability one
case, although they will not be used in applications of that general theory
in the following chapters. Since more general results will be obtained in
Chapter 8, the results and ideas of the next section should be skimmed for
their intuitive content and insights into the types of approximations that
can be used for “distributional-sense” approximation and limit theorems,
and what might be required if the general theory were not available.

7.2 Martingale Diﬀerence Noise: Simple
Alternative Approaches
Introductory comments and deﬁnitions. Convergence results for two
simple algorithmic forms will be given in this section. The theorems are
quite similar, although diﬀerent methods are used for the proofs. In the
second problem, there is no constraint set H, and it is assumed that {θn }
is bounded in probability. These models are chosen for illustrative purposes
only. The methods to be used avoid the explicit use of the machinery of
weak convergence theory, but they illustrate some of the concepts. The
explicit constructions used in these theorems are not necessary when the
general theory is used.
The ﬁrst result (Theorem 2.1 and its corollary) depends on the fact
that if a sequence of random variables converges in probability, there is
always a subsequence that converges with probability one to the same limit.
The second result (Theorem 2.2) depends on the fact that any sequence
of random variables which is bounded in probability has a subsequence
that converges in distribution to some random variable. These basic facts
provide simple connections between the convergence of the sequence {θn (·)}
with probability one and in the weak or distributional sense. In both cases,
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the technique of proof depends on the choice of appropriate subsequences.
In the ﬁrst case, it is shown that for any sequence {θn (·), Z n (·)}, there is
always a subsequence to which the methods of Theorems 5.2.1 and 5.2.3
can be applied. The second method works with convergence in distribution
directly and leads to a “functional” limit theorem. The reader should keep
in mind that the assumptions are selected for convenience in exposing the
basic ideas and that stronger results are to be obtained in Chapter 8.
Let {Fn } denote a sequence of nondecreasing σ-algebras, where Fn measures at least {θi , Yi−1 , i ≤ n}, and let En denote the expectation conditioned on Fn . Suppose that we can write En Yn = ḡ(θn ) + βn , where βn is
a small bias term. First, we work with the constrained algorithm
θn+1 = ΠH (θn + n Yn ) = θn + n Yn + n Zn .

(2.1)

It will be shown that the mean ODE
θ̇ = ḡ(θ) + z,

z(t) ∈ −C(θ(t))

(2.2)

continues
to characterize the asymptotic behavior. Recall the deﬁnitions
n−1
0
n
0
tn =
i=0 i , θ (t) = θn on [tn , tn+1 ), and θ (t) = θ (t + tn ), where
n
θ (t) = θ0 for t ≤ −tn . As usual, decompose the interpolated process θn (·)
as
θn (t) = θn + Ḡn (t) + M n (t) + B n (t) + Z n (t),
(2.3)
where we recall that, for t ≥ 0,
m(tn +t)−1



n

Ḡ (t) =

m(tn +t)−1

i ḡ(θi ),

n

M (t) =

i=n
m(tn +t)−1



B n (t) =



i δMi ,

i=n
m(tn +t)−1

i βi ,

i=n

Z n (t) =



i Zi ,

i=n

where δMn = Yn − En Yn .
Theorem 2.1. Assume the step-size condition (5.1.1), (A5.2.1)–(A5.2.3),
and any of the constraint set conditions (A4.3.1), (A4.3.2), or (A4.3.3).
Suppose that E|βn | → 0. Then, for each subsequence of {θn (·), Z n (·)},
there is a further subsequence (indexed by nk ) such that {θnk (·), Z nk (·)}
is equicontinuous in the extended sense with probability one (on a sequence
of intervals going to inﬁnity), and whose limits satisfy the ODE (2.2). Let
there be a unique limit point θ̄ of (2.2), which is asymptotically stable in
the sense of Liapunov. Then, for each µ > 0, T > 0,,
,
#
#
(2.4a)
lim P sup #θn (t) − θ̄# > µ = 0.
n

t≤T

More generally, there are µn → 0, Tn → ∞ such that
,
lim P sup distance [θn (t), LH ] ≥ µn = 0.
n

t≤Tn

(2.4b)
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In the sense of convergence in probability, the fraction of time θn (·) spends
in a δ neighborhood of LH goes to one as n → ∞.
Remarks on the theorem. According to the estimates in Sections 6.9
and 6.10, under broad conditions one can use Tn = O(ec/n ) in (2.4) for
some c > 0. It will be seen that the behavior proved by both the weak
convergence and the probability one methods are similar. They both show
that the path essentially follows the solution to the ODE, for large n.
Suppose that the path enters the domain of attraction of an asymptotically
stable point θ̄ inﬁnitely often. Then (ignoring some null set of paths), the
probability one methods show that it will eventually converge to θ̄. Under
the weaker conditions used for the weak convergence proofs we might not
be able to prove that it will never escape. But this escape, if it ever occurs,
will be a “large deviations” phenomena; i.e., it will be very rare, perhaps
too rare to be of concern.

Note that we do not need a summability condition of the type n 1+γ
<
n
∞ for some γ > 0; only n → 0 is needed. The corollary given after the
proof shows that uniform square integrability of {Yn } can be replaced by
uniform integrability. Further comments on the nature of the convergence
results appear after Theorems 2.2 and 8.2.1.
Proof. The proof is modeled on that of Theorem 5.2.1. The main idea is
the careful choice of subsequence. By the fact that there is a 0 ≤ K1 < ∞
such that supn E|Yn |2 ≤ K1 , the inequality (4.1.4) implies that for T > 0
and µ > 0,
#2
#
#
# m(t +T )−1
,
i δMi #
E # i=nn
n
P sup |M (t)| ≥ µ ≤
µ2
t≤T
(2.5)
m(tn +T )−1 2
K1 i=n
i
≤
.
µ2
Next, it will be shown that, for any T < ∞ and µ > 0,
,
n
lim P sup |y (t)| ≥ µ = 0
n

(2.6)

t≤T

for y n (·) being either M n (·) or B n (·). Since n → 0, we have
m(tn +T )

lim
n



2i = 0

i=n

for each T > 0, which yields (2.6) for M n (·). Since E|βn | → 0,
m(tn +T )

E


i=n

i |βi | → 0,

(2.7)
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which implies that (2.6) also holds for B n (·).
By (2.6), for M n (·) and B n (·) (or by the proof of the following corollary
in the case where uniform integrability of {Yn } replaces uniform square
integrability),
m(tn +t)−1

θn (t) = θn +



i ḡ(θi ) + Z n (t) + κn (t),

(2.8)

i=n

where κn (t) = M n (t) + B n (t) and for any µ > 0,
,
lim P sup |κn (t)| ≥ µ = 0.
n

t≤T

By the fact that M n (·) and B n (·) satisfy (2.6), there are mk → ∞ and
Tk → ∞ such that
,
P sup |κn (t)| ≥ 2−k ≤ 2−k , n ≥ mk .
(2.9)
t≤Tk

Now, (2.9) and the Borel–Cantelli Lemma imply that for any sequence
nk ≥ mk ,
lim sup |κnk (t)| = 0,
(2.10)
k t≤Tk

with probability one. From this point on, the proof concerning equicontinuity and the mean ODE follows that of Theorems 5.2.1 or 5.2.3.
The proof of (2.4) uses a contradiction argument. Assuming that it is
false, extract a suitable subsequence for which the liminf is positive and
use the previous conclusions to get a contradiction. Proceed as follows. Let
T > 0 and (extracting another subsequence if necessary) work with the left
shifted sequence {θnk (−T + ·), Z nk (−T + ·). Then use the fact that for any
δ > 0 the time required for the solution of (2.2) to reach and remain in
Nδ (LH ) is bounded in the initial condition in H. Since T is arbitrary, this
yields that the solution to the ODE on [0, ∞) is in Nδ (LH ) for each δ > 0.
The few remaining details are left to the reader. 2
Remark on equicontinuity. In Theorem 5.2.1, the original sequence
{θn (·), Z n (·)} was equicontinuous in the extended sense with probability
one and limn supt≤T |κn (t)| = 0 with probability one. Thus, we were able
to examine the convergent subsequences of {θn (ω, ·), Z n (ω, ·)} for (almost
all) ﬁxed ω, with the “errors” κn (ω, ·) vanishing as n → ∞. In the current
case, we know only that each sequence {θn (·), Z n (·)} has a further subsequence that is equicontinuous in the extended sense with probability one
(on a sequence of time intervals increasing to the entire real line), and the
errors vanish (for almost all ω) only along that subsequence. Hence, under only the conditions of Theorem 2.1, we cannot expect that for almost
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all ω, any subsequence of {θn (ω, ·), Z n (ω, ·)} will always have a further
subsequence that converges to a solution to the mean ODE.
Deﬁnition. A sequence {Yn } of vector-valued random variables is said to
be uniformly integrable if
sup E|Yn |IB → 0
n

as P {B} → 0,

where B is a measurable set. This is equivalent to the property
lim sup E|Yn |I{|Yn |≥K} = 0.

K→∞ n

Remark on uniform integrability. A nice aspect of the weak convergence approach is that the uniform integrability of {Yn } is enough to assure
that the limit processes are continuous without using the “reﬂection” character of the Zn terms, as required in the proof of Theorem 5.2.3.
Corollary. The conclusions of the theorem continue to hold if the square
integrability of {Yn } is replaced by uniform integrability.
Proof of the corollary. Assume the uniform integrability condition in
lieu of square integrability. The only problem is the veriﬁcation of (2.6)
for y n (·) = M n (·). For K > 0, let IK (v) denote the indicator function of
the set {v ∈ IRr : |v| ≥ K}. Deﬁne the truncated sequence {Yn,K } by
Yn,K = Yn (1 − IK (Yn )). Then Yn = Yn,K + Yn IK (Yn ). Deﬁne δMn,K and
δκn,K by
δMn = (Yn − En Yn ) = [Yn,K − En Yn,K ] + [Yn IK (Yn ) − En Yn IK (Yn )]
≡ δMn,K + δκn,K .
The uniform integrability of {Yn } and Jensen’s inequality (4.1.11) imply
that
lim sup E [|Yn IK (Yn )| + |En Yn IK (Yn )|] ≤ 2 lim sup E|Yn |IK (Yn ) = 0.

K→∞ n

K→∞ n

(2.11)
Equation (2.11) and the deﬁnition of δκi,K imply that
m(tn +T )

lim sup E

K→∞ n


i=n

i |δκi,K | = 0.

(2.12)
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For µ > 0 and T > 0, we can write
,
n
lim sup P sup |M (t)| ≥ µ
n
t≤T⎧
#
#
⎫
#m(tn +t)−1
#
⎬
⎨
# 
#
≤ lim sup P sup ##
i δMi,K ## ≥ µ/2
⎭
⎩t≤T #
n
#
# i=n
#
⎫
⎧
#m(tn +t)−1
#
⎬
⎨
# 
#
+ lim sup P sup ##
i δκi,K ## ≥ µ/2 .
⎭
⎩t≤T #
n
#

(2.13)

i=n

Now, given ν > 0, there is a 0 ≤ K < ∞ such that (2.12) implies that the
last term on the right side in (2.13) is less than ν. Next, (2.5) holds with
δMn,K (that is bounded by 2K) replacing δMn , where K1 = 4K 2 . These
facts imply (2.6) for y n (·) = M n (·). The rest of the details are as in the
theorem. 2
Remarks on extensions to correlated noise. The conditions required
in Theorem 2.1 and its corollary showed some of the possibilities inherent
in the weak convergence method, since we required only n → 0, uniform
integrability of {Yn }, and E|βn | → 0 (the latter condition will be weakened
in Chapter 8). For more general algorithms, where there are noise processes
such as the sequence {ξn } appearing in Chapter 6, some additional averaging is needed. In Theorem 6.1.1, the condition (A6.1.3) was used to average
out the noise. To use (A6.1.3), it was necessary to show that the paths of
θn (·) were asymptotically continuous with probability one, so that the time
varying θn could be replaced by a ﬁxed value of θ over small time intervals. The analog of that approach in the present weak convergence context
involves showing that for each positive T and µ,
,
lim lim sup P

∆→0

n

max max |θ (j∆ + t) − θ (j∆)| ≥ µ = 0.
n

j∆≤T 0≤t≤∆

n

(2.14)

This condition does not imply asymptotic continuity of {θn (·)} with probability one, and hence it is weaker than what was needed in Chapter 6.
Indeed, (2.14) is implied by the uniform integrability of {Yn }. Thus, for
the correlated noise case and under uniform integrability, one could redo
Theorem 2.1 by replacing condition (A6.1.3) by the weaker condition obtained by deleting the supj≥n inside the probability there. With analogous
adjustments to assumptions (A6.1.4)–(A6.1.7), such an approach can be
carried out. But the method to be used in the next chapter is preferable
in general because it is simpler to use, requires weaker conditions, and is
more versatile.
An alternative approach. In the next theorem, θ0 (·) denotes the piecewise linear interpolation of {θn } with interpolation interval {[tn , tn+1 )},
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and θn (·) the left shift by tn . Let C r [0, ∞) denote the space of continuous
IRr -valued functions on the time interval [0, ∞) with the local sup norm
metric (i.e., a sequence converges if it converges uniformly on each bounded
time interval). The convergence assertion (2.15) is in terms of the convergence of a sequence of expectations of bounded and continuous functionals.
This is actually equivalent to the types of convergence assertions given in
Theorem 2.1, as can be seen by suitable choices of the function F (·). The
form (2.15) of the convergence assertion is typical of the conclusions of weak
convergence theory. The methods to be used in Chapter 8 work with the
original piecewise constant interpolated processes θn (·) and do not require
the piecewise linear interpolation.
Theorem 2.2. Assume the step-size condition (5.1.1) and that {Yn } is
uniformly integrable. Drop the constraint set H and let {θn } be bounded in
probability. Let En Yn = ḡ(θn ) + βn , where E|βn | → 0 and ḡ(·) is bounded
and continuous. Suppose that the solution to the ODE is unique (going
either forward or backward in time) for each initial condition, and that
the limit set L, over all initial conditions, is bounded. Then, for each subsequence of {θn (·)} there is a further subsequence (indexed by nk ) and a
process θ(·) that satisﬁes θ̇ = ḡ(θ) such that {θnk (·)} converges in distribution to θ(·) in the sense that for any bounded and continuous real-valued
function F (·) on C r [0, ∞)
k

EF (θnk (·)) −→ EF (θ(·)).

(2.15)

For almost all ω, θ(t, ω) takes values in an invariant set of the ODE. Also,
(2.4b) holds when LH is replaced by the invariant set. If the limit set is
simply a point, θ̄, then EF (θn (·)) → F (θ̄(·)), where θ̄(t) = θ̄.
Remark on the convergence assertion and the limit points. Analogously to the conclusions of Theorem 2.1, the theorem says that for large
n, the paths of θn (·) are essentially concentrated on the set of limit trajectories of the ODE θ̇ = ḡ(θ). This can be seen as follows. Let L denote
the largest bounded invariant set of the ODE. For y(·) ∈ C r [0, ∞) and any
positive T , deﬁne the function
FT (y(·)) = sup distance[y(t), L],
t≤T

where distance[y, L] = minu∈L |y − u|. The function FT (·) is continuous
on C r [0, ∞). Then the theorem says that for each subsequence there is a
further subsequence (indexed by nk ) such that E FT (θnk (·)) → E FT (θ(·)) =
0, where the limit is zero since the value of FT (·) on the paths of the
limit process is zero with probability one. Thus, the sup over t ∈ [0, T ]
of the distance between the original sequence θn (t) and L goes to zero in
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probability as n → ∞. Indeed, the same result holds if T is replaced by
Tn → ∞ slowly enough. Thus, there are Tn → ∞ such that for any µ > 0,
,
lim P sup distance[θn (t), L] ≥ µ = 0.
n

t≤Tn

We note the key role to be played by the estimate (2.14). This estimate implies the “tightness” condition, which will be basic to the results of Chapter
8 and is guaranteed by the uniform integrability of {Yn }.
Proof. The theorem remains true if, for any T > 0, F (·) depends on the
values of its argument only at times t ≤ T. Both F (·) and T will be ﬁxed
henceforth. Recall that a compact set in C r [0, T ] is a set of equicontinuous
functions. Let y(·) denote the canonical element of C r [0, T ]. For any ν >
0 and compact set C0 ⊂ C r [0, T ], there is a ∆ > 0 and a real-valued
continuous function F∆ (·) on C r [0, T ] that depends on y(·) only at times
{i∆, i∆ ≤ T } such that
|F (y(·)) − F∆ (y(·))| ≤ ν,
We can write

y(·) ∈ C0 .

m(tn +t)−1



θn (t) = θn +

i ḡ(θi ) + κn (t),

(2.16)

i=n

where κn (t) = M n (t)+B n (t). Since E|βn | → 0, limn E maxt≤T |B n (t)| = 0.
By the martingale property, the uniform integrability, (4.1.5) (applied to
the sums of i δMi,K in the corollary to Theorem 2.1) and the estimates
(2.13), for each T > 0 we have
lim E max |M n (t)| = 0.
n

Since for each µ > 0,

t≤T

,
lim P
n

sup |κ (t)| ≥ µ = 0,
n

,

we have
lim sup P

K→∞ n

(2.17a)

t≤T

#
#
# n #
sup #θ (t)# ≥ K = 0.

(2.17b)

t≤T

Equation (2.17a) and the representation (2.16) imply that (2.14) holds.
Equations (2.14) and (2.17b) imply that for each ν > 0 there is a compact
set Cν ⊂ C r [0, T ] such that for each n, θn (·) ∈ Cν with probability greater
than 1 − ν. [This is also implied directly by the uniform integrability of
{Yn }.] Thus we need only show that there is a subsequence nk and a process
θ(·) satisfying θ̇ = ḡ(θ) and taking values in the largest bounded invariant
set of this ODE such that for any ∆ > 0,
EF∆ (θnk (·)) → EF∆ (θ(·)),
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where the bounded and continuous real-valued function F∆ (·) depends only
on the values of the argument at times {i∆, i∆ ≤ T }. [We note that a key
point in the general theory is to show that, with a high probability (not
depending on n), the paths of θn (·) are conﬁned to a compact set in the
path space. The general theory also uses limits taken along convergent
subsequences to help characterize the limits of the original sequence.]
By the fact that {θn } is bounded in probability, there is a subsequence
nk and a random variable θ(0) (on some probability space) such that {θnk }
converges in distribution to θ(0). Let T denote the positive rational numbers. By (2.17b) and the diagonal method, we can take a further subsequence {mk } such that {θmk (t), t ∈ T } converges in distribution, and
denote the limit (on some probability space) by {θ(t), t ∈ T }. By the representation (2.16), the boundedness of ḡ(·) and the fact that (2.17a) holds
for each T , there is a version of the limit that is continuous on T with
probability one. Hence, we can suppose that θ(·) is deﬁned for all t ≥ 0 and
is continuous.
By (2.14), (2.16), and (2.17a), we can write
θ(nδ) = θ(0) +

n−1


δḡ(θ(iδ)) + κδ (nδ),

(2.18)

i=0

where limδ P {supt≤T |κδ (t)| ≥ µ} = 0 for each µ > 0, T > 0. By the
continuity of θ(·) we see that it must satisfy the ODE θ̇ = ḡ(θ). By the
uniqueness to the solution of the ODE for each initial condition and the
boundedness of ḡ(·), the limit does not depend on the chosen further subsequence {mk } and the original subsequence can be used. Now (2.15) clearly
holds for F∆ (·).
We need only show that with probability one the paths of θ(·) take
values in the largest bounded invariant set of the ODE, and we will sketch
the details. We have worked on the time interval [0, ∞). Follow the same
procedure on the interval (−∞, ∞) by replacing T by T1 = T ∪ (−T ).
Then (extracting a further subsequence {mk } if necessary), {θmk (t), t ∈ T1 }
converges in distribution to a process θ(t), t ∈ T1 . As above, it can be
assumed that θ(t) is deﬁned and continuous on (−∞, ∞) and satisﬁes the
ODE. Again, by the uniqueness of the solution to the ODE for each initial
condition, the further subsequence indexed by mk is not needed, and one
can use the original subsequence.
Next, note that the boundedness in probability of the sequence {θn }
implies that for any µ > 0, there is a Kµ < ∞ such that if θ is any limit in
distribution of a subsequence of {θn }, then
P {|θ| ≥ Kµ } ≤ µ.

(2.19)

Thus, for each µ > 0, we can suppose that |θ(t)| ≤ Kµ for each t with
probability ≥ 1 − µ. Now, this fact and the stability property of the limit
set L implies that the solution is bounded and lies in L for all t. 2

226

7. Weak Convergence: Introduction

7.3 Weak Convergence
7.3.1

Deﬁnitions

Convergence in distribution. Let {An } be a sequence of IRk -valued
random variables on a common probability space (Ω, P, F), with (an,i , i =
1, . . . , k) being the real-valued components of An . Let Pn denote the measures on the Borel sets of IRk determined by An , and let x = (x1 , . . . , xk )
denote the canonical variable in IRk . If there is an IRk -valued random variable A with real-valued components (a1 , . . . , ak ) such that
P {an,1 < α1 , . . . , an,k < αk } → P {a1 < α1 , . . . , ak < αk }

(3.1)

for each α = (α1 , . . . , αk ) ∈ IRk at which the right side of (3.1) is continuous, then we say that An converges to A in distribution. Let PA denote the
measure on the Borel sets of IRk determined by A. An equivalent deﬁnition
[34] is that
*
*
EF (An ) = F (x)dPn (x) → EF (A) = F (x)dPA (x)
(3.2)
for each bounded and continuous real-valued function F (·) on IRk . We say
that the sequence {Pn } is tight or bounded in probability if
lim sup Pn {(−∞, −K] ∪ [K, ∞)} = lim sup P {|An | ≥ K} = 0. (3.3a)

K→∞ n

K→∞ n

For real- or vector-valued random variables, the term mass preserving is
sometimes used in lieu of tight. An equivalent deﬁnition of boundedness in
probability is: Let |An | < ∞ with probability one for each n and for each
small µ > 0, let there be ﬁnite Mµ and Kµ such that
P {|An | ≥ Kµ } ≤ µ,

for n ≥ Mµ .

(3.3b)

Given a sequence of random variables {An } with values in IRk (or more
generally, in any complete separable metric space), tightness is a necessary
and suﬃcient condition that any subsequence has a further subsequence
that converges in distribution [34]. Convergence in distribution is also called
weak convergence.
The notion of convergence in distribution extends, via the general theory
of weak convergence, to sequences of random variables that take values in
more abstract spaces than IRk . The extension provides a powerful methodology for the approximation of random processes and for obtaining useful
limit theorems for sequences of random processes, such as our θn (·).
The following example is one of the classical illustrations of weak convergence. Let {ξn } be a sequence of real-valued random variables that are
mutually independent and identically distributed, with mean zero and unit
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n
√
variance. Then, by the classical central limit theorem
i=1 ξi / n converges in distribution to a normally distributed random variable with zero
mean and unit variance. Now, deﬁne q(t) = max{i : i/n ≤ t} and deﬁne
the process with piecewise constant paths


q(t)−1

Wn (t) =

√
ξi / n.

(3.4)

i=0

Then the central limit theorem tells us that Wn (t) converges in distribution
to a normally distributed random variable with mean zero and variance t.
For an integer k, let 0 = t0 < t1 , . . . , tk+1 be real numbers, and let W (·) be
a real-valued Wiener process with unit variance parameter. Then, by the
multivariate central limit theorem [34], the set {Wn (ti+1 ) − Wn (ti ), i ≤ k}
converges in distribution to {W (ti+1 ) − W (ti ), i ≤ k}. It is natural to
ask whether Wn (·) converges to W (·) in a stronger sense. For example,
will the distribution of the ﬁrst passage time for Wn (·) deﬁned by min{t :
Wn (t) ≥ 1} converge in distribution to the ﬁrst passage time for W (·)
deﬁned by min{t : W (t) ≥ 1}? Will the maximum max{Wn (t) : t ≤ 1}
converge in distribution to max{W (t) : t ≤ 1} and similarly for other
useful functionals? In general, we would like to know the class of functionals
F (·) for which F (Wn (·)) converges in distribution to F (W (·)). Donsker’s
Theorem states that this convergence occurs for a large class of functionals
[25, 68].
Now, let us consider the following extension, where the ξn are as given
above. For given real-valued U (0) and ∆ > 0, deﬁne real-valued random
variables Un∆ by U0∆ = U (0) and for n ≥ 0,
∆
Un+1
= Un∆ + ∆g(Un∆ ) +

√

∆ξn ,

where g(·) is a continuous function. Deﬁne the interpolated process U ∆ (·)
by: U ∆ (t) = Un∆ on [n∆, n∆ + ∆). Then in what sense will U ∆ (·) converge
to the process deﬁned by the stochastic diﬀerential equation
dU = g(U )dt + dW ?
We expect that this stochastic diﬀerential equation is the “natural” limit
of U ∆ (·).
More challenging questions arise when the random variables ξn are correlated. The central limit theorem and the laws of large numbers are very
useful for the approximation of random variables, which are the “sums” of
many small eﬀects whose mutual dependence is “local,” by the simpler normally distributed random variable or by some constant, respectively. The
theory of weak convergence is concerned with analogous questions when
the random variables are replaced by random processes as in the above
examples. There are two main steps analogous to what is done for proving
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the central limit theorem: First show that there are appropriately convergent subsequences and then identify the limits. The condition (3.3) says
that, neglecting a set of small probability for each n (small, uniformly in
n), the values of random variables An are conﬁned to some compact set.
There will be an analogous condition when random processes replace random variables.
The path spaces D(−∞, ∞) and D[0, ∞). The processes θn (·), M n (·),
and Z n (·) used in Chapters 5 and 6 and Section 1 were piecewise constant and had small discontinuities (of the order of the step size) at the
“jump times.” However, when using the Arzelà–Ascoli Theorem to justify
the extraction of subsequences that converge uniformly on bounded time
intervals to continuous limits, we checked equicontinuity by looking at the
processes at the jump times. Equivalently, we used the extended deﬁnition
of equicontinuity (4.2.2) and the extended Arzelá–Ascoli Theorem 4.2.2.
This procedure is obviously equivalent to working with the piecewise linear
interpolations. We could continue to work with piecewise linear interpolations or the extended deﬁnition of equicontinuity. However, from a technical
point of view it turns out to be easier to use a path space that allows discontinuities, in particular because the veriﬁcation of the extension of the
concept of tightness will be simpler.
The statement of Theorem 2.2 used the path space C r [0, ∞) of the piecewise linear interpolations of θn . The applications of weak convergence theory commonly use the space of paths that are right continuous and have
limits from the left, with a topology known as the Skorohod topology. This
topology is weaker than the topology of uniform convergence on bounded
time intervals. The key advantage of this weaker topology is that it is easier
to prove the functional analog of the tightness condition (3.3) for the various processes of interest. This will be more apparent in Chapters 10 and
11, where a more sophisticated form of the theory is used to get the rates
of convergence. Since the limit processes θ(·) will have continuous paths in
our applications, the strength of the assertions of the theorem is the same
no matter which topology is used.
Let D(−∞, ∞) (resp., D[0, ∞)) denote the space of real-valued functions
on the interval (−∞, ∞) (resp., on [0, ∞)) that are right continuous and
have left-hand limits, with the Skorohod topology used, and Dk (−∞, ∞)
(resp., Dk [0, ∞)) its k-fold product. The exact deﬁnition of the Skorohod
topology is somewhat technical and not essential for our purposes. It is
given at the end of the chapter, but is not explicitly used in subsequent
chapters. Full descriptions and treatments can be found in [25, 68]. We
note the following properties here. Let fn (·) be a sequence in D(−∞, ∞).
Then the convergence of fn (·) to a continuous function f (·) in the Skorohod topology is equivalent to convergence uniformly on each bounded time
interval . Under the Skorohod topology, D(−∞, ∞) is a complete and separable metric space. Since we will later use the Skorohod topology to prove
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rate of convergence results, for consistency we will use it from this point on.
Loosely speaking, the Skorohod topology is an extension of the topology of
uniform convergence on bounded time intervals in the sense that a “local”
small (n, t)-dependent stretching or contraction of the time scale is allowed,
the purpose of which is to facilitate dealing with “nice” discontinuities that
do not disappear in the limit.
Deﬁnition of weak convergence. Let B be a metric space. In our applications, it will be either IRk or one of the product path spaces Dk (−∞, ∞)
or Dk [0, ∞) for an appropriate integer k. Let B denote the minimal σalgebra induced on B by the topology. Let {An , n < ∞} and A be B-valued
random variables deﬁned on a probability space (Ω, P, F), and suppose that
Pn and PA are the probability measures on (B, B) determined by An and
A, respectively. We say that Pn converges weakly to PA if (3.2) holds for all
bounded, real-valued, and continuous functions on B, and write the convergence as Pn ⇒ PA . Equivalently, with a convenient abuse of terminology,
we say that An converges weakly to A or that A is the weak limit or weak
sense limit of {An }, and write An ⇒ A. These ways of expressing weak
convergence will be used interchangeably.
A set {An } of random variables with values in B is said to be tight if for
each δ > 0 there is a compact set Bδ ⊂ B such that
sup P {An ∈ Bδ } ≤ δ.

(3.5)

n

To prove tightness of a sequence of IRk -valued processes, it is enough to
prove tightness of the sequence of each of the k components. A set {An }
of B-valued random variables is said to be relatively compact if each subsequence contains a further subsequence that converges weakly.

7.3.2

Basic Convergence Theorems

A basic result, Prohorov’s Theorem, is given next.
Theorem 3.1. [25, Theorems 6.1 and 6.2]. If {An } is tight, then it is
relatively compact (i.e, it contains a weakly convergent subsequence). If B
is complete and separable, tightness is equivalent to relative compactness.
Theorem 3.2. [25, Theorem 5.1] Let An ⇒ A. Let F (·) be a real-valued
bounded and measurable function on B that is continuous with probability
one under the measure PA . Then EF (An ) → EF (A).
Tightness in D(−∞, ∞) and D[0, ∞). An advantage to working with
the path space D(−∞, ∞) in lieu of C(−∞, ∞) or C[0, ∞) is that it is
easier to prove tightness in D(−∞, ∞). Let An (·) be processes with paths
in D(−∞, ∞). The following criteria for tightness will be easy to apply to
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our problems. Let Ftn denote the σ-algebra generated by {An (s), s ≤ t},
and let τ denote an Ftn -stopping time.
Theorem 3.3. [[68, Theorem 8.6, Chapter 3], [118, Theorem 2.7b]] Let
{An (·)} be a sequence of processes that have paths in D(−∞, ∞). Suppose
that for each δ > 0 and each t in a dense set in (−∞, ∞), there is a compact
set Kδ,t in IR such that
inf P {An (t) ∈ Kδ,t } ≥ 1 − δ
n

(3.6)

and for each positive T ,
lim lim sup sup sup E min [|An (τ + s) − An (τ )|, 1] = 0.
δ↓0

n

(3.7)

|τ |≤T s≤δ

Then {An (·)} is tight in D(−∞, ∞). If the interval [0, ∞) is used, tightness
holds if |τ | ≤ T is replaced by 0 ≤ τ ≤ T.
Remarks on tightness and the limit process. Let the piecewise constant interpolations θn (·) and Z n (·) be deﬁned on (−∞, ∞) until further
notice. Note that representation (2.16) and estimate (2.17) imply the tightness of {θn (·)} in Dr (−∞, ∞). If a compact constraint set H is used, then
(3.6) holds. For the problems in Chapters 5 and 6, the fact that the extended Arzelà–Ascoli Theorem was applicable (with probability one) to
{θn (·), Z n (·)} implies (3.7) for these processes. Thus the tightness criterion
is always satisﬁed under the conditions used in Chapters 5 and 6. It is clear
that (3.7) does not imply the continuity of the paths of either An (·) or
any weak sense limit A(·). Indeed, (3.7) holds if {An (·)} is a sequence of
continuous-time Markov chains on a compact state space S with uniformly
bounded and time independent transition rates. Then it can be shown that
any weak sense limit process is also a continuous-time Markov chain with
values in S and time independent transition functions.
Suppose that a sequence of processes {An (·)} is tight in Dr (−∞, ∞) and
that on each interval [−T, T ] the size of the maximum discontinuity goes
to zero in probability as n → ∞. Then any weak sense limit process must
have continuous paths with probability one.
Suppose that {θn (·), Z n (·)} (or, otherwise said {Pn }) is tight. Let
(θ(·), Z(·)) denote the weak sense limit of a weakly convergent subsequence.
The next question concerns the characterization of the process (θ(·), Z(·)).
It will be shown that the weak sense limit process is characterized as solutions to the mean ODE. In other words, any limit measure is concentrated
on a set of paths that satisfy the ODE, with Z(·) being the reﬂection term.
In particular, the limit measure is concentrated on a set of paths that are
limit trajectories of the ODE, as t → ∞.
Skorohod representation and “probability one” convergence. In
the general discussion of weak convergence and in Theorems 3.1–3.3, the
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sequence {An } was deﬁned on some given probability space (Ω, P, F). Since
weak convergence works with measures Pn induced on the range space of
the sequence {An }, the actual probability space itself is unimportant, and
one can select it for convenience. For purely analytical purposes, it is often
helpful to be able to suppose that the convergence is with probability one
rather than in the weak sense, since it enables us to work with paths directly
and simpliﬁes parts of the proofs. It turns out that the probability space
can be chosen such that the weak convergence “implies” convergence with
probability one. This basic result is known as the Skorohod representation.
Theorem 3.4. [[68, Chapter 3, Theorem 1.8], [222, Theorem 3.1]] Let B be
a complete and separable metric space with metric d(·, ·), and let An ⇒ A
for B-valued random variables An and A. Then there is a probability space
(Ω, B, P ) with associated B-valued random variables An and A deﬁned on
it such that for each set D ∈ B,
P {An ∈ D} = P {An ∈ D},

P {A ∈ D} = P {A ∈ D},

(3.8)

and
d(An , A) → 0

with probability one.

(3.9)

The choice of the probability space in the theorem is known as the Skorohod representation. Its use facilitates proofs without changing the distributions of the quantities of interest. In the rest of the book, it will be
supposed where convenient in the proofs, and without loss of generality,
that the probability space has been selected so that weak convergence is
“equivalent to” convergence with probability one.
Note that we have started with a range space B with a σ-algebra B, and
measures Pn , PA deﬁned on it, but with only weak convergence Pn ⇒ PA .
The Skorohod representation constructs a single probability space with
B-valued random variables An and A deﬁned on it, where An (resp., A)
determine the measure Pn (resp., PA ), on the range space (B, B), and
where the convergence is with probability one. For notational simplicity,
when the Skorohod representation is used in the sequel, the tilde notation
will generally be omitted.
Deﬁne An = (θn (·), Z n (·)), which takes values in D2r (−∞, ∞). If it
has been shown that the sequence (θn (·), Z n (·)) converges weakly to some
D2r (−∞, ∞)-valued random variable (θ(·), Z(·)), where (θ(·), Z(·)) have
continuous paths with probability one, then by the Skorohod representation (see Theorem 3.4), it can be supposed in the proof of the characterization of (θ(·), Z(·)) that the convergence is with probability one uniformly
on bounded time intervals, provided that the conclusions of the theorem
remain in terms of weak convergence. In particular, the use of the Skorohod
representation itself does not imply that the original sequence θn (or θn (·))
converges with probability one.
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A simple example of Skorohod representation. Let {Yn } be a sequence of real-valued random variables that converges in distribution to
a random variable Y , and let Fn (·) (resp., F (·)) be the distribution function of Yn (resp., of Y ). Suppose for simplicity that each of the distribution
functions is strictly monotonically increasing. The sequence {Yn } might not
converge to Y with probability one. In fact, Yn might not even be deﬁned
on the same probability space. But there are random variables Yn and Y
such that each of the pairs Yn and Yn (as well as Y and Y ) have the same
distribution, and Yn converges to Y with probability one.
The construction is as follows. Let the probability space be (Ω, B, P )
where Ω = [0, 1], B is the collection of Borel sets on [0, 1], and P is the
Lebesgue measure. For ω ∈ [0, 1] deﬁne Yn (ω) = Fn−1 (ω) and Y (ω) =
F −1 (ω). By the construction and the uniform distribution on [0, 1], P {Yn ≤
a} = Fn (a) for all a. Thus Yn (resp., Y ) has the distribution function Fn (·)
(resp., F (·)). Furthermore the uniform convergence of Fn (·) to F (·) and the
strict monotonicity imply that Fn−1 (·) also converges pointwise to F −1 (·).
This is equivalent to the convergence of Yn → Y for all ω. This is an
easy example. In the more general case, where Yn is replaced by a random
process and {Yn } is tight, the limit of any weakly convergent subsequence
is not so easily characterized. Then the Skorohod representation can be
quite helpful in the analysis.
Return to the central limit theorem discussed in connection with (3.4).
The theory of weak convergence tells us that the process Wn (·) constructed
in (3.4) converges weakly to the Wiener process with unit variance parameter. This result gives us more information on the distributions of real-valued
functionals of the paths of Wn (·) for large n than can be obtained by the
classical central limit theorem alone, which is conﬁned to working with
values at a ﬁnite number of ﬁxed points and not with the entire process;
see [25, 68] for the details and a full development of the general theory
and other examples. For the basic background, eﬀective methods for dealing with wide-bandwidth noise-driven processes or discrete time processes
with correlated driving noise, including many applications of the theory to
approximation and limit problems arising in applications to control, communication and signal processing theory, as well as to various stochastic
approximation-type problems, consult [127].
Some auxiliary results. The following theorems will simplify the analysis. Theorem 3.5 shows the fundamental role of uniform integrability in
establishing the Lipschitz continuity of the paths of the weak sense limit
processes and generalizes the corollary to Theorem 2.1. Further details of
the proof are in Theorem 8.2.1. Sometimes one can show that a sequence of
processes can be approximated in some sense by one that can be shown to
be tight and for which the weak sense limit can be exhibited. This is dealt
with in Theorem 3.6. The proof of Theorem 3.6 follows from the deﬁnition
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of weak convergence; the details are left to the reader.
Theorem 3.5. Let {Yin ; n ≥ 0, i ≥ 0} be a sequence of real-valued random
variables that is uniformly integrable, and let ni be non-negative numbers
that satisfy
∞

ni = ∞, for all n and
i=0

lim sup ni = 0.
n

Deﬁne τkn =

k−1
i=0

i

ni and the processes X n (·) on Dr [0, ∞) by
n

X (t) =

k−1


n
ni Yin on [τkn , τk+1
).

i=0

Then {X (·)} is tight, and all weak sense limit processes have Lipschitz
continuous paths with probability one. If E|Yin | → 0 as n and i go to
inﬁnity, then the weak sense limit process is identically zero. The analogous
results hold for Dr (−∞, ∞).
n

Theorem 3.6. Let the processes X n (·) have paths in Dr [0, ∞) with probability one. Suppose that for each 1 > ρ > 0 and T > 0 there is a process
X n,ρ,T (·) with paths in Dr [0, ∞) with probability one such that
,
# n,ρ,T
#
n
#
#
(t) − X (t) ≥ ρ ≤ ρ.
P sup X
t≤T

If {X n,ρ,T (·), n ≥ 0} is tight for each ρ and T , then {X n (·)} is tight. If
{X n,ρ,T (·), n ≥ 0} converges weakly to a process X(·) that does not depend
on (ρ, T ), then the original sequence converges weakly to X(·). Suppose that
for each 1 > ρ > 0 and T > 0, {X n,ρ,T (·), n ≥ 0} converges weakly to a
process X ρ,T (·), and that there is a process X(·) such that the measures
of X ρ,T (·) and X(·) on the interval [0, T ] are equal, except on a set whose
probability goes to zero as ρ → 0. Then {X n (·)} converges weakly to X(·).
The analogous result holds for processes with paths in Dr (−∞, ∞).

7.4 Martingale Limit Processes
and the Wiener Process
7.4.1

Verifying that a Process Is a Martingale

The criteria for tightness in Theorem 3.3 will enable us to show that
for any subsequence of the shifted stochastic approximation processes
{θn (·), Z n (·)}, there is always a further subsequence that converges weakly.
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The next step will be to identify the limit process; in particular to show
that it is a solution to the desired mean ODE, and to do this without
excessive eﬀort and under weak conditions. If the noise is not of the martingale diﬀerence type, then this step requires an averaging of the noise
eﬀects so that the “mean dynamics” appear. Suppose that (θ(·), Z(·)) is
the weak sense limit of a weakly convergent subsequence. A particularly
useful way of doing both the averaging under weak conditions
and identit
fying the limit process involves showing that θ(t)−θ(0)− 0 ḡ(θ(s))ds−Z(t)
is a martingale with Lipschitz continuous paths. Recall the fact (Section
4.1) that any continuous-time martingale with Lipschitz continuous paths
(with probability one) is a constant (with probability one). The Lipschitz
continuity will be easy to prove. Then the martingale property implies that
the expression is a constant. Since it takes the value zero at t = 0, the limit
process satisﬁes the desired ODE. A convenient criterion for showing that
a process is a martingale is needed, and a useful approach is suggested by
the deﬁnition of a martingale in terms of conditional expectations.
Let Y be a random variable with E|Y | < ∞, and let {V (s), 0 ≤ s < ∞},
be an arbitrary sequence of random variables. Suppose that for ﬁxed real
t > 0, each integer p and each set of real numbers 0 ≤ si ≤ t, i = 1, . . . , p,
and each bounded and continuous real-valued function h(·), we have
Eh(V (si ), i ≤ p)Y = 0.
This and the arbitrariness of h(·) imply that E[Y |V (si ), i ≤ p] = 0. The
arbitrariness of p and {si , i ≤ p} now imply that
E[Y |V (s), s ≤ t] = 0
with probability one [34]. To extend this idea, let U (·) be a random process
with paths in Dr [0, ∞) such that for all p, h(·), si ≤ t, i ≤ p, as given above
and a given real τ > 0,
Eh(U (si ), i ≤ p) [U (t + τ ) − U (t)] = 0.

(4.1)

Then E[U (t + τ ) − U (t)|U (s), s ≤ t] = 0. If this holds for all t and τ > 0
then, by the deﬁnition of a martingale, U (·) is a martingale. Sometimes it
is convenient to work with the following more general format whose proof
follows from the preceding argument. The suggested approach is a standard
and eﬀective method for verifying that a process is a martingale.
Theorem 4.1. Let U (·) be a random process with paths in Dr [0, ∞), where
U (t) is measurable on the σ-algebra FtV determined by {V (s), s ≤ t} for
some given process V (·) and let E|U (t)| < ∞ for each t. Suppose that for
each real t ≥ 0 and τ ≥ 0, each integer p and each set of real numbers
si ≤ t, i = 1, . . . , p, and each bounded and continuous real-valued function
h(·),
Eh(V (si ), i ≤ p) [U (t + τ ) − U (t)] = 0,
(4.2)
then U (t) is an FtV -martingale.
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7.4.2 The Wiener Process
One of the most important martingales in applications is the Wiener
process. Theorem 4.1.2 gave a criterion for verifying that a process is a
Wiener process, and we now repeat and elaborate it. Let W (·) be an IRr valued process with continuous paths such that W (0) = 0, EW (t) = 0,
for any set of increasing real numbers {ti }, the set {W (ti+1 ) − W (ti )} is
mutually independent, and the distribution of W (t + s) − W (t), s > 0 does
not depend on t. Then W (·) is called a vector-valued Wiener process or
Brownian motion. There is a matrix Σ, called the covariance, such that
EW (t)W  (t) = Σt, and the increments are normally distributed [34].
There are other equivalent deﬁnitions; one will now be given. Let the IRr valued process W (·) have continuous paths and satisfy W (0) = 0 w.p.1.
Let Ft be a sequence of nondecreasing σ-algebras such that W (t) is Ft measurable and let EFt [W (t + s) − W (t)] = 0 with probability one for each
t and each s ≥ 0. Let there be a non-negative deﬁnite matrix Σ such that
for each t and each s ≥ 0


EFt [W (t + s) − W (t)] [W (t + s) − W (t)] = Σs w.p.1.
Then W (·) is a vector-valued Wiener process with covariance Σ, also called
an Ft -Wiener process [163, Volume 1, Theorem 4.1].
The criterion of Theorem 4.1 for verifying that a process is a martingale
can be adapted to verify that it is a vector-valued Ft -Wiener process for
appropriate Ft . Suppose that W (·) is a continuous vector-valued process
with E|W (t)|2 < ∞ for each t. Let V (·) be a random process and let FtV be
the smallest σ-algebra that measures {V (s), W (s), s ≤ t}. Let h(·), p, t, τ >
0, si ≤ t be arbitrary but satisfy the conditions put on these quantities in
Theorem 4.1. Suppose that
Eh(V (si ), W (si ), i ≤ p) [W (t + τ ) − W (t)] = 0

(4.3)

and that there is a non-negative deﬁnite matrix Σ such that
Eh(V (s i ), W (si ), i ≤ p)


× [W (t + τ ) − W (t)] [W (t + τ ) − W (t)] − Στ = 0.

(4.4)

Then W (·) is an FtV -Wiener process, with covariance Σ.
Proving that (4.4) holds for the weak sense limit of a sequence of
processes {W n (t)} might require showing that {|W n (t)|2 } is uniformly integrable. This can be avoided by using the following equivalent characterization.
For a matrix Σ = {σij }, let AΣ denote the operator acting on twice
continuously diﬀerentiable real-valued functions F (·) on IRr :
AΣ F (w) =

∂ 2 F (w)
1
σij
.
2 i,j
∂wi ∂wj

(4.5)
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Theorem 4.2. Let F (·) be an arbitrary continuous real-valued function
on IRr with compact support and whose mixed partial derivatives up to
order three are continuous and bounded. Let V (·) be a random process.
Let the IRr -valued process W (·) have continuous paths with probability one
and Σ = {σij } a non-negative deﬁnite symmetric matrix. Suppose that for
each real t ≥ 0 and τ ≥ 0, each integer p and each set of real numbers
si ≤ t, i = 1, . . . , m, each bounded and continuous real-valued function h(·),
Eh (V (si ), W (si ), i ≤ p)

*
× F (W (t + τ )) − F (W (t)) −

t+τ


AΣ F (W (u))du = 0.

(4.6)

t

Then W (·) is an FtV -Wiener process with covariance Σ, where FtV is the
smallest σ-algebra that measures {V (s), W (s), s ≤ t}.

7.4.3

A Perturbed Test Function Method for Verifying
Tightness and Verifying the Wiener Process

In Chapters 5 and 6, we have seen the usefulness of perturbed Liapunov
functions and perturbed state methods for proving stability or for averaging correlated noise. Perturbed test function methods are also very
useful for proving tightness or characterizing the limit of a weakly convergent sequence. The original perturbed test function ideas stem from the
work of Blankenship and Papanicolaou [26], Papanicolaou, Stroock, and
Varadhan [187], and Kurtz [117]. Kushner extended them to cover quite
general non-Markovian situations and developed powerful techniques for
their construction, exploitation and applications to diverse problems; see
for example, [127, 132]; see also the remarks on perturbations in Subsection
6.3.1.
In the following perturbed test function theorems, ni are positive real
i−1
numbers and τin = j=0 nj . The IRr -valued processes X n (·) are constant
n
on the intervals [τin , τi+1
) and are right continuous. Deﬁne mn (t) = max{i :
n
τi ≤ t}. For each n, let Fin be a sequence of nondecreasing σ-algebras such
that Fin measures at least {X n (τjn ), j ≤ i}, and let Ein denote the expectation conditioned on Fin . Let Dn denote the class of right continuous, realn
),
valued random functions F (·) that are constant on the intervals [τin , τi+1
n
n
with bounded expectation for each t, and that F (τi ) is Fi -measurable.
n acting on random functions F (·) in Dn by
Deﬁne the operator A
n
n
n
n F (τin ) = Ei F (τi+1 ) − F (τi ) .
A
ni

(4.7)

The next theorem is an extension of Theorem 3.5.
Theorem 4.3. [127, Theorems 4 and 8; Chapter 3] For each real-valued
function F (·) on IRr with compact support and whose mixed partial deriva-
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tives up to second order are continuous, let there be a sequence of processes
F n (·) ∈ Dn such that for each α > 0 and T > 0,
,
n
n
(4.8)
lim P sup |F (s) − F (X (s))| ≥ α = 0,
n

s≤T

and suppose that

,

sup |X (t)| ≥ N
n

lim sup P

N →∞ n

= 0.

(4.9)

t≤T

Deﬁne γin by
n
n F n (τin ).
Ein F n (τi+1
) − F n (τin ) = ni γin = ni A

(4.10)

If {γin ; n, i : τin ≤ T } is uniformly integrable for each T and F (·), then
{F (X n (·)} is tight in D[0, ∞), and {X n (·)} is tight in Dr [0, ∞). The analogous result holds on Dr (−∞, ∞). If, in addition, for each T > 0, E|γin | → 0
uniformly in {i : τin ≤ T } as n → ∞, then the weak sense limit is the “zero”
process.
Theorem 4.4. Let X n (0) = 0, and suppose that {X n (·)} is tight in
Dr [0, ∞) and that each of the weak sense limit processes has continuous
paths with probability one. Let
lim sup ni = 0.
n

(4.11a)

i

Suppose that there are integers µni such that limn inf i µni = ∞ with the
following properties:
(a)
i+µn
i −1

lim sup
n

i



ni

j=i

= 0,

# n
#
# j − ni #
#
# = 0;
lim sup #
n i+µn ≥j≥i
n #
i

(4.11b)

i

(b) for each continuous real-valued function F (·) on IRr with compact
support and whose mixed partial derivatives up to order three are
continuous, and for each T > 0, there is an F n (·) in Dn such that
lim E |F n (t) − F (X n (t))| = 0, t ≤ T,

(4.12)

n F n (t)| < ∞, each n;
sup E|A

(4.13)

n

t≤T

(c) for the non-negative deﬁnite matrix Σ = {σij }
#
#
#
i+µn
i −1

##
# 1 
n F n (τ n ) − AΣ F (X n (τ n )) # = 0,
Ein A
lim E ## n
j
j
#
n
# µi j=i
#

(4.14)

where the limit is taken on uniformly in i for τin ≤ T, and each T > 0,
and AΣ is deﬁned in (4.5).
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Then X n (·) converges weakly in Dr [0, ∞) to the Wiener process with covariance Σ.
Let the set {V n (·)} also be tight in Dr [0, ∞), where V n (·) is conn
stant on the intervals [τin , τi+1
), and {V n (·), X n (·)} converges weakly to
(V (·), X(·)). Let (4.12)–(4.14) continue to hold, where Fin measures at least
{X n (τjn ), V n (τjn ), j ≤ i}. If FtV is the smallest σ-algebra that measures
{V (s), X(s), s ≤ t}, then X(·) is an FtV -Wiener process. The analogous
result holds on (−∞, ∞).
Let there be a continuous function ḡ(·) such that the conditions hold with
AΣ F (x) replaced by AΣ F (x)+Fx (x)ḡ(x). Then the limit X(·) of any weakly
convergent subsequence of {X n (·)} can be characterized as follows: There
is a Wiener process W (·) with covariance matrix Σ such that X(·) satisﬁes
the stochastic diﬀerential equation
* t
ḡ(X(s))ds + W (t),
(4.15)
X(t) = X(0) +
0

where for each t, {X(s), s ≤ t} and {W (s) − W (t), s ≥ t} are independent.
Note on the proof. This is actually an adaptation of [127, Theorem 8,
Chapter 5] to the decreasing-step-size case. In the proof, one needs to show
that for each t ≥ 0 and small τ > 0, with t + τ ≤ T ,
mn (t+τ )−1
n
Em
n (t)





n F n (τ n ) − AΣ F (X n (τ n )) → 0
nj A
j
j

j=mn (t)

in mean as n → ∞. By the conditions on ni , this is implied by (4.14).
The Skorohod topology. Let ΛT denote the space of continuous and
strictly increasing functions from the interval [0, T ] onto the interval [0, T ].
The functions in this set will be “allowable time scale distortions” for the
functions in D[0, T ]. Deﬁne the metric dT (·) by
'
dT (f (·), g(·)) = inf µ : sup |s − λ(s)| ≤ µ and
0≤s≤T
(
sup |f (s) − g(λ(s))| ≤ µ for some λ(·) ∈ ΛT .
0≤s≤T

If there are ηn → 0 such that the discontinuities of fn (·) are less than ηn in
magnitude and if fn (·) → f (·) in dT (·), then the convergence is uniform on
[0, T ] and f (·) must be continuous. Because of the “time scale distortion”
involved in the deﬁnition of the metric dT (·), we can have (loosely speaking)
convergence of a sequence of discontinuous functions, where there are only
a ﬁnite number of discontinuities, where both the locations and the values
of the discontinuities converge, and a type of “equicontinuity” condition
holds between the discontinuities. For example, let T > 1 and deﬁne f (·)
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by: f (t) = 1 for t < 1 and f (t) = 0 for t ≥ 1. Deﬁne the function fn (·)
by fn (t) = 1 for t < 1 + 1/n and fn (t) = 0 for t ≥ 1 + 1/n. Then fn (·)
converges to f (·) in the Skorohod topology, but not in the sup norm, and
dT (f (·), fn (·)) = 1/n. The minimizing time scale distortion is illustrated in
Figures 4.1 and 4.2.

f (t)

fn (t)

0

1

1 + 1/n

.
t

Figure 4.1. The functions f (·) and fn (·).

T





1

,
,
,
,λn (t)

,

,

,
,

0

,

1 + 1/n T

t

Figure 4.2. The time scale distortion λn (·).
Under dT (·), the metric space D[0, T ] is separable but not complete [25, 68].
There is an equivalent metric dT (·) under which the space is both complete
and separable. The dT (·) weights the “derivative” of the time scale changes
λ(t) and its deviation from t. For λ(·) ∈ ΛT , deﬁne
# ,
-#
#
λ(t) − λ(s) ##
|λ| = sup ##log
#.
t−s
s<t<T
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The metric dT (·) is deﬁned by
'
dT (f (·), g(·)) = inf µ : |λ| ≤ µ and

sup |f (s) − g(λ(s))| ≤ µ,

0≤s≤T
(

for some λ(·) ∈ ΛT .
Both dT (·) and dT (·) are referred to as Skorohod metrics. The topology
under dT (·) is called the Skorohod topology.
On the space D[0, ∞), the metric for the Skorohod topology is deﬁned
by
* ∞
 (·), g(·)) =
d(f
e−t min(1, dt (f (·), g(·)) dt,
0

and analogously on D(−∞, ∞). The metrics on the product spaces
Dr [0, ∞) and Dr (−∞, ∞) can be taken to be the sum of the metrics on
the component spaces.

8
Weak Convergence Methods for
General Algorithms

8.0 Outline of Chapter
The main results for the weak convergence of stochastic approximation
algorithms are given in this chapter, using the ideas of Sections 7.3 and 7.4.
The relative simplicity of the proofs and weakness of the required conditions
in comparison with the probability one method will be seen. Section 1 lists
the main conditions used for both the martingale diﬀerence noise case and
the correlated “exogenous” noise case when the step size does not change
with time. For a single process with ﬁxed step size n = , there can only be
convergence in distribution as n → ∞. With an arbitrarily high probability,
for small enough  the limit process is concentrated in an arbitrarily small
neighborhood of some limit set of the mean ODE.
When the noise is not of the martingale diﬀerence type, the term exogenous noise is used in a loose way to indicate that the conditional distribution
of the “future of the noise,” given its “past,” does not change if we also
condition on the past of the iterate sequence. This is to distinguish it from
the “state-dependent” noise model, which was introduced in the examples
of Sections 2.3–2.5 and discussed brieﬂy in Section 6.6. The precise meaning of exogenous noise is that assumption (A1.9) holds. Section 2, which
contains the basic convergence results, starts by using the theory of weak
convergence to redo the martingale diﬀerence noise problem of Section 7.2
in a more general and eﬃcient way. The special constructions used in Section 7.2 are not needed, and the results are stronger due to the use of the
general theory of weak convergence. Then the exogenous correlated noise
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is treated. The minor alterations needed when the step size goes to zero
are given in Subsection 2.3.
The proof for the martingale diﬀerence noise case in Theorem 2.1 lays out
the general “martingale” method for proving convergence and will be used
for all subsequent cases as well. This is a very useful and widely used way
of exploiting the theory of weak convergence for proving limit results for
sequences of stochastic processes. In the proof for the correlated exogenous
noise case in Theorem 2.2, the eﬃciency of the martingale method for
the averaging of the correlated noise is seen. These proofs are then easily
extended to the decreasing and random step-size problems, where it is seen
that little is required for the step sizes other than that they go to zero. When
the underlying data change with time on a scale that is commensurate with
that determined by the step sizes, then the mean ODE might depend on
time. Such issues arise in tracking time-varying systems. This is dealt with
in Theorem 2.6.
Several forms of the Kiefer–Wolfowitz algorithm are covered in Section
3. If the noise is of the martingale diﬀerence type, then the proof is a minor modiﬁcation of that of Theorem 2.1, and the essential condition on
(n , cn ) is that n /c2n → 0. When the noise is correlated, the analysis of the
Kiefer–Wolfowitz algorithm depends on whether or not there is a correlated
noise term that is inversely proportional to the ﬁnite diﬀerence interval cn
in the expansion of the ﬁnite diﬀerence estimator. Depending on how the
algorithm is constructed, there might or might not be such a term. Two
forms are covered in Section 3. In the ﬁrst case, when the ﬁnite diﬀerence
expansion is done and the martingale diﬀerence term separated out, the
remaining term, which contains the correlated noise, is not divided by cn .
Then the proof is very close to that of the Robbins–Monro algorithm with
correlated noise. When there is a term containing correlated noise that is
divided by cn , the problem has a “singular” character. But it can be eﬀectively treated by a perturbed test function method such as that introduced
in Theorem 7.4.3. One such class will be dealt with in Theorem 3.3 to illustrate some of the underlying ideas. The proof of Theorem 3.3 introduces
the use of truncated processes to prove tightness and convergence when we
are not a priori certain that the sequence of processes of concern is suitably
bounded in probability.
The Markov (and non-Markov) state-dependent noise models are treated
in Section 4. For the Markovian form of the model, the (eﬀective noise memory, state) pair has a Markovian structure. This models eﬀectively many
problems of current interest in manufacturing, communications, and queue
control, among others, as noted in Sections 2.3–2.5. A powerful and widely
used general method of proof is the “invariant measure” approach, which
originated in [127, 142] and generalized in [145]. This and two alternative approaches for such state-dependent noise problems will be discussed,
each being practical and having its own advantages. A full appreciation of
their value and the relative simplicity of their use can be seen by comparing
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them with the much more complicated proofs and more limited conclusions
obtained by alternative currently used approaches, as noted in Section 4.
Except for some special considerations due to the state dependence of the
noise, the proofs are direct extensions of what was done for the exogenous
noise case. Loosely speaking, the main additional condition is a weak continuity of the Markov transition function. The model is quite general, since
the state space of the Markov chain can include the entire past.
The method of proof of Theorem 4.1 is based on the “weak continuity”
idea in Appendix 2 of [145]. It is simpler than what is required for the
invariant measure method, in both the assumptions and the proof. The invariant measure method is dealt with in Theorem 4.4 and an extension for
non-Markov state-dependent noise processes is in Theorem 4.5. Theorem
4.6 is modeled on Theorem 4.1 but uses a more direct approach. Its conditions are implied by those of Theorem 4.1. It diﬀers from Theorem 4.1 in
that it essentially assumes that a certain approximation holds. Nevertheless, this can often be proved to be the case in rather complex applications,
as seen in the queue control problem in Chapter 9. Most of the analysis is
in terms of the conditional mean functions gn (·) or gn (·), since it typically
has a smoother dependence on θ than do Yn or Yn . But sometimes it is
most convenient to work directly in terms of the observations Yn or Yn .
This requires only some notational changes and is dealt with in Theorem
4.7.
Section 5 deals with unconstrained algorithms. The basic idea is to ﬁrst
show either recurrence or boundedness in probability of the iterate sequence, and then to “locally” adapt the methods used earlier in the chapter for the constrained problem. Although the proof and statement of the
theorem are conﬁned to the unconstrained form of Theorem 2.1, the same
idea works for all of the cases dealt with in this chapter. The use of soft
constraints, as in Section 5.5, can be dealt with by the same stability and
localization methods. A Liapunov function method for proving tightness
of the iterate sequence is in Section 6.7. The development of the two time
scale problem in Section 6 requires only minor modiﬁcations.
The assumptions on the noise process do not imply stationarity. Nevertheless, for the most part, they imply that the dynamics “average out” to a
function ḡ(θ) of θ that does not depend on time. Otherwise, the mean ODE
might be time dependent or replaced by a diﬀerential inclusion. An example of the required modiﬁcation of the conditions when the mean ODE
depends on time is given in Subsection 2.6 for the basic algorithm with
constant step size. There are obvious analogies for all the cases dealt with.
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8.1 Exogenous Noise: Problem Formulation
and Constant Step Size
The primary development will be for the constant-step-size case, where
n =  and  is small. The proof for the decreasing-step-size case n → 0 is
essentially the same, and the minor adjustments that are required will be
given in Subsection 2.3.
Deﬁnitions and interpolated processes. With ﬁxed step size , the
constrained algorithm is

θn+1
= ΠH (θn + Yn ),

where {Yn } is the observation sequence.
term Zn by rewriting (1.1) as

(1.1)

As usual, deﬁne the reﬂection


= θn + Yn + Zn .
θn+1

(1.2)

Analogously to what was done for the decreasing-step-size cases in Chapters 5 and 6, where n → 0, we work with a sequence of continuous-time
interpolations. It is natural that the interpolation interval be the constant
step size . Deﬁne the interpolation θ (·) as follows. For t < 0, set θ (t) = θ0 .
For t ≥ 0, set θ (t) = θn on the time interval [n, n + ). Deﬁne the int/−1
terpolation Z  (t) =  i=0 Zi , where t ≥ 0, and set Z  (t) = 0 for t < 0.
The integer part of t/ is always used in the limit of summation when such
sums are deﬁned. The integer part of a real number τ is deﬁned to be the
largest (positive, negative, or zero) integer less than or equal to τ . Deﬁne
Y  (·) analogously but using Yn in lieu of Zn .
When proving the asymptotic results for the decreasing-step-size case in
Chapters 5 and 6, it was convenient to work with the sequence of shifted
process {θn (·)}. The limits of pathwise convergent subsequences of these
shifted processes satisfy the mean ODE and characterize the asymptotic
properties of {θn }. An analogous method will be used with the weak convergence approach.
Let {q } be a sequence of nondecreasing non-negative integers, and deﬁne
Zn = Yn = 0 for n < 0. Analogously to the deﬁnition (5.1.8), deﬁne the
process Z ,q (·) by
t/+q −1

Z ,q (t) = 



Zi ,

for t ≥ 0,

(1.3a)

i=q

and
Z ,q (t) = −

q
 −1
i=t/+q

Zi ,

for t < 0.

(1.3b)
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Deﬁne the processes Y ,q (·) analogously, using Yn in lieu of Zn . Then, for
all t,
θ (q + t) = θq + Y ,q (t) + Z ,q (t).
(1.4)
There are two cases that are usually of interest. In the ﬁrst, we do not shift
at all, so that q = 0 and  is small. In this case, one is concerned with
the behavior of the θn for small  and moderate values of n. On the other
hand, to study the problem for large time (the behavior of θn for large n
and small , where n → ∞), one works with θ (q + ·) where q → ∞
and  → 0. This is analogous to what was done with the sequence θn (·) in
Chapters 5 and 6 to get the tail behavior of {θn }.
Assumptions: Martingale diﬀerence noise. Let {Fn } be a sequence

of nondecreasing σ-algebras, where Fn measures at least {θj , Yj−1
,j ≤


n}, and let En denote the expectation conditioned on Fn . The following
assumptions will be used in the next section for the martingale diﬀerence
noise case. In Section 5, which deals with the unconstrained case, the
conditions will be “localized.”
(A1.1) {Yn ; , n} is uniformly integrable.
(A1.2) There are functions gn (·) that are continuous uniformly in n and
 and random variables βn such that
En Yn = gn (θn ) + βn .

(1.5)

(A1.3) There is a continuous function ḡ(·) such that for each θ ∈ H,
n+m−1
1 
[gi (θ) − ḡ(θ)] = 0.
m,n, m
i=n

lim

(A1.4)

(1.6)

n+m−1
1 
En βi = 0 in mean.
m,n, m
i=n

lim

The limm,n, means that the limit is taken as m → ∞, n → ∞, and  → 0
simultaneously in any way at all.
Assumptions for the correlated noise case. Following the correlated
noise model used in Chapter 6, let ξn be “memory” random variables taking
values in some complete and separable metric space Ξ, and let Fn measure

, ξj , j ≤ n}. In Theorem 2.2, the following conditions will
at least {θj , Yj−1
be used in addition to (A1.1) and (A1.4). In what follows A is an arbitrary
compact set in Ξ. Examples are given in Chapter 9.
(A1.5) There are measurable functions gn (·) and random variables βn
such that
(1.7)
En Yn = gn (θn , ξn ) + βn .
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(A1.6)
gn (·, ξ) is continuous in θ

(1.8)

uniformly in n,  and in ξ ∈ A.
(A1.7) For each δ > 0 there is a compact set Aδ ⊂ Ξ such that
inf P {ξn ∈ Aδ } ≥ 1 − δ.

(1.9)

n,

(A1.8) For each θ, the sequences
{gn (θn , ξn ); , n},

{gn (θ, ξn ); , n}

(1.10)

are uniformly integrable.
(A1.9) There is a continuous function ḡ(·) such that for each θ ∈ H,
n+m−1
1 
En [gi (θ, ξi ) − ḡ(θ)] I{ξn ∈A} = 0 in probability.
m,n, m
i=n

lim

(1.11)

The following condition will sometimes be used when the constraint set
H is dropped.
(A1.10) {θn } is tight.
Liapunov function based methods for proving the tightness in (A1.10)
are in Section 6.7. The uniform continuity in (A1.6) implies that the ḡ(·)
in (A1.9) is continuous, and also that the convergence in (A1.9) is uniform
in θ in each compact set. One can get somewhat weaker conditions by assuming the uniformity in (A1.9) ﬁrst, and the following set of conditions
(A1.11)–(A1.13) can replace (A1.6) and (A1.9). It allows us to take advantage of the “smoothing eﬀects”of the randomness over several iterates,
and the fact that θn and θn change very slowly. Throughout the rest of the
chapter expressions such as En gl (θ, ξl ), n ≤ l, will appear. To simplify the
statements of the assumptions, it is always supposed that such integrals
are well deﬁned.
(A1.11) There is a continuous function ḡ(·) such that as m → ∞
#
#n+m−1
#
1 ## 
#
 

En gl (θ, ξl ) − ḡ(θ)# I{ξn ∈A} → 0
E#
#
m #

(1.12)

l=n

uniformly in (large) n, (small) , and in θ in any compact set.
(A1.12) For each large integer m,
#
#n+m−1
#
1 ## 
#
[En gl (θn , ξl ) − En gl (θl , ξl )]# I{ξn ∈A} → 0,
E#
#
m #
l=n

(1.13)
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uniformly in n, as  → 0.
(A1.13) For each large integer m and as |θ − θ| → 0,
#
#
n+m−1
#
1 ##      
#
E#
En gl (θ, ξi ) − En gl (θ, ξi ) # I{ξn ∈A} → 0,
#
#
m

(1.14)

l=n

uniformly in n and , where the vectors θ and θ are in any compact set.
Remarks on the conditions. The conditions are phrased so that they ﬁt
a wide variety of applications and are relatively easy to use in the proofs.
The triple (ξn , βn , gn (·)) is not unique, but the averaging conditions (A1.3)
and (A1.4) or (A1.9) are in reference to them, and this should be kept in
mind when the ξn are chosen. However, the best choice is often obvious. The
βn are presumed to represent a “bias” that is asymptotically unimportant,
although the only property of the βn that we use is (A1.4).
Note that the use of the conditional expectation En in (A1.4) and (A1.9)
gives a weaker condition than that given by the weak law of large numbers
that one would have without it. The conditions are probably not far from
necessary. If the continuity in (A1.6) is uniform in ξ ∈ Ξ, then we can
choose the topology on the range space of ξn so that it is compact. Then
(A1.7) automatically holds.
Notice that it is not necessary that Egn (θ, ξn ) = ḡ(θ). The term
Egn (θ, ξn ) can be periodic or “locally average” to ḡ(θ). Under any of these
conditions, (A1.9) holds under simple mixing conditions, M -dependence,
or ergodicity type conditions on {ξn }. Under M -dependence of {ξn },
En gi (θ,
ξi ) = Egi (θ, ξi ) for i − n > M. Consider the special case in which
∞

ξn = k=0 bk ψn−k , where ψi are mutually independent and identically distributed with mean zero and ﬁnite variance, and {bk } is square summable.
Suppose that, in (A1.6), gn (·) = g(·) (it does not depend on (n, )) and
is continuous in (θ, ξ). Then the uniform integrability (A1.1) implies that
En g(θ, ξi ) → Eg(θ, ξ) in the mean as i − n → ∞, where the expectation
is taken with respect to the stationary distribution of ξn . By the uniform
integrability in (1.10b), the convergence in probability in (1.11) assures
convergence in the mean.

8.2 Convergence under Exogenous Noise
8.2.1

Constant Step Size: Martingale Diﬀerence Noise

The proof of the following theorem proceeds by a series of natural approximations, each one simplifying the process a little more until we get what is
needed. The proof is fundamental in that all subsequent proofs of weak convergence of the stochastic approximation iterates are variations of it, and

248

8. Weak Convergence Methods

all the basic techniques are illustrated in it. More general dependence on
the past θj , j ≤ n, in the functions gn (·) can be allowed; see the comments
after the theorem for extensions and interpretations.
Theorem 2.1. Assume (A1.1)–(A1.4), and any of the constraint set conditions (A4.3.1), (A4.3.2), or (A4.3.3). Then, for any nondecreasing sequence
of integers q , for each subsequence of {θ (q + ·), Z  (q + ·),  > 0}, there
exist a further subsequence and a process (θ(·), Z(·)) such that
(θ (q + ·) , Z  (q + ·)) ⇒ (θ(·), Z(·))
as  → 0 through the convergent subsequence, where
* t
ḡ(θ(s))ds + Z(t).
θ(t) = θ(0) +

(2.1)

0

In addition, there is an integrable z(·) such that
* t
Z(t) =
z(s)ds, where z(t) ∈ −C(θ(t))
0

for almost all ω, t. Furthermore, for any bounded and continuous function
F (·) on Dr (−∞, ∞),
EF (θ (q + ·)) → EF (θ(·)),

(2.2)

as  → 0 through the convergent subsequence. For any δ > 0, the fraction of
time that θ (q + ·) spends in Nδ (LH ) on [0, T ] goes to one (in probability)
as  → 0 and T → ∞. Suppose that the solution to (2.1) is unique for each
initial condition. Then LH can be replaced by the set of chain recurrent
points.
Let q → ∞ as  → 0. Then for almost all ω, the path θ(ω, ·) lies in a
limit set of (2.1). There are T → ∞ such that for δ > 0,
lim sup P {θ (q + t) ∈ Nδ (LH ), some t ≤ T } = 0.


Now, drop the constraint set H and assume (A1.10). Then the conclusions continue to hold with Z(t) = 0 and LH replaced by a bounded invariant set of θ̇ = ḡ(θ).
Remarks on the support of the limit processes and the convergence assertions. For a ﬁxed step size n =  or if n → 0 very slowly,
there can only be convergence in some distributional sense as n → ∞. Fix
n = . Let q = 0 and θ0 = θ0 , so that we are concerned with θ (·) on an
interval that is arbitrarily large and can even go to inﬁnity appropriately
as  → 0. The weak convergence assertion in the theorem implies that the
path θ (·) will closely follow the solution to the ODE on any ﬁnite interval,
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with an arbitrarily high probability (uniformly in the initial condition) as
 → 0. As the length of the time interval increases and  → 0, the fraction
of time that the path of the ODE must eventually spend in a small neighborhood of LH goes to one. Thus, θ (·) will eventually (with an arbitrarily
high probability) spend nearly all of its time in a small neighborhood of
LH as well.
The time interval over which the path of the stochastic approximation
follows the path of the ODE goes to inﬁnity as  → 0. The speed depends
on the details of the algorithm, particularly on the local dynamics, the
value of , and the noise terms.
Now, let q → ∞. Then, the weak sense limit paths θ(·) lie in LH ;
for small , and with an arbitrarily high probability, θ (q + ·) will spend
nearly all of its time in an arbitrarily small neighborhood of LH .
Suppose that there is a set A that is asymptotically stable in the sense
of Liapunov and that for small δ > 0, lim supn P {θn ∈ Nδ (A)} > µ for
some µ > 0 and small . Then, the problem of escape from some larger
neighborhood of A is one in the theory of large deviations. It will be a rare
event for small . As noted in Section 7.2, by the estimates in Sections 6.9
and 6.10, the order of the escape time (if it ever occurs) is often of the form
ec/ for some c > 0. These comments also apply to all of the theorems in
the rest of the chapter.
A comment on chain recurrence. We do not have a complete analog of
the result concerning chain recurrence in Section 5.2.2 and its extensions
elsewhere in Chapters 5 and 6, since that requires working on the inﬁnite
time interval with individual sample paths. But the same intuition is helpful. Suppose that the conditions on the ODE of Theorem 5.2.5 holds. Let
δ > 0 be small. Suppose that x is not chain recurrent and that for each
δ > 0 there are µ > 0 and T > 0 such that
lim sup lim sup P {θ (s + t) ∈ Nδ (x) for some t ≤ T } ≥ µ.
→0

s→∞

The fact that x is not chain recurrent implies that, for small δ > 0, x ∈
δ
R∞
(x) (see Section 5.2.2 for the deﬁnition). Thus, for small enough δ1 < δ
the solution of the ODE (starting in Nδ1 (x) and δ-perturbed as in the
deﬁnition in Section 5.2.2) will eventually not return to Nδ1 (x). Also, it
δ
δ
will enter a neighborhood of R∞
(x) that is attracting to R∞
(x).
Let Φ(t|x) denote the solution of the ODE at time t with initial condition
x. Given q , δ > 0 and µ1 > 0, there are T → ∞ such that
sup |θ (q + t) − Φ(t|θ (q ))| ≤ δ,

t≤T

and

#
#
#
sup #θ (q + kT + t) − Φ(t#θ (q + kT ))# ≤ δ, k ≥ 1,

t≤T
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each with probability ≥ 1 − µ1 . Thus, as  → 0, if the path starts in
and eventually returns to a small neighborhood of a point (with positive
probability, which does not go to zero as  → 0) on an arbitrarily large (but
ﬁnite) time interval, then that point has to be chain recurrent.
Although we cannot work with individual paths as in the case of Chapters
5 and 6, the above facts give us related information. The diﬀerences between
successive return times to a small neighborhood of a non-chain-recurrent
point x will eventually (as  → 0) go to inﬁnity in probability; indeed under
broad conditions the “return time intervals” to Nδ1 (x) will be at least of
the order of ec/ for some c > 0.
Unstable points in the limit set. The theorem asserts that the process
spends nearly all of its time in a small neighborhood of the limit or invariant
set (or of the subset of chain recurrent points of such a set). Consider the
case where ḡ(·) is the negative of a gradient. Then the chain recurrent points
in the limit set consists of the stationary points. The theorem does not rule
out the possibility that convergence will be to an unstable or saddle point,
with some positive probability. Under the given conditions, it is always
possible (although very unlikely in typical examples) that some noise value
will push the path to a local maximum or saddle, after which time, there
will be no noise. This issue was addressed brieﬂy in Section 5.8. There, in
the context of probability one convergence and martingale diﬀerence noise,
it was seen that nonconvergence to the “bad” points could be assured if the
noise “acts in all directions” in a non-degenerate way. Alternatively, one
could add occasional perturbing noise to the algorithm. As noted in Section
5.8, the eﬀects of the perturbing noise that assure nonconvergence to the
bad points might be hard to see in a practical algorithm, since they are
asymptotic, and the algorithm might spend a lot of time in a neighborhood
of such a point before moving away.
In the weak convergence context, the situation with either martingale
diﬀerence or correlated noise is similar. One could deal with the problem
using the methods of large deviations theory. Let n = . Under broad
conditions, the asymptotic behavior can be characterized as follows. Let
Ki , i ≤ m, denote the set of connected compact invariant or limit sets for
the ODE. The path might wander from a small neighborhood of one to a
small neighborhood of another, with relatively little time spent in transit.
The motion between such sets behaves, asymptotically, like a Markov chain.
The amount of time that the path spends in a neighborhood of some Ki
before moving out depends on the ability of the noise to drive it out, and
on the stabilizing or unstabilizing role of the dynamics. If the noise acts
“in all directions” in a non-degenerate way, then the time spent in a small
neighborhood of an asymptotically stable Ki (if it ever got there) would be
very large, of the order of ec/ for some c > 0. The time spent in a small
neighborhood of an unstable Ki (or only marginally stable, such as a saddle
point) would not be of exponential order. Thus, asymptotically, the path

8.2 Convergence: Exogenous Noise

251

spends the bulk (perhaps all) of its time in a small neighborhood of the
asymptotically stable Ki . It might even converge to one of them. Precise
formulas can be worked out for the transition probabilities and the time.
Details of a related large deviations problem in stochastic approximation
are in [130], where the algorithm was constructed with the aim that it
would never get stuck in any of the Ki , so that the entire space could be
searched for a global minimum. See also [76, Chapter 6] where the basic
ideas for the asymptotic chain were developed in the context of diﬀusion
processes.
Proof. For notational simplicity, we restrict our attention to the case q =
0. Before proceeding further, the basic ideas of the proof will be outlined
so that its essential structure is clear.
Part 1. Outline of the basic steps of the proof. Deﬁne the martingale
diﬀerence δMn = Yn −gn (θn )−βn . Recall the deﬁnition of Z  (·) given below
(1.2) and deﬁne the sums


t/−1


M (t) = 



t/−1

δMi ,



B (t) = 

i=0



Y (t) = 

i=0



t/−1

Ḡ (t) = 



t/−1

βi ,

Yi ,

(2.3a)

i=0



t/−1

ḡ(θi ),

i=0

G (t) = 

[gi (θi ) − ḡ(θi )] ,

(2.3b)

i=0

where by t/ in the limit of the sum we mean the integer part as usual.
Rewrite the algorithm as
θ (t) = θ0 + Ḡ (t) + G (t) + M  (t) + B  (t) + Z  (t).

(2.4)

Deﬁne the process W  (·) by
W  (t) = θ (t) − θ0 − Ḡ (t) − Z  (t) = G (t) + M  (t) + B  (t).
In Part 2 of the proof, it will be shown that the uniform integrability (A1.1)
implies tightness of {θ (·), Z  (·)} and the Lipschitz continuity of the paths
of any weak sense limit process. It then follows that there is a subsequence
(k) → 0 as k → ∞ and a pair of processes (θ(·), Z(·)) with Lipschitz
continuous paths such that
(θ(k) (·), Z (k) (·)) ⇒ (θ(·), Z(·)).

(2.5)

To simplify the notation, we write  for (k) in what follows. The limit
process will be characterized by using the method of Theorem 7.4.1 to
show that a process is a martingale. This martingale will have Lipschitz
continuous paths, and hence (by virtue of Theorem 4.1.1) it is a constant.
This will yield the mean ODE.
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Fix t and, for any integer p, let si ≤ t, i ≤ p, and τ > 0. Let h(·) be a
bounded, continuous, and real-valued, function of its arguments. Then, by
the deﬁnition of W  (·) and the representation (2.4),
Eh(θ (si ), Z  (si ), i ≤ p) [W  (t + τ ) − W  (t)]


−Eh(θ (si ), Z  (si ), i ≤ p) G (t + τ ) − G (t)
−Eh(θ (si ), Z  (si ), i ≤ p) [M  (t + τ ) − M  (t)]
−Eh(θ (si ), Z  (si ), i ≤ p) [B  (t + τ ) − B  (t)] = 0.

(2.6)


measures {M  (s), s ≤ t} and that the process M  (·) is an
Note that Ft/

Ft/ -martingale. The next to last term in (2.6) equals zero by this martingale property, as is seen from the following evaluation of the nested
conditional means, that is, by writing the expectation as an expectation of
a conditional expectation:


Eh(θ (si ), Z  (si ), i ≤ p)E M  (t + τ ) − M  (t)|θj , Yj , j ≤ t/ = 0. (2.7)

It will be shown in Part 3 of the proof that the second and fourth lines
of (2.6) also go to zero as  → 0. The form of the second line of (2.6) is
particularly useful for use of the “averaging condition” (A1.3) (or (A1.9)
for the correlated noise case), which will be used to show that the term
goes to zero as  → 0. Condition (A1.4) will be used to show that the last
line of (2.6) goes to zero.
Until the end of this outline, let us suppose the convergences to zero
of the second and fourth lines of (2.6), which were claimed in the last
paragraph. To complete the characterization of the limit process, deﬁne
* t
W (t) = θ(t) − θ(0) −
ḡ(θ(s))ds − Z(t).
(2.8)
0

Then the assumed convergence of the terms in (2.6) and the assumed weak
convergence imply that
Eh(θ(si ), Z(si ), i ≤ p) [W (t + τ ) − W (t)] = 0.

(2.9)

By the deﬁnition (2.8), W (t) is a function of {θ(s), Z(s), s ≤ t}. Using this,
the arbitrariness of the choices of h(·), p, t, si ≤ t, and τ , and Theorem
7.4.1 yield that W (·) is a martingale. In particular,
E [W (t + τ ) − W (t)|θ(s), Z(s), s ≤ t] = 0.

(2.10)

The fact that θ(·) and Z(·) have Lipschitz continuous paths with probability
one implies that W (·) is a constant with probability one (Theorem 4.1.1).
Since W (0) = 0, W (t) = 0 for all t. Thus (2.1) holds. Z(·) will be shown to
be the reﬂection term in the last paragraph of the proof. The details will
now be ﬁlled in.
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Part 2. Tightness and Lipschitz continuity. [This part provides some
of the details of the proof of Theorem 7.3.5.] If the Yn were uniformly
bounded, then tightness would be obvious from the criteria (7.3.6) and
(7.3.7). The uniform integrability (A1.1) eﬀectively allows us to suppose
that the Yn are uniformly bounded, as can be seen from the following
argument. In the rest of the proof, T and δ will be ﬁxed positive numbers,
with T being arbitrarily large and δ arbitrarily small.

For each K > 0, deﬁne Yn,K
to equal Yn on the set where |Yn | ≤ K


and zero elsewhere. Deﬁne δYn,K = Yn − Yn,K
. The uniform integrability

(A1.1) implies that supi, E|δYi,K | → 0 as K → ∞. Hence,


T /−1




E|δYi,K
|≤

i=0

T



sup E|δYi,K
|→0

(2.11)

,i≤T /

as K → ∞. Also, the function deﬁned by
 #
#
 #
#Yi,K

t/−1



(2.12)

i=0

can change values only at integral multiples of  (and at each of those points
the value can change by at most K). Consequently,
,


lim lim sup P
sup |Y (t + s) − Y (t)| ≥ δ = 0.
(2.13)
α→0



s≤α,t≤T

Since for s > 0,
(t+s)/

|Z (t + s) − Z (t)| ≤






|Yi |,

(2.14)

i=t/

(2.13) also holds for {Z  (·)}, hence for {θ (·)}. Indeed,
lim lim sup E

α→0



sup
s≤α,t≤T

|θ (t + s) − θ (t)| = 0.

(2.15)

Now the fact that (2.13) holds for the processes (θ (·), Z  (·)) together with
the fact that θ0 = θ (0) is bounded and Z  (0) = 0, yields the tightness of
{θ (·), Z  (·)}
via the criterion (7.3.6) and (7.3.7). Similarly, (2.11) and the (uniform in )
Lipschitz continuity (at the jump points) of the process deﬁned by (2.12)
(for which the Lipschitz constant is ≤ K) imply that any limit processes
(θ(·), Z(·)) must have Lipschitz continuous paths with probability one.
Part 3. Eliminating the G (·) and B  (·) terms in (2.6). Next, the
continuity in condition (A1.2) and the averaging condition (A1.3) will be
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used to show that the second line of (2.6) goes to zero as  → 0. Let ∆ > 0.
By (2.15) and the continuity part of (A1.2), replacing the bracketed term
in the second line of (2.6) by
⎡
⎤
(t+τ )/∆−1
(j∆+∆)/−1






∆⎣
[gi (θ (j∆)) − ḡ(θ (j∆))]⎦
(2.16)
∆
j=t/∆

i=j∆/

and letting  → 0 and then ∆ → 0 yields the same as that of the original
terms as  → 0. By (A1.3) and the continuity part of (A1.2), for each ﬁxed
∆ > 0 the limit as  → 0 of the bracketed term in (2.16) is zero. By (A1.4),
the limit (as  → 0) of the last term in (2.6) is zero.
Part 4. Completion. By the tightness of {θ (·), Z  (·)}, there is a weakly
convergent subsequence. Let us work with such a subsequence and (with
a slight abuse of notation) index it by  for notational simplicity. Let
(θ(·), Z(·)) denote the weak sense limit process. Then, by the weak convergence and the uniform integrability of {W  (t)} for each t, the ﬁrst line
in (2.6) converges to the left side of (2.9). Since the other terms in (2.6)
go to zero, (2.9) holds. Now, (2.9) and Theorem 7.4.1 imply that W (·) is a
martingale. The paths are Lipschitz continuous and W (0) = 0. Hence, by
Theorem 4.1.1, W (t) = W (0) = 0.
By the Lipschitz continuity of Z(·), we can write it as an integral
t
Z(t) = 0 z(s)ds, and it remains only to characterize z(·). At this point
suppose, without loss of generality, that the probability space is chosen
according to the Skorohod representation of Theorem 7.3.4, so that we can
suppose that the convergence is in the sense of probability one in the topology of D2r [0, ∞). Since the limit process is continuous, this means that
(under the Skorohod representation) with probability one, (θ (·), Z  (·))
converges to (θ(·), Z(·)) uniformly on each bounded time interval. Now,
analogously to the situation in Theorem 5.2.3, under (A4.3.1) or (A4.3.2),


Zn ∈ −C(θn+1
), and Zn = 0 if θn+1
∈ H 0 , the interior of H. Under


(A4.3.3), Zn is orthogonal to the surface at θn+1
. These facts, the upper
semicontinuity (4.3.2), and the convergence imply that for almost all (t, ω),
z(t) ∈ −C(θ(t)). The rest of the details are left to the reader.
2
Details of use of the Skorohod representation. In the proof of the
theorem, we have shown that


Eh(θ(k) (si ), Z (k) (si ), i ≤ p) W (k) (t + τ ) − W (k) (t) → 0,
(∗)
and that {W (k) (t)} is uniformly integrable for each t, where we now
use (k) to index the weakly convergent subsequence. If we can assert
that (θ(k) (·), Z (k) (·), W (k) (·)) converges to the limit (θ(·), Z(·), W (·)) uniformly on each interval [0, T ], then (2.9) will hold. Since the processes in
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(2.9) appear only via the expectation, the underlying probability space is
irrelevant.
By Theorem 7.3.4, the weak convergence implies that there is a probabil$ (k) (·)), k = 0, 1, . . . ,
ity space (Ω, F, P ) with processes (θ(k) (·), Z (k) (·), W
$ (·)) deﬁned on it, which have the same distribution
and (θ(·), Z(·), W
$ (k) (·)) →
as the processes without the tilde, and (θ(k) (·), Z (k) (·), W
3r
$
(θ(·), Z(·), W (·)) with probability one in the topology of D [0, ∞). Since
the weak sense limit processes have continuous paths with probability one,
$ (·)). Due to this continuity of the paths
so do the processes (θ(·), Z(·), W
of the limit process, the Skorohod topology has the property that the convergence of the tilde processes is uniform on each bounded time interval
with probability one. Then, because (*) holds for the tilde processes, (2.9)
holds for the tilde processes. Hence, (2.9) holds as stated. In applications of
Skorohod representation in the sequel, the tilde notation will not be used.

8.2.2

Correlated Noise

The following theorem concerns the case of correlated noise; see also the
comments after Theorem 2.1.
Theorem 2.2. Assume the conditions of Theorem 2.1 except with (A1.5)–
(A1.9) replacing (A1.2) and (A1.3). Then the conclusions of Theorem 2.1
hold. The conclusions continue to hold if (A1.11)–(A1.13) replaces (A1.6)
and (A1.9).
Note on (A1.6) and (A1.11). The proof (here and in the sequel) will
be done under (A1.6) and (A1.9) since the notation is a little simpler. But,
the way that conditional expectations are used in (2.21)–(2.25) allows the
use of (A1.11)-(A1.13) instead of (A1.6) and (A1.9).
Proof. Redeﬁne G (·) as


t/−1

G (t) = 

[gi (θi , ξi ) − ḡ(θi )] .

(2.17)

i=0

Then the proof is the same as that of Theorem 2.1 except for the method
of dealing with the second line in (2.6). The following paragraph provides
the main ideas.
Eliminating the term G (·) in (2.6). The assumptions (A1.6)–(A1.9)
will be used to show that the second line in (2.6) goes to zero as  → 0. The
idea is simple and requires two basic steps, which will be outlined before
the formal details are given.
First, by (2.15), with a “high probability,” the process θ (·) changes
“little” on small time intervals, so that it can be approximated uniformly by
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piecewise constant functions whose intervals of constancy do not depend on
 (for small ). The approximation need only be in the sense of probability or
in the mean because (2.6) involves only expectations. Second, after having
made the piecewise constant approximation, we rewrite the expectation as
a suitable expectation of a conditional expectation and use (A1.9).
Now returning to the proof, let ∆ > 0 and T > 0, and let  be small
enough so that ∆/ is large. Deﬁne the index set Ij,∆ = {i : j∆/ ≤ i <

(θ, ξ) denote the function
(j + 1)∆/}. For any positive number K, let gn,K

gn (θ, ξ) whose components are truncated at ±K. It will next be shown that


sup E|gi,K
(θi , ξi ) − gi,K
(θ (j∆), ξi )| → 0

sup

(2.18)

j≤T /∆ i∈I ,∆
j

as  → 0 and then ∆ → 0. The assertion (2.18) is a consequence of the following facts: (a) the tightness condition (A1.7), which allows us to suppose
that the values of the {ξn } are conﬁned to a compact set when evaluating
the expectation in (2.18); (b) the θ-continuity (A1.6) of gi (·, ξ), uniformly
in (, i) on each compact ξ-set; (c) the continuity result (2.15), which holds
here.
By (2.15),




T /∆−1

lim lim sup E
∆



j=0



|ḡ(θi ) − ḡ(θ (j∆))| = 0.

(2.19)

i∈Ij,∆

Let si ≤ t, i ≤ p, and τ > 0. By (2.18), (2.19), and the uniform integrability
of the set in (1.10), the set of possible limits (as  → 0) of


(2.20)
Eh(θ (si ), Z  (si ), i ≤ p) G (t + τ ) − G (t)
is the same (as  → 0, then ∆ → 0 and then K → ∞) as that of
⎡
⎤
(t+τ )/∆−1




⎢
⎥

gi,K

(θ (j∆), ξi ) − ḡ(θ (j∆)) ⎦ .
Eh(θ (si ), Z  (si ), i ≤ p)⎣
j=t/∆

i∈Ij,∆

(2.21)
The expression (2.21) equals the expression obtained when the bracketed
term is replaced by
⎡
⎤
(t+τ )/∆−1
 
⎥
⎢ 


gi,K
Ej∆/
(θ (j∆), ξi ) − ḡ(θ (j∆)) ⎦ ,
(2.22)
⎣
j=t/∆

i∈Ij,∆

where the conditional expectation can be used since j∆ ≥ t and the data
in the argument of h(·) in (2.21) are at time points no greater than t.
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Thus, to show that the limit of (2.21) is zero, it is only necessary to
prove that the bracketed term in (2.22) goes to zero in mean as  → 0,
then ∆ → 0, and then K → ∞, and (A1.9) is used for this following an
argument similar to the one used in the proof of Theorem 6.1.1. For small
α > 0, let {Bkα , k ≤ lα } be a ﬁnite partition of H where each of the sets
α
Bkα has diameter less than α. Let xα
k be any point in Bk . Now write the
sum in (2.22) in the partitioned form
lα

 
 


Ej∆/
gi,K
(θ (j∆), ξi ) − ḡ(θ (j∆)) I{θ (j∆)∈Bkα } .
∆
,∆

(t+τ )/∆−1



∆

k=1 i∈I
j

j=t/∆

(2.23)
Similarly to what was done to get (2.18), the continuity (A1.6), the bound
edness of gi,K
(·), the tightness (A1.7), and the fact that α is arbitrarily
small imply that it is enough to show for each j and small ∆ > 0,
lα

k=1

 







α
Ej∆/
gi,K
(xα
k , ξi ) − ḡ(xk ) I{θ  (j∆)∈Bkα }

(2.24)

i∈Ij,∆

goes to zero in mean as  → 0 and then K → ∞. By the uniform integra
bility of the set in (1.10) for each θ, K can be dropped in the gi,K
(·) in


(2.24). Deﬁne n = ∆/. Since {gi (θ, ξi )} is uniformly integrable for each
θ by (A1.8), the expression (2.24) goes to zero in mean as desired if
lim


1
n

+n −1
jn
i=jn

  


Ejn gi (θ, ξi ) − ḡ(θ) I{ξjn



∈A}

=0

(2.25)

in mean, uniformly in j for each θ ∈ H, where A is a compact set. This
last condition is just (A1.9). The rest of the details are as in the proof of
Theorem 2.1. 2
Comment on the grouping of the iterates in the averaging argument. In (2.21) the summands (indices in the inner sum) are grouped
as
[0, ∆/ − 1], [∆/, 2∆/ − 1], . . .
for the purposes of averaging via use of (2.25) or (A1.9). Once grouped,
the summands within each group are approximated as in (2.24) and then
(A1.9) or (2.25) is applied to each group as n → ∞ or  → 0.
There is considerable ﬂexibility in the grouping; other groupings will be
used in the next two subsections and in Theorem 3.1. One such grouping
method takes the following form. Let n be any sequence of integers going
to inﬁnity such that ∆ = n → 0. Note that the proof of Theorem 2.2 will
still work if we group the iterates in lots of size n . Then (2.23) is replaced
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by
(t+τ )/∆ −1



j=t/∆



+n −1
lα jn

 

Ej∆ / gi,K
(θ (j∆ ), ξi )
k=1

i=jn


−ḡ(θ (j∆ )) I{θ (j∆ )∈Bkα } .

(2.26)



Then one replaces θ (j∆ ) in the arguments of the functions by xα
k as in
(2.24) and applies (A1.9) with the new deﬁnition of n .

8.2.3

Step Size n → 0

The development for the decreasing-step-size case requires only minor modiﬁcations of the proofs for the constant-step-size case. Return to the algorithm
θn+1 = ΠH [θn + n Yn ]
of (5.2.10) and (6.1.1). Recall the deﬁnitions of Fn and En given above
(6.1.2); namely, ξn are the “memory” random variables, taking values in
some topological space Ξ, {Fn } is a sequence of nondecreasing σ-algebras,
and {θ0 , Yi−1 , ξi , i ≤ n} is Fn -measurable. En is the expectation conditioned on Fn .
The following modiﬁcations of the conditions in Section 1 will be used.
The martingale diﬀerence and the correlated noise cases will be dealt with
simultaneously.
(A2.1) {Yn } is uniformly integrable.
(A2.2) There are measurable functions gn (·) and random variables βn such
that
En Yn = gn (θn , ξn ) + βn .
(A2.3) For each compact set A ⊂ Ξ,
gn (·, ξn ) is continuous in θ
uniformly in n and in ξn ∈ A.
(A2.4) For each δ > 0, there is a compact set Aδ ⊂ Ξ such that
inf P {ξn ∈ Aδ } ≥ 1 − δ.
n

(2.27)

(A2.5) The following sets
{gn (θn , ξn )},
are uniformly integrable.

{gn (θ, ξn )} for each θ,

(2.28)
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(A2.6) Let
n+m−1
1 
En βi = 0,
n,m m
i=n

lim

(2.29)

where the limit is in mean.
(A2.7) There is a continuous function ḡ(·) such that for each θ ∈ H and
compact A,
n+m−1
1 
En [gi (θ, ξi ) − ḡ(θ)] I{ξn ∈A} = 0,
n,m m
i=n

lim

(2.30)

where the limit is in mean.
The limn,m means that the limit is taken as n → ∞ and m → ∞ simultaneously in any way at all.
(A2.8) Suppose that n changes slowly in the sense that there is a sequence
of integers αn → ∞ such that
#
#
# n+i
#
#
lim sup #
− 1## = 0.
(2.31)
n 0≤i≤αn
n
We are in a position to state Theorem 2.3.
Theorem 2.3. Assume the algorithm
θn+1 = ΠH [θn + n Yn ] ,
(5.1.1), (A2.1)–(A2.8), and any of the constraint conditions (A4.3.1),
(A4.3.2), or (A4.3.3). Then for each subsequence of {θn (·), Z n (·)} there is a
further subsequence, which will be indexed by nk , and a process (θ(·), Z(·))
such that
(θnk (·), Z nk (·)) ⇒ (θ(·), Z(·)),
where

*

t

θ(t) = θ(0) +

ḡ(θ(s))ds + Z(t).

(2.32)

0

The reﬂection term Z(·) satisﬁes
* t
Z(t) =
z(s)ds,
0

z(t) ∈ −C(θ(t))

(2.33)

for almost all ω, t. The rest of the conclusions of Theorem 2.1 hold, with
θn (·) replacing θ (·).
Comment on the proof. The proof is the same as that of Theorem 2.2.
The only diﬀerence concerns the grouping of the terms to get the analog of
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the approximation (2.23) or (2.26) via the use of (A2.7) and (A2.8). This
grouping can be done as
follows. Let νn → ∞ be a sequence of integers.
j−1
For j ≥ n, deﬁne qjn = i=n νi and
n+qjn −1

tnj

=



i .

(2.34a)

i=n

Suppose that νn ≤ αn (deﬁned in (A2.8)) and that
∆nj = tnj+1 − tnj → 0

(2.34b)

as j → ∞. Then group the summands as
[n, n + νn − 1], [n + νn , n + νn + νn+1 − 1], . . . ,
and replace (2.23) (or (2.26)) by


lα


n
−1
n+qj+1



j:t≤tn
<t+τ k=1 i=n+qjn
j



i En+qjn gi,K (θn (tnj ), ξi ) − ḡ(θn (tnj )) I{θn (tnj )∈Bkα } .
(2.35)

Figures 2.1 and 2.2 illustrate the connections among the terms.

qnn = 0

n
qn+1

νn

n
qn+2

νn+1

Figure 2.1. Illustration of the grouping terms: Number of indices.

∆nn
tnn = 0

∆nn+1
tnn+1

tnn+2

Figure 2.2. Illustration of the grouping terms: Interpolated time.
Note that θn (tnj ) = θn+qjn . By (A2.3), (A2.4), and (A2.8), approximate
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(2.35) by


lα


j:t≤tn
<t+τ k=1
j

∆nj

1
νj

n
−1 
n+qj+1



i=n+qjn



α
En+qjn gi,K (xα
)∈Bkα } .
k , ξi ) − ḡ(xk ) I{θ n (tn
j

(2.36)
Now extract a weakly convergent subsequence of {θn (·), Z n (·)}. The rest
of the details are as in the proof of Theorem 2.2 and are left to the reader.

8.2.4

Random n

If the n are random such that n → 0 with probability one, then the proof
is essentially the same as that of Theorem 2.3. The uniform integrability
condition (A2.1) implies the tightness. Although the tnj are now random,
the proof remains the same.
Theorem 2.4. Assume (A6.1.8) and the conditions of Theorem 2.3, but replace (A2.8) with the following: n is Fn -measurable and there is a sequence
of integers αn → ∞ such that for each δ > 0
#
#
,
# n+i
#
#
#
lim P
sup #
− 1# ≥ δ = 0.
n
n
0≤i≤αn
Then the conclusions of Theorem 2.3 hold.
Remark. Suppose that there are bounded and non-negative random
varin
ables kn , such that {ki , i ≤ n} is Fn -measurable and n = [ i=0 ki ]−1 .
Then the condition on n requires that
n+αn
i=n+1 ki
lim 
= 0,
n
n
i=0 ki
where the convergence is in the sense of probability.

8.2.5

Diﬀerential Inclusions

Recall Theorem 6.8.1, where the ODE characterizing the limit behavior was
replaced by a diﬀerential inclusion, and an application to the parameter
identiﬁcation problem was given. There is an analogous result for the weak
convergence case. The proof of the following result is close to those of
Theorems 2.1 and 2.2 and is omitted.
Theorem 2.5. Assume the conditions of Theorem 2.2, but replace the limit
condition (A1.9) with the following. There are sets G(·) that are upper semicontinuous in the sense of (4.3.2) such that for each θ ∈ H and compact
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set A,
distance

n+m−1
1 
En gi (θ, ξi ), G(θ) I{ξn ∈A} → 0
m i=n

(2.37)

in probability as m and n go to inﬁnity. If n → 0, assume the conditions
of Theorem 2.3 but replace the limit (2.30) with the following:
n+m−1
1 
distance
En gi (θ, ξi ), G(θ) I{ξn ∈A} → 0
m i=n

(2.38)

in probability as m and n go to inﬁnity. Alternatively to (A1.6) and (A1.9),
suppose that for any sequence αin , α, satisfying (5.6.12),
lim distance

n,m

n+m−1
1 
En gi (αin , ξi ), G(α) I{ξn ∈A} = 0
m i=n

(2.37 )

in probability (or the analogous form for n → 0). Then the conclusions of
Theorem 2.2 hold, with the ODE replaced by the diﬀerential inclusion
θ̇ ∈ G(θ) + z, z(t) ∈ −C(θ(t)) for almost all t, ω.

(2.39)

Example. As an example of gn (·) satisfying the above conditions, let
gn (θn , ξn ) = gn (θn ) + hn (θn , ξn ), where gn (·) satisﬁes (2.37) and hn (·) satisﬁes the conditions on gn (·) of Theorem 2.1 and averages to zero. For
example, in convex optimization, we might observe a subgradient plus additive noise, which does not depend on the particular subgradient that is
selected.

8.2.6 Time-Dependent ODEs
Averaging conditions such as (A1.9) are based on the supposition that the
“local” averages of the conditional means do not depend on time. While this
is rarely the case in an absolute sense, it is an appropriate working hypothesis for the bulk of applications to date. Some applications are explicitly
concerned with tracking the eﬀects of a process that varies on a time scale
that is commensurate with that implied by the step size . For example,
recall the adaptive antenna model of Section 3.5, where the dominant issue
is the tracking of the eﬀects of the time-varying Doppler frequency. It is still
important to understand the behavior of the adaptive process for the case
where the observed data is a stationary process that evolves on a time scale
that is faster than that implied by the step size , where conditions such
as (A1.9) can be used. Such models can also be used for tracking analysis.
But, it is also useful to derive the mean ODE directly when the time scales
are comparable. Condition (A1.9) will be replaced by the following:
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(A2.9) There is a sequence m → ∞ such that m → 0, and a vectorvalued process v(·) whose paths are right continuous and have left hand
limits such that for each θ ∈ H and t < ∞, and as  → 0 and n → t,
1
m

n+m
 −1


En [gl (θ, ξl ) − ḡ(θ, v(t))] → 0,

l=n

in the mean uniformly in t on each bounded time interval. Let T be a
set of time points that contains at most a ﬁnite number on each bounded
interval. Then the convergence need only be for t = T , and the uniformity
can exclude an arbitrarily small neighborhood of T .
Theorem 2.6. Assume the conditions of Theorem 2.2, but with (A2.9)
replacing (A1.9) and an analogous replacement for (A1.11). Then {θ (·)}
is tight and the limit of any weakly convergent subsequence satisﬁes the
mean ODE
θ̇(t) = ḡ(θ(t), v(t)).
(2.40)
Comment on the time scales. The mean ODE (2.40) is in terms of the
time scale implied by the step size . Suppose that
lim  [Number of iterates per unit time] → K < ∞.

→0

Then, in the real time-scale, the mean ODE is
θ̇(t) = K ḡ(θ(t), v(t)).

(2.41)

The factor K is important when analyzing the speed of tracking in real
time.

8.3 The Kiefer–Wolfowitz Algorithm
Subsection 5.3.3 (resp., Section 6.5) dealt with the Kiefer–Wolfowitz procedure, where the algorithm took the particular form (5.3.19) (resp., (6.5.3)).
In practice, one rarely lets the diﬀerence intervals go to zero. Sometimes
the diﬀerence interval is simply a small constant. Sometimes one starts a
problem with a relatively large diﬀerence interval, with the aim of converging to a “reasonable” neighborhood of the solution while keeping the eﬀects
of the noise (in the estimates) small (trading bias for small noise), and it
eventually allows the interval to decrease, but not to zero. With these approaches, the Kiefer–Wolfowitz procedure reduces to the Robbins–Monro
algorithm and is covered by Theorems 2.1 and 2.2. We will now give some
results if the diﬀerence interval cn does go to zero. (Then, of course, we
must have n → 0.)
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8.3.1

Martingale Diﬀerence Noise

The martingale diﬀerence noise case arises in sequential monte carlo optimization, when the “driving noises” are independent from run to run. The
algorithm is (3.1), which is the scheme used in Subsection 5.3.3 and Section
6.5, but with gn (θn , ξn ) replaced by gn (θn ). The following deﬁnitions and
assumptions will be used.
Assumptions and deﬁnitions. Let {Fn } be a sequence of nondecreas±
ing σ-algebras, where Fn measures at least {θ0 , Yi−1
, i ≤ n}, with En the
±
are the obassociated conditional expectation. Recall that the terms Yn,i
servations at parameter value θn ± ei cn , where ei is the unit vector in the
±
ith coordinate direction and Yn± = {Yn,i
, i ≤ r}.
(A3.1) supn E|Yn± |2 < ∞.
(A3.2) There are functions gn (·) that are continuous uniformly in n and
random variables βn such that En [Yn− − Yn+ ]/(2cn ) = gn (θn ) + βn .
(A3.3) There is a continuous function ḡ(·) such that for each θ ∈ H,
n+m−1
1 
[gi (θ) − ḡ(θ)] = 0,
n,m m
i=n

lim

where the limit is as n and m go to inﬁnity in any way.
(A3.4) limn n /c2n = 0.
As in Subsection 5.3.3, we suppose that the algorithm can be written as


Y − − Yn+
θn+1 = ΠH θn + n n
2cn
(3.1)
n
= θn + n gn (θn ) + n βn +
δMn + n Zn ,
2cn
where δMn = [Yn− − Yn+ ] − En [Yn− − Yn+ ]. Theorem 3.1 presents the convergence of the algorithm. The remarks on extensions below Theorem 2.1
also hold here.
Theorem 3.1. Assume (5.1.1), (A2.6), (A2.8), (A3.1)–(A3.4) and any one
of the constraint set conditions (A4.3.1), (A4.3.2), or (A4.3.3). Then the
conclusions of Theorem 2.3 hold. If there is a unique stationary point θ̄ and
it is a minimum, then the limit process θ(·) is concentrated at θ̄.
For the random directions Kiefer–Wolfowitz algorithm, let Fn measure
dn as well, and assume that it can be expanded in the form (5.6.2), where
{dn } is bounded and
n+m−1
1 
En [di di − I]gi (θ) → 0
m i=n

(†)
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in the mean for each θ as n and m go to inﬁnity. Then the conclusions of
Theorem 2.3 continue to hold. If the constraint set H is dropped, then the
conclusions continue to hold under (A1.10), where a bounded invariant set
replaces the limit set.
Comment on the role of gi (·) in (†). If the successive dn are selected at
random in proper subspaces of IRr and not in IRr itself, then the term gi (·)
is needed. For example, we could 
partition the vector θ into q subvectors
of dimensions ri , i ≤ q, with r = i ri , and work with the subvectors in
sequence. In applications, ḡ(·) is usually the negative of the gradient of a
function that we wish to minimize.
Proof. In view of the proof of Theorem 2.1 and the alterations required for
Theorem 2.3, we need only show that the sequence of martingale processes
M̄ n (·) deﬁned by
m(tn +t)−1

M̄ n (t) =


i=n

i
δMi
ci

is tight and converges weakly to the process that is identically zero as
n → ∞. Note that (A3.1) implies that supn E|δMn |2 < ∞. The tightness
and zero limit follow from this, (A3.4), the limit
lim E|M̄ n (t)|2 = lim
n

n

m(tn +t)−1


i=n

i

i
E|δMi |2 = 0,
c2i

and, for each δ > 0 and T > 0, the martingale inequality (4.1.4), which
yields
,
E|M̄ n (T )|2
n
P sup |M̄ (t)| ≥ δ ≤
→ 0 as n → ∞.
2
δ2
t≤T

8.3.2

Correlated Noise

In applications of the Kiefer–Wolfowitz procedure, correlated noise might
arise if the entire optimization were done using one long continuous run of
a physical process or simulation. We will work with two canonical forms.
The ﬁrst is that deﬁned in expanded form by (6.5.3). The algorithmic form
(6.5.3) is covered by a combination of Theorems 2.3 and 3.1; we can state
the following result.
Theorem 3.2. Assume the algorithmic form (6.5.3), the conditions of Theorem 2.3 (except for (A2.1)), with Yn = [Yn− − Yn+ ]/(2cn ) in (A2.2), and
assume (A3.1) and (A3.4). Let {βn } be uniformly integrable. Then the conclusions of Theorem 2.3 hold.

266

8. Weak Convergence Methods

Correlated noise inversely proportional to cn . Recall the forms used
in (6.5.1) and on the left side of (6.5.2). Suppose that there are functions
±
+
−
Fi (·) and random variables χ±
n such that χn = χn and Yn,i = Fi (θn ±
±
cn ei , χn ). Formally expanding
−
+
+
Yn,i
− Yn,i
Fi (θn , χ−
n ) − Fi (θn , χn )
=
2cn
2cn

1
−
− Fi,θi (θn , χ+
n ) + Fi,θ i (θn , χn ) + ﬁnite diﬀerence bias.
2

This motivates a more general form of the Kiefer–Wolfowitz algorithm with
correlated noise, which is written in the expanded form



n  −
+
θn+1 = ΠH θn +
Y − Yn
2cn n
n
(3.2)
= θn + n gn (θn , ξn ) + n βn +
gn (θn , ξn )
2cn
n
+
δMn + n Zn .
2cn
The main additional feature is the n gn (θn , ξn )/2cn term, because it complicates both the proof of tightness and the characterization of the limit.
The assumptions to be used guarantee that the eﬀects of this term average
to zero. The diﬃculty will be handled by a very useful technique, known
as the perturbed test function method. The idea is fully developed in [127]
for a large variety of problems, and many examples were given. That book
did not deal explicitly with stochastic approximation, but the translation
into stochastic approximation terminology is straightforward. The perturbations are small and have the eﬀect of “smoothing” or “averaging” the
“conditional diﬀerences,” as will be seen. We have seen applications of the
idea in Subsection 7.4.3 where it was used to get a suﬃcient condition for
the Wiener process, and in Chapter 6, where it was used in the form of a
state perturbation or a Liapunov function perturbation. The next result is
an application of Theorem 7.4.3.
In preparation for the convergence theorem, deﬁne the following
processes. Let T be an arbitrary positive number, and deﬁne
Nn = min {i : tn+i − tn ≥ T } .
The conditions on (3.3) and (3.4) are of the “mixing type.” It is required
that the conditional expectations go to zero fast enough so that the sums
are well deﬁned. The perturbed test functions (3.6) in the proof are deﬁned
so that when taking conditional diﬀerences, the dominant “bad” terms will
cancel. This is, of course, the usual motivation for the perturbations. Deﬁne
(the sum of the troublesome terms)
Λni =

n+i

j
gj (θj , ξj ),
2c
j
j=n

(3.3)
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Γni =

n+N
n

j
En+i gj (θn+i , ξj ), i ≤ Nn .
2cj
j=n+i
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(3.4)

Γni will be the perturbation in the iterate. Deﬁne the process Λn (·) by
Λn (t) = Λni on [tn+i , tn+i+1 ). Deﬁne γin by
n+i γin =

n+N
n

j
En+i [gj (θn+i+1 , ξj ) − gj (θn+i , ξj )] , i ≤ Nn .
2cj
j=n+i

(3.5)

We will use the following assumptions.
(A3.5) supn E|gn (θn , ξn )|2 < ∞.


(A3.6) lim supn sup0≤i≤Nn (n+i /c2n+i )/(n /c2n ) + cn+i /cn < ∞.
(A3.7) lim supn sup0≤i≤Nn n+i /n < ∞.
(A3.8) limn sup0≤i≤Nn E|γin | = 0.
(A3.9) sup
n

n+N
n

2

E 1/2 |En gj (θn , ξj )| < ∞.

j=n

Comment on the assumptions. Condition (A3.9) is used only to assure
n
to be given in the proof are well deﬁned and go to
that the processes C2,i
zero as n → ∞. Condition (A3.8) holds, for example, if En g(θn , ξi ) goes to
zero fast enough as i − n → ∞ and g(·, ξ) is smooth in θ, uniformly in ξ on
any compact set.
Theorem 3.3. Assume that the algorithm can be written in the expanded
form (3.2), where δMn is deﬁned below (3.1). Assume the conditions of
Theorem 2.3 (except (A2.1)), (A3.1), (A3.4), (A3.5), and the uniform integrability of {βn , gn (θn , ξn )}. For each positive T , assume (A3.6)–(A3.9).
Then the conclusions of Theorem 2.3 hold.
Proof. The fact that supn E|Yn± |2 < ∞ implies that supn E|δMn |2 < ∞.
Hence, as in the proof of Theorem 3.1, (A3.1) and (A3.4) imply that the
sequence {M̄ n (·)} deﬁned there converges weakly to the process that is
identically zero.
If {θn (·)} can be shown to be tight, then all weak sense limit processes
have continuous paths with probability one, because the jumps of the θn (·)
go to zero as n → ∞. The main problem in proving tightness is due to
the term n gn (θn , ξn )/(2cn ); more particularly, in proving tightness of the
interpolations of its sum Λn (·). If it can be shown that {Λn (·)} converges
weakly to the process that is identically zero, then the proof outlined for
Theorem 2.3 yields this theorem. Thus, we need only prove the tightness
and “zero” limit property for {Λn (·)}. This will be done by using Theorem
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7.4.3. For notational simplicity and without loss of generality, suppose that
θn is real valued.
A potentially serious problem for the proof is that, a priori, we do not
know whether sup0≤i≤Nn |Λni | is bounded in probability uniformly in n, as
required by condition (7.4.9). To deal with this problem, we use a truncation
method. This truncation method is of wide applicability in related problems
of approximation and convergence and will be used again in Section 5.
For ν > 0, deﬁne τνn = n + min{i : |Λni | > ν}. We will show that for
each ν > 0, the truncated sequence {Λnν (·)} converges weakly to the “zero
process” as n → ∞, where we deﬁne
m(tn +t)∧τνn

Λnν (t)

=



j=n

j
gj (θj , ξj ).
2cj

By this (to be proved) convergence to the “zero process,” with a probability arbitrarily close to one and large ν, the level ν is not reached (asymptotically) on any interval [0, T ] by Λnν (·). Thus, asymptotically with
a probability arbitrarily close to one, for large n the processes Λnν (·) are
not truncated on any ﬁnite interval, which implies that the convergence
assertion holds for the original sequence of untruncated processes.
Deﬁne
(n+i−1)∧τνn

j
n
Λi,ν =
gj (θj , ξj ).
2c
j
j=n
The term sup0≤i≤Nn |Λni,ν | is bounded by ν plus the maximum value of
n+j |gn+j (θn+j , ξn+j )|/(2cn+j ) for 0 ≤ j ≤ Nn . For any δ > 0,
,
n+j
|gn+j (θn+j , ξn+j )| ≥ δ
P
sup
0≤j≤Nn cn+j
,
Nn

n+j
≤
P
|gn+j (θn+j , ξn+j )| ≥ δ .
cn+j
j=0
By Chebyshev’s inequality, the above expression is bounded above by
Nn 2
n+j
1 
E|gn+j (θn+j , ξn+j )|2 ,
2
δ j=0 c2n+j

which goes to zero as n → ∞ by (A3.4)–(A3.6).
Now that the boundedness is shown, we apply the perturbed test function
method of Theorem 7.4.3. Let F (·) be a real-valued function with compact
support whose partial derivatives up to the second order are continuous.
For n + i < τνn , evaluate
En+i F (Λni+1,ν ) − F (Λni,ν )
= Fθ (Λni,ν )

2
n+i
2
gn+i (θn+i , ξn+i ) + O(1) n+i
|gn+i (θn+i , ξn+i )| .
2cn+i
c2n+i
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The left-hand side is zero for n + i ≥ τνn . In all of the following expressions,
n + i < τνn . Deﬁne the perturbed test function
Fin = F (Λni,ν ) + Fθ (Λni,ν )Γni .

(3.6)

Note that supi≤Nn |Γni | → 0 in probability by (A3.4), (A3.6), and (A3.9).
By the assumptions, we can write
 n

n
n
n
,
− Fin = n+i C1,i
+ C2,i
+ C3,i
En+i Fi+1
where
n+i
|gn+i (θn+i , ξn+i )|2 ,
c2n+i
# n+N
#
# n j
# 1
#
= O(1)#
En+i+1 gj (θn+i+1 , ξj )##
|gn+i (θn+i , ξn+i )| ,
cj
cn+i

n
C1,i
= O(1)
n
C2,i

j=n+i+1

n
C3,i
= Fθ (Λni,ν )γin .

By (A3.5) and the fact that n /c2n → 0,
n
| → 0,
max E|C1,i

0≤i≤Nn

and by (A3.8),
n
max E|C3,i
| → 0.

0≤i≤Nn

n
By (A3.1), (A3.4), (A3.5), and (A3.9), the term max0≤i≤Nn EC2,i
is
2
bounded by O(1)n /cn → 0. Thus, Theorem 7.4.3 implies that the νtruncated sequence {Λn (·)} converges weakly to the “zero process.” Hence
the truncation is not needed, and the original untruncated sequence also
converges to the “zero process.” 2

8.4 State-Dependent Noise: Markovian and
Non-Markovian
In this section, we treat the “state-dependent” noise model introduced in
Sections 2.3–2.5. As noted there, the (eﬀective noise memory, state) pair
has a Markov structure for many problems of current interest, and the approach to be discussed is powerful and practical for such problems. A full
appreciation of its value and the relative simplicity of its use can be seen
by comparing it with the greater diﬃculty of proofs and the more limited
conclusions obtained by alternative current approaches. For example, for
the controlled queue example of Section 2.5, compare the proof in Chapter 9 with those of [52, 161]; see also [145] and Section 2.5 for additional
comments. The Markovian assumption enables the “memory” variable to
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depend on the entire past. The forms used in Subsection 4.4 avoid the use
of a transition probability, and do not require the Markov assumption.
The method of proof is based on the idea in Appendix 2 of [145]. The
proof is simpler than that for the original “invariant measure” method of
[127, 142] and its generalizations in [145], which in one form or another are
widely used.

8.4.1

Constant Step Size

Continuing to assume (A1.1), (A1.4), (A1.5), (A1.7), and the terminology
of Sections 1 and 2 for the correlated noise case, we will also use the following assumptions. By n → ∞ and  → 0, we mean, as usual, that they
can go to their limits in any way at all.
Assumptions and deﬁnitions.
(A4.1) For each , θ, and n, there is a transition function Pn (·, ·|θ) such
that Pn (·, A|·) is measurable for each Borel set A in the range space Ξ of
ξn and
(
' 
P ξn+1
∈ ·|Fn = Pn (ξn , ·|θn ).
(4.1)
(A4.2) For each ﬁxed θ, there is a transition function P (ξ, ·|θ) such that
Pn (ξ, ·|θ) ⇒ P (ξ, ·|θ), as n → ∞ and  → 0,

(4.2)

where the limit is uniform on each compact (θ, ξ) set. That is, for each
bounded and continuous real-valued function F (·) on Ξ,
*
*
(4.3)
F (ξ)Pn (ξ, dξ|θ) → F (ξ)P (ξ, dξ|θ)
uniformly on each compact (θ, ξ)-set, as n → ∞ and  → 0.
(A4.3) P (ξ, ·|θ) is weakly continuous in (θ, ξ). That is, the right side of
(4.3) is continuous in (θ, ξ) for each bounded and continuous real-valued
F (·).
Deﬁnition. Fixed-θ chain. For each ﬁxed θ, P (·, ·|θ) is the transition
function of a Markov chain with state space Ξ. This chain is referred to
as the ﬁxed-θ chain, and the random variables of the chain will be denoted by {ξn (θ)}. Unless otherwise speciﬁed, when using the expression
En F (ξn+j (θ)) for j ≥ 0, the conditional expectation is for the ﬁxed-θ chain
{ξn+j (θ), j ≥ 0; ξn (θ) = ξn },

(4.4)

which starts at time n with initial condition ξn (θ) = ξn and given θ. These
ﬁxed-θ chains play a major role in analyzing Markov state-dependent noise
for stochastic approximation.
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(A4.4) gn (·) is continuous on each compact (θ, ξ)-set, uniformly in  and
n.
(A4.5) The set
{gn (θn , ξn ); , n} is uniformly integrable,

(4.5a)

and for any compact set A ⊂ Ξ and each θ ∈ H,

{gn+j
(θ, ξn+j (θ)), j ≥ 0, all ξn (θ) ∈ A; n ≥ 0}

(4.5b)

is uniformly integrable.
(A4.6) There is a continuous function ḡ(·) such that for any sequence of
integers n → ∞ satisfying n → 0 as  → 0 and each compact set A ⊂ Ξ,
1
n

+n −1
jn



Ejn
[gi (θ, ξi (θ)) − ḡ(θ)] I{ξjn


i=jn



∈A}

→0

(4.6)

in the mean for each θ, as j → ∞ and  → 0.
(A4.7) For each compact set A ⊂ Ξ and each δ > 0, there is a compact
set Aδ ⊂ Ξ such that
#
'
(
P ξn+j (θ) ∈ Aδ #ξn (θ) ≥ 1 − δ,
for all θ ∈ H, j > 0, n ≥ 0 and ξn (θ) ∈ A.
We are now in a position to state the following theorem. The remarks
on extensions below Theorem 2.1 also hold here.
Theorem 4.1. Assume algorithm (1.1), (A1.1), (A1.4), (A1.5), (A1.7),
(A4.1)–(A4.7), and any one of the constraint set conditions (A4.3.1),
(A4.3.2), or (A4.3.3). Then the conclusions of Theorem 2.1 hold. If the
constraint set H is dropped, then the conclusions continue to hold under
(A1.10), where a bounded invariant set replaces the limit set. The extensions concerning chain recurrence hold if the corresponding conditions are
satisﬁed.
Proof. We follow the proof of Theorem 2.2 as closely as possible, but with
the use of the n from (A4.6) in lieu of ∆/. Referring to the proof of
Theorem 2.2, let n → ∞ such that ∆ ≡ n → 0. Deﬁne gi,K (·), Bkα , and
xα
k as in the proof of Theorem 2.2. By the uniform integrability of the set
(4.5a), for large enough K we can approximate (in the mean and uniformly
in j, )
+n −1
jn
1

Ejn
g  (θi , ξi )
 i
n i=jn
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by
1
n

+n −1
jn


Ejn
g  (θi , ξi ).
 i,K

(4.7)

i=jn

Suppose that we can approximate (4.7) by
1
n

+n −1
jn




Ejn
g  (θjn
, ξi (θjn
)),
 i,K



(4.8)

i=jn

in the sense that the diﬀerence converges to zero in the mean as  → 0 and
j → ∞. Suppose also that we can approximate (4.8) by
lα

1
n

k=1

+n −1
jn


α

Ejn
g  (xα
k , ξi (xk ))I{θjn
 i,K

i=jn



∈Bkα }

(4.9)

in the sense that the diﬀerence converges to zero in the mean as  → 0,

j → ∞, and then α → 0 when the initial conditions {ξjn
} are conﬁned to

a compact set A. Now, (A1.7) implies that for a large enough compact set
A ⊂ Ξ, the limit of (4.9) as  → 0 changes little if the sum is multiplied

by I{ξjn
∈A} . In other words, in evaluating (4.9) we can suppose, without


loss of generality, that the “initial conditions” ξjn
all take values in some

compact set A. Next, the uniform integrability of the set in (4.5b) for each
θ implies that we can drop the truncation K in (4.9) without changing the
limits. It follows that from this point on, the proof of Theorem 2.2 implies
this theorem if
+n −1
jn
1

α
Ejn
g  (xα
(4.10)
k , ξi (xk ))
 i
n i=jn



converges in mean to ḡ(xα
k ), when the values of the initial conditions {ξjn }
are conﬁned to an arbitrary compact set A. This latter fact is implied by
(A4.6). Thus, all we need to do is to show that the approximations of (4.7)
by (4.8) and (4.8) by (4.9) are valid. The main problem, which was not
encountered in Theorem 2.2, is the dependence of {ξn } on {θn }.
In evaluating the conditional expectations below, it will be suﬃcient to

suppose that the values of the initial conditions {ξjn
} are conﬁned to

some arbitrary compact set A for all j, . The conditional expectation of a



typical summand Ejn
g
(θjn
, ξjn
), for i = 2, 3, . . . , in (4.7) can
 jn +i,K
 +i
 +i
be written as the iterated conditional expectation





Ejn
Ejn
· · · Ejn
g
(θjn
, ξjn
).

 +1
 +i−1 jn +i,K
 +i
 +i

(4.11)

It will be shown that (4.11) can be written as
*
*





· · · P (ξjn
, dξ1 |θjn
) · · · P (ξi−1 , dξi |θjn
)gjn
(θjn
, ξi ) + ρjn (, i),



 +i,K

(4.12)
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where if n = m, a constant value (i.e., not depending on ), then the error
term satisﬁes
max E |ρjn (, i)| → 0,
(4.13)
i≤n

as  → 0 and j → ∞. It will be seen that there are n → ∞ such that
n → 0 and (4.13) holds.
Note that the multiple integral term in (4.12) equals



g
(θjn
, ξi (θjn
)),
Ejn
 jn +i,K



(4.14)

which is the typical summand in (4.8). The representation (4.12) and (4.13),
for each constant value n = m, will be proved by approximating “backwards” in (4.11), and using the fact that if n → 0, then the uniform
integrability of the {Yn } implies that there are δ → 0 (see also (2.14))
such that
,
# 
#
 #
#
lim sup P
(4.15)
sup θjn +i − θjn ≥ δ = 0.
,j

0≤i≤n

All approximations in what follows are in the sense of convergence in the
mean and hold as  → 0 and j → ∞, and they are uniform in i ≤ n .
Let F (·) be a bounded and continuous real-valued function on H × Ξ. By
(4.15), (A1.7), (A4.7), and the continuity of F (·),



F (θjn
, ξjn
)
Ejn
 +i−1
 +i
 +i

can be approximated by



F (θjn
, ξjn
).
Ejn
 +i−1

 +i

This last expression can be written as
*
# 
 



ξjn +i−1 , dξ #θjn
F (θjn
, ξ).
Pjn
 +i−1
 +i−1

Using (A4.2), (A4.3), (A4.7), (A1.7), and (4.15), the expression above can
be approximated by
*
#  
 



P ξjn
F (θjn
, dξ #θjn
, ξ) = Fi−1 (θjn
, ξjn
),
 +i−1



 +i−1
where Fi−1 (·) is bounded and continuous by (A4.3) and the continuity of
F (·).
Next, go back one step in time and use the same procedure to approximate



Ejn
, ξjn
)
F (θjn
 +i−2 i−1

 +i−1
by

*

#  
 



P ξjn
Fi−1 (θjn
, dξ #θjn
, ξ) = Fi−2 (θjn
, ξjn
),
 +i−2



 +i−2
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where Fi−2 (·) is bounded and continuous.
Continuing this procedure yields (4.12), with the error term satisfying

(4.13) if gjn
(·) does not depend on (, jn + i). But (A4.4) says that
 +i

{gi (·)} is equicontinuous on each compact (θ, ξ)-set. This yields (4.12) and
(4.13) for n = m, a constant.
Since the only properties used to get (4.13) are the moduli of equicontinuity on each compact set, the convergence (4.3), and the limit result (4.15),
it is clear that there are n → ∞ slowly enough so that (4.13) continues
to hold. Thus, the approximation (4.8) is obtained. The approximation of

(4.8) by (4.9) requires that we replace θjn
in (4.8) by the random variable

(see the proof of Theorem 2.3)
lα

k=1


xα
k I{θjn



∈Bkα } .

The proof of this with asymptotically negligible error is identical to the
procedure just used to get the approximation (4.8). 2
Weakening the continuity conditions. The assumptions can often be
weakened in special cases. For simplicity, suppose that the Pn in (4.1) does
not depend on  or n. Let ξn consist of two components, ξn,s and ξn,e , where
ξn,e is exogenous in that
,e
,e
P {ξn+1
∈ ·|Fn } = P {ξn+1
∈ ·|ξn,e }.

We can write, in obvious notation,
#
#
# (
'
(
'
( '
P ξ1 ∈ dξ s dξ e #ξ0 , θ = P ξ1,s ∈ dξ s #ξ0,s , ξ0,e , θ P ξ1,e ∈ dξ e #ξ0,e .
Then we have the following extension of Theorem 4.1. The requirements
are weakened further in Subsection 4.4.
Theorem 4.2. Assume the conditions of Theorem 4.1 for the present
case, but with the following changes. The continuity in (A4.4) is only
e
in ' (θ, ξ s ), uniformly
in
set, and
#
( n, , and in ξ in each compact
,s
s # ,s ,e
P ξ1 ∈ dξ ξ0 , ξ0 , θ is weakly continuous only in (θ, ξ0s ), uniformly
in each compact ξ0,e -set. Then the conclusions of Theorem 4.1 hold.

8.4.2

Decreasing Step Size n → 0

The development for the decreasing-step-size case requires only minor modiﬁcations of the conditions in Theorem 4.1, analogously to what was done
in Theorem 2.3 to adapt the proof of Theorem 2.2. For the sake of completeness and ease of reference, the modiﬁed conditions will now be listed.
(A4.8) For each θ and n there is a transition function Pn (·, ·|θ) such that
Pn (·, A|·) is measurable for each Borel set A in the range space Ξ of ξn and
P {ξn+1 ∈ ·|Fn } = Pn (ξn , ·|θn ).
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(A4.9) For each ﬁxed θ, there is a transition function P (ξ, ·|θ) such that
Pn (ξ, ·|θ) ⇒ P (ξ, ·|θ), as n → ∞,
where the limit is uniform on each compact (θ, ξ) set.
(A4.10) gn (·) is continuous on each compact (θ, ξ) set uniformly in n.
(A4.11) The set
{gn (θn , ξn )}

(4.16a)

is uniformly integrable. For any compact set A ⊂ Ξ, each of the sets
{gn+j (θ, ξn+j (θ)), j ≥ 0, all ξn (θ) ∈ A; n ≥ 0}, for θ ∈ H

(4.16b)

is uniformly integrable.
(A4.12) There is a continuous function ḡ(·) such that for each θ ∈ H and
each compact set A ⊂ Ξ,
n+m−1
1 
En [g(θ, ξi (θ)) − ḡ(θ)] I{ξn ∈A} = 0,
n,m m
i=n

lim

where the limit is in mean.
The limn,m means that the limit is taken as n → ∞ and m → ∞ simultaneously in any way at all. The following theorem concerns decreasing
step size algorithms with state-dependent noise. Random step sizes can be
handled with the approach of Subsection 2.3. The remarks on extensions
below Theorem 2.1 hold here also.
Theorem 4.3. Assume algorithm
θn+1 = ΠH [θn + n Yn ] ,
conditions (5.1.1), (A2.1), (A2.2), (A2.4), (A2.6), (A2.8), (A4.3), (A4.7)–
(A4.12), and any one of the constraint set conditions (A4.3.1), (A4.3.2),
or (A4.3.3). Then the conclusions of Theorem 2.3 hold. If the constraint
set H is dropped, the conclusions continue to hold under (A1.10), where
a bounded invariant set replaces the limit set. The extensions concerning
chain recurrence hold if the corresponding conditions are satisﬁed.

8.4.3

The Invariant Measure Method: Constant Step Size

An alternative approach to the convergence for the state-dependent noise
case uses the “invariant measure” method. This approach was the original
general method for treating this problem [127, 142].
The method of Theorem 4.1 is a development of the approach in [145,
Appendix 2]. The conclusions of the main result for the state-dependent
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noise problem in [145, Theorem 3.1] were stated in terms of the invariant
measures of the process {ξn (θ)}, instead of as in our Theorem 4.1. The
conditions in the general result [145, Theorem 3.1] are in reality not very
diﬀerent from those we used in Theorem 4.1, even though Theorem 4.1
required only that the averages for the particular sequences in (A4.6) exist,
and not that there be a unique invariant measure. Since the phrasing in
terms of invariant measures has a useful intuitive content, we will restate
that theorem (without the proof) and the required conditions in the terminology of this chapter. The result and proof in [145] are a generalization
of the original “invariant measure” work of [142], and the modiﬁcations in
[127] for the constant-step-size case, where the dynamical term ḡ(θ) in the
mean ODE was deﬁned directly as a mean using the invariant measures of
the ﬁxed-θ processes ξn (θ). The weak continuity condition was used more
heavily in the proof of Theorem 4.1 than in the proofs in [127, 142, 145]. The
invariant measure type of proof is an example of a proof based on sample
occupation measures; it yields a lot of intuition concerning the averaging
procedure. It is a little more complicated than that given in Theorem 4.1,
but the sample occupation measure method on which it is based has many
other applications.
To use the invariant measure approach, the following conditions will be
needed.
(A4.13) Let µ(·|θ) denote the invariant measures under the transition
function P (ξ, ·|θ). The set {µ(·|θ), θ ∈ H} is tight.
(A4.14) There is a continuous function g(·) such that
gn (θn , ξn ) = g(θn , ξn ),

(4.17)

{g(θn , ξn ); , n} is uniformly integrable, and there is a K0 < ∞ such that
for all stationary processes {ξn (θ)},
sup E|g(θ, ξj (θ))| < K0 .

(4.18)

θ∈H

(A4.15) Either (4.19a) or (4.19b) holds:
For each θ, µ(·|θ) is unique.

(4.19a)

There is a measurable function ḡ(·) such that for each θ and initial condition
ξ0 (θ),
N −1
1 
lim
Eg(θ, ξn (θ)) = ḡ(θ).
(4.19b)
N N
n=0
Under (4.19a), deﬁne
*
ḡ(θ) =

g(θ, ξ)µ(dξ|θ).
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The following theorem is proved in [145, Theorem 3.1]. The comments
below Theorem 2.1 hold here also. There is an obvious analog of the “timedependent” model and result of Theorem 2.6.
Theorem 4.4. Assume algorithm (1.1), (A1.1), (A1.4), (A1.5), (A1.7),
(A4.1)–(A4.3), (A4.13)–(A4.15), and any one of the constraint set conditions (A4.3.1), (A4.3.2), or (A4.3.3). Then the conclusions of Theorem 2.1
hold. Also, ḡ(·) is a continuous function of θ. Now drop the constraint set,
assume (A1.10), and modify the conditions so that (A4.13) and (4.18) hold
for H being an arbitrary compact set. Then the conclusions of Theorem 2.1
continue to hold. The extensions concerning chain recurrence hold if the
corresponding conditions are satisﬁed.
Comments on the proof. The structure of the proof is quite diﬀerent
from that used in Theorem 4.1; only the basic idea will be discussed. Suppose that g(·) is bounded, for simplicity. The key problem in the proof of
Theorem 4.1 concerns the approximation of the sum of conditional expectations in (2.22), namely, the approximation of
  
Ej∆/ [g(θ (j∆), ξi ) − ḡ(θ (j∆))]
∆
,∆
i∈Ij

by the expectation for the ﬁxed-θ process with parameter θ(t) if j∆ → t.
The invariant measure method evaluates the sum
  

Ej∆/ g(θj∆/
, ξi )
(4.20)
∆
,∆
i∈Ij

somewhat diﬀerently than the method of Subsection 4.1.
Let n = ∆/ and deﬁne the conditional mean sample occupation measure
1
R(j, , θ, ·) =
n

+n −1
jn

# 

.
P ξi ∈ ·#θj∆/
= θ, ξj∆/

(4.21)

i=jn


Then (4.20) can be written in terms of R(j, , θj∆/
, ·) as

*


g(θj∆/
, ξ)R(j, , θj∆/
, dξ).

Thus, to evaluate the limit of (4.20) as j∆ → t, we need only get the pos
sible limits of the set of random measures {R(j, , θj∆/
, ·), j∆ → t,  → 0}.
The proofs in [127, 142, 145] show that these limits are invariant measures
of the ﬁxed-θ chain under the parameter θ(t).
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An extension: Non-Markov state-dependent noise processes. The
central idea of the proof concerns the weak convergence of the occupation
measures deﬁned by R(·) in (4.21). One can start with such an assumption,
which can often be veriﬁed by other means, and weaken the other conditions. It is not necessary to deﬁne a ﬁxed-θ process, except in the limit.
Loosely speaking, we will suppose that R(j, , θ, ·) converges to a stationary
measure which is weakly continuous in θ. For an example, consider the form
Yn = F (ψn , θn , χn ), where ψn+1 = q(ψn , θn , χn ), for appropriate functions
F (·), q(·), and the exogenous noise process {χn }. The proof of the following
theorem is omitted. Related results are given in the next subsection.
Theorem 4.5. Assume algorithm (1.1), (A1.1), (A1.4), (A1.5), (A1.7), and
any one of the constraint set conditions (A4.3.1), (A4.3.2), or (A4.3.3).
Suppose that there is a measurable function g(·) such that gn (θn , ξn ) =
g(θn , ξn ), where {g(θn , ξn ); , n} is uniformly integrable and g(·, ξ) is continuous in θ, uniformly in each compact ξ-set. For each θ ∈ H, let there be a
unique measure µ(·|θ) such that the following holds. The set {µ(·|θ), θ ∈ H}
is tight. For arbitrary θ ∈ H, θ ∈ H, and θ → θ, and any sequence j,
suppose that R(j, , θ , ·) converges weakly to µ(·|θ) and that
*
*
g(θ, ξ)R(j, , θ , dξ) → g(θ, ξ)µ(ξ|θ) = ḡ(θ)
as  → 0. Then ḡ(·) is continuous and the conclusions of Theorem 2.1 hold.

8.4.4

Non-Markov Noise and General Forms of the
Conditions for Convergence

Theorem 4.1 used certain continuity conditions on the functions gn (·) and
on the transition function of the ﬁxed-θ processes to carry out the averaging that led to the mean ODE. An examination of the structure of the
proof of that theorem shows that one can accomplish the same thing a little
more directly, by working with the functions gn (·) all the way through. In
what follows we replace assumptions (A4.1)–(A4.5) and (A4.7) with weaker
assumptions that achieve the same goal. In any particular application, the
conditions of one of the Theorems 4.1, 4.3, 4.4, or 4.5 (or the analogous
theorems for the decreasing-step-size case) might be the most easily veriﬁable. In Chapter 9, Theorem 4.1 is applied to the optimization problem
for a stochastic diﬀerential equation model, and Theorem 4.6 is applied
to the optimization of the queueing problem of Section 2.5. Theorem 4.1
could be applied to the queueing problem also, as in [145], but that would
require more care in specifying the topology put on the state space Ξ of the
Markov chain. Theorem 4.6 has applications in discrete event dynamical
systems, despite the seeming generality of the assumptions. Owing to the
forms that the functions gn (·) often take in these applications, one can use
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the particular continuity properties on the gn (·) to verify the conditions
directly. We will use the following conditions in which the terms µρ, allow
time for transients to “settle.”
Deﬁnition: Fixed-θ process. We redeﬁne the ﬁxed-θ process. Let
{ξj (θ), j ≥ n} be the process that would result if {θj , j ≥ n} were held
ﬁxed at the value θ and with the past record {ξj , j ≤ n}. It need not be
Markov. In the following discussion, A is an arbitrary compact set in Ξ.
(A4.16) For each small ρ > 0, there are 0 ≤ Kρ < ∞, ρ > 0, and integers
mρ, and µρ, , where mρ, → ∞, µρ, /mρ, → 0, and mρ, → 0 as  → 0,

and measurable functions gn,ρ
(·) bounded by Kρ , such that
#
#

E #gn (θn , ξn ) − gn,ρ
(θn , ξn )# ≤ ρ
(4.22)
and

#
#


(θn , ξi (θn )) − En gi,ρ
(θi , ξi )# ≤ ρ
E #En gi,ρ

(4.23)

for i and n such that µρ, ≤ i − n ≤ mρ, and  ≤ ρ . In (4.23), as in
Subsection 4.1, the initial condition is ξn (θn ) = ξn .
In the following conditions mρ, and µρ, are as deﬁned as in (A4.16),
and given arbitrary ρ > 0, there is an ρ > 0 such that the condition holds.
(A4.17) There is ν(ρ) > 0 such that for any Fn -measurable and IRr valued random variables θ and θ taking values in H and satisfying P {|θ −
θ| > ν(ρ)} < ν(ρ) and  ≤ ρ , we have
#
#
#

 ξi (θ))
 − E  g  (θ, ξi (θ))## I{ξ ∈A} ≤ ρ. (4.24)
sup
E #En gi,ρ
(θ,
n i,ρ
n
i,n:mρ, ≥i−n≥µρ,

(A4.18) For each θ ∈ H and  ≤ ρ ,
#
#

E #En gi,ρ
(θ, ξi (θ)) − En gi (θ, ξi (θ))# I{ξn ∈A} ≤ ρ. (4.25)
sup
i,n:mρ, ≥i−n≥µρ,

Conditions (A4.17) and (A4.18) imply the convergence in (A4.6), uniformly in θ in any compact set. Analogously to what was done with
(A1.11)–(A1.13) in replacing (A1.6) and (A1.9), the next set of conditions
is an alternative to (A4.16)–(A4.18). It is assumed that the expectations
and conditional expectations are well deﬁned.
(A4.19) There is a continuous function ḡ(·) such that for small δ > 0,  >
0, and some sequence m → ∞ (not depending on , δ)
#
#n+m−1
#
1 ## 
#
En gl (θ, ξl (θ)) − ḡ(θ)# I{ξn ∈A} I{|θn −θ|≤δ} → 0
(4.26)
E#
#
m #
l=n
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uniformly in n, and in θ in any compact set.
(A4.20) For each integer m,
#
#n+m−1
#
1 ## 
#
[En gl (θn , ξl (θn )) − En gl (θl , ξl )]# I{ξn ∈A} → 0,
E#
#
#
m

(4.27)

l=n

uniformly in n, as  → 0.
(A4.21) For small δ > 0,  > 0 and each integer m, as |θ − θ| → 0,
#
#n+m−1

#
1 ## 
 ξi (θ))
 − E  g  (θ, ξl (θ)) ## I{ξ ∈A} → 0,
En gl (θ,
(4.28)
E#
n l
# n
m #
l=n

uniformly in n and , where θ and θ are in any compact set.
Theorem 4.6. In Theorem 4.1, replace (A4.1)–(A4.7) with the uniform
integrability of the set in (4.5a) and either (A4.6) and (A4.16)–(A4.18) or
(A4.19)–(A4.21). Then the conclusions of Theorem 2.1 hold.
Discussion of the proof. Condition (4.22) ensures that (4.7) approximates the equation that precedes it. Condition (4.23) guarantees that
(4.8) approximates (4.7). Condition (A4.17) ensures that (4.9) approximates (4.8). Condition (A1.7) allows us to suppose that the values of the

initial conditions {ξjn
} are conﬁned to a compact set when evaluating the

limit of (4.9) as  → 0. Condition (A4.18) permits us to drop the K in (4.9).
The conditions (A4.19)–(A4.21) and the uniform integrability of (4.5a) accomplish the same result a little more directly. The rest of the details are
as in the proof of Theorem 4.1.

8.4.5

Observations Depending on the Past of the Iterate
Sequence or Working Directly with Yn

Most of the book uses averaging conditions on En Yn which we deﬁned in
terms of the memory random variable ξn , as gn (θn , ξn ). This procedure
was followed since the conditional expectation, given the past, is often
a smoothing operation, and the function gn (·, ξ) is continuous. For some
algorithms, the function gn (·) depends on the past values of the iterates
and has the form gn (θl , l ≤ n, ξn ), but which can be approximated by
gn (θn , . . . , θn , ξn ) when  is small, and then all of the theorems can be
carried over.
There are stochastic algorithms that do not easily ﬁt such formats and
where it is most convenient to work directly in terms of the original observation Yn . The past results can be easily extended, requiring only a
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change in the notation. For each n, deﬁne the “ﬁxed-θ” observation process
{Yl (θ), l ≥ n)} as the process that would result if the iterate is held ﬁxed
at θ for l > n but with θl used for l ≤ n, analogously to the deﬁnition
of the ﬁxed-ξl (θ) process. Suppose that Yn can be written as Yn (θn , Un )
for some random variable Un , which in turn might be state dependent.
Let {Ul (θ), l ≥ n} denote the ﬁxed-θ process, deﬁned analogously to Yl (θ).
Let En denote the expectation conditioned on ξn = {Ul , l < n, θ0 }. Depending on the situation (e.g., Markov evolution), the memory might be
representable with fewer terms. We have the following variation of Theorem
4.6.
Theorem 4.7 In Theorem 4.1, replace (A4.1)–(A4.7) with the uniform
integrability of the set in (4.5a) and (A4.19)–(A4.21) with the following
changes. All gl (θ, ξl (θ)) are replaced by Yl (θ, Ul (θ)) for the corresponding
values of θ, and gl (θl , ξl ) is replaced by Yl . Then the conclusions of Theorem 2.1 hold.
Example: The adaptive antenna problem: tracking the optimal
discount factor. We return to the problem introduced in Section 3.5. In
this example, the discount factor α replaces θ. For notational simplicity, we
drop the superscript . Use algorithm (3.5.4) and (3.5.5), but where α is
constrained to an interval [α, α] ∈ (0, 1). The additive noise and test signal
are as in Section 3.5. For purposes of the convergence analysis, we will use
the formula for the weights
wl =

l

i=1

−1

[αi+1 · · · αl ] Xi Xi

l


[αi+1 · · · αl ] Xi s̄i .

(4.29)

i=1

Owing to the discounting in (4.29), the eﬀects of the sample taken at time
(l − v)h decreases geometrically as v → ∞. Truncate the components of
(4.29) to the interval [−L, L]. For large L, truncation will rarely occur. The
main issue in the veriﬁcation of (A4.19) concerns the eﬀect of the Doppler
frequency in (3.5.8) and we ignore the eﬀects of the other quantities. Deﬁne
2
Yn± = [e±
n ] and set Un = (s̄n , Xn , wn ).
±
The Yl can be approximated arbitrarily well (in mean and uniformly in
l) by ignoring values of Xv for l − v ≥ M , for large enough M . Fix M to be
large, and let m > M be such that m → 0 as  → 0 and consider En Yl±
for m ≥ l − n > M . As µ → 0, we can replace αn+1 , . . . , αl in this expression by either αl or αn . Then, due to the independence and Gaussian
properties of the noise and its independence of the signal, the operation
En Yl± is a smoothing operation. There are bounded and continuous funcd
tions F (·) such that En [Yl± |αl± , ψj,v
; j, l ≥ v ≥ l − M ] is approximately
±
±
d
d
Fl = F (αl , cos ψj,v , sin ψj,v ; j, l ≥ v ≥ l − M ).
Let us consider two simple cases. First, let the Doppler frequencies be
constant and mutually incommensurate; ωjd (t) = ωjd , all j. Then, (modulo
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some initial phase which is unimportant and that we ignore) we can write
Fl± = F (αl± , cos ωjd vh, αv sin ωjd vh; l ≥ v ≥ l − M, j).
If hωj is small for all j, then there are many samples per cycle for each j
and for large m and small µ the value of
n+m−1
1 
En Fl±
m

(4.30)

l=n

is very close to ḡ(αn± ) (uniformly in n and in the mean) where
ḡ(α± ) = EF (α± , cos(ψj − ωjd hv), sin(ψj − ωjd hv); 0 ≤ v ≤ M, j), (4.31)
where the ψj are independent and uniformly distributed on [0, 2π]. Then,
with ḡ(α) = [ḡ(α+ ) − ḡ(α− )]/δ, (A4.19) will hold approximately, with an
error that goes to zero as hωj → 0. Since, for a “typical” l, any ﬁnite set
of adjacent samples will be highly correlated with each other, the value
of ḡ(α− ) will be larger than the value of ḡ(α+ ) and ḡ(α) will be positive.
Thus, the value of α will tend to its upper bound, as desired.
Next suppose that the Doppler frequencies vary randomly as independent
random walks. In particular, let the Doppler phase for mobile j at the lth
sample be ψj (0)+bj lh+Wj (lh), where the Wj (·) are mutually independent
Wiener processes, perhaps with diﬀerent variances. Then, for large l − n
and m, small µ, and αn ≈ α, (4.30) is well approximated by
EF (α± , cos(ψj − bj vh + Wj (vh)), sin(ψj − bj vh + Wj (vh)); 0 ≤ v ≤ M, j),
(4.32)
where the ψj are mutually independent and are uniformly distributed on
[0, 2π].
Since the test signals from the diﬀerent mobiles are mutually independent, it can be seen that the Doppler frequency of the mobile that is being
optimized for has a larger eﬀect than those of the interfering mobiles; see
[41] for additional detail.

8.5 Unconstrained Algorithms and the
ODE-Stability Method
There has been a heavy emphasis on constrained algorithms. But the same
weak convergence methods are eﬀective for the unconstrained problems.
The only diﬀerence is that we will need to either prove or assume tightness
(i.e., boundedness in probability) of the iterate sequence. The extension
will be given in this section. The essence is the use of a localization method
and Theorem 7.3.6 (see also [127, p. 43]).
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Comment on soft constraints. The soft constraint idea of Section 5.5
can be used equally well here. As in Section 5.5, one introduces the constraint via a penalty function in the dynamics, which ensures the tightness
property (A5.0).
Assumptions. The following conditions will be used for the constant step
size and exogenous noise case. The tightness in (A5.0) is normally proved
by a stability argument using Liapunov or perturbed Liapunov functions.
A suﬃcient condition, obtained by such a method, is in Theorem 6.7.5.
(A5.0) {θn ; , n} is tight.
(A5.1) For each compact set Q,
{Yn I{θn ∈Q} ; , n} is uniformly integrable.
(A5.2) There are measurable functions gn (·) and random variables βn
such that for each compact set Q and θn ∈ Q,
En Yn = gn (θn , ξn ) + βn .
(A5.3) For each compact set Q, the sequences
{gn (θn , ξn )I{θn ∈Q} ; , n},

(5.1a)

{gn (θ, ξn ); , n}, θ ∈ Q,

(5.1b)

and
are uniformly integrable.
(A5.4) There are nonempty compact sets Di that are the closures of their
interiors and satisfy D0 ⊂ D10 ⊂ D1 ⊂ D20 ⊂ D2 (where Di0 is the interior
of Di ) such that all trajectories of
θ̇ = ḡ(θ)

(5.2)

tend to D0 as t → ∞ and all trajectories starting in D1 stay in D2 . Equation
(5.2) has a unique solution for each initial condition.
(A5.5) For each compact set Q,
n+m−1
1 
En βi I{θn ∈Q} = 0 in mean.
m,n, m
i=n

lim

The following condition is a “localization” of (A1.11) and can be used in
place of (A1.6). The processes {ξi (θ), i ≥ n} are deﬁned as above (A4.16).
The proof of Theorem 5.1 is essentially that of Theorem 2.2, with the
constraint set H dropped.
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Theorem 5.1. Assume (A5.0)–(A5.5), (A1.7), and either (A4.16)–(A4.18)
or (A4.19)–A4.21). Then the conclusions of Theorem 2.1 hold, with the
ODE (5.2) replacing (2.1), and a bounded invariant set of (5.2) replacing
the limit or invariant set in H.
Proof. Let us work with (A1.6). For ν > 0, let Rν denote the ν-sphere
Rν = {θ; |θ| ≤ ν}. Given a sequence of processes X  (·), X ,ν (·) are said to
be the ν-truncations if X ,ν (t) = X  (t) up until the ﬁrst exit from Rν and
satisfy
,
lim lim sup P sup |X ,ν (t)| ≥ K = 0 for each T < ∞.
K→∞



t≤T

Let the real-valued truncation function q ν (·) on IRr have the following properties: |q ν (θ)| ≤ 1, the partial derivatives up to second order are bounded
uniformly in ν and θ, and
,
1 if θ ∈ Rν ,
ν
q (θ) =
0 if θ ∈ IRr − Rν+1 .
The proof of the theorem is nearly identical to that of Theorem 2.2. As
in the proof of that theorem, for simplicity, we will work only with q = 0
and show only the tightness and the weak convergence. For the stochastic
approximation algorithm

θn+1
= θn + Yn ,

deﬁne the ν-truncation as
,ν
= θn,ν + Yn,ν q ν (θn,ν ),
θn+1

where Yn,ν means that the observation is taken at parameter value θn,ν .
Thus, the {θn,ν } process stops at the ﬁrst time that the (ν + 1)-sphere is
exited and equals the original sequence up to the ﬁrst time that the ν-sphere
is exited. Without loss of generality, suppose that θ0 converges weakly. This
can always be ensured by the choice of a suitable subsequence. The proof
is divided into three steps.
Step 1. Deﬁne θ,ν (·) to be the piecewise constant interpolation of {θn,ν }:
θ,ν (0) = θ0 and θ,ν (t) = θn,ν for t ∈ [n, n + ).
Then show that for each ν the ν-truncated sequence {θ,ν (·)} is tight in
Dr [0, ∞).
Step 2. Extract a weakly convergent subsequence of {θ,ν (·)}. Prove
that it has a weak sense limit θν (·) satisfying the ODE
θ̇ν = ḡ(θν )q ν (θν ),

(5.3)
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with initial condition θ(0) not depending on ν. This latter fact follows from
the weak convergence of {θ0 }.
The ﬁrst two steps are carried out as in Theorem 2.2, with the new
dynamical term ḡ(·)q ν (·).
Step 3. The measure of θν (·) depends only on the distribution of θ(0)
and the function ḡ(·)q ν (·). Use the uniqueness of the solution to (5.2) and
the stability conditions to prove that the measures of the θν (·) converge to
that of the solution to (5.2) with initial condition θ(0) as ν → ∞.
Step 4. To complete the proof via Theorem 7.3.6, we need only show
that for each T > 0,
lim sup lim sup P {θ,ν (t) = θ (t), for some t ≤ T } = 0.
ν

(5.4)

→0

Equation (5.4) will hold if for each ρ > 0 and T > 0, there is a Kρ < ∞
such that
,
,ν
lim sup P sup |θ (t)| ≥ 2Kρ ≤ ρ
(5.5)
→0

t≤T

for each large ν. Condition (A5.4) implies that for each compact set S3
there is a compact set S4 such that the trajectories of (5.2) starting in
S3 never leave S4 . This and (A5.0) imply that for each ρ > 0 there is a
compact set Sρ such that for all ν the trajectories of all the weak sense
limit process are conﬁned to Sρ for all time with probability at least 1 − ρ.
Thus,
,
P sup |θν (t)| ≥ K
t≤T

goes to zero uniformly in the limit process θν (·) as K → ∞. By the weak
convergence, for each ν we have
,
lim sup P
→0

sup |θ,ν (t)| ≥ 2K

t≤T

,
≤P

sup |θν (t)| ≥ K .

t≤T

Since the right side can be made as small as desired uniformly in ν by
choosing K large, (5.5) holds. Now, Theorem 7.3.6 implies that {θ (·)} is
tight, and all weak sense limit processes satisfy (5.2).
The rest of the details are as in the proofs of Theorems 2.1 and 2.2 and
are omitted. 2
Extensions to other cases. The changes required for the unconstrained
analogs of Theorems 2.3–2.5, 3.1–3.3 and 4.1–4.6 should be obvious: They
are (A5.0) and the conditions of those theorems localized, where appropriate, analogously to (A5.1)–(A5.5) and (A4.19)–(4.21).

286

8. Weak Convergence Methods

8.6 Two-Time-Scale Problems
8.6.1

The Constrained Algorithm

The model. In multiple-time-scale systems, the components of the iterate
are divided into groups with each group having its own step-size sequence
and they are of diﬀerent orders. Consider the two-time-scale system of the
following form, where the step sizes are  and µ and  is much smaller than
µ:


,µ
θn+1
= ΠHθ θn,µ + Yn,µ,θ ,
(6.1)
,µ
vn+1
= ΠHv [vn,µ + µYn,µ,v ] .
The iterate is the pair (θn,µ , vn,µ ), where /µ → 0 as µ → 0. Thus, θn,µ is said
to be the “slow” component and vn,µ the fast component. The component θ
is conﬁned to the constraint set Hθ , and v is conﬁned to the constraint set
Hv . If µ is small, then the convergence rate can be very slow. The bulk of the
notation is analogous to that for the single-time-scale algorithm, and will
not always be explicitly deﬁned. Let there be “memory” random variables
ξn,µ ∈ Ξθ and ψn,µ ∈ Ξv (the Ξθ and Ξv are complete and separable metric
spaces) and functions gn,µ (·) and kn,µ (·) such that
En,µ Yn,µ,θ = gn,µ (θn,µ , vn,µ , ξn,µ ),

En,µ Yn,µ,v = kn,µ (θn,µ , vn,µ , ψn,µ ).

The method of analysis is by now standard. One ﬁrst analyzes the fast
system with the θn,µ ﬁxed at arbitrary θ, and shows that there is a limit
point v̄(θ) to which the solutions converge. Then one shows that it is suﬃcient to analyze the slow system with vn,µ replaced by v̄(θn,µ ). The method
is laid out in detail in [131] for quite complex singularly perturbed continuous time systems, where the weak sense limits are jump-diﬀusion processes.
The assumptions usually fall into two sets. The ﬁrst concerns the “fast”
system and characterizes the limit as a function of the “current” value θn,µ .
Apart from a stability condition, they are analogs of the conditions of Theorem 2.2 (or any set used in Section 4) for the second line of (6.1). The
second set of conditions consists of those of Theorem 2.2 (or any set used
in Section 4) for the ﬁrst line of (6.1), with vn,µ replaced by v̄(θn,µ ). The
analysis can be extended to cover problems with any number of time scales,
and with decreasing step sizes as well; see also [23, 24, 28]. The stability
methods of [131] can be used to prove tightness. The iterate averaging algorithms of Chapter 11 can also be viewed in terms of two time scales. But
it is the rate of convergence that is of most interest there.
Rewrite (6.1) in decomposed form as


,µ
θn+1
= θn,µ +  gn,µ (θn,µ , vn,µ , ξn,µ ) + δMn,µ,θ + δZn,µ,θ ,
(6.2)
,µ
vn+1
= vn,µ + µ [kn,µ (θn,µ , vn,µ , ψn,µ ) + δMn,µ,v + δZn,µ,v ] ,
where the δZ are the reﬂection and the δM the martingale diﬀerence terms.
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Assumptions. It is always assumed that the integrals are well deﬁned.
(A6.0) Hv and Hθ satisfy any of the constraint set conditions (A4.3.1),
(A4.3.2), or (A4.3.3).
(A6.1) The sets {Yn,µ,θ , Yn,µ,v } are uniformly integrable, and so are (for
each θ and v) {gn,µ (θ, v, ξn,µ ), kn,µ (θ, v, ψn,µ )}. The sets {ξn,µ , ψn,µ } are
tight.
(A6.2) The functions gn,µ (·, ξ) and kn,µ (·, ψ) are continuous in θ and v,
uniformly in n, , µ and in the ξ and ψ variables in any compact sets.
(A6.3) There is a continuous function k̄(·) such that for each θ and v,
lim

(n,m)→∞, (µ,/µ)→0

n+m−1


1 
En,µ ki,µ (θ, v, ψi,µ ) − k̄(θ, v) = 0
m i=n

in probability.
(A6.4) For each ﬁxed θ, the ODE v̇ = k̄(θ, v) has a unique globally
asymptotically stable point v̄(θ), and it is continuous in θ.
(A6.5) Conditions (A1.8) and (A1.9) hold for gn,µ (θn,µ , v̄(θn,µ ), ξn,µ ) and,
for each θ, for gn,µ (θ, v̄(θ), ξn,µ ).
Theorem 6.1. Assume (A6.0)–(A6.5). Then the conclusions of Theorem
2.1 hold for the sequence {θn,µ } and the mean ODE is θ̇ = ḡ(θ) + z, where
z(·) is the reﬂection term.
Proof. The proof is only a minor modiﬁcation of that of Theorem 2.2
and only a few comments will be made. Deﬁne the interpolation v ,µ (·) of
{vn,µ , n < ∞} in the µ time scale and the interpolation θ,µ (·) of {θn,µ , n <
∞} in the  time scale. Then show that for any T < ∞,
lim sup
n,i:(i−n)µ≤T ; (µ,/µ)→0

E |ki,µ (θi,µ , vi,µ , ψi,µ ) − ki,µ (θn,µ , vi,µ , ψi,µ )| = 0.

A time interval of length τ in the -scale involves τ / iterates, hence it is
an interval of length τ µ/ in the µ-scale. We have
*
v ,µ (t + τ µ/) − v ,µ (τ µ/) ≈

t

k̄(θ,µ (τ ), v ,µ (s + τ µ/))ds
0

in the sense that the supt≤T of the diﬀerence goes to zero in mean, uniformly
in τ as (µ, /µ) → 0. Thus, for any δ > 0, and after a transient period that
is arbitrarily short in the -scale, by the stability property we can suppose
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that E|vn,µ − v̄(θn,µ )| ≤ δ. From this point on, the proof is as in Theorem
2.2.
An analog of (A4.19)–(A4.21). There are analogs to all of the various state-dependent noise formulations of Section 4. We simply state an
analog of Theorem 4.6 with slightly simpliﬁed conditions and analogous
notation. In what follows A is an arbitrary compact set. It is assumed that
all expectations and conditional expectations are well deﬁned.
(A6.6) There is a continuous function k̄(·) such that for small positive µ
and /µ, and some sequence m → ∞ (not depending on n, , µ),
#
#
n+m−1
#
1 ## 
#
,µ
E#
En,µ kl (θ, v, ψl (θ, v)) − k̄(θ, v)# I{ψn,µ ∈A} → 0
#
m #
l=n

uniformly in n, , µ and in θ and v in any compact set.
(A6.7) For each integer m,
#
#n+m−1
#
1 ##   ,µ ,µ ,µ ,µ
,µ #
,µ ,µ
,µ ,µ ,µ ,µ
En kl (θn , vn , ψi (θn , vn )) − En kl (θl , vl , ψl )) #
E#
#
m #
l=n

×I{ψn,µ ∈A} → 0
uniformly in n as µ, /µ → 0.
(A6.8) For each integer m, as |θ − θ| + |
v − v| → 0,
#
#n+m−1
#
1 ##   ,µ ,µ 
,µ
 v)) − k (θ, v, ψl (θ, v)) ## I{ψ,µ ∈A} → 0
En kl (θ, v, ψl (θ,
E#
l
n
#
m #
l=n

 v, θ, v are
uniformly in n and in (small)  and /µ, where the values of θ,
in any compact set.
(A6.9) Conditions (A4.19)–(A4.21) hold for gn,µ (θn,µ , v̄(θn,µ ), ξn,µ ), and
gn,µ (θ, v̄(θ), ξn (θ, v̄(θ)). Each of these sets is uniformly (in , µ, n) integrable.
Theorem 6.2. Assume (A6.0), (A6.1), (A6.4), and (A6.6)–(A6.9). Then
the conclusions of Theorem 2.1 hold.

8.6.2

Unconstrained Algorithms: Stability

If the algorithm is unconstrained, then analogously to what was done in
Section 5 and in Theorems 6.7.3–6.7.5, Theorems 6.1 and 6.2 hold if the
sequence of iterates is tight. The general approach to the proof of stability

8.6 Two-Time-Scale Problems

289

follows the methods of [131, Chapter 9] for singularly perturbed problems.
It will be illustrated here for the simplest case, where the noise is just a
martingale diﬀerence sequence. The model is
,µ
= θn,µ + g(θn,µ , vn,µ ) + δMn,µ,θ ,
θn+1
,µ
= vn,µ + µk̄(θn,µ , vn,µ ) + µδMn,µ,v .
vn+1

(6.3)

Assume (A6.4) and let W (θ, v) be a nonnegative Liapunov function for the
ﬁxed-θ system v̇ = k̄(θ, v). Let V (θ) be a nonnegative Liapunov function
for θ̇ = ḡ(θ) = g(θ, v̄(θ)). The mixed second partial derivatives of the
Liapunov functions are assumed to be bounded. In a sense the stability
analysis parallels the convergence analysis in that one wishes to show that
vn,µ − v̄(θn,µ ) is small and then use this to show that {θn,µ } is tight for small
µ and /µ. However these two facts are connected and need to be shown
simultaneously.
Expanding the Liapunov function for the fast system yields
,µ
,µ
, vn+1
) − W (θn,µ , vn,µ ) = µWv (θn,µ , vn,µ )k̄(θn,µ , vn,µ )
En,µ W (θn+1

+Wθ (θn,µ , vn,µ )g(θn,µ , vn,µ ) + O(1)µ2 |k̄(θn,µ , vn,µ )|2
+ O(1)2 |g(θn,µ , vn,µ )|2 + O(1)µ|k̄(θn,µ , vn,µ )||g(θn,µ , vn,µ )|

(6.4)

+O(2 ) + O(µ2 ).
The second and fourth and ﬁfth terms on the right side are due to the
fact that θn,µ changes in time. This must be compensated for by using the
stability properties of θ̇ = ḡ(θ). We have
,µ
En,µ V (θn+1
) − V (θn,µ ) = Vθ (θn,µ )g(θn,µ , v̄(θn,µ ))

+Vθ (θn,µ ) [g(θn,µ , vn,µ ) − g(θn,µ , v̄(θn,µ ))] + O(1)2 |g(θn,µ , vn,µ )|2
+O(2 ).
(6.5)
(6.5) will be used to dominate the “errors” in (6.4), via crude inequalities.
Assumptions. The ci below are constants.
(A6.6) There is a function φ(·) such that
Wv (θ, v)k̄(θ, v) ≤ −φ2 (v − v̄(θ)) + c1 ,

lim φ(x) = ∞.

|x|→∞

(A6.7) There is a function χ(·) such that
Vθ (θ)ḡ(θ)) ≤ −χ2 (θ) + c2 ,

lim χ(θ) = ∞.

|θ|→∞

290

8. Weak Convergence Methods

(A6.8)

#
#2
2
|Wθ (θ, v)g(θ, v)| + #k̄ (θ, v)# + |g(θ, v)|
sup
<∞
φ2 (θ − v̄(θ)) + χ2 (θ) + 1
θ,v
2
2
|Vθ (θ)|
|g(θ, v) − g(θ, v̄(θ))|
< ∞, sup
< ∞.
sup 2
φ2 (θ − v̄(θ)) + 1
θ χ (θ) + 1
θ,v

Theorem 6.3 Under the above assumptions, {θn,µ , vn,µ } is tight for small
µ, /µ > 0.
Proof. For large C and small µ, /µ, deﬁne the composite Liapunov function V̄ (θ, v) = (C/µ)W (θ, v) + V (θ), We have
,µ
,µ
En,µ V̄ (θn+1
, vn+1
) − V̄ (θn,µ , vn,µ ) ≤ −Cφ2 (vn,µ − v̄(θn,µ )) − χ2 (θn,µ )

+ O(1)(C + 1) + CO(1)(µ)|k̄(θn,µ , vn,µ )|2 + CO(1)(3 /µ)|g(θn,µ , vn,µ )|2
+ 2 O(1)|g(θn,µ , vn,µ )|2 + C(2 /µ)Wθ (θn,µ , vn )g(θn,µ , vn,µ )
+ Vθ (θn,µ )[g(θn,µ , vn,µ ) − g(θn,µ , v̄(θn,µ ))].
(6.6)
To dominate the last line of (6.6) use the inequality |ab| ≤ |a|2 /K + |b|2 K
for any K > 0 and the last line of (A6.8). Using (A6.6)–(A6.8), for large C
and small µ and /µ, yields
,µ
,µ
En,µ V̄ (θn+1
, vn+1
) − V̄ (θn,µ , vn,µ )

≤ −(C/2)φ2 (vn,µ − v̄(θn,µ )) − (/2)χ2 (θn,µ ) + CO(1)

(6.7)

which implies the theorem. 2
For the correlated noise case, the Liapunov functions W (·) and V (·) need
to be augmented by perturbations as in Theorem 6.7.3.

9
Applications: Proofs of Convergence

9.0 Outline of Chapter
In this chapter, we apply the techniques of Chapter 8 to examples from
Chapters 2 and 3, and illustrate the ﬂexibility and usefulness of the weak
convergence approach. Sections 1 to 3 are concerned with function minimization, where the function is of the ergodic or average cost per unit
time (over the inﬁnite time interval) type. In such cases, one can only get
estimates of derivatives over ﬁnite time intervals, and it needs to be shown
that the averaging implicit in stochastic approximation yields the convergence of reasonable algorithms. In these sections, the results of Section 8.4
are applied to continuous-time and discrete-event dynamical systems that
are of interest over a long time period. For example, one might wish to
optimize or improve the average cost per unit time performance by sequentially adjusting the parameter θ. The variety of such applications and the
literature connected with them are rapidly increasing. The examples will
demonstrate the power of the basic ideas as well as the convenience of using
them in diﬃcult problems. Section 1 is a general introduction to some of
the key issues. The step sizes will generally be constant, but virtually the
same conditions can be used for the case n → 0.
Section 4 deals with some of the signal processing applications in Chapter
3 for both constrained and unconstrained algorithms. For the unconstrained
case, stability or stability–ODE methods are used. The basic algorithm is
the one for the classical parameter identiﬁcation or interference cancellation
problem. We also treat the adaptive equalizer problem of Section 3.4.2 when
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there is a training sequence and show how the stability and strict positive
real assumptions on the underlying linear systems models are used to prove
the ultimate convergence of the algorithm. In Section 5, convergence is
proved for the Proportional Fair Sharing algorithm of Section 3.6.

9.1 Optimization of the Average Cost per Unit
Time: Introduction
9.1.1

General Comments

Let θ be an adjustable parameter of a dynamical system and let x(·, θ)
denote the system state process, when the parameter is constant at value
θ. For example, x(·, θ) might be the path of a stochastic dynamical system
deﬁned by a stochastic diﬀerence or diﬀerential equation, or it might be a
stochastic discrete event dynamical system. For a given bounded cost rate
c(θ, x), deﬁne
* T
1
LT (θ, x(0)) = E
c(θ, x(t, θ))dt
(1.1)
T
0
and deﬁne
L(θ, x(0)) = lim LT (θ, x(0)),
T →∞

(1.2)

assuming that the limit exists. In well-posed problems, the noise that
“drives” the system generally has a “mixing” eﬀect, and one expects that
L(θ, x(0)) will not depend on the initial condition x(0). In this heuristic
discussion, we drop the x(0) in L(θ, x(0)), and suppose that
* T2
1
∂
E
lim
c(θ, x(t, θ))dt = Lθ (θ)
T2 −T1 →∞ T2 − T1 ∂θ
T1
does not depend on x(0).
Suppose that we can control and change at will the values taken on
by the parameter θ and that a sample path of the dynamical system can
be observed for any chosen parameter value. We wish to minimize L(θ)
by the sequential adjustment of θ using estimates of the derivatives made
from measurements of the actual sample path. Much of the recent growing
interest in stochastic approximation methods is due to the development of
estimators of the derivatives of functions such as LT (θ, x(0)) of the IPA or
related types [84, 85, 101, 186, 243, 261] or of the pathwise mean square
derivative type [44]. In applications, the estimators are taken over a ﬁnite
time interval, and the parameter value at which the estimator is taken is
changed at each update time. However, one actually wishes to use these
estimators for the inﬁnite-time problem of minimizing L(θ). This conﬂict
between the ﬁnite time estimation intervals and the ergodic cost criterion
has led to various ad hoc approaches. A frequently used method requires
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that the successive estimation intervals go to inﬁnity. For the types of
applications of concern here, this is not necessary and it can be harmful to
the rate of convergence.
The problems in Sections 1 to 3 have noise of the Markov-state-dependent
type. It will be seen that the type of averaging used in the theorems of
Chapter 8 (say, in condition (A8.1.9) or (A8.4.6) to get the ODE that
characterizes the asymptotic behavior) gives us great freedom in the construction of the algorithm. The individual observations Yn need not be
(even asymptotically) unbiased estimators of the gradient at the current
parameter values. One basically does what is more natural: Keep the successive updating time intervals uniformly bounded, and continue to update
the estimator of the derivative as if there were no change in the parameter
value. Such results illustrate the essence of the “local averaging” idea in
the ODE method. The meaning of these comments will be illustrated in
the examples to follow.
Since the variety of possible algorithms is potentially endless, no set of
conditions will cover all possible cases. Nevertheless, it will be seen that the
proof techniques used in Chapter 8 require conditions that are quite weak.
Let us recapitulate the basic ideas of the proofs: The ﬁrst one is to repose
the problem as a martingale problem, which allows us to replace the noise
terms with appropriate conditional expectations given the past and greatly
facilitates the averaging. Then, for the Markov state-dependent-noise case
of Section 8.4, we are confronted by the fact that the noise at step n can
depend on the values of the state at that time as well as at previous times.
This is handled in a convenient way by the use of a Markov model for the
joint (noise, state) process and by imposing appropriate weak continuity
conditions on the transition function. In doing the local averaging to get
the appropriate mean ODE, simple weak continuity assumptions and the
slow change of the parameter value for small  allow us to average as if
the state did not change. These few basic ideas underlie the bulk of the
results of Section 8.4 and the conditions that need to be veriﬁed in the
applications.
For the queueing example in Section 2.5 (Section 3), there is a regenerative structure. However, updating at regenerative intervals is not generally
needed and might not even be a good idea; it is certainly inadvisable when
the regenerative periods are very long. The gradient estimators used in
Sections 2 and 3 have an “additive structure.” For the sake of simplicity,
we use periodic updating times in the examples, but the additive structure
allows considerably greater ﬂexibility in the choices, as discussed at length
in [145]. Roughly, any intuitively reasonable way of selecting the updating
intervals works.
In Section 2 we apply the ideas to a stochastic diﬀerential equation (SDE)
model, where the sample derivative is obtained from the diﬀerential equation for the pathwise mean square sense derivative [82]. This is the SDE
analog of the IPA estimator; it has been in use for a long time. In such ex-
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amples one must prove stability of the solution to the derivative estimator
equation (that can be a nontrivial job), and there is no regenerative structure to help. The right side of the mean ODE is the negative of the gradient
of the stationary cost with respect to the parameter. When stability of the
mean square sense pathwise derivative process cannot be proved, one can
use various forms of ﬁnite diﬀerences.
As they are stated, the theorems in Chapters 6 to 8 do not explicitly deal
with the optimization of an average cost over an inﬁnite interval. It is the
form of the averaging conditions (A8.1.9) or (A8.4.6) and the “additive”
nature of the gradient estimators that yield the average cost per unit time,
or ergodic, results.

9.1.2

A Simple Illustrative SDE Example

We will now illustrate the general comments of the previous subsection
with a simple continuous-time model. This will be done in an informal
way; no conditions will be given, because we only wish to explain the basic
ideas. The complete details for a more general model will be given in the
next section. The ideas and issues raised in this subsection also hold for
discrete-time models, as will be seen in Section 3. We wish to minimize
the cost (1.2), where x(·, θ) is the solution to the parameterized stochastic
diﬀerential equation
dx(t, θ) = b(x(t, θ), θ)dt + dw,

(1.3)

where w(·) is a Wiener process.
For notational simplicity, suppose that both x and θ are real valued, and
let the function b(·) be smooth enough so that the following calculations
make sense. The allowed (bounded) range for θ is H = [a, b], b > a. For
initial condition x(0, θ) = x(0), a ﬁxed parameter value θ and the cost rate
c(θ, x(t, θ)), deﬁne the average cost per unit time on [0, T ] by (1.1). Suppose
that LT (θ, x(0)) is continuously diﬀerentiable with respect to θ, and let the
derivative LT,θ (θ, x(0)) be bounded uniformly in θ and T . Suppose that for
each θ the limit L(θ) = limT LT (θ, x(0)) exists, does not depend on x(0),
and that the limit of LT,θ (θ, x(0)) exists (denoted by Lθ (θ)). Then Lθ (θ)
is the derivative of L(θ) with respect to θ.
A common stochastic approximation procedure for updating θ via a gradient type search is based on the fact that LT,θ (θ, x(0)) is a good estimator
of Lθ (θ) if T is large and x(·, θ) is “well behaved.” Pursuing this idea, for
any T > 0, let us update the parameter at times nT, n = 1, 2, . . . , as follows.
Letting θn denote the nth choice of the parameter, use it on the time interval [nT, nT + T ) to get an unbiased (or asymptotically unbiased) estimator
Yn of the derivative −LT,θ (θn , x(nT, θn )). Note that the initial condition
used at the start of the new estimation interval is x(nT, θn ), which itself
depends on the past {θi , i < n} iterates. Let x (·) (with x (0) = x(0))

9.1 Introduction

295

denote the actual physical state process with the time varying θn used,
that is, on [nT, nT + T ), x (t) = x(t, θn ), satisfying (1.3), with the “initial
condition” at time nT being
x(nT, θn ) = x (nT ).

(1.4)




= ΠH θn + Yn .
θn+1

(1.5)

Then update according to

The use of Yn is equivalent to “restarting” the estimation procedure at
each nT with new initial condition x (nT ).
To formally derive the mean ODE for algorithm (1.5), deﬁne the state
dependent “noise process” ξn = x (nT ) and suppose that the limit
n+m−1
1 
En LT,θ (θ, x(iT, θ))
ḡ(θ) = − lim
n,m m
i=n

of the conditional expectations exists (in the mean as n and m go to inﬁnity). Suppose that the process {x(nT, θ), n = 0, 1, . . .} has a unique invariant measure denoted by µ(·|θ). Then a formal application of Theorem
8.4.1 yields the mean ODE
*
θ̇ = − LT,θ (θ, ξ)µ(dξ|θ) + z,
(1.6)
where z(·) serves only to keep the solution in the interval [a, b].
The integral in (1.6) is not Lθ (θ), the desired value. For the right side
of (1.6) to be close to −Lθ (θ), we would generally need at least T to be
large, which reduces the dependence of LT,θ (θ, ξ) on ξ. For this reason, it is
often suggested that T depend on  or n or both and that T go to inﬁnity
as one or both of these quantities go to their limits. This would not be
desirable in a practical algorithm. [In such algorithms,  is often ﬁxed at
some small value.] Letting T → ∞ as n → ∞ slows down the rate at which
new information is used in the updates and lowers the rate of convergence.
It also raises the additional question of the rate of increase of T with n
that would be used.
Comments and review of the derivation of (1.6). To obtain the true
gradient descent ODE, it is not necessary to increase the lengths of the
estimation intervals. Indeed, it can be obtained from a simpler and more
natural procedure. To see how to get it, we need to ﬁrst specify the method
used to get the gradient estimator when θ is held ﬁxed. One generally
introduces an auxiliary “derivative” process y(·, θ). For IPA estimators [84,
101, 161], this would be the pathwise derivative of x(·, θ) with respect to
θ; for likelihood ratio estimators [161, 200, 210] this would be the score
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function. Other methods, such as RPA (rare perturbation analysis) [35],
use auxiliary information that represents the diﬀerence between the path
x(·, θ) and a perturbed one.
For the case of this subsection with θ ﬁxed, an appropriate auxiliary
process is the pathwise mean square sense derivative process y(·, θ). It is
the process deﬁned by
#
#2
# x(t, θ + δθ) − x(t, θ)
#
#
lim E #
− y(θ, t)## = 0.
δθ→0
δθ
In this mean square sense, we can write y(t, θ) = xθ (t, θ) and
ẏ(t, θ) = bx (x(t, θ), θ)y(t, θ) + bθ (x(t, θ), θ).

(1.7)

Since the initial condition x(0) does not depend on θ, y(0, θ) = 0. Deﬁne
u(·, θ) = (x(·, θ), y(·, θ)). A suitable estimator of LT,θ (θ, x(0)) is
*
1 T
λ(θ, u(s, θ))ds,
(1.8a)
T 0
where
λ(θ, u(s, θ)) =

∂c(θ, x(s, θ))
= cx (θ, x(s, θ))y(s, θ) + cθ (θ, x(s, θ)) (1.8b)
∂θ

and c(·) is as in (1.1).
Using the deﬁnition of x (·) given above (1.4) as the actual physical
process with the actual time-varying parameter used, the complete procedure that led to (1.6) can be described as follows. Deﬁne the process y0 (·)
by
ẏ0 (t) = bx (x (t), θn )y0 (t) + bθ (x (t), θn ), t ∈ [nT, nT + T ),
with y0 (nT ) = 0. Deﬁne u0 (·) = (x (·), y0 (·)). The quantity
*
1 nT +T
λ(θn , u0 (s))ds
Yn = −
T nT

(1.9)

is an unbiased estimator of −LT,θ (θ, x (nT )) at θ = θn . The use of this estimator in (1.5) leads to the incorrect mean ODE (1.6). The use of y0 (nT ) = 0
resets the gradient estimation procedure so that on the interval [nT, nT +T )
we are actually estimating the θ-gradient of the cost on [0, T ] for the process
starting at state value x (nT ) and parameter value θn .
The correct limit equation. Now, let us see how the true gradient descent ODE (1.14) can be obtained, without increasing the intervals between
updates. Let x (·) be as above but replace the y0 (·) process by the process
deﬁned by
ẏ  (t) = bx (x (t), θn )y  (t) + bθ (x (t), θn ), t ∈ [nT, nT + T ),

(1.10)
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with y  (0) = 0. Deﬁne u (·) = (x (·), y  (·)). Then use the estimator
1
Yn = −
T

*

nT +T

λ(θn , u (s))ds

(1.11)

nT

in (1.5). Thus, y  (·) is never reset. Only the parameter value is adjusted
at times nT . In general, (1.11) would not be an unbiased estimator of
−LT,θ (θn , x (nT )).
Now redeﬁne the noise process to be ξn = u (nT ), deﬁne g(θ, ξ) =
E[Yn |ξn = ξ, θn = θ], and let En denote the expectation conditioned on
u (nT ). Let ξn (θ) denote the ﬁxed-θ process, as used in Section 8.4, and
u(·, θ) the process u (·) with θ ﬁxed. Suppose that the limit
n+m−1
1 
En g(θ, ξi (θ))
n,m m
i=n
* nT +mT
1
= − lim
En λ(θ, u(s, θ))ds
n,m mT nT

ḡ(θ) = lim

(1.12)

exists in mean and is a constant for each θ ∈ [a, b], where (as in Section 8.4)
the “initial” condition for {ξi (θ), i ≥ n} and {u(s, θ), s ≥ nT } in (1.12) is
ξn (θ) = ξn . Due to the assumed convergence in mean in (1.12),
1
E
n,m mT

ḡ(θ) = − lim

*

nT +mT

λ(θ, u(s, θ))ds = −Lθ (θ).

(1.13)

nT

This is what we want, because the mean ODE has the gradient descent
form
θ̇ = −Lθ (θ) + z
(1.14)
for the desired cost function, in lieu of the “biased” (1.6). The term z(·) in
(1.14) serves only to keep the solution in [a, b]. In the parlance of the literature (e.g., [161]), (1.14) results when we do not “reset the accumulator”;
that is, the y  (nT ) are not set to zero. Verifying the conditions of Theorem
8.4.1 involves proving the stability of y  (·), and this might be the hardest
part of the proof of convergence. If the sequence {ξn } cannot be proved to
be tight, then one might need to reset the y  (·) process from time to time,
but then the convergence assertion would need to be modiﬁed.
We choose to work with update intervals of ﬁxed length T . In fact, these
intervals can depend on n in a more or less arbitrary way (as noted in
[145]), because we work with the integral of λ(·) and θn varies slowly for
small . The averaging principles used in Section 8.4 are fundamental to
the success of the applications.
Comment on the derivative process. If the optimization is to be done
via simulation, then we choose the desired form of the process. However,
a numerical method will generally be used to approximate both the x (·)
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and the y  (·) processes. Thus, there is an additional question concerning
the relations between the estimators for the approximations and those of
the original model. Some results on this problem are in [148]. The problem
is more serious if the optimization is to be done on-line. Then we would
not know the exact model, and we could not compute the exact pathwise
derivative process. It appears that there is some robustness in this approximation, but the problem must be kept in mind in any on-line application.
The same issues arise in the “discrete event” cases, such as in Section 3.

9.2 A Continuous-Time Stochastic Diﬀerential
Equation Example
The system. The discussion of the SDE model introduced in Section 1
will be continued with more detail under a more general setup. We ﬁrst
work with the mean square sense pathwise derivatives to get appropriate
estimates of the derivatives of the cost function, then we discuss ﬁnite
diﬀerence methods. Let θ be real valued (for notational simplicity only)
and x ∈ IRk . Let b(·) be an IRk -valued and continuously diﬀerentiable
function of (x, θ) with bounded x and θ ﬁrst partial derivatives. Let σ(·)
be a continuously diﬀerentiable matrix-valued function of x with bounded
ﬁrst partial derivatives. The ﬁxed-θ state process is deﬁned by
dx(t, θ) = b(x(t, θ), θ)dt + σ(x(t, θ))dw(t), θ ∈ [a, b],

(2.1)

where w(t) is a standard vector-valued Wiener process. Deﬁne the auxiliary
process y(t, θ) by
dy(t, θ) = bx (x(t, θ), θ)y(t, θ)dt + bθ (x(t, θ), θ)dt + (σ, y)(t, θ)dw(t), (2.2)
where the vector (σ, y)(t, θ)dw(t) is deﬁned by its components
 ∂σij (x(t, θ))
j,p

∂xp

yp (t, θ)dwj (t), i = 1, . . . , k.

The process y(t, θ) is the pathwise mean square sense derivative of x(t, θ)
with respect to θ. Under our smoothness conditions on b(·) and σ(·), both
(2.1) and (2.2) have unique strong (and weak) sense solutions for each
initial condition. Deﬁne u(·, θ) = (x(·, θ), y(·, θ)). Let c(·, ·) be a bounded,
real-valued and continuously diﬀerentiable function of (θ, x), with bounded
T
x and θ ﬁrst derivatives, and deﬁne LT (θ, x(0)) = 0 c(θ, x(s, θ))ds/T as
in Section 1.
The SA procedure. Use the method of Section 1, where we update at
intervals nT , for n = 1, 2, . . . , with θn being the parameter value used on
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[nT, nT + T ). Let x (0) = x(0), y  (0) = 0, and on the interval [nT, nT + T )
use
dx (t) = b(x (t, θn ), θn )dt + σ(x (t, θn ))dw(t),
(2.3)
dy  (t) = bx (x (t), θn )y  (t)dt + bθ (x (t), θn )dt + (σ, y) (t, θn )dw(t), (2.4)
where the components of the vector (σ, y) (t, θn )dw(t) are deﬁned as in the
expression below (2.2) with x(·) and y(·) replaced by x (·) and y  (·), and
θ by θn , respectively.
The y  (·) is not a pathwise derivative process because the θ-argument
depends on time. Nevertheless, the rate of change of θn is slow for small ,
so we expect that y  (t) will be a good approximation to the derivative at
time t at the parameter value used at that time. Set u (·) = (x (·), y  (·))
and deﬁne
⎡
⎤
* nT +T 
1
⎣
Yn = −
cxj (θn , x (s))yj (s) + cθ (θn , x (s))⎦ ds.
(2.5)
T nT
j
Deﬁne g(·) by
g(θ, x, y) = E [Yn |θn = θ, x (nT ) = x, y  (nT ) = y] ,
and note that it does not depend on either n or .
We assume the following additional conditions. For each θ ∈ [a, b],
Lt (θ, x(0)) converges as t → ∞. For each compact set A ∈ IR2k and
θ ∈ [a, b],
{u(t, θ), t < ∞, u(0, θ) ∈ A} is tight,
(2.6)
{u (t), t < ∞} is tight,

(2.7)

{y(t, θ); t < ∞, u(0, θ) ∈ A} is uniformly integrable for θ ∈ [a, b], (2.8)
and
{y  (t), t < ∞} is uniformly integrable.

(2.9)

Also suppose that there is a continuous function (of θ) ḡ(·), such that
lim
n

n−1
1 
E g(θ, x(iT, θ), y(iT, θ)) = ḡ(θ),
n i=0 0

(2.10)

where the limit is in the mean and is uniform in the initial condition
(x(0, θ), y(0, θ)) in any compact set.
We now verify the conditions of Theorem 8.4.1. Conditions (A8.4.1) and
(A8.4.3) hold by the weak sense uniqueness of the solution to (2.1) and the
smoothness of the coeﬃcient functions. (A8.4.2) holds because the transition function for ξn = u (nT ) does not depend on n or . Condition
(8.4.5a) holds by (2.9), and (8.4.5b) holds by (2.8). Condition (A8.4.6)
holds by (2.10) and (A8.4.7) holds by (2.6). (A8.1.1) holds by (2.9), and
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(A8.1.4) holds since βn = 0. Condition (A8.4.4) holds by the continuity and
boundedness of the derivatives of the dynamical and cost rate functions and
(A4.1.7) holds by (2.7). Thus, Theorem 8.4.1 is applicable. Analogously to
the situation in Section 1, we have
* nT
1
Eλ(θ, y(s, θ))ds = −Lθ (θ),
(2.11)
ḡ(θ) = − lim
n nT 0
and the mean ODE has the gradient descent form
θ̇ = ḡ(θ) + z = −Lθ (θ) + z,

(2.12)

where z(·) serves only to keep the solution in [a, b]. The fact that the
limit in (2.11) is −Lθ (θ) follows from the convergence in (2.10) and the
convergence of Lt (θ, x(0)). Usually, the most diﬃcult conditions to verify
are (2.6)–(2.9) for the y  (·)-process.
Finite diﬀerence methods. The main diﬃculties in applications are usually verifying the tightness and uniform integrability conditions on the y  (t)
and y(t, θ). These diﬃculties can be alleviated by using ﬁnite diﬀerences
rather than the mean square derivative process y  (·). Two forms will be
discussed, the ﬁrst being the more traditional, using separate runs for the
diﬀerent components of the diﬀerence. The second uses a single run and
provides a possible alternative since it can be used on line, although the
noise eﬀects might be large because we cannot have the advantages of the
use of common random numbers. There is an obvious analog for discrete
event systems when common random numbers cannot be used.
The assumptions are weaker than those required for the pathwise mean
square derivative method. Both methods to be discussed will use the following conditions. Suppose that there is a unique weak sense solution to
(2.1) for each θ and x(0). Let c(·) be bounded, and let
*
E

T

#
c(θ, x(s, θ))ds#x(0) = x

0

be continuous in (x, θ). Suppose that the transition function
P {x(t, θ) ∈ ·|x(0) = x, θ}
is weakly continuous in (x, θ), and let there be a unique invariant measure
µ(·|θ) for each ﬁxed θ.
A ﬁnite diﬀerence alternative: Simultaneous runs. Given the ﬁnite
diﬀerence value δθ > 0, replace the integrand in (2.5) by
c(θn + δθ, x(s, θn + δθ)) − c(θn − δθ, x(s, θn − δθ))
.
2(δθ)

(2.13)
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Two separate simulations are used, one for {θn + δθ} and one for {θn −
δθ}. We thus run two processes x,± (·) deﬁned by x,± (0) = x(0), and on
[nT, nT + T ) set x,± (·) = x(·, θn ± δθ) with initial condition at nT deﬁned
recursively by x(nT, θn ± δθ) = x,± (nT ). Generally, one would want to
use the same Wiener process to drive the two processes. This (common
random variables) form often yields essentially the same path properties as
the use of the derivative process. Finally, suppose that {x,± (t); , t} and
{µ(·|θ), θ ∈ [a, b]} are tight.
The discussion will be in terms of the invariant measures of Theorem
8.4.4, but the analog under the conditions of Theorem 8.4.1 should be
obvious. The ξn is now just ξn = x (nT ). Under the given conditions,
Theorem 8.4.4 yields that the mean ODE is
*


1
c(θ+δθ, ξ)µ(dξ|θ+δθ)−c(θ−δθ, ξ)µ(dξ|θ−δθ) +z, (2.14)
θ̇ = −
2(δθ)
where z(·) serves only to keep the solution in [a, b]. Due to the additive
way that the two terms appear in (2.13), we do not need to have a unique
invariant measure of the pair {x(nT, θ + δθ), x(nT, θ − δθ)} for each θ, only
of {x(nT, θ)} for each θ.
Comparison with the pathwise derivative method. The ﬁnite diﬀerence approach can be either easier or harder than the pathwise derivative
approach. The dimension of the SDEs to be solved in each case is the same.
If σ(x) actually depends on x, then the pathwise derivative procedure cannot be conducted on-line, because we need to know the Wiener process to
get y(·, θ). If σ(x) does not depend on x, then the equation for y(·, θ) or
y  (·) is linear in the y-variable (but with time-varying coeﬃcients), and it is
simpler to solve. The pathwise derivative can then be obtained on-line, at
least in principle. The ﬁnite diﬀerence method can be used for cases where
c(·) and/or b(·) are not smooth, such as where c(·) is an indicator function
of an event of interest.
Finite diﬀerences with only one run. As an alternative to the simultaneous run method just discussed, a single run can be used; this might be
considered when the optimization must be done on-line where simultaneous
runs might not be possible, although there is little experience with such
a method. Given T > 0, use θn + δθ on the interval [2nT, 2nT + T ) and
then θn − δθ on [2nT + T, 2nT + 2T ). Let x (·) denote the actual process
with the θn ± δθ being used on the appropriate alternating time intervals.
The appropriate ﬁxed-θ process, which we call x
(·, θ), uses parameter value
θ + δθ on [0, T ) and then alternates between θ − δθ and θ + δθ on successive
intervals of length T. We use
* T
 

1


c(θn + δθ, x (nT + s))− c(θn − δθ, x (nT + T + s)) ds.
Yn = −
2T (δθ) 0
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The analysis follows the lines of Theorem 8.4.4 (alternatively, Theorem
8.4.1 can be used if desired). The main additional problem is due to the
fact that the transition function for the ﬁxed-θ process depends periodically
on time.
Let ξn+ (θ) = x
(2nT, θ) and ξn− (θ) = x
(2nT + T, θ). Suppose that the
stationary processes ξn+ (θ) and ξn− (θ) exist and have unique invariant measures denoted by µ+ (·|θ) and µ− (·|θ), respectively. Let {µ± (·|θ), θ ∈ [a, b]}
and {x (t); t, } be tight. Deﬁne
g + (θ, ξ) =
g − (θ, ξ) =

1
2T (δθ)
1
2T (δθ)

*

T

E [c(θ + δθ, x(s, θ + δθ))|x(0) = ξ] ds,
0

*
0

T

E [c(θ − δθ, x(s, θ − δθ))|x(0) = ξ] ds.

The function ḡ(θ) in the mean ODE is now
*
 +

ḡ(θ) = −
g (θ, ξ)µ+ (dξ|θ) − g − (θ, ξ)µ− (dξ|θ) .

(2.15)

Deﬁne PT (ξ, ·|θ + δθ) = P {x(T, θ + δθ) ∈ ·|x(0) = ξ}. Then
*
µ− (dξ|θ) = µ+ (dξ|θ)PT (ξ, dξ|θ + δθ).

(2.16)

Now compare this one-run procedure to an alternative one-run procedure,
where the process is restarted each T units of time at the same ﬁxed initial
value x(0), and using θ ± δθ for the alternate restarts (assuming that such
restarts were possible in the application). This would yield a right side of the
form (2.15), but the µ± are replaced by the measure that is concentrated on
the ﬁxed initial condition x(0). We expect that this “restarting method”
would be inferior to the original “one continuous run” procedure, since
µ± (·|θ) deﬁned earlier would be much closer to the desired values µ(·|θ±δθ),
particularly for large T. The situation would be a little more complicated if
θ were vector valued, but the general idea is the same. The methods using
one run would seem to be inferior to the simultaneous run method if the
same Wiener process were used in all of the simultaneous runs.

9.3 A Discrete Example: A GI/G/1 Queue
We will now prove convergence of the algorithm (2.5.10) for the controlled
queueing problem, where the cost to be minimized is (2.5.1). Recall the
following deﬁnitions and assumptions from Section 2.5, which will be retained. The queue has a renewal arrival process where the distribution
function of the interarrival times is continuous, a single server, and a
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general service time distribution F (·|θ) parameterized by θ. The interarrival intervals σn have bounded mean square value and the property that
supv E[σ − v|σ ≥ v] < ∞. Letting ζ denote the sample service time, deﬁne
the random variable χ(θ) = F (ζ|θ). The function Fθ−1 (χ|θ) is assumed to
exist and be continuous in θ ∈ [a, b], uniformly in χ. We suppose that the
supremum over θ ∈ [a, b] of the mean service times is less than the mean
interarrival time. Thus, the mean length of a busy period is bounded, uniformly in θ ∈ [a, b].
Recall the deﬁnition Z(θ) = Fθ−1 (χ(θ)|θ). In the physical system with
a small step size  > 0, θ0 is used up to the time of departure of the
N th customer, then θ1 is used up to the time of departure of the 2N th
customer, and so on. For the actual physical system with the time-varying
parameter, ζi denotes the actual service time of the ith customer, and Zi
the θ-derivative of the inverse function at ζi and whatever the parameter
value is at the time of that service. Let vi be the index of the ﬁrst arrival
in the busy period in which customer i arrives. Recall that the stochastic
approximation algorithm (2.5.10) is



θn+1
= Π[a,b] θn + Yn − Kθ (θn ) ,
where Yn in (2.5.9) is
1
Yn = −
N

nN
+N


i


i=nN +1

j=vi

Zj .

(3.1)

A key assumption in the use of IPA is (2.5.6); namely,
 θ (θ)
m (θ) → L
Z

(3.2)


with probability one and in mean as m → ∞, where L(θ)
is deﬁned by

(2.5.1) and Zm (θ) is deﬁned by (2.5.5). The proof of this fact is one of
the major results in IPA. Proofs under various conditions, and further
references are in [84, 161, 231]. In fact, the convergence of (3.2) is used
only in evaluating (3.9), where we will actually need the form of (3.2) given
by
m (θ) → L
 θ (θ),
EZ
(3.3)
uniformly in θ in the desired interval, when the queue starts empty. Without the uniformity requirement, (3.3) is weaker than (3.2). The uniformity
is important if the convergence is to be physically meaningful, since otherwise there would be some θ and θα → θ as α → ∞, such that the time
 θ (θa )
needed for the iterates to be in a small neighborhood of the limit L
goes to inﬁnity as α → ∞. We will simply assume (3.3) rather than give
additional conditions that guarantee it. This simpliﬁes the discussion and
allows the proof to remain valid as more general conditions guaranteeing
the asymptotic unbiasedness (3.3) are found.
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Recall that, for notational simplicity, in Section 2.5 we supposed that
the queue starts empty, but we drop that assumption now. The following
additional assumptions will be used. Recall that u ∨ v = max{u, v}, and
use the usual convention that a sum over a set of indices starting at p and
ending at q is zero if q < p. Suppose that, if θn is any random variable with
values in [a, b] and measurable on the data available up to and including
departure n − 1, then
#
#
#vi ∨(i−k)−1
#
# 
#
#
E#
Zj (θj )## → 0,
(3.4)
# j=vi
#
as k → ∞, uniformly in i and {θj }, and that
{Zj (θj ); j, all possible such θj } is uniformly integrable.

(3.5)

The sum in (3.4) is over the set of indices starting at vi , the beginning of
the busy period in which the customer who is the ith departure actually
arrives, up to at most departure (i − k) if that is bigger than vi . Otherwise,
the sum is zero. For large k the sum will be zero with a high probability.
Since χ(θ) is uniformly distributed on the unit interval for each θ,
*
EZ(θ) =
0

1

Fθ−1 (x|θ)dx,

which is continuous in θ. It follows from (3.5) and the uniform θ-continuity
assumption on Fθ−1 that (for a sequence γ → 0) if θnγ and θnγ are any
random variables with values in [a, b] and that are measurable on the data
up to and including the (n − 1)st departure. Then
E|Zn (θnγ ) − Zn (θnγ )| → 0

(3.6)

uniformly in n if |θnγ − θnγ | → 0 in probability uniformly in n as γ → 0.
The mean ODE will be
 θ (θ) − Kθ (θ) + z,
θ̇ = −Lθ (θ) + z = −L

(3.7)

where z(·) serves only to keep θ(t) ∈ [a, b]. Let  → 0 and n → ∞ such
that n → ∞. Then the possible limit points of θn (as n → ∞ and  → 0)
are the stationary points of Lθ (·) in the interval [a, b] and the end points a
(resp., b) if Lθ (·) is positive at θ = a (negative at θ = b, resp.).
In [145] the “invariant measure” Theorem 8.4.4 was used, but Theorem
8.4.6 is somewhat simpler to use on this problem and will be used here. To
prepare for the veriﬁcation of the conditions of that theorem, let us write
out the negative of the sum (3.1) as follows (a sum is deﬁned to be zero if
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the upper index of summation is less than the lower index of summation):
Zv

(nN +1)


 
+ ZnN
+1



+ Z(nN
+ . . . + ZnN
+1)∨v 


+ . . . + ZnN

+ Zv
(nN +2)
..
.

(nN +2)


+ ZnN
+2


(3.8)


+ Zv
+ . . . + ZnN
 (nN +N )


+ Z(nN
+ . . . + Z(nN
+1)∨v 
+N −1)∨v 
(nN +N )

(nN +N )



+ ZnN
+N .

The ith line in (3.8) is the ith inner sum in (3.1).
In (3.8), we have separated out (by curly brackets) the terms up to
departure nN (the “past”) from the “future” terms, which are in the square

brackets. However, the indices v(nN
+i) depend on the “future.” If the queue
is emptied at the (nN )th departure, then the terms in the curly brackets
are all zero. If the queue is not empty at the (nN )th departure, then all
the terms in the curly brackets are equal up until the ﬁrst departure that
empties the queue (or nN +N if the queue is never empty on [nN +1, nN +
N ]). The curly bracketed terms associated with departures after that time
are zero.
Let Qn denote the number of customers in the queue and τn the time
elapsed since the last arrival of a customer, both measured just after the
departure of the nth customer. Let ψnN denote the ﬁrst curly bracketed
term in (3.8). This depends on the data up to and including the time of
the (nN )th departure. Deﬁne ξn = (QnN , τnN , ψnN ). This is the “eﬀective
memory” in the system at the start of the update interval [nN +1, nN +N ].
The sequence {(θn , ξn )} is a Markov chain. Let En denote the expectation
conditioned on ξn and all the other data up to the time of the departure of
the (nN )th customer. The parameter to be used on the next set of services
[nN + 1, . . . , nN + N ] is θ = θn . Following the usage in Section 8.4, the
ﬁxed θ-chain {ξi (θ), i ≥ n} starting at time n would use initial condition
ξn (θ) = ξn and then evolve with the parameter being ﬁxed at the given
value θ.
We now discuss the remaining conditions of Theorem 8.4.6. The properties of the interarrival times and conditions (3.4) and (3.5) imply the
uniform integrability of {Yn ; , n}. The tightness of {ξn } is a consequence
of (3.4), the uniform integrability (3.5), and the stability assumptions on
the queue. By the tightness and uniform integrability properties, without
loss of generality, for the purposes of the proof we can suppose that the
ξn are bounded. Then, for each large but ﬁxed integer m, the continuity of the service times in θ implies that (A8.4.20) and (A8.4.21) hold,
since the mean fraction of the busy periods (over the interval of departures
[nN + 1, nN + mN ]) whose shape is aﬀected by a small change in θ is small
(uniformly in n) for small changes in the values of the θ.
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It remains to verify (A8.4.19) with the appropriate ḡ(·). For l ≥ n, let
Yl (θ) denote the value of Yl if the parameter were ﬁxed at the value θ
starting at iterate n + 1, with the initial condition Yn (θ) = Yn . We have
n+m−1
1 
En Yl (θ)
m
l=n

n+m−1
+N
 lN
1
=−
En
Nm
l=n

i


(3.9)
Zj (θ).

i=lN +1 j=vi (θ)

Now, the properties of the arrival process, (3.4), (3.5), and the stability
properties of the queue, imply that the limit will be the same if we suppose
that the queueing process restarts with an empty queue after the (nN )th
departure. Thus we only need that the expectation of the right side of
(3.9) goes (uniformly in θ in the desired set as m → ∞) to the continuous
 θ (θ). This is equivalent to (3.3). Thus, (A8.4.19) holds for ḡ(θ) =
limit −L

−Lθ (θ) − Kθ (θ).

9.4 Signal Processing Problems
A sampling of results will be given to illustrate some of the techniques. The
reader is referred to the large amount of literature cited in Chapter 3 for
further discussion. Consider the constrained form of the problem in Section
3.4, with the algorithm

= ΠH [θn + φn (yn − φn θn )] ,
(4.1)
θn+1
4r
with H being the hyperrectangle i=1 [ai , bi ], −∞ < ai < bi < ∞. Represent H by inequalities qi (θ) ≤ 0, i ≤ 2r. The algorithm (4.1) models the
classical parameter identiﬁcation and noise cancellation problems and the
adaptive equalizer problem when there is a training sequence.
Suppose that

{|φn |2 , |yn |2 } is uniformly integrable.

(4.2)

Let Fn be the minimal σ-algebra that measures {θ0 , φi , yi , i < n}, and let
En be the expectation conditioned on Fn . Suppose that there is a positive
deﬁnite symmetric matrix Q and a vector S such that
n+m−1
1 
lim
En [φi φi − Q] = 0,
n,m m
i=n

(4.3)

n+m−1
1 
En [φi yi − S] = 0,
n,m m
i=n

(4.4)

lim
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where the limit (as n and m go to inﬁnity) is in the sense of convergence
in probability. Let q be a sequence of non-negative integers. Then, by
Theorem 8.2.2 {θ (q + ·)} is tight and as  → 0 any weak sense limit
process satisﬁes
θ̇ = S − Qθ + z, z(t) ∈ −C(θ(t)).

(4.5)

In other words, as  → 0 through a convergent subsequence, the support
of the process θ (q + ·) is eventually concentrated on the solutions of
(4.5) whose initial condition is the limit in distribution of {θq } along the
convergent subsequence.
As usual, z(·) serves only to keep the solution in H. If q → ∞, then by
the deﬁnitions of C(θ) and z(·), the limit process has the constant value θ
deﬁned by

λi qi,θ (θ),
(4.6)
S − Qθ =
i∈A(θ)

where A(θ) is the set of active constraints at θ and λi ≥ 0. Equation (4.6)
implies that if ai < 0 and bi > 0 are large enough, then the limit point
satisﬁes θ ≡ θ̄ = Q−1 S.
Remark on the assumptions (4.3) and (4.4). These conditions imply a
type of “local regularity” on the φn , yn processes. In the classical parameter
identiﬁcation problem of Subsection 3.2.1 where yn = φn θ̄ + νn , if the
products φn νn average to zero, we have S = Qθ̄ (with the deﬁnitions used
in this section) and the ODE then reduces to θ̇ = −Q(θ − θ̄) + z. For this
problem, under a weaker local averaging condition (see Subsections 6.8.1
and 8.2.5), the ODE becomes the diﬀerential inclusion θ̇ ∈ −G(θ − θ̄) + z
where G is a compact and convex set of positive deﬁnite matrices. If the
constraint set covers a large enough region around θ̄ and q → ∞, then
{θ (q + ·)} converges weakly to the process with constant value θ̄.
The conditions on the noise processes are viewed somewhat diﬀerently
in the control and communications theory literature. In the adaptive noise
cancellation problem, one chooses the form of the output of the adaptive
ﬁlter to be φn θ and then tries to ﬁnd the best value of θ. It is commonly
supposed that the limits in (4.3) and (4.4) do exist, at least locally in time.
In the parameter identiﬁcation problem, it is supposed that there is a linear
system whose measured output is yn = φn θ̄ + νn , where νn is the observation noise. Then, one would like to know the weakest conditions under
which the algorithm will asymptotically yield the value of the parameter
θ̄. For example, there might be one type of input for a short period, then
none whatsoever for a very long time, then another for a short time, than
none for a long time, and so on. As a practical matter, the identiﬁcation
problem loses much of its meaning unless a good quality of identiﬁcation
occurs within a reasonable time, with a high probability. Because of this,
conditions that ensure that the mean ODE is the diﬀerential inclusion with
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G being a compact convex set of positive deﬁnite matrices are of suﬃcient
generality for the practical problem if θ̄ is to be identiﬁed.
A stability argument for an unconstrained algorithm. Drop the
constraint set H in (4.1), let Q > 0, and let {φn , yn } be bounded. Recall
the deﬁnition θ̄ = Q−1 S. Deﬁne θ = θ − θ̄ and θn = θn − θ̄, and rewrite the
algorithm as



= θn +  φn yn − φn φn θn − φn φn θ̄
θn+1


= θn +  (φn yn − S) − (φn φn − Q) θn − (φn φn − Q) θ̄ − Qθn .
Suppose that the two components of the perturbation
δvnd (θ) = −

∞


5
6
Π(n + 1, i)En [φi φi − Q] θ̄ + θ

i=n
∞


+

(4.7)
Π(n + 1, i)En [φi yi − S]

i=n

are of order O() for each θ + θ̄. Then by Theorem 10.5.1, there is a positive
K such that for small , supn E|θn |2 ≤ K. Then Theorem 8.5.1 yields that
˙
the mean ODE is just θ = −Qθ and that if q → ∞, then {θ (q + ·)}
converges weakly to the process with constant value θ̄.
The least squares algorithm. Now suppose that the algorithm is the
constrained form of the least squares estimator (1.1.12):


−1
θn+1 = ΠH θn + [Φn+1 ] φn (yn − φn θn ) ,
(4.8)
n−1
where Φn = i=0 φi φi . Let Φn /n → Q > 0 with probability one. Then,
under the conditions (4.2)–(4.4), the mean ODE is
θ̇ = Q−1 S − θ + z, z(t) ∈ −C(θ(t)),
and similarly for the form (1.1.14) and (1.1.15) or (1.1.16) and (1.1.17).
The diﬀerential inclusion form of Theorem 8.2.5 can also be used. The
constraints that deﬁne H might appear to be “ﬁxed,” but if they are used
for algorithmic purposes only and the iterate hovers near the boundary,
then one would enlarge the constraint set until it appeared that there was
convergence to an interior point. Practical algorithms should be ﬂexible.
The adaptive equalizer: Stability, convergence and the strict positive real condition. Let us return to the problem of Subsection 3.4.2
with the constant step size n = .
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The algorithm (3.4.8) is



= θn + φn ψn − ψn ,
θn+1

(4.9)

where φn and φn are deﬁned above (3.4.7). Recall that ψn = (φn ) θn and
ψn = φn θ̄. It was shown that we have the representation ψn − ψn =
−A−1 (q −1 )vn , where the transfer function A(z) is deﬁned below (3.4.8)
and vn = (φn ) θn , θ = θ − θ̄. In (3.4.12), the algorithm was rewritten as

= θn − φn A−1 (q −1 )vn .
θn+1

(4.10)

Suppose that A(z) has its roots strictly outside the unit circle in the complex plane (i.e., the inverse transfer function A−1 (q −1 ) is asymptotically
stable). We also suppose that there is an α > 0 such that the real part
of A(z) is at least α on the unit circle in the complex plane. This latter
condition is known as the strict positive real condition in the literature on
adaptive systems. It is widely used, although it does not cover some important cases. Since the roots of A(z) are strictly outside the unit circle,
there are {γn } and real C0 > 0 and 0 ≤ C1 < 1 such that |γn | ≤ C0 C1n and
A−1 (q −1 ) =

∞


γi q −i .

i=0

Owing to this, it can be supposed without loss of generality that φn = 0
for n < 0. It is supposed, as is common in applications, that the transfer
function B(q −1 ) deﬁned above (3.4.9) also has its roots strictly outside
the unit circle and that {ψn } is bounded. Thus the yn in (3.4.5) are also
uniformly bounded.
The algorithm (4.10) is not too easy to analyze rigorously as it is written.
Because of this, we ﬁrst go through a formal analysis to show the basic
role of the strict positive real condition, and then we make some practical
modiﬁcations that greatly simplify the rigorous analysis. It will be seen
that the analysis is essentially deterministic.
A formal analysis of (4.10). First, consider the stability of {θn } with
algorithm (4.10). Using the Liapunov function V (θ) = |θ|2 , we can write

) − V (θn )
V (θn+1


2
= −2vn A−1 (q −1 )(vn ) + O(2 )|φn |2 A−1 (q −1 )(vn ) .

(4.11)

The transfer function A−1 (z) is also strictly positive real and there is an
α0 > 0 such that for all n [165, 225],
n

i=0

vi A−1 (q −1 )vi ≥ α0

n

i=0

|vi |2 .

(4.12)
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If φn = 0 for n < 0, then a negative constant independent of n is added to
the right side.
The problem in the analysis stems from the second-order term in (4.11).
[For example, in the analysis in [225], the θn in ψn = (φn ) θn was changed

to θn+1
, which is actually not available until after the iteration. With this
change, the corresponding second-order term could be properly bounded.]
In this preliminary and formal discussion, we will neglect the second-order
term. Then we have
V (θn ) − V (θ0 ) ≤ −2α0

n−1


|vi |2 .

(4.13)

i=0

Equation (4.13) implies that {|θn |} is nonincreasing and vn → 0 as n → ∞.
Hence, ψn − ψn = −A−1 (q −1 )(vn ) → 0.
Now, assuming that |θn | is nonincreasing, we will establish the convergence of θn . Suppose that there is a positive deﬁnite matrix P such that
lim inf
n,m

n+m−1
1 
En [φi φi − P ] ≥ 0,
m i=n

(4.14)

in probability, in the sense of positive deﬁnite matrices, as n and m go to
inﬁnity. Since ψn − ψn → 0, there is a sequence mn → ∞ slowly enough
such that
lim
sup
|θi − θn | = 0
n n≤i≤n+mn

and
lim

n+m
n

n

#   
#
#(φj ) φj − φj φj # = 0.

j=n

Then we can write

lim V
n


(θn+m
)
n

−V



(θn )

≤

−2α0 lim inf (θn )
n

n+m
n −1


φi φi θn . (4.15)

i=n

If θn → 0, then (4.14) implies that the right side of (4.15) goes to minus
inﬁnity, which is impossible. Note that it was not required that  → 0.
The fact that we did not require a small  is due to the neglect of the
second-order term; this will be changed below.
A practical truncated algorithm. The preceding development was formal only because we neglected the second-order term in (4.11), but it illustrated the fundamental role of the strict positive real condition in the
proof of stability, a fact that was ﬁrst explicitly recognized by Ljung [165]
and is widely used in adaptive control problems.
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We will make two reasonable modiﬁcations to the algorithm. First, the
constraint H deﬁned below (4.1) will be used for large enough ai , bi such
that θ̄ ∈ H 0 . The actual values of ψn were assumed to be uniformly
bounded; thus, there is a K < ∞ such that |ψn | ≤ K for all n and ω.
It then makes sense to bound the estimates ψn as well, and we will bound
them by K1 > K. Thus the revised algorithm is

5
6

θn+1
(4.16)
= ΠH θn + φn ψn − ψn ,
where

ψn = Π[−K1 ,K1 ] [(φn ) θn ] .

(4.17)

This modiﬁed algorithm was analyzed in [138], where it was shown that the
strict positive real condition plays the same role as in the formal analysis
and that there are αi > 0 such that (this is (4.12))
n


(φi ) θi (ψi

− ψi ) =

i=0

and

n


vi (ψi

− ψi ) ≥ α1

i=0
n


vi (ψi − ψi ) ≥ α2

i=0

n


|vi |2

(4.18)

i=0
n


|ψi − ψi |2 .

(4.19)

i=0

If φn = 0, n < 0, then some negative number that does not depend on n is
to be added to the right-hand side.
For the truncated algorithm (4.16) and (4.17), we have

V (θn+1
) − V (θn ) ≤ −2vn [ψn − ψn ] + O(2 )|φn |2 [ψn − ψn ]2 .

(4.20)

The inequality ≤ appears since the truncation in (4.16) reduces the error,
since θ̄ ∈ H 0 . Using (4.19) yields that, for some α2 > 0,
V (θn ) − V (θ0 ) ≤ −2α2

n−1

i=0

|ψi − ψi |2 + O(2 )

n−1


|φi |2 |ψi − ψi |2 . (4.21)

i=0

Since the φn are bounded and V (θ) ≥ 0, (4.21) implies that, for small
enough , limn |ψn −ψn | = 0 with probability one and |θn |2 is nonincreasing.
Thus, for small  and large enough n, there is no truncation of the ψn .
Furthermore, the convergence of ψn − ψn to zero is equivalent to vn → 0
since



vn = (φn ) θn = (φn ) θn − φn θ̄ + [φn − φn ] θ̄,
where the ﬁrst term on the right side equals ψn − ψn and the second is proportional to it (see the deﬁnitions below (3.4.6)). The proof that limn θn = θ̄
for each small  is completed under (4.14), as was done for the untruncated
algorithm.
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9.5 Proportional Fair Sharing
We now give the proof of convergence of the PFS algorithm in Section 3.6
under one set of assumptions. The notation of that section will be used.
Weaker assumptions and other forms of the problem are in [146, 147]. The
last part of (A5.1a) below is unrestrictive and is used to assure that when
a component θn,i is very small there is a nonzero chance that user i will
be chosen, no matter what the values of the other components of θn . It
guarantees that the mean rate function h̄i (θ) deﬁned in (3.1) is positive
when θi is small. All of the assumptions hold under Rayleigh fading if the
channels are independent. The density condition is used only to show that
the limit point is unique.
(A5.0) Let ξn denote the past data {Rl : l ≤ n}. For each i, n, ξn ,
hn,i (θ, ξn ) = En rn+1,i I{rn+1,i /(di +θi )≥rn+1,j /(dj +θj ),j=i}
i
is continuous in θ ∈ IRN
+ . Let δ > 0 be arbitrary. Then in the set {θ : θ ≥
δ, i ≤ N }, the continuity is uniform in n and in ξn .

(A5.1a) {Rn , n < ∞} is stationary. Deﬁne h̄i (·) by the stationary expectation:
h̄i (θ) = Eri I{ri /(di +θi )≥rj /(dj +θj ),j=i} , i ≤ N.
(5.1)
Also,
n+m−1

1  
En rl+1,i I{rl+1,i /(di +θi )≥rl+1,j /(dj +θj ),j=i} − h̄i (θ) = 0
m,n→∞ m
l=n
(5.2)
in the sense of probability. There are small positive δ and δ1 such that

lim

P {rn,i /di ≥ rn,j /(dj − δ) + δ1 , j = i} > 0,

i ≤ N.

(5.3)

(A5.1b) Rn is deﬁned on some bounded set and has a bounded density.
On the smoothness of h̄(·). By (A5.1b), h̄(·) is Lipschitz continuous.
To see this in the two dimensional case, let p(·) denote the density of Rn ,
and write w = (d1 + θ1 )/(d2 + θ2 ). Then
*
h̄1 (θ) = r1 I{r1 /r2 ≥w} p(r1 , r2 )dr1 dr2 ,
which is Lipschitz continuous with respect to w, since the area of the region
where the indicator is not zero is a diﬀerentiable function of w. Under (A5.0)
and (A5.1a), Theorem 8.2.2 implies that the mean ODE is (3.6.7):
θ̇i = h̄i (θ) − θi ,

i ≤ N.

(5.4)
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The proof of the next theorem depends on the monotonicity property given
in Section 4.4, which is fundamental to the analysis of a large class of
stochastic algorithms which model competitive or cooperative behavior.
The solution to (5.4) with initial condition θ(0) is denoted by θ(t|θ(0)).
Theorem 5.1. Assume (A5.0) and (A5.1). Then the limit point θ̄ of (5.4)
is unique.
Proof. All paths tend to some compact set as t → ∞. Without loss of
generality (say, by shifting the time origin), we can suppose where needed
that there is a δ > 0 such that θi (t|θ(0)) ≥ δ for all t. Since the path is
initially monotonically increasing in each coordinate when started near the
origin (since h̄(θ) − θ  0 for θ small), Theorem 4.4.1 implies that it will
be monotonically nondecreasing in each coordinate for all t, for any initial
condition close to the origin. Thus, there is a unique limit point for θ(t|θ(0))
for each θ(0) near the origin. Let θ̄ and θ be two such limit points for paths
corresponding, resp., to initial conditions θ̄(0) and θ(0) close to the origin.
Since both paths are monotonically increasing near the origin, without loss
of generality, we can suppose that for some small t0 > 0, θ(t0 |θ(0))  θ̄(0).
Then, by letting θ(t0 |θ(0)) be the initial condition for a new path, we can
suppose that θ(t|θ(0) ≥ θ(t|θ̄(0)) for all t. Thus, θ ≥ θ̄. An analogous
argument yields that θ̄ ≥ θ. we can conclude that there is a unique limit
point, say θ̄, for all paths starting suﬃciently close to the origin. Hence θ̄
is an equilibrium point for (5.4); i.e., h(θ̄) = θ̄. Furthermore, θ(t|θ(0)) ≤ θ̄
for all θ(0) close to the origin.
Now, consider the path starting at an arbitrary initial condition θ ≤ θ̄.
After some small time t0 > 0, all components of the path will be positive
 ≥ θ(0) for some θ(0) arbitrarily close to the origin. Then,
and θ(t0 |θ)
the monotonicity argument (and slightly shifting the time origin of one of
 ≥ θ(t|θ(0)) for all t.
the paths) of the above paragraph yields that θ(t|θ)
 must be no smaller than θ̄. But, by the
Hence any limit point of θ(t|θ)

monotonicity again, θ(t|θ) ≤ θ(t|θ̄) = θ̄ for all t. We can conclude that
 → θ̄ as t → ∞.
θ(t|θ)
Deﬁne the set Q(θ) = {x : x ≥ θ}. Now, consider an arbitrary initial condition θ(0). The monotonicity argument can be used again to show that all
limit points of the path are in Q(θ̄). It only remains to show that any path
starting in Q(θ̄) must ultimately go to θ̄ also. So far, we have used only the
monotonicity property and not any other aspect of the original stochastic
approximation process that led to (5.4). The rest of the details involve the
properties of the argmax rule and an “stochastic approximation” argument.
Suppose that there is a point θ ∈ Q(θ̄), θ = θ̄, such that
U̇ (θ) =


i

(h̄i (θ) − θi )/(di + θi ) ≥ 0.

(5.5)
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Since θ ≥ θ̄ and θ = θ̄, (5.5) implies that

(h̄i (θ) − θ̄i )/(di + θ̄i ) > 0.

(5.6)

i

Consider the algorithm (3.6.4) started at θ̄, but with the slot allocation
rule
arg max rn+1,i /(di + θi )
i≤N


In+1,i

used at time n. Let
denote the indicator function of the event that
user i is chosen at time n with this rule. Modulo a second order error of

value O()t, the expansion (3.6.10) and the maximizing property of In+1
yield
U (θ (t))−U (θ̄) = 



 rl+1,i Il+1,i
 t/−1
− θl,i
i

l=0


di + θl,i

≥



 rl+1,i Il+1,i
 t/−1
− θl,i
i

l=0


di + θl,i
(5.7)

where θl (and θ (·)) is the solution to (3.6.4).
The arguments of Theorem 8.2.2 together with (5.7) imply that as  → 0
the limit θ(·) satisﬁes
* t
* t
h̄i (θ(s)) − θi (s)
h̄i (θ) − θi (s)
ds
≥
ds.
U (θ(t)) − U (θ̄) =
di + θi (s)
di + θi (s)
0
0
i
i
This, together with the inequality in (5.6) implies that
 h̄i (θ̄) − θ̄i
 h̄i (θ) − θ̄i
#
U̇ (θ(t))#t=0 =
≥
> 0.
i
di + θ̄
di + θ̄i
i
i
But the ﬁrst sum is zero since h̄(θ̄) = θ̄. Thus, we have a contradiction
to (5.5) and can conclude that U̇ (θ) < 0 for all θ ∈ Q(θ̄) − {θ̄}. This
implies that U̇ (θ(·|θ)) is strictly decreasing when the path is in Q(θ̄) − {θ̄},
which implies that any path starting at some θ(0) ∈ Q(θ̄) must end up
at θ̄. Thus, θ̄ is the unique limit point of (5.5), irrespective of the initial
condition. Hence it is asymptotically stable. 2
Recall the utility function U (·) in (3.6.9). We can see intuitively from the
argument below (3.6.9) that (3.6.4) and (3.6.5) is, in the limit, a type of
“steepest ascent” algorithm for a strictly concave function. However, since
the allowed directions of ascent at each value of θ depend on θ, there is
no a priori guarantee of any type of maximization. The following theorem
is one way of quantifying this idea. The same idea works for an algorithm
based on any smooth strictly concave utility function. A short proof is in
[146]; see [147] for additional details.
Theorem 5.2. Assume (A5.0) and (A5.1). Then there is no assignment
policy which yields a limit throughput θ = θ̄ such that U (θ) ≥ U (θ̄).

10
Rate of Convergence

10.0 Outline of Chapter
The traditional deﬁnition of rate of convergence refers to the asymptotic
properties of normalized errors about the limit point θ̄. For the Robbins–
Monro algorithm with n √= , it is concerned with the asymptotic properties of Un = (θn − θ̄)/  for large n and small . If n → 0, then it
√
is concerned with the asymptotic properties of Un = (θn − θ̄)/ n . Deﬁne the processes U  (·) by U  (t) = Ui , for t ∈ [i, i + ), and U n (·) by
U n (t) = Un+i , for t ∈ [tn+i −tn , tn+i+1 −tn ). Then, under broad conditions,
U  (T + ·) and U n (·) converges to a stationary Gauss–Markov process as
 → 0, T → ∞, or n → ∞. Let R denote the stationary covariance of this
process. Then loosely speaking, asymptotically, θn − θ̄ is normally distributed with mean zero and covariance R and θn − θ̄ is normally distributed
with mean zero and covariance n R (there might be a nonzero mean for
the Kiefer–Wolfowitz algorithm, due to the ﬁnite diﬀerence bias). These
variances, together with the scaling, are used as a measure of the rate of
convergence. This chapter is concerned with this deﬁnition of rate of convergence. Until Section 9, if the algorithm is constrained, then it is supposed
that θ̄ is interior to the constraint set. Reference [71] proves the asymptotic
normality of the normalized iterates for the classical algorithms.
An alternative notion of rate of convergence comes from the theory of
large deviations [61, 63, 114]. With this alternative deﬁnition, one ﬁxes a
small region G containing the limit point θ̄ and then shows (under appropriate conditions and probability one convergence) that the probability that
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{θi , i ≥ n} will ever leave this neighborhood after it next enters is bounded
above by e−c/n , where c > 0 depends on the noise and stabilizing eﬀects
in the algorithm. The analog for the constant-step-size algorithm is that
the probability of escape on any ﬁnite time interval (resp., the mean escape
time) is bounded above by e−c/ (resp., bounded below by ec/ ); see Section
6.10 for further details on this alternative approach.
Section 1 deals with the constant n =  case. The ﬁrst result, Theorem
1.1, contains the basic ideas of all the cases. The proof is simplest because
the noise is a “martingale diﬀerence” sequence. The methods of proving
tightness by the use of truncated processes and the method of characterizing
the limit and showing its stationarity are basic to all the subsequent results.
To simplify the proof and divide
√ the work of the chapter into natural parts,
it is assumed that {(θn − θ̄)/ , n ≥ n } is tight for some sequence n . This
tightness is usually proved by a stability method and is treated in Section
4 for the case where n → 0 and θn → θ̄ with probability one. The case
n =  is treated in Section 5.
The extension of Theorem 1.1 to the correlated noise case is in Theorem 1.3. In this theorem, we make an assumption that a certain process
converges weakly to a Wiener process. This is done because there is much
literature on the convergence of such processes to a Wiener process, and it
yields a more general theorem. Section 6 shows that the assumption holds
under quite reasonable “mixing” type conditions on the noise.
The minor alterations to Section 1 needed for the decreasing-step-size
algorithm are in Section 2. The Kiefer–Wolfowitz algorithm is treated in
Section 3, where we use the normalization Un = nβ (θn − θ̄) for appropriate
β > 0. Section 4 is devoted to proving tightness of the sequence of normalized iterates for the various processes under probability one convergence.
Owing to the probability one convergence, the proof involves only a local
stability analysis about θ̄. Section 5 treats the same problem, when there is
only weak convergence. Section 6 contains some results concerning the weak
convergence of a sequence of processes to a Wiener process. The random directions Kiefer–Wolfowitz algorithm is treated in Section 7. It is shown that
there can be considerable advantages to it, but it must be used with care,
especially if there are serious concerns for bias in the ﬁnite diﬀerence estimators or if the number of observations is not large. The state-dependentnoise case is treated in Section 8. A brief outline of the problem where the
algorithm is constrained and the limit point θ̄ is on the boundary of the
constraint set is in Section 9. The so-called strong diﬀusion approximation
aims at estimating the asymptotic diﬀerence between the normalized error
process and a Wiener process in terms of an “iterated logarithm;” this is
not dealt with in the book, but see [105, 157, 159, 188, 191].
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This chapter is concerned with the rate of convergence, assuming that convergence occurs. The algorithms can be constrained or not. In the constrained cases in Sections 1–8, it will always be supposed that the path
is concentrated about some point θ̄ strictly inside (relaxed in Section 9)
the constraint set for large time and small . Let {q } be a sequence of
non-negative integers. Recall the deﬁnition of the process θ (·): For n ≥ 0,
θ (t) = θn on the interval [n, n+), and θ (t) = θ0 for t < 0. The processes
θ (q + ·) introduced below will be used, where generally q → ∞ because
we are concerned with the asymptotic behavior of θn for small  and large
n; this shifting of the time origin is a good way of bringing the asymptotic
behavior to the foreground.

10.1.1

Martingale Diﬀerence Noise

In this subsection, En Yn = gn (θn ) and the algorithm of interest is

θn+1
= ΠH [θn + Yn ] = θn + Yn + Zn
= θn + gn (θn ) + δMn + Zn .

(1.1)

Assumptions. The limn,m and limn,m, in (A1.5) and (A1.6) are as n →
∞, m → ∞, and  → 0 in any way at all. Criteria for the crucial stability
Assumption (A1.3) will be given in Sections 4 and 5. The “delay” N is to
account for a transient period, because for an arbitrary initial condition θ0 ,
some time will be required for the iterates to settle near θ̄. In fact, the p in
(A1.3) is generally at most of the order of | log |/ for small . Assumption
(A1.5) holds if (the classical condition) gn (θ) = ḡ(θ) for all n and , since
ḡ(θ̄) = 0. In addition, it allows the possibility that the gn (θ̄) will only
“locally average” to ḡ(θ), as might occur if only a few of the components
of θ were changed at each step. For example, consider the two-dimensional
gradient descent case deﬁned by
1

θn+1

=

θn − e1 [fθ1 (θn ) + ψn ] ,
θn

−

e2 [fθ2 (θn )

+

ψn ] ,

n odd,
n even,

where ei is the unit vector in the ith coordinate direction and ψn is the
observation noise.
(A1.1) {Yn I{|θn −θ̄|≤ρ} ; , n} is uniformly integrable for small ρ > 0.
(A1.2) There is a sequence of non-negative and nondecreasing integers N
such that {θ (N +·)} converges weakly to the process with constant value
θ̄ strictly inside the constraint set H.
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(A1.3) There are nondecreasing and non-negative integers p (that can be
taken to be greater than N ) such that
√
(1.2)
{(θp  +n − θ̄)/ ;  > 0, n ≥ 0} is tight.
(A1.4) En Yn = gn (θn ), where gn (·) is continuously diﬀerentiable for each
n and , and can be expanded as

(θ̄)] (θ − θ̄) + o(|θ − θ̄|),
gn (θ) = gn (θ̄) + [gn,θ

(θ̄); , n} is bounded.
where o(·) is uniform in n and , and {gn,θ

(A1.5) The following holds:
1
lim √
n,m,
m

n+tm−1


gi (θ̄) = 0

i=n

uniformly in t ≥ 0 in some bounded interval.
(A1.6) There is a Hurwitz matrix A (i.e., the real parts of the eigenvalues
of A are negative) such that
n+m−1

1   ,
gi,θ (θ̄) − A = 0.
n,m, m
i=n

lim

(1.3)

(A1.7) For some p > 0 and small ρ > 0,
sup E|δMn |2+p I{|θn −θ̄|≤ρ} < ∞,

(1.4)

,n

and there is a non-negative deﬁnite matrix Σ1 such that for small ρ > 0,


En δMn [δMn ] I{|θn −θ̄|≤ρ} → Σ1

(1.5)

in probability as n → ∞ and  → 0. [Convergence in mean in (1.5) is then
implied by (1.4).]
Deﬁnition of the normalized error process. Let {q } be a sequence
of non-negative integers
going to inﬁnity such that (q − p ) → ∞. Deﬁne
√
Un = (θq +n − θ̄)/ , and let U  (·) denote the piecewise constant right continuous interpolation (always with interpolation intervals ) of the sequence
{Un } on [0, ∞). Deﬁne W  (·) on (−∞, ∞) by
W  (t) =

√

q +t/−1



√
=− 



δMi , t ≥ 0

i=q
q
 −1
i=q +t/

(1.6)
δMi ,

t < 0.
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The proof of the following theorem contains the basic ideas that will be
used for the correlated noise and decreasing-step-size cases.
Theorem 1.1. Assume algorithm (1.1) and (A1.1)–(A1.7). Then the sequence {U  (·), W  (·)} converges weakly in Dr [0, ∞) ×Dr (−∞, ∞) to a
limit denoted by (U (·), W (·)), and
* t
AU (s)ds + W (t),
(1.7a)
U (t) = U (0) +
0

equivalently written in diﬀerential form as
dU = AU dt + dW,

(1.7b)

where W (·) is a Wiener processes with covariance matrix Σ1 and U (·) is
stationary.
Remark. The path space Dr (−∞, ∞) can also be used for U  (·), but the
proof is a little easier as done here. If q is simply no smaller than p , there
will still be weak convergence to a solution of (1.7), but that solution need
not be stationary. Alternatively, we could ﬁx the initial condition θ0 = θ0
and show that the piecewise constant√interpolations (with interpolation
interval ) of the ratios (θn − θ0 (n))/  converge to a solution to (1.7),
where θ0 (·) is the solution to the mean ODE with initial condition θ0 . But
the asymptotics of the θn for large n are of greater interest.
Proof. The criterion of Theorem 7.3.3 will be used to prove tightness.
Then the martingale method of Section 7.4, which was used in the proof of
Theorem 8.2.1, will be used to characterize the limit process. It is always
assumed (without loss of generality) that if the algorithm is constrained,
then the distance between θ̄ and the boundary of the constraint set H is
greater than µ for the (arbitrarily small) values of µ > 0 that will be used.
By Theorem 7.3.6, it is suﬃcient to prove the tightness and to characterize
the weak sense limit processes on each ﬁnite interval. For any µ > 0 and
T > 0, the weak convergence (A1.2) implies that
1
2
# 
#
#θq +i − θ̄# ≥ µ/2 = 0.
lim sup P
sup
(1.8)


−T /≤i≤T /



Hence, by modifying {Yq +n , |n| ≤ T /} on a set of arbitrarily small measure, without altering the assumptions, it can be supposed (as justiﬁed by
Theorem 7.3.6) that
# 
#
#θq +i − θ̄# < µ
sup
(1.9)

−T /≤i≤T /

for small  on each interval [−T, T ] of concern. Thus, without loss of generality, Zn in (1.1) can be dropped, and it can be supposed that (1.9) holds
for any given T and µ.

320

10. Rate of Convergence

Dropping the Zn terms, rewrite the algorithm in the expanded form:




θn+1
= θn +  gn (θ̄) + [gn,θ
(θ̄)] (θn − θ̄) + [yn (θn )] (θn − θ̄) + δMn ,
(1.10)
where the term yn (θ) satisﬁes yn (θ) = o(θ − θ̄)/|θ − θ̄| uniformly in n and
, and the order of o(·) is uniform in n and  by (A1.4). Now
√ shift the time
origin to the right by q and divide all terms in (1.10) by . For simplicity,
we write n in lieu of n + q for the subscripts of (g, θ, δM ). Then, recalling
the deﬁnition of Un , (1.10) yields

√ 

Un+1
= Un + AUn +  gn (θ̄) + δMn


(1.11)
,
+  gn,θ
(θ̄) − A Un + [yn (θn )] Un .
Owing to (A1.3) and the fact that the noise δMn is a martingale diﬀerence, it would not be diﬃcult to show that the sequence {U  (·)} is tight in
Dr [0, ∞). For more general noise processes, the main diﬃculty in proving
tightness stems from the possible unboundedness of {U  (·)} on some time
interval [0, T ]. Then, the possible unboundedness is handled by a standard
truncation procedure [127, pp. 42–45]. For simplicity of the overall presentation, that truncation technique will also be used in this proof. We
will work with truncated {U  (·)}, prove its tightness, and characterize the
limits of its weakly convergent subsequences. It will then be shown that
the truncation is not necessary by proving that the sequence of truncated
processes is uniformly (in the truncation level) bounded in probability on
each ﬁnite interval. The uniform boundedness in probability will be shown
by using the weak convergence of the sequence of truncated processes, for
each ﬁxed truncation level, and characterizing the limit as the solution to
a truncated form of (1.7).
The truncated processes. For each integer M , let qM (·) be a continuous
real-valued function on IRr satisfying: 0 ≤ qM (x) ≤ 1, qM (x) = 1 for
|x| ≤ M, and qM (x) = 0 for |x| ≥ M + 1. Deﬁne Un,M by U0,M = U0 and
for n ≥ 0 set

√ 
,M
Un+1
= Un,M + AUn,M qM (Un,M ) +  gn (θ̄) + δMn


,
+  gn,θ
(θ̄) − A Un,M qM (Un,M ) + [yn (θn )] Un,M qM (Un,M ).
(1.12)
Note that Un = Un,M until the ﬁrst time (denoted √by N ,M ) that Un
exceeds M in norm and that the term with coeﬃcient  is not truncated.
Fix M and T until further notice. Let U ,M (·) denote the piecewise constant right continuous interpolation of the {Un,M }. By (A1.5), the sequence
deﬁned by
t/−1
√  

gi (θ̄)
i=0
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goes to zero uniformly on [0, T ] as  → 0. It will be shown at the end of the
proof that {W  (·)} deﬁned in (1.6) is tight in Dr (−∞, ∞) and converges
weakly to the asserted Wiener process. Assuming this convergence result
now, the sequence of processes deﬁned by the piecewise constant
√ right continuous interpolations of the term in (1.12) with coeﬃcient  is tight in
Dr [0, ∞). The sequence of processes deﬁned by the piecewise constant right
continuous interpolation of the sums of the second and the fourth terms on
the right-hand side of (1.12) are tight in Dr [0, ∞) by the boundedness of

Un,M qM (Un,M ) and {gn,θ
(θ̄); n, }. The sequence of interpolated processes
deﬁned by the sums of the last term on the right side of (1.12) is tight by
the boundedness of Un,M qM (Un,M ) and the fact that we can suppose that
(1.9) holds for small µ > 0. Furthermore, its weak sense limit is identically
zero.
Putting the pieces together and noting that {U0 } is tight by (A1.3), it
is seen that {U ,M (·),  > 0} is tight in Dr [0, ∞). Extract a weakly convergent subsequence (as  → 0) of {U ,M (·), W  (·)} in Dr [0, ∞) × Dr (−∞, ∞)
with limit denoted by (U M (·), W (·)). Strictly speaking, the Wiener process
limit W (·) should be indexed by M , because the distribution of the pair
(U ,M (·), W  (·)) depends on M . Since the distribution of the limit of W  (·)
does not depend on M , the index M will be omitted for notational simplicity.
It will be shown that the sequence of processes J ,M (·) deﬁned by


t/−1

J ,M (t) =



,
 gi,θ
(θ̄) − A Ui,M qM (Ui,M )

(1.13)

i=0

has the “zero process” as a limit. This fact and the weak convergence of
(U ,M (·), W  (·)) imply that (U M (·), W (·)) satisﬁes
*
U M (t) = U M (0) +
0

t

AU M (s)qM (U M (s))ds + W (t).

(1.14)

Bounds on the truncated processes. It will next be shown that for
each positive T ,
,
lim sup P sup |U M (t)| ≥ K = 0.
(1.15)
K→∞ M

t≤T

Owing to the tightness assumption (A1.3), for the purpose of showing the
tightness of {Un (·)} in this paragraph, we can assume without loss of generality that the set of initial conditions {U0 } is bounded, and (1.11) holds
as it is written for n ≥ 0. By this assumption, U M (0) is bounded uniformly
in (ω, M ) and is independent of the selected convergent subsequence.
By virtue of (1.14), there is a real number C not depending on M such
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that for any real τ ∈ [0, T ],
#
#2
#2
#
E sup #U M (t)# ≤ CE #U0M # + CE
t≤τ

*
2

+CE sup |W (t)| .

τ

0

# M
#
#U (s)qM (U M (s))# ds

2

t≤τ

Deﬁne V M (τ ) = E supt≤τ |U M (t)|2 . Now, using the assumed bound on
the initial condition, Schwarz inequality and the martingale inequality (see
(4.1.5)),
E sup |W (s)|2 ≤ 4E|W (t)|2
(1.16)
s≤t

yield that there is a real number C1 not depending on M or T such that
* t
M
V (t) ≤ C1 + C1 T
V M (s)ds + C1 t, t ≤ T.
(1.17)
0

The Bellman–Gronwall inequality then implies that
2

V M (t) ≤ C1 (1 + T )eC1 T ,

t ≤ T.

This implies that for any small ρ > 0 and any T > 0, there is a Kρ,T < ∞
such that
,
M
sup P sup |U (t)| ≥ Kρ,T ≤ ρ,
(1.18)
M

t≤T

which is equivalent to (1.15). The fact that any subsequence has a further
subsequence that converges weakly to a solution of (1.7) implies that
,
,
,M
M
lim sup P sup |U
(t)| ≥ 2K ≤ P sup |U (t)| ≥ K .
(1.19)


t≤T

t≤T

Since we need only verify the tightness criterion for each bounded time
interval, the results (1.15), (1.19), and the fact that for N > M , U ,M (t) =
U ,N (t) = U  (t) until the ﬁrst time that |U ,M (t)| is larger than M , imply
that the M -truncation is not needed in the tightness proof and that {U  (·)}
is also tight in Dr [0, ∞). It is clear that any weak limit of {U  (·), W  (·)}
satisﬁes (1.7).
Stationary limit process. Now we work with the original untruncated
processes U  (·), and show that the weak sense limit process U (·) is stationary. The technique is a useful “shifting” method using the fact that for
any positive T , the limit of the shifted sequence {U  (−T + ·)} also satisﬁes
(1.7) with starting time −T .
For each positive T , deﬁne the process UT (t) = U  (−T
√ + t), t ≥ 0, with
initial condition UT (0) = U  (−T ) = (θq −T / − θ̄)/ . Then UT (T ) =
U  (0). By (A1.3) and the fact that (q − p ) → ∞, the set {U  (−T ); } is
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tight and the set (indexed by T ) of all possible weak sense limits of U  (−T )
(as  → 0) is tight. By the arguments in the previous parts of the proof, for
each T > 0 the sequence of untruncated processes {U  (·), UT (·)} is tight in
D2r [0, ∞). For each T , choose a weakly convergent subsequence of
{U  (·), UT (·), W  (·)}
in D2r [0, ∞) × Dr (−∞, ∞) with limit denoted by (U (·), UT (·), W (·)).
Strictly speaking, W (·) should also be indexed by T because the joint
distribution of the triple (U  (·), UT (·), W  (·)) depends on T . However the
distribution of the weak sense limits of {W  (·)} does not depend on T , so
we omit the index T on W (·). Since UT (·) satisﬁes (1.7) on [0, ∞), with
Wiener process W (·), we can write
*
AT

UT (T ) = e

UT (0) +

By (1.7),

0

e−As dW (s).

−T

*

t

U (t) = eAt U (0) +

eA(t−s) dW (s).
0

Since UT (T ) = U (0) with probability one, for t ≥ 0 we have
A(t+T )

U (t) = e

*
UT (0) +

t

eA(t−s) dW (s).
−T

The random vector UT (0) depends on T and on the selected weakly convergent subsequence, but the set of all possible initial conditions {UT (0), T >
0} is tight, as noted above. Hence, whatever the sequence of initial conditions {UT (0), T > 0} is, as T → ∞ we have
eAT UT (0) → 0
in probability since A is Hurwitz. Thus, we can write (in the sense of
equivalence of probability law on Dr [0, ∞) × Dr (−∞, ∞))
*

t

eA(t−s) dW (s).

U (t) =

(1.20)

−∞

The process deﬁned by (1.20) is the stationary solution to (1.7).
The reason for using Dr (−∞, ∞) for the path space of W  (·) is simply
so that U (·) could be written as (1.20), an integral of the entire past of the
Wiener process that is the stationary solution of (1.7).
Limits of J ,M (·). It will next be shown that J ,M (·), deﬁned in (1.13),
converges weakly to the “zero process” for each M , as  → 0. Let n → ∞
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as  → 0, such that ∆ = n → 0. Suppose without loss of generality that
t is an integral multiple of ∆ , and deﬁne the index set
Ij,∆ = {i : i ∈ [j∆ , j∆ + ∆ )}.
We can now write
t/∆ −1

J

,M

(t) =


j=0

5

∆


1   ,
gi,θ (θ̄) − A
n
,∆
i∈Ij

6

,M
,M
,M
,M
− Ujn
q
(U
)
+
U
q
(U
)
.
M
M
jn
jn
jn

(1.21)
By the tightness of {U ,M (·)} and the continuity of the limit process U M (·),
for each positive T ,
#
#
#
,M
,M #
q
(U
)
(1.22)
sup sup #Ui,M qM (Ui,M ) − Ujn
#
M
jn


×

Ui,M qM (Ui,M )

jn ≤T i∈I ,∆
j

goes to zero in probability (and in mean) as  → 0. It is also bounded,
uniformly in . This implies that the supt≤T of the term in (1.21) containing
the diﬀerence of the two U -terms goes to zero in mean as  → 0. Condition
(A1.6) implies that the remaining term goes to zero in mean as  → 0.
Proof of the properties of W (·). For any bounded stopping time τ , the
martingale diﬀerence property and (1.4) imply that for s ≥ 0,
2

Eτ / |W  (τ + s) − W  (τ )| = O(s),
where O(s) is uniform in τ. Thus, tightness in Dr (−∞, ∞) follows from
the criterion of Theorem 7.3.3. In the rest of this part of the proof, t ∈
(−∞, ∞) and τ is a positive real number. To characterize the limit W (·),
it is suﬃcient to ﬁx T > 0 and focus our attention on [−T, T ]. As noted in
connection with (1.9), for purposes of characterizing W (·), without loss of
generality, for any µ > 0 we can suppose that |θ (t) − θ̄| ≤ µ for |t| ≤ T and
all small . This fact, together with (A1.7) and Theorem 7.4.2, will be used
to get the desired result. For notational simplicity, the case of real-valued
W  (·) will be dealt with, but except for the notation (scalar vs. vector),
the proof is the same in general.
Let F (·), h(·) and sj ≤ t, j ≤ p, be as deﬁned in Theorem 7.4.2. Then
(t+τ )/−1

F (W  (t + τ )) − F (W  (t)) =



√

Fw (W  (i))δMi

i=t/

1
+
2

(t+τ )/−1



i=t/

2

Fww (W  (i)) |δMi | + “error term,”

10.1 Exogenous Noise: Constant Step Size

325

where the error term is
*

(t+τ )/−1



i=t/


0

1



√
2
Fww (W  (i) + sδMi ) − Fww (W  (i)) ds |δMi | .

By (1.4) and the boundedness of F (·), the sequence of coeﬃcients of 
in the last sum is uniformly (in , i) integrable. This,
√ the smoothness and
boundedness properties of F (·), and the fact that  supt/≤i≤(t+τ )/ |δMi |
goes to zero in probability as  → 0 imply that the error term goes to zero
as  → 0. Now (1.5) and the martingale diﬀerence property yield
lim Eh(W  (sj ), j ≤ p)
⎡

 ⎣
× Et/
F (W  (t + τ )) − F (W  (t)) − Σ1
2

(t+τ )/−1



⎤
Fww (W  (i))⎦ = 0.

i=t/

Letting  → 0 and using Theorem 7.4.2 yield that the weak sense limit
W (·) is a Wiener process with covariance Σ1 . 2
Criterion for convergence to a Wiener process. Theorem 1.2 follows
from the last part of the proof and is a useful way of showing that a sequence
of martingales converges to a Wiener process.
Theorem 1.2. Let {Vn } and {δNn } be IRk -valued random variables and
Fn the minimal σ-algebra that measures {Vi , δNi , i < n} (with En being
the associated conditional expectation operator). For t ≥ 0, deﬁne N  (t) =
t/−1 √
δNi . Suppose that En δNn = 0 with probability one for all n and
i=0
 and that there are p > 0 and a matrix Σ such that
2+p

sup E |δNn |
n,

<∞

and
En δNn (δNn ) → Σ
in probability as n → ∞ and  → 0. Then {N  (·)} converges weakly to a
Wiener process with covariance matrix Σ. Let V  (·) denote the right continuous piecewise constant interpolation of {Vn } on [0, ∞) with interpolation
interval . Suppose that (V  (·), N  (·)) ⇒ (V (·), N (·)) in D2r [0, ∞) with FtV
being the minimal σ-algebra that measures {V (s), N (s), s ≤ t}. Then N (·)
is an FtV -Wiener process. The analogous results hold on (−∞, ∞).
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10.1.2

Correlated Noise

The algorithm of interest can be written as

θn+1
= ΠH (θn + Yn )
= θn + Yn + Zn
= θn + gn (θn , ξn ) + δMn + Zn .

(1.23)

Assumptions. Assumptions (A1.1)–(A1.3) will continue to be used. Let
Yn (θ̄) denote the observation at iterate n if parameter value θ = θ̄ is used at
that time. (A1.9) is not a strong condition in view of the fact that θn → θ̄.
The use of assumptions (A1.3) and (A1.10) allows a “separation of labor”
and leads to a stronger result, because these assumptions can be shown to
hold under a wide variety of conditions. Condition (A1.10) will be dealt
with in Section 6.
(A1.8) There are random variables ξn taking values in a complete separable metric space Ξ (as above (A8.1.5)) and measurable functions gn (·) such
that
En Yn = gn (θn , ξn ),
where En is the expectation conditioned on the σ-algebra Fn that measures


{θ0 , Yi−1
, Yi−1
(θ̄), ξi , i ≤ n}.
(A1.9) Deﬁne δMn (θ̄) = Yn (θ̄) − En Yn (θ̄). Then for small ρ > 0, and any
sequence  → 0 and n → ∞ such that θn → θ̄ in probability,
#
#2
E #δMn − δMn (θ̄)# I{|θn −θ̄|≤ρ} → 0.
(A1.10) The sequence of processes W  (·) deﬁned on (−∞, ∞) by (1.6)
with δMn replaced by Yn (θ̄) converges weakly in Dr (−∞, ∞) to a Wiener
process W (·), with covariance matrix Σ2 .
(A1.11) gn (·, ξ) is continuously diﬀerentiable for each n, , and ξ, and can
be expanded as

gn (θ, ξ) = gn (θ̄, ξ) + [gn,θ
(θ̄, ξ)] (θ − θ̄) + [yn (θ, ξ)] (θ − θ̄),

(1.24a)

where
*
yn (θ, ξ) =

1

0

 


gn,θ (θ̄ + s(θ − θ̄), ξ) − gn,θ
(θ̄, ξ) ds,

(1.24b)

and if δn → 0 as  → 0 and n → ∞, then
E |yn (θn , ξn )| I{|θn −θ̄|≤δn } → 0
as  → 0 and n → ∞.

(1.24c)
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(A1.12) The set

(θ̄, ξn ); , n ≥ q }
{gn,θ

is uniformly integrable,

(1.25)

where q satisﬁes the condition above (1.6).
(A1.13) There is a Hurwitz matrix A such that
n+m−1

1    ,
En gi,θ (θ̄, ξi ) − A → 0
m i=n

(1.26)

in probability as  → 0 and n, m → ∞.
Theorem 1.3. Assume algorithm (1.23), (A1.1)–(A1.3), and (A1.8)–
(A1.13). Then the sequence {U  (·), W  (·)} converges weakly in Dr [0, ∞)
×Dr (−∞, ∞) to a limit denoted by (U (·), W (·)), which satisﬁes (1.7) where
W (·) is a Wiener processes with covariance matrix Σ2 , and U (·) is stationary.
Proof. The proof is the same as that of Theorem 1.1, except for the new
deﬁnition of W  (·) (owing to the use of Yn (θ̄)) and the replacement of
,
,
gn,θ
(θ̄) with gn,θ
(θ̄, ξ) in the process J ,M (·). Equation (1.8) still holds,
and (1.9) can be assumed for any T > 0 without loss of generality. Hence,
the Zn terms can still be omitted in the development.
Dropping the Zn terms, rewrite the algorithm in the expanded form:

= θn +  [gn (θn , ξn ) + δMn ]
θn+1


= θn +  gn (θ̄, ξn ) + [gn,θ
(θ̄, ξn )] (θn − θ̄)

+δMn + [yn (θn , ξn )] (θn − θ̄) .

(1.27)

Deﬁne δNn = δMn − δMn (θ̄), and recall that Yn (θ̄) = gn (θ̄, ξn ) + δMn (θ̄)
by the deﬁnition of δMn (θ̄). Now, repeating what was done in the proof
of Theorem 1.1, we√shift the time origin to the right by q and divide all
terms in (1.27) by . Again, for simplicity, we write n in lieu of n + q for
the subscripts of ξ  , g  , θ , δM  , and so on. Then
√
√

Un+1
= Un + AUn + Yn (θ̄) + δNn


(1.28)
,
+  gn,θ
(θ̄, ξn ) − A Un + [yn (θn , ξn )] Un .
Repeating the truncation procedure used in the proof of Theorem 1.1, we
have
√
√
,M
Un+1
= Un,M + AUn,M qM (Un,M ) + Yn (θ̄) + δNn
,
(1.29)
+[gn,θ
(θ̄, ξn ) − A]Un,M qM (Un,M )
+[yn (θn , ξn )] Un,M qM (Un,M ).
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By (A1.9), the sequence of processes deﬁned by
t/−1
√ 

δNi
i=0

converges weakly to the zero process. The sequence {W  (·)} is tight by
(A1.10) and the weak sense limit is a Wiener process. The sequence of
processes J ,M (·) deﬁned by


t/−1

J ,M (t) =



,
 gi,θ
(θ̄, ξi ) − A Ui,M qM (Ui,M )

i=0

is tight by the uniform integrability condition (A1.12). It will be shown that
it has the “zero process” as its limit. By these facts and the arguments
concerning tightness in the proof of Theorem 1.1, {U ,M (·)} is tight for
each M . The rest of the proof is as for Theorem 1.1.
We need only show that {J ,M (·)} converges weakly to the “zero
process”; this will also follow the method and terminology of the proof
of Theorem 1.1. We can write
t/∆ −1

J ,M (t) =


j=0

5

∆


1   ,
gi,θ (θ̄, ξi ) − A
n
,∆
i∈Ij

6

,M
,M
,M
,M
− Ujn
qM (Ujn
) + Ujn
qM (Ujn
) .




(1.30)
By the tightness of {U ,M (·)} and the continuity of the limit processes
U M (·), for each positive T ,
#
#
#
,M
,M #
sup sup #Ui,M qM (Ui,M ) − Ujn
q
(U
)
(1.31)
#
M
jn


×

Ui,M qM (Ui,M )

jn ≤T i∈I ,∆
j

is bounded and goes to zero in probability as  → 0. This fact and the
uniform integrability condition (A1.12) imply that the supt≤T of the terms
in (1.30) that contains the diﬀerence of the two U -terms goes to zero in
mean as  → 0. By (A1.12) and (A1.13), the remaining term goes to zero
in mean as  → 0. 2

10.2 Exogenous Noise: Decreasing Step Size
We continue to follow the approach taken in the previous section, by assuming the key tightness condition (A2.3), which will be dealt with further
in Sections 4 and 5.
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Martingale Diﬀerence Noise

We keep the basic structure of Subsection 1.1, with only the modiﬁcations
required due to the fact that n → 0. The algorithm is
θn+1 = ΠH (θn + n Yn )
and can be written in the expanded form
θn+1 = θn + n Yn + n Zn = θn + n gn (θn ) + n δMn + n Zn .

(2.1)

Except (A2.0), the following assumptions are essentially those of Section
1, with  dropped.
Assumptions.
(A2.0) Write (n /n+1 )1/2 = 1 + µn . Then either (a) or (b) holds:
(a) n = 1/n; then µn = 1/(2n) + o(n ).
(b) µn = o(n ).
(A2.1) {Yn I{|θn −θ̄|≤ρ} } is uniformly integrable for small ρ > 0.
(A2.2) For θ̄ an isolated stable point of the ODE θ̇ = ḡ(θ) in the interior
of H, {θn (·)} converges weakly to the process with constant value θ̄.
√
(A2.3) {(θn − θ̄)/ n } is tight.
(A2.4) En Yn = gn (θn ), where gn (·) is continuously diﬀerentiable for each
n, and can be expanded as

gn (θ) = gn (θ̄) + gn,θ
(θ̄)(θ − θ̄) + o(|θ − θ̄|),

where o(·) is uniform in n.
n+mt−1

1
(A2.5) lim √
gi (θ̄) = 0, where the limit is uniform on some
n,m
m i=n
bounded t-interval.

(A2.6) There is a Hurwitz matrix A such that
n+m−1

1   
gi,θ (θ̄) − A = 0,
n,m m
i=n

lim

and if (A2.0a) holds, then (A + I/2) is also a Hurwitz matrix.
(A2.7) For some p > 0 and small ρ > 0,
sup E|δMn |2+p I{|θn −θ̄|≤ρ} < ∞.
n

(2.2)
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There is a non-negative deﬁnite matrix Σ1 such that for small ρ > 0,


En δMn [δMn ] I{|θn −θ̄|≤ρ} → Σ1

(2.3)

in probability as n → ∞.
√
Deﬁnitions. Deﬁne Un = (θn − θ̄)/ n , and let U n (·) denote the piecewise
constant right continuous interpolation (with interpolation intervals {i })
of the sequence {Ui , i ≥ n} on [0, ∞). Deﬁne W n (·) on (−∞, ∞) by
m(tn +t)−1



W n (t) =

√

i=n
n−1


=−

i δMi , t ≥ 0

√

(2.4)
i δMi , t < 0.

i=m(tn +t)

Theorem 2.1. Assume algorithm (2.1) and (A2.0)–(A2.7). Then the sequence {U n (·), W n (·)} converges weakly in Dr [0, ∞) ×Dr (−∞, ∞) to a
limit denoted by (U (·), W (·)), where W (·) is a Wiener process with covariance matrix Σ1 and U (·) is stationary. Under (A2.0b), (1.7) holds. Under
(A2.0a), (1.7) is replaced by
* t
U (t) = U (0) +
(A + I/2)U (s)ds + W (t)
0
* t
e(A+I/2)(t−s) dW (s).
=

(2.5)

−∞

Proof. The proof is essentially that of Theorem 1.1, with minor modiﬁcations in the notation. As in Subsection 1.1 we can take Zn = 0 in the
analysis without loss of generality. It follows from the deﬁnitions of θn , Un ,
and yn (·) that
&1/2 

√ 
n AUn + n gn (θ̄) + δMn
n+1
n+1

 

+n gn,θ (θ̄) − A Un + n yn (θn )Un ,

%
Un+1 =

n

&1/2

%

Un +

n

(2.6)
where yn (θn ) satisﬁes yn (θn ) = o(θn − θ̄)/|θn − θ̄|, where the order of o(·)
is uniform in n. For each n, deﬁne the truncated process {Uin,M , i ≥ n}
analogously to what was done in Subsection 1.1; namely, Unn,M = Un and
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for i ≥ n,
)%
n,M
Ui+1

=

Uin,M

n

&1/2

+

− 1 Uin,M qM (Uin,M )
n+1
&1/2 
%

√ 
n
n AUin,M qM (Uin,M ) + n gn (θ̄) + δMn
+
n+1

 

+ n gn,θ
(θ̄) − A Uin,M qM (Uin,M ) + n yn (θn )Uin,M qM (Uin,M ) .
(2.7)
+

Let U n,M (·) denote the continuous parameter interpolation of {Uin,M , i ≥
n} on [0, ∞) with interpolation intervals {i , i ≥ n}. Under our conditions,
the tightness of {U n,M (·)} is evident for each ﬁxed M by the arguments
in the proof of Theorem 1.1. Now write (n /n+1 )1/2 = 1 + µn . The contribution to the limit (as n → ∞) of the term involving the µn times the
square bracketed term in (2.7) is the “zero process.” Suppose that (A2.0b)
holds. Then, the second term on the right of the equality sign of (2.7) is
Uin,M o(n )qM (Uin,M ). Due to the o(n ) component, its contribution to the
weak sense limit of {U n,M (·)} is the “zero process.” Now suppose (A2.0a).
Then the second term on the right of the equal sign of (2.7) is essentially
Uin,M qM (Uin,M )i /2. The rest of the proof closely parallels the arguments
used for Theorem 1.1 and is omitted. 2

10.2.2

Optimal Step Size Sequence

From a formal point of view, for large n the mean square error E[θn −
θ̄][θn − θ̄] is n times the stationary covariance of U (t) and is minimized
by using n = 1/n, among the choices in (A2.0). This is an asymptotic
result. It is a useful guide to practice, but letting the step size decrease
too fast can lead to problems with nonrobustness and slower convergence
in practice, because the eﬀects of large noise values early in the procedure
might be hard to overcome in a reasonable period of time. It will be seen
in the next chapter that the eﬀective rate O(1/n) for the squared error can
be achieved by iterate averaging, while letting the step size decrease more
slowly than 1/n in the sense that nn → ∞. (See also the comments on
observation averaging in Subsection 1.3.4.)
Let Σ denote the covariance matrix of the driving Wiener process. Using
Theorem 2.1 as a guide, let us choose n = K/n where K is a nonsingular
matrix, and determine the best K. [The interpolation intervals will always
be {1/n}.] The matrix K can be absorbed into the function gn (·) and
the matrix Σ, so that the A and Σ are replaced with KA and KΣK  ,
respectively. Then the limit U (·) satisﬁes
%
dU =

I
KA +
2

&

1

U dt + KΣ 2 dw,
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where w(·) is a standard Wiener process (i.e., the covariance matrix is the
identity). The stationary covariance is
* ∞


e(KA+I/2)t KΣK  e(A K +I/2)t dt.
0

The trace of this matrix is minimized by choosing K = −A−1 , which yields
the asymptotically optimal covariance
A−1 Σ(A−1 ) .

10.2.3

(2.7a)

Correlated Noise

The algorithm is (1.23) with n → 0 and can be written as
θn+1 = ΠH (θn + n Yn )
= θn + n Yn + n Zn
= θn + n gn (θn , ξn ) + n δMn + n Zn .

(2.8)

Assumptions. Assumptions (A2.0)–(A2.3) will continue to be used. Following the approach of Subsection 1.2, let Yn (θ̄) denote the observation at
iterate n if θ = θ̄ is the parameter value used at that time.
(A2.8) There are measurable functions gn (·) such that
En Yn = gn (θn , ξn ),
where En is the expectation conditioned on the σ-algebra Fn that measures
{θ0 , Yi−1 , Yi−1 (θ̄), ξi , i ≤ n}.
(A2.9) Deﬁne δMn (θ̄) = Yn (θ̄)−En Yn (θ̄). Then for small ρ > 0, as n → ∞,
#
#2
E #δMn − δMn (θ̄)# I{|θn −θ̄|≤ρ} → 0.
(A2.10) The sequence of processes W n (·) deﬁned on (−∞, ∞) by (2.4)
with δMn replaced by Yn (θ̄) converges weakly in Dr (−∞, ∞) to a Wiener
process W (·), with covariance matrix Σ2 .
(A2.11) gn (·, ξ) is continuously diﬀerentiable for each n and ξ, can be
expanded as

(θ̄, ξ)(θ − θ̄) + yn (θ, ξ)(θ − θ̄),
gn (θ, ξ) = gn (θ̄, ξ) + gn,θ

(2.9a)

where
*
yn (θ, ξ) =

0

1



gn,θ (θ̄ + s(θ − θ̄), ξ) − gn,θ (θ̄, ξ) ds,

(2.9b)
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and if δn → 0 and ρ > 0 is small, then
lim E |yn (θn , ξn )| I{|θn −θ̄|≤δn } = 0.
n

(2.9c)

(A2.12) {gn,θ (θ̄, ξn )} is uniformly integrable.
(A2.13) There is a Hurwitz matrix A such that
n+m−1
 

1 
En gi,θ
(θ̄, ξi ) − A → 0
m i=n

(2.10)

in probability as n, m → ∞. Under (A2.0a), (A + I/2) is also a Hurwitz
matrix.
The proof of the following theorem simply requires the analogs of the
changes in the proof of Theorem 2.1 that were required to go from Theorem
1.1 to Theorem 2.1.
Theorem 2.2. Assume algorithm (2.8), conditions (A2.0)–(A2.3), and
(A2.8)–(A2.13). Then the conclusions of Theorem 2.1 hold, where W (·)
is a Wiener processes with covariance matrix Σ2 .

10.3 Kiefer–Wolfowitz Algorithm
10.3.1

Martingale Diﬀerence Noise

Let 0 < cn → 0 be the ﬁnite diﬀerence intervals, and let ei denote the
unit vector in the ith coordinate direction. The basic Kiefer–Wolfowitz
algorithm of (8.3.1) will be used; namely,
%
&
Y − − Yn+
Y − − Yn+
θn+1 = ΠH θn + n n
= θn + n n
+ n Zn ,
(3.1)
2cn
2cn
±
±
±
where Yn± = (Yn,1
, . . . , Yn,r
). The Yn,i
are the observations at time n at
the parameter values θn ± ei cn , i = 1, . . . , r. It is supposed that n → 0,
because otherwise it cannot be assumed that cn → 0. The set {Yn± } will
be assumed to be uniformly integrable. We ﬁrst consider the case of twosided diﬀerences, since it has a better convergence rate than the one-sided
case. The result for the one-sided diﬀerence case will be discussed after the
theorem is presented.
±
±
±
−
+
−
Deﬁne δMn,i
= Yn,i
− En Yn,i
and δMn = (δMn,1
− δMn,1
, . . . , δMn,r
−
γ
α
+
Mn,r ). We consider the classical cases n = 1/n , cn = c/n , and 0 < α <
γ ≤ 1. Deﬁne Un = (θn −θ̄)nβ , where β satisﬁes β = 2α, and β+α−γ/2 = 0.
Thus, α = γ/6. Other choices of (α, γ) result in a lower rate of convergence.
Let U n (·) denote the right continuous piecewise constant interpolation of
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{Ui , i ≥ n} with interpolation intervals {i , i ≥ n}, and deﬁne W n (·) by
(2.4) but with the current deﬁnition of δMn used.
Assumptions. Criteria for (A3.2) will be given in Sections 4 and 5.
(A3.1) {Yn± I{|θn −θ̄|≤ρ} } is uniformly integrable for small ρ > 0.
(A3.2) {Un } is tight.
±
(A3.3) There are measurable functions gn,i (·) such that En Yn,i
= gn,i (θn ±
ei cn ) where the partial derivatives of gn,i (·) up to order three are continuous. Deﬁne gn (·) = (gn,1 (·), . . . , gn,r (·)).

(A3.4) Deﬁne Bn (θ) = (Bn,1 (θ), . . . , Bn,r (θ)), where Bn,i (θ)
gn,i,θi θi θi (θ)/(3!). There is a B(θ̄) such that

=

n+m−1

1  
Bi (θ̄) − B(θ̄) = 0.
n,m m
i=n

lim

(A3.5) Deﬁne γn,i (·) = gn,i,θi (·) and γn (·) = (γn,1 (·), . . . , γn,r (·)). Let
lim 2/3
n

n,m

n+mt−1


γi (θ̄) = 0,

i=n

where the limit is uniform on some bounded t-interval, and

(θ̄)(θ − θ̄) + o(θ − θ̄),
γn (θ) = γn (θ̄) + γn,θ

where the order of o(·) is uniform in n and {γi (θ̄), γi,θ (θ̄)} is bounded.
There is a Hurwitz matrix A such that
n+m−1

1   
γi,θ (θ̄) + A = 0.
n,m m
i=n

lim

(3.2)

If n = 1/n, then A + βI is also a Hurwitz matrix, where β = 2α = γ/3.
Remark on (A3.5). In many applications, gn (·) does not depend on n,
and then (A3.4) and (A3.5) always hold. In the classical case when the
Kiefer–Wolfowitz procedure is used for the minimization of a real-valued
±
function f (·) and the observations take the form f (θn ± ei cn ) + δMn,i
,i =
1, . . . , r, we have gn,i (·) = f (·) for all i and n, γn (·) = fθ (·), and the matrix
A is −fθθ (θ̄).
Theorem 3.1. Assume algorithm (3.1), and conditions (A2.2), (A2.7),
and (A3.1)–(A3.5). If γ < 1, then (U n (·), W n (·)) converges weakly in

10.3 Kiefer–Wolfowitz Algorithm

335

Dr [0, ∞)×Dr (−∞, ∞) to (U (·), W (·)), where U (·) is the stationary process
deﬁned by
*
t

U (t) =
−∞

or

eA(t−s) [dW (s)/(2c) − c2 B(θ̄)ds]

dU = AU dt − c2 B(θ̄)dt + dW/(2c),

(3.3a)
(3.3b)

and W (·) is a Wiener process with covariance matrix Σ1 . If γ = 1, replace
A with A + βI in (3.3).
Proof. As in Theorem 1.1, we can drop the term Zn and suppose without
loss of generality that |θn − θ̄| ≤ µ for any small µ > 0. Now, write (3.1) in
terms of its components as


gn,i (θn − ei cn ) − gn,i (θn + ei cn )
δMn,i
+ n
,
θn+1,i = θn,i + n
2cn
2cn
i = 1, . . . , r. Expanding the bracketed ﬁnite diﬀerence ratio yields
gn,i,θi θi θi (θn )c2n
+ o(c2n ).
3!
Note that the second-order terms do not show up owing to the use of
central ﬁnite diﬀerences. Now use the deﬁnition of the function γn (·) and
its expansion in (A3.5) to rewrite the algorithm as
 

θn+1 = θn + n −γn,θ
(θ̄)(θn − θ̄) − Bn (θn )c2n


(3.4)
δMn
2
.
+n −γn (θ̄) + o(θn − θ̄) + o(cn ) +
2cn
−gn,i,θi (θn ) −

Subtract θ̄ from both sides of (3.4), multiply both sides by (n + 1)β , and
use the deﬁnition of Un and the fact that (n + 1)β /nβ = 1 + β/n + o(n )
to get
%
&
(n + 1)β 
β
γn,θ (θ̄)Un
Un+1 = 1 + + o(n ) Un − n
n
nβ
(n + 1)β 2
− n
c Bn (θn ) − n (n + 1)β γn (θ̄)
n2α
(3.5)
o(|θn − θ̄|)
|Un | + n (n + 1)β o(c2n )
+ n
|θn − θ̄|
√ nα (n + 1)β
δMn .
+ n
2cnγ/2
It is clear from this equation that if there is weak convergence, we need
β − 2α ≤ 0 and β + α − γ/2 ≤ 0. The largest value of β is obtained, with
equality replacing the inequality, and such a β will be used in the sequel.
Thus, we can write
&
%
√ δMn
β

Un − n γn,θ
+ n ρn , (3.6)
(θ̄)Un − n c2 Bn (θ̄) + n
Un+1 = 1 +
n
2c
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where ρn represents the “other” terms in (3.5). The contribution of the ρn
terms to the limit is zero. The expression (3.6) is of the same form as used
in Theorem 2.1, and the proof of that theorem yields this one. 2
One-sided ﬁnite diﬀerences. For the one-sided ﬁnite diﬀerence case, at
the nth iteration an observation is taken at θn and at the points θn +
cn ei , i = 1, . . . , r. Write the algorithm as
%
&
Yn
θn+1 = ΠH θn − n
,
(3.7)
cn
where Yn = (Yn,1 − Yn,0 , . . . , Yn,r − Yn,0 ). The Yn,i are the observations at
θn + cn ei and Yn,0 is the observation at θn . For the sake of simplicity, we
consider the classical case where, for a smooth enough real-valued function
f (·), En Yn,i = f (θn + cn ei ), En Yn,0 = f (θn ), and fθ (θ̄) = 0. Deﬁne δMn =
Yn − En Yn . The algorithm can be written as


f (θn + cn ei ) − f (θn )
δMn,i
θn+1,i = θn,i − n
+ n
+ n Zn,i .
(3.8)
cn
cn
Note that the martingale diﬀerence δMn in (3.8) is not the same as that for
the algorithm (3.1) and will generally have a diﬀerent covariance, because
there is one observation common to all the iterates.
The following assumptions will be used. The partial derivatives of f (·)
up to order two are continuous. Let n = 1/nγ , cn = c/nα , where α, β,
and γ satisfy β + α = γ/2 and β = α. Let A = −fθθ (θ̄) be negative
deﬁnite, and if γ = 1, let A + βI also be negative deﬁnite. Suppose that,
for small ρ > 0 the set {Yn,i I{|θn −θ̄|≤ρ} ; i = 0, . . . r, n > 0} is uniformly
integrable and let (A2.2) and (A2.7) hold. Finally, suppose that {Un } is
 θ̄) = (B
1 (θ̄), . . . , B
r (θ̄)), where
tight, where Un = nβ (θn − θ̄). Deﬁne B(

Bi (θ) = fθi θi (θ)/2. The best values are β = γ/4 for the one-sided case
vs. β = γ/3 for the two-sided case. Thus, the two-sided case has a faster
convergence rate.
Theorem 3.2. Assume the conditions listed above and deﬁne U n (·) as
in Theorem 3.1 and W n (·) as in (2.4), but with the current deﬁnitions
of {Un , δMn } used. Then (U n (·), W n (·)) converges weakly in Dr [0, ∞) ×
Dr (−∞, ∞) to (U (·), W (·)) satisfying
 θ̄)dt + dW/c,
dU = AU dt − cB(

(3.9)

where W (·) is a Wiener process with covariance Σ1 . The process U (·) is
stationary. If γ = 1, then A + βI replaces A in (3.9).
Remark on the proof. The proof is the same as that of Theorem 3.1.
Dropping the Zn term, the form (3.8) can be written as


1
δMn,i
θn+1,i = θn,i + n −fθi (θn ) − fθi θi (θn )cn + o(cn ) +
.
2
cn
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Subtracting θ̄ from both sides, writing
fθ (θ) = fθθ (θ̄)(θ − θ̄) + o(θ − θ̄),
and multiplying all terms by (n + 1)β yields


&
(n + 1)β
β
nβ

−f
(
θ̄)U
−
B(
θ̄)c
+ o(n ) Un + n
θθ
n
n
nβ
nα
β
α
√ (n + 1) n δMn
+ n
+ n ρn ,
c
nγ/2
%

Un+1 =

I+

where the asymptotic contribution of the ρn is zero. The best value of β
satisﬁes β = α and β + α = γ/2. The rest of the proof is the same as that
for the Robbins–Monro case.

10.3.2

Correlated Noise

Occasionally, Kiefer–Wolfowitz algorithms arise where the noise is correlated from iterate to iterate. The analysis depends on how the noise enters
the algorithm. The form assumed in (8.3.2) is reasonably broad and illustrates a general approach to the proof. In fact, the proof is quite similar to
what was done for the Robbins–Monro procedure when the noise is correlated. As for the previous cases, in the interest of simplicity of development
and breadth of the result, it is convenient to divide and specialize the work,
by making the general assumptions concerning the weak convergence of the
appropriate form of W n (·) and the tightness of {U n (·)}. These will be returned to later in this chapter.
We use the algorithm in the expanded form coming from (8.3.2) and use
two-sided diﬀerence intervals. Thus, we suppose that the algorithm can be
represented in the form
θn+1 = θn + n gn (θn , ξn ) − n B(θn )c2n + n o(c2n )
n
n
+
δMn +
gn (θn , ξn ) + n Zn .
2cn
2cn

(3.10)

Assumptions. Note that the gn (·) used here is not the same as that used
in Subsection 3.1. Suppose that B(·) is continuous and that gn (·) is twice
continuously diﬀerentiable in θ for each ξ and can be written in the form

gn (θ, ξn ) = gn (θ̄, ξn ) + gn,θ
(θ̄, ξn )(θ − θ̄) + yn |θ − θ̄|2 ,

(3.11)

where for small ρ > 0,
sup E|yn |2 I{|θn −θ̄|≤ρ} < ∞.
n

(3.12)
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Suppose that the sequence of processes deﬁned by
m(tn +t)−1

W n (t) =




√ 
i gi (θ̄, ξi ) + δMn (θ̄)

(3.13)

i=n

converges weakly to a Wiener process W (·), where δMn (θ) is the martingale
diﬀerence at iterate n if the parameter value θ is used at that time.
For T > 0 and n ≤ i ≤ m(tn + T ), deﬁne the sums
m(tn +T )−1

Γni

=


j=i

m(tn +T )−1

Ei gj (θ̄, ξj ),

Λni

=




Ei gj,θ
(θ̄, ξj ),

(3.14)

j=i

and suppose that for each T > 0,


sup
sup
E |Λni |2 + |Γni |2 < ∞,
n n≤i≤m(tn +T )


sup
sup
E |gi (θ̄, ξi )|2 + |gi,θ (θ̄, ξi )|2 + |δMi (θ̄)|2 < ∞.

(3.15)

n n≤i≤m(tn +T )

Theorem 3.3. Assume the conditions and the algorithm form listed above
and let n , cn , α, β, and γ be as in Theorem 3.1. Set Un = nβ (θn − θ̄).
Assume (A2.2), (A2.9), (A2.11), (A2.13), and (A3.2). Then the conclusions
of Theorem 3.1 hold for {U n (·), W n (·)}.
Outline of proof. Drop the term n Zn as in Theorems 2.1 and 3.1, and
rewrite the algorithm in expanded form as



θn+1 = θn + n gn (θ̄, ξn ) + gn,θ
(θ̄, ξn )(θn − θ̄)
n
+ n yn (θn , ξn )(θn − θ̄) − n B(θn )c2n + n o(c2n ) +
δMn (3.16)
2c
n
n 

2
gn (θ̄, ξn ) + gn,θ (θ̄, ξn )(θn − θ̄) + yn |θn − θ̄| ,
+
2cn
where yn (·) is deﬁned in (A2.11). Subtracting θ̄ from both sides of (3.16),
multiplying both sides by (n + 1)β = nβ (1 + β/n + o(1/n)), and dropping
the clearly negligible terms (while retaining the less obviously negligible
terms) yields
%
&
β
Un+1 = 1 + + o(n ) Un + n AUn − n c2 B(θ̄)
√n
√
n
n
gn (θ̄, ξn ) +
δMn (θ̄)
+
2c
2c
√
 


n 
(3.17)
δMn − δMn (θ̄) + n gn,θ
+
(θ̄, ξn ) − A Un
2c
O(n )
+ γ/6 yn |Un |2 + n yn (θn , ξn )Un
n
√
√
n
n 
+ γ/6 gn (θ̄, ξn ) +
g (θ̄, ξn )Un .
n
2cnγ/3 n,θ
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In proving tightness and weak convergence, one uses the M -truncated iterate UnM as in Theorems 1.1 and 2.1. It can then be shown that the terms
in the third and fourth lines contribute nothing to the limit, and are not
an impediment to proving tightness. The main diﬃculty comes from the
terms on the last line. One needs to show that they contribute nothing to
the limit. In other words, one needs to show that the processes
√

m(tn +t)−1

Gn (t) =



i=n
m(tn +t)−1

H n (t) =


i=n

i
gi (θ̄, ξi ),
γ/6
i
√

i 
gi,θ (θ̄, ξi )Ui
γ/3
i

converge weakly to the “zero process,” as n → ∞.
A perturbed state argument can be used for this, analogously to the
arguments used in Theorems 8.3.2 and 6.1 in Section 6, although other
methods (such as laws of large numbers or rate of growth conditions) might
also be used. Deﬁne the sums
i−1 √

j
=
g (θ̄, ξj ),
γ/6 j
j
j=n
i−1 √

j 
n
g (θ̄, ξj )Uj .
Hi =
γ/3 j,θ
j
j=n

Gni

Deﬁne the perturbations
√
δGni =

√

i

Γn ,
iγ/6 i

δHin =

i n
Λi Ui ,
γ/3
i

where Γni and Λni are given in (3.14), and the perturbed variables
Gni = Gni + δGni ,

Hin = Hin + δHin .

The condition (3.15) implies that
1
lim P
n

sup
n≤i≤m(tn +T )

2
|δGni |

≥µ

=0

for any µ > 0 and T > 0, and similarly for δHin . Thus, it is enough to show
the desired result for the perturbed variables. The quantities


sup
|Gni | + |Hin |
n≤i≤m(tn +T )

are not a priori guaranteed to be bounded in probability uniformly in n for
each T . Nevertheless, a truncation argument (as in Theorem 1.1) can be
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used to circumvent this diﬃculty, if necessary. Similarly we can truncate
Un where needed.
Now assuming the boundedness of Gni , Hin and Un , a direct computation
using (3.15) yields that, for n ≤ i ≤ m(tn + T ),


Ei Gni+1 − Gni = o(i )qin ,
where {|qin |; i, n} is uniformly integrable, with a similar result for Hin . Then
an application of Theorem 7.4.3 and the arbitrariness of T yields that the
piecewise constant interpolations of Gni and Hin , with intervals {i , i ≥ n},
converge to the zero process as n → ∞, for each T > 0. Hence, Gn (·) and
H n (·) converge to the zero process. With this given, the rest of the proof
is the same as that of Theorem 2.2. 2
Random bias terms. In Theorem 3.3, we assumed that the functions
Bn (·) are not random. This can easily be weakened. Replace Bn (θn ) with
Bn (θn , ξn ), and suppose that the set
{Bn (θn , ξn ), Bn (θ̄, ξn )}
is uniformly integrable. Let
lim E|Bn (θn , ξn ) − Bn (θ̄, ξn )| = 0,
n

and suppose that there is a B(θ̄) such that, as n, m → ∞,
n+m−1


1 
En Bi (θ̄, ξi ) − B(θ̄) → 0,
m i=n

in probability. Then Theorem 3.3 continues to hold.

10.4 Tightness of the Normalized Iterates:
Decreasing Step Size, W.P.1 Convergence
In this section, the tightness (A2.3) will be proved for algorithm (2.1) under the assumption that θn → θ̄ with probability one. The proofs are of
the stability type and use various forms of “local” Liapunov functions. To
facilitate the understanding of the basic ideas, we start with the simple
case where the noise is just a martingale diﬀerence.

10.4.1

Martingale Diﬀerence Noise:
Robbins–Monro Algorithm

The following assumptions will be used.
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(A4.1) There is a θ̄ in the interior of the constraint set H such that θn → θ̄
with probability one.
(A4.2) For small ρ > 0, {Yn I{|θn −θ̄|≤ρ} } is uniformly integrable, and there
is a function ḡ(·) such that for |θn − θ̄| ≤ ρ
En Yn = ḡ(θn ).

(4.1)

(A4.3) There is a 0 < K < ∞ such that for small ρ > 0,
sup En |Yn |2 I{|θn −θ̄|≤ρ} ≤ K w.p.1.

(4.2)

n

(A4.4) There is a Hurwitz matrix A such that
ḡ(θ) = A(θ − θ̄) + o(|θ − θ̄|).

(4.3)

Remark. By the stability theory of ordinary diﬀerential equations, for any
symmetric, positive deﬁnite matrix C and Hurwitz matrix A, the Liapunov
equation
A P + P A = −C
(4.4)
has a unique symmetric and positive deﬁnite solution P. Let the positive
deﬁnite symmetric pair (P, C) satisfy (4.4), and let λ denote the largest
positive number such that C ≥ λP. The proof of the next theorem uses the
Liapunov function V (θ) = (θ − θ̄) P (θ − θ̄). Finally, a condition on the step
size sequence is needed.
(A4.5) Either
n = 1/n and λ > 1,

(4.5a)

or n → 0, and for each T > 0
lim inf
n

min

n≥i≥m(tn −T )

n
= 1.
i

(4.5b)

Remarks on the conditions. (A4.2) will be relaxed in the next subsection. Suppose that there is a real-valued twice continuously diﬀerentiable function f (·) such that ḡ(θ) = −fθ (θ) and that the Hessian matrix
A = −fθθ (θ̄) is negative deﬁnite. Letting P = I, the identity matrix, we
have C = −(A + A) = −2A. Then the condition on λ > 1 in (4.5a) is just
that the smallest eigenvalue of −A is larger than 1/2. If n = K/n for a
positive deﬁnite matrix K (that is absorbed into ḡ(·)), then λ > 1 for large
enough K. The requirement that λ > 1 in (4.5a) is consistent with the
requirement in (A2.6) that (A + I/2) be a Hurwitz matrix, when n = 1/n.
Condition (4.5b) holds if n = 1/nγ , for γ ∈ (0, 1).
Theorem 4.1. The tightness condition (A2.3) holds under (A4.1)–(A4.5).
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Proof. Since θn → θ̄, and θ̄ is in the interior of H, we can suppose that
Zn = 0 without loss of generality. Let θ̄ = 0 for notational simplicity. To
√
prove the tightness we need to verify (7.3.3b) for θn / n replacing An ;
namely, that for each small µ > 0, there are ﬁnite Mµ and Kµ such that
,
|θn |
P √ ≥ Kµ ≤ µ, for n ≥ Mµ .
n
Let ρ > 0 be small enough. Since θn → θ̄ = 0 with probability one, given
any small ν > 0, there is an Nν,ρ such that |θn | ≤ ρ for n ≥ Nν,ρ with
probability ≥ 1 − ν. By modifying the processes on a set of probability
at most ν, we can suppose that |θn | ≤ ρ for n ≥ Nν,ρ and that all the
assumptions
continue to hold. Denote the modiﬁed process by {θnν }. If
√
{θnν / n } is shown to be tight for each ρ > 0, µ > 0, then the original
sequence {Un } is tight. Thus for the purposes of the tightness proof, and
by shifting the time origin if needed, it can be supposed without loss of
generality that |θn | ≤ ρ for all n for the original process, where ρ > 0 is
arbitrarily small.
Owing to the quadratic form of V (θ) = θ P θ and (A4.2),
En V (θn+1 ) − V (θn ) = 2n θn P ḡ(θn ) + O(2n )En |Yn |2 .

(4.6)

Using the expansion (4.3), (A4.3), and the fact that we can suppose that
|θn | ≤ ρ for arbitrarily small ρ > 0, it is seen that the right side of (4.6) is
2n θn P Aθn + O(n )|θn |o(|θn |) + O(2n ).
Noting that θ P Aθ = θ A P θ and 2θ P Aθ = θ (P A + A P )θ = −θ Cθ ≤
−λθ P θ, we have
En V (θn+1 ) − V (θn ) ≤ −λ1 n V (θn ) + O(2n ),
where 0 < λ1 < λ. By taking ρ small enough, it can be supposed that λ1
is arbitrarily close to λ. Thus, there is a real number K1 such that for all
m ≥ 0,
EV (θm+1 ) ≤

m


(1 − λ1 i )EV (θ0 ) + K1

i=0

m 
m


(1 − λ1 j )2i .

(4.7)

i=0 j=i+1

We need to show that the right side of (4.7) is of the order of m for m ≥ 0.
It will be shown that each of the two terms on the right side of (4.7) is
of the correct order. To simplify the notation in the development, suppose
(without loss of generality, since we can shift the time origin) that λ1 i < 1
for all i. For the ﬁrst term on the right of (4.7), it is suﬃcient to work with
the approximation
m−1

i = e−λ1 tm
exp −λ1
i=0
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and to show that it is O(m ). Equivalently, we can let m in (4.7) be m =
m(τ ) − 1, work with
m(τ )−1

(1 − λ1 i ),
i=0

and show that its exponential approximation satisﬁes
e−λ1 tm(τ ) = e−λ1 τ = O(m(τ ) ).

(4.8)

By the order relation (4.8), we mean that the ratio of the left side to m(τ )
is bounded in τ.
For m = m(τ ) − 1, the second term on the right side of (4.7) can be
approximated by the left side of (4.9), and it is suﬃcient to show that
* τ
e−λ1 (τ −s) m(s) ds = O(m(τ ) ).
(4.9)
0

Consider case (4.5a), under which m(τ ) is of the order of e−τ , and we can
suppose that λ1 > 1. Then, using λ1 > 1, the left side of (4.8) is o(m(τ ) )
and the left side of (4.9) is O(m(τ ) ).
Now, consider case (4.5b), ﬁx T > 0, and (without loss of generality)
work with τ that are integral multiples of T . Write the left side of (4.9) as
τ /T −1



e−kλ1 T

*

τ −kT

τ −kT −T

k=0

e−λ1 (τ −kT −s) m(s) ds.

(4.10)

Given small κ > 0 satisfying (1 + κ) < eλ1 T , suppose that the time origin
is shifted enough so that we can suppose that (A4.5b) implies that
n
1
≥
1+κ
n≥i≥m(tn −T ) i
min

for all n. Then
i ≤ m(τ ) (1 + κ)k , for τ − ti ∈ [kT − T, kT ].

(4.11)

Using (4.11) and successively approximating the right-hand side of (4.10),
we obtain the following upper bound:
τ /T
1  −λ1 kT
e
(1 + κ)k+1 m(τ ) .
λ1
k=0

This is of the order of m(τ ) , since (1 + κ) < eλ1 T .
The demonstration that the left side of (4.8) is O(m(τ ) ) uses the fact
that m(τ ) ≥ O(1)/(1 + κ)τ /T ≥ O(1)e−λ1 τ . 2
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Correlated Noise

In all the correlated noise cases, En , Fn , and ξn are as deﬁned in Subsection
8.2.3 (equivalently, in (A2.8)). We will use the following assumptions.
(A4.6) For small ρ > 0, {Yi I{|θn −θ̄n |≤ρ} } is uniformly integrable, and there
are measurable functions gn (·) such that, for |θn − θ̄n | ≤ ρ,
En Yn = gn (θn , ξn ).

(4.12)

(A4.7) gn (θ, ξ) can be expanded as

gn (θ, ξ) = gn (θ̄, ξ) + gn,θ
(θ̄, ξ)(θ − θ̄) + yn (θ, ξ)(θ − θ̄),

where

*
yn (θ, ξ) =

1



gn,θ (θ̄ + s(θ − θ̄), ξ) − gn,θ (θ̄, ξ) ds,

0

(4.13)

(4.14)

and
yn (θ, ξ) → 0

(4.15)

uniformly in (n, ξ) as θ − θ̄ → 0.
(A4.8) There is a 0 < K < ∞ such that for small ρ > 0,
E|Yn |2 I{|θn −θ̄|≤ρ} ≤ K < ∞.

(4.16)

Note that (4.16) uses E instead of En as in (A4.3). Recall the deﬁnition
4i
Π(n, i) = j=n (1 − j ). Deﬁne the “discounted” sequences
Λdn

=

∞


i Π(n + 1, i)En gi (θ̄, ξi ),

(4.17)

 

i Π(n + 1, i)En gi,θ
(θ̄, ξi ) − A ,

(4.18)

i=n

Γdn

=

∞

i=n

where A is a Hurwitz matrix, which plays the same role as the matrix A
in Theorem 4.1.
(A4.9) For small ρ > 0,
sup E|Λdn+1 | (1 + |Yn |) I{|θn −θ̄|≤ρ} /n < ∞,

(4.19)



sup E|Γdn+1 | 1 + |Yn | + |Yn |2 I{|θn −θ̄|≤ρ} /n < ∞.

(4.20)

n

n

Remark on (4.15). Condition (4.15) will hold for the “linear” or “bilinear” algorithms of Chapter 3, where yn (θ, ξ) = 0. It will also hold if the
functions gn (·) have uniformly (in n, ξ) bounded second-order θ-derivatives
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in a neighborhood of θ̄, or if the derivatives gn,θ (·, ξ) are continuous in θ
in a small neighborhood of θ̄, uniformly in ξ. The condition also holds if
the noise is only a martingale diﬀerence, since then ξ does not appear in
(4.12) and gn,θ (·) is continuous in a neighborhood of θ̄. Thus, Theorem 4.2
generalizes Theorem 4.1 for the martingale diﬀerence noise case.
Theorem 4.2. Let P , C be symmetric, positive deﬁnite matrices satisfying
(4.4) for the matrix A of (4.18), and let λ be the largest positive number
such that C ≥ λP . Assume (A4.1) and (A4.5)–(A4.9). Then (A2.3) holds.
Proof. Let θ̄ = 0 for notational simplicity. Again, without loss of generality,
we can suppose that Zn = 0. A perturbed Liapunov function method will
be used. Using the Liapunov function V (θ) = θ P θ yields
En V (θn+1 ) − V (θn ) = 2n θn P gn (θn , ξn ) + O(2n )En |Yn |2 .
As in the previous proof, for any small ρ > 0 we can suppose without loss
of generality that |θn | ≤ ρ for all n, and shift the origin such that n
1
for all n. Rewrite the right side as
2n θn P Aθn + O(2n )En |Yn |2 + O(n )|θn |2 |yn (θn , ξn )|
 

+ 2n θn P gn,θ
(0, ξn ) − A θn + 2n θn P gn (0, ξn ).

(4.21)

Given ρ > 0, deﬁne ρ1 by
sup
n,ω,|θ|≤ρ

|yn (θ, ξn )| = ρ1 .

By (4.15), ρ1 → 0 as ρ → 0. Thus, the term O(n )|θn |2 |yn (θn , ξn )| in (4.21)
is bounded above by O(n )ρ1 |θn |2 , where ρ1 can be assumed to be as small
as needed.
The second term of (4.21) will be easy to handle. The last two terms
are more diﬃcult to treat due to the correlation in the noise. They will be
treated with the perturbed Liapunov function deﬁned by
Vn (θn ) = V (θn ) + 2θn P Γdn θn + 2θn P Λdn = V (θn ) + δVn (θn ).
The perturbation is small in the sense of (4.19) and (4.20). The perturbation
component 2θn P Γdn θn is used to cancel the term
 

2n θn P gn,θ
(0, ξn ) − A θn
in (4.21) and the component 2θn P Λdn is used to cancel the term
2n θn P gn (0, ξn ).
By expanding En δVn+1 (θn+1 ) − δVn (θn ), the negative of the last two
terms of (4.21) appear. Thus, by expanding En Vn+1 (θn+1 ) − Vn (θn ) and
canceling terms where possible, we can write
En Vn+1 (θn+1 ) − Vn (θn ) = 2n θn P Aθn + error term,

(4.22)
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where the error term can be written as
O(2n )En |Yn |2 + ρ1 O(n )|θn |2
#
#

+ O(n+1 )|θn |2 |En Γdn+1 | + En #Γdn+1 # O(n )|θn ||Yn | + O(2n )|Yn |2
+ O(n+1 )|En Λdn+1 ||θn | + En O(n )|Yn ||Λdn+1 |.
Now taking expectations, bound the ﬁrst component of the error term by
using (4.16); bound the second component by using the fact that ρ1 is
arbitrarily small; bound the last two lines by using (4.19) and (4.20) and
the assumed small bounds on the θn . The bounds and (4.4) yield
EVn+1 (θn+1 ) − EVn (θn ) ≤ −n Eθn Cθn + λp n E|θn |2 + O(2n ),

(4.23)

where λp → 0 as ρ → 0. Thus, for λ1 < λ but arbitrarily close to it, we can
write
EVn+1 (θn+1 ) ≤ (1 − n λ1 )EVn (θn ) + O(2n ).
(4.24)
With (4.24) in hand, the proof in Theorem 4.1 implies that EVn (θn ) ≤
O(n ) for large n. Thus, for large n


EV (θn ) + 2E θn P Γdn θn + θn P Λdn ≤ O(n ).
(4.25)
Using the fact that |θn | ≤ ρ, where ρ is small, (4.19) and (4.20) imply
that E|θn P Γdn θn + θn P Λdn | = O(n ). Thus, (4.25) yields that EV (θn ) =
Eθn P θn = O(n ), which implies (A2.3). 2

10.4.3

Kiefer–Wolfowitz Algorithm

Martingale diﬀerence noise. The algorithm (3.1) (equivalently, (3.4))
will be used. The result for the one-sided diﬀerence procedure of Theorem
3.2 is proved in a similar way. The following assumptions will be needed.
If γn (θ̄) does not depend on n and γθ (θ̄) is a Hurwitz matrix, then Γdn and
Λdn are not needed.
(A4.10) n = 1/nγ , cn = c/nα , 0 < γ ≤ 1. Let α, β, and γ satisfy β = 2α,
β + α = γ/2.
(A4.11) For small ρ > 0,


sup E |Bn (θn )| + |Yn± |2 I{|θn −θ̄|≤ρ} < ∞.
n

(A4.12) There is a Hurwitz matrix A such that
Γdn = −

∞

i=n

 

i Π(n + 1, i) γi,θ
(θ̄) + A = O(n ).
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If γ = 1, then A + βI is also a Hurwitz matrix. In addition,
Λdn = −

∞


2/3

i Π(n + 1, i)γi (θ̄) = O(2/3
n ).

i=n

Theorem 4.3. Assume (A3.3), the expansion of γn (·) and the boundedness
of the terms in (A3.5), (A4.1), and (A4.10)–(A4.12). Then {Un } is tight,
where Un = nβ (θn − θ̄).
Proof. We work with γ < 1; the proof for γ = 1 is similar. The proof is
similar to that of Theorem 4.2, except that it is more convenient to work
with Un instead of θn − θ̄. As in Theorem 4.2, we can suppose that |θn − θ̄|
is as small as desired. Dropping the Zn term as in Theorems 4.1 and 4.2,
rewrite (3.5) as
%
&
β
Un+1 = 1 + + o(n ) Un + n AUn
 n

(4.26)
− n γn,θ
(θ̄) + A Un + O(n ) + n νn (|Un |)
√
β
+ o(n ) + n qn δMn − n n γn (θ̄),
where {qn } is a bounded sequence of real numbers and νn = o(|θn −θ̄|)/|θn −
θ̄| and can be assumed to be as small as desired.
If γn,θ (θ̄) does not depend on n, then it must equal −A due to the fact
that γn,θ (θ̄) = γθ (θ̄) is assumed to be Hurwitz. If in addition γ(θ̄) = 0
a straightforward estimation using the Liapunov function V (U ) = U  P U
could be used. Owing to the allowed n-dependence, the perturbed Liapunov
function Vn (Un ) = V (Un ) + 2Un P Γdn Un + 2Un P Λdn will be used to the same
end. Working with the form of Un given by (4.26) directly, one shows that
EVn+1 (Un+1 ) ≤ (1 − n λ1 )EVn (Un ) + O(n ),
where 0 < λ1 < λ but is arbitrarily close to it for large n. This yields that
EVn (Un ) ≤ O(1), analogously to (but simpler than) what was done in the
proof of Theorem 4.2. Then the facts that Un P Γdn Un = O(n )|Un |2 and
2/3
that |Un P Λdn | = O(n )(1 + |Un |2 ) yield that EV (Un ) = O(1). The details
are left to the reader. 2

10.5 Tightness of the Normalized Iterates:
Weak Convergence
10.5.1

Unconstrained Algorithm

In Section 4 it was supposed that θn → θ̄ with probability one. Since this
assumption (and a shifting of the time origin) allowed us to suppose that
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|θn − θ̄| is small for all n, a “local” analysis was possible. When we do not
have probability one convergence, the local Liapunov function arguments of
Section 4 cannot be used and a more global stability argument is required.
This is simplest when there is no constraint set H, and the algorithm is
θn+1 = θn + n Yn .

(5.1)

The cases n → 0 and n ≡  will be dealt with simultaneously. The following assumptions will be needed. The sequence ξn and the notation En are
as deﬁned in Section 6.1 or Subsection 8.3.2. The following conditions and
(A4.5) will be used, where Ki are arbitrary positive numbers whose values
can change from usage to usage. The conditions simplify for the martingale
diﬀerence noise case, since then gn (·) depends only on θ. In this case, if
gn (θ) = ḡ(θ), then the Γdn (θ) in (5.2) is zero.
(A5.1) θ̄ is a globally asymptotically stable (in the sense of Liapunov)
point of the ODE θ̇ = ḡ(θ).
(A5.2) The non-negative and continuously diﬀerentiable function V (·) is a
Liapunov function for the ODE. The mixed second-order partial derivatives
are bounded and |Vθ (θ)|2 ≤ K1 (V (θ) + 1).
(A5.3) There is a λ > 0 such that
Vθ (θ)ḡ(θ) ≤ −λV (θ).
If n = 1/n, then λ > 1.
(A5.4) For each K > 0,
sup E|Yn |2 I{|θn −θ̄|≤K} ≤ K1 E(V (θn ) + 1),
n

where K1 does not depend on K.
(A5.5) There are measurable functions gn (·) such that En Yn = gn (θn , ξn ).
(A5.6) The sum
Γdn (θ) =

∞


i Π(n + 1, i)En [gi (θ, ξi ) − ḡ(θ)]

(5.2)

i=n

is well deﬁned in that the sum of the norms of the summands is integrable
for each θ, and
E|Γdn (θn )|2 = O(2n ) (EV (θn ) + 1) .
(5.3)
#2
# d
d
4
(A5.7) E #Γn+1 (θn+1 ) − Γn+1 (θn )# = O(n ) (EV (θn ) + 1) .
Theorem 5.1. Assume algorithm (5.1), and conditions (A4.5) and (A5.1)–
(A5.7). Let there be a symmetric and positive deﬁnite matrix P such that
V (·) satisﬁes
V (θ) = (θ − θ̄) P (θ − θ̄) + o(|θ − θ̄|2 )
(5.4)
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√
for small |θ − θ̄|. Then {(θn − θ̄)/ n } is tight. If there is a symmetric and
positive deﬁnite P1 such that for all θ,
V (θ) ≥ (θ − θ̄) P1 (θ − θ̄),
then
sup E
n

|θn − θ̄|2
< ∞.
n

(5.5)

(5.6)

Now let n = , redeﬁne Γdn (θ) using n = , and let θn and ξn be used
in the assumptions. Suppose that {θ (·)} converges weakly (perhaps after
shifting the time origins) to the process with constant
value θ̄. Then, under
√
(5.4), there are n < ∞ such that {(θn − θ̄)/ ; n ≥ n , } is tight, and
under (5.5),
|θ − θ̄|2
< ∞.
(5.7)
lim sup sup E n

→0 n≥n
√
In fact, n satisﬁes e−λ1 n |θ0 − θ̄| = O( ), where 0 < λ1 < λ but is
arbitrarily close to it.
Comment. In the proof, (5.3) and (A5.7) are used to bound
EVθ (θn )Γdn+1 (θn ) and EVθ (θn )[Γdn+1 (θn+1 ) − Γdn+1 (θn )] via the Schwarz
inequality. But other conditions can be used for this, depending on the
form of Γdn (θ).
Proof. [See the proof of Theorems 6.7.3 and 4.2 for related calculations.]
The proof for n → 0 will be given. The proof for n =  follows along the
same lines and is slightly simpler. We can write
En V (θn+1 ) − V (θn ) = n Vθ (θn )gn (θn , ξn ) + O(2n )En |Yn |2 .

(5.8)

A perturbed Liapunov function method will be used to help average out
the ﬁrst term on the right. Deﬁne the perturbed Liapunov function
Vn (θn ) = V (θn ) + Vθ (θn )Γdn (θn ).
It is easy to see that
En Vθ (θn+1 )Γdn+1 (θn+1 ) − Vθ (θn )Γdn (θn )
= −n Vθ (θn ) [gn (θn , ξn ) − ḡ(θn )]
+ En Vθ (θn+1 )Γdn+1 (θn+1 ) − En Vθ (θn )Γdn+1 (θn )

(5.9)

+ n+1 Vθ (θn )Γdn+1 (θn ).
Using (5.8), (5.9), (A5.2), (A5.4), and (A5.6)–(A5.7) yields
EVn+1 (θn+1 ) − EVn (θn ) ≤ −n λ1 EV (θn ) + O(2n )

(5.10)
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for large n, where λ1 < λ but is arbitrarily close to it.
The bound on Γdn (θ) of (5.3) and the bound in (A5.2) yield that
EVθ (θn )Γdn (θn ) = O(n )E(V (θn ) + 1). Thus,
EVn+1 (θn+1 ) − EVn (θn ) ≤ −n λ1 EVn (θn ) + O(2n )
for large n and a new λ1 > 0 arbitrarily close to the old one. Equivalently,
EVn+1 (θn+1 ) ≤ (1 − n λ1 )EVn (θn ) + O(2n ).

(5.11)

By (5.11), (A4.5), and the proof of Theorem 4.1,
EVn (θn ) = O(n ).
Using the bound on Γdn (θ) in terms of V (θn ) in (5.3) yields
EV (θn ) = O(n ).

(5.12)

Thus, there is a K2 > 0 such that for any K > 0 and all n,
,
V (θn )
K2
,
P
≥K ≤
n
K
which implies that {V (θn )/n } is tight. The tightness of the normalized
iterate sequence follows from the local quadratic structure (5.4). The result
(5.6) follows from (5.5) and (5.12). 2
The constrained algorithm. The method of proof of Theorem 5.1 extends directly to the constrained algorithm if the projection reduces the
error measured by the value of the Liapunov function (see Theorem 5.2 in
what follows). The proof of Theorem 5.2 follows from the proof of Theorem 5.1. The various growth conditions (for large |θ|) that were used in
Theorem 5.1 are not needed because H is bounded. Analogs of Theorems
4.1 to 4.3 can also be proved, whether or not the algorithm is constrained.
When the projection does not reduce the error, then the analysis is much
more diﬃcult since one must construct a Liapunov function that takes the
boundary into account; see Section 9 and [39].
Theorem 5.2. Assume the constrained algorithm with constraint set H,
where θ̄ ∈ H 0 and H satisﬁes condition (A4.3.2). Assume that conditions
of Theorem 5.1 hold in H, except that (5.3) and (A5.7) are changed to
E|Γdn (θn )|2 = O(2n ),
E|Γdn+1 (θn+1 ) − Γdn+1 (θn )| = O(2n ).
Let the projection onto H reduce the value of V (·) in the sense that
V (ΠH (θ)) ≤ V (θ) for all θ. Then the conclusions of Theorem 5.1 hold.
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Local Methods for Proving Tightness

The proof of Theorem 5.1 is based on a “global” stability argument, and
does not use any other information on the asymptotic properties of the θn
or θn sequences. At the other extreme, the method of proof of Theorem 4.1
is “purely” local. It depends on the fact that θi − θ̄ is arbitrarily small (with
an arbitrarily high probability) for i ∈ [n, ∞) for large enough n, which is
guaranteed by the probability one convergence assumed in that theorem.
Probability one convergence is not actually needed to do a local analysis;
it is enough that |θn − θ̄| (or |θn − θ̄|) be small for a long enough time
interval with a high probability. Let us examine the proof of Theorem 4.1.
The inequality (4.7) contains two terms. The second is due to the noise and
other “perturbations,” and the ﬁrst is due to the initial condition. It was
seen that it is easy to show that the second term is of the correct order. The
ﬁrst term was more diﬃcult to treat, since the initial time in the analysis
is arbitrary.
With an eye to getting analogs of the local methods of Theorems 4.1–4.3
for the weak convergence case, consider the following way of dealing with
the ﬁrst term for arbitrary initial time. In what follows 0 < µ < µ1 are
arbitrarily small numbers. Suppose that
'
(
lim P |θn − θ̄| ≥ µ = 0.
(5.13)
n

Suppose for the moment that for each large n there is νn > 0 such that
n − νn → ∞ and
n

(1 − λ1 i ) = O(n ),
(5.14)
i=n−νn

-

,

lim P
n

sup

νn −n≤i≤n

|θi − θ̄| ≥ µ1

= 0.

(5.15)

We know that (5.13) holds if there is weak convergence to a limit process
that is concentrated at θ̄. Thus if one could verify (5.14) and (5.15), the
√
proof of Theorem 4.1 implies that {(θn − θ̄)/ n } is tight. A similar idea
would work to get an analog of the tightness conclusions of Theorems 4.2
and 4.3, and for the constant n =  case. The next theorem gives one
result of this type, and requires the following assumptions.
Assumptions.
(A5.8) There is a θ̄ in the interior of the constraint set H such that θn (·)
converges weakly to the process with constant value θ̄.
(A5.9) The perturbations Γdn and Λdn deﬁned in (4.17) and (4.18) are
O(n ).
(A5.10) There is a 0 < K < ∞ such that for small ρ > 0 and all n,
En |Yn |2 I{|θn −θ̄|≤ρ} ≤ K < ∞.
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Let P and C be symmetric, positive deﬁnite matrices satisfying (4.4) for
the Hurwitz matrix A of (4.18), and let λ be the largest positive number
such that C ≥ λP . Deﬁne V (θ) = (θ − θ̄) P (θ − θ̄).
(A5.11) There are integers νn → ∞ such that 0 ≤ n − νn for large n, and
exp(−λ1 (tn − tn−νn )) = O(n ),
lim
n

n


2i = 0,

(5.16)
(5.17)

j=n−νn

where λ1 < λ but is arbitrarily close to it.
Comment on (A5.11). This is the only condition that needs comment.
First, let n = . Then tn is replaced by n and νn by ν . Equation (5.16)
requires that ν = O(| log |/). With this, (5.17) is of the order of | log |
which goes to zero as  → 0. Now, let n = 1/nγ , γ ∈ (0, 1]. Condition (5.17)
always holds if γ ∈ (0.5, 1] and n − νn → ∞. We can always ﬁnd νn → ∞
such that (5.16) holds. In particular, for γ = 1, we can use νn = n−n1−1/λ1 .
For γ ∈ (0, 0.5), we can use νn = O(nγ log n), for which (5.17) is bounded
by the order of log n/nγ .
Theorem 5.3. Assume (A4.5) (if n → 0), (A4.6), (A4.7), and (A5.8)–
(A5.11). Then
,
lim P
(5.18)
sup
V (θi ) ≥ µ1 = 0
n

√

0≤n−νn ≤i≤n

and {(θn − θ̄)/ n } is tight. For the constant n =  case, assume the
natural analogs
of the conditions. Then, there are n < ∞ such that
√
{(θn − θ̄)/ ; n ≥ n , } is tight. The analogous result holds for the Kiefer–
Wolfowitz procedure.
Proof. Let θ̄ = 0. Let µ2 > µ1 > µ > 0 be arbitrarily small. By the weak
convergence and shifting the time origin, for any small δ > 0, without loss
of generality we can suppose that
P {V (θi ) ≥ µ} ≤ δ, all i.

(5.19)

We work in the intervals [n − νn , n] for each n. For the purposes of proving
the tightness, in view of (5.19) we can suppose that V (θn−νn ) ≤ µ. We wish
to prove that the probability that some V (θi ) exceeds µ1 on the interval is
small. Thus without loss of generality, we can suppose that V (θi ) ≤ µ2 on
the interval. Keep in mind that all the µ, µi are small.
Now return to the proof of Theorem 4.2. Adding (4.22) and the error term
below it, using (A5.9) and (A5.10), we have (4.23), with the expectation
replaced by a conditional expectation:
Ei Vi+1 (θi+1 ) − Vi (θi ) ≤ −i θi Cθi + λ0 i |θi |2 + O(2i ),

(5.20)
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where we can suppose that λ0 is as small as needed (by letting µ2 be small).
Henceforth, for arbitrary n, let i ∈ [n − νn , n].
For suitably large K > 0 deﬁne
Vi1 (θi ) = Vi (θi ) + K

n


2j .

j=i

Then, (5.20) yields
1
Ei Vi+1
(θi+1 ) − Ei Vi1 (θi ) ≤ 0,

and {Vi1 (θi )} is a supermartingale on the interval i ∈ [n−νn , n]. By (A5.9),
Vi1 (θi ) ≥ −K1 i for some K1 > 0. Thus by the supermartingale inequality
(4.1.6),
,
1
sup Vi (θi ) ≥ µ1
Pn−νn
n−nν ≤i≤n
⎡
⎤
(5.21)
n

1 ⎣
O(n−νn ) + V (θn−νn ) + K
≤
2j ⎦ .
µ1
j=n−ν
n

By (5.17), (5.19) and (5.21), the probability that V (θi ) ≤ µ1 for all i ∈
[n − νn , n] goes to one as n → ∞ for each µ1 > 0. To prove the tightness,
we need only show that for each small δ > 0 and large c > 0 there is an
N < ∞ such that
P {V (θn ) ≥ n c} ≤ δ, for n ≥ N.

(5.22)

We have shown that to prove (5.22) for each large n, we can suppose that
for any small µ1 > 0, V (θi ) is less than µ1 on the interval [n − νn , n] with
an arbitrarily high probability. The tightness proof then follows from the
proofs of Theorems 4.1 and 4.2.
The proof with constant n =  is essentially the same. 2

10.6 Weak Convergence to a Wiener Process
The assumptions (A1.10) and (A2.10) and related conditions were stated
as they were because there is a vast literature concerning the weak convergence of a sequence of processes to a Wiener process, when each of
the processes is composed of the sums of “small eﬀects.” Various mixing
and ergodic type conditions can be used [25, 68, 104]. To illustrate the
possibilities, in this section we give one useful set of suﬃcient conditions,
which is based on a weak ergodic theorem and is a consequence of Theorems 7.4.3 and 7.4.4. The theorems for the rate of convergence of stochastic
approximation algorithms depend heavily on limit theorems for sequences
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of random processes. The perturbed test function methods of Section 7.4
are powerful tools for getting such limit theorems. While these have been
used previously in this book, they play a more important role here. The
reader is referred to [127, 129] for further reading. The method used here is
called the perturbed test function–direct averaging method in [127], and is
further developed in [129]. Although our interest is mainly in the discretetime problem in this book, it is equally applicable to the continuous-time
problem; see, for example, the results in [132].
For a sequence of IRr -valued random variables {ψn } and i ≥ n, deﬁne
Xin

=

i−1

√

j ψj , X n (t) = Xin , for t ∈ [ti − tn , ti+1 − tn ).

(6.1)

j=n

Let Fi denote the minimum σ-algebra that measures {ψj , j < i}, and write
Ei for the associated conditional expectation. Deﬁne
Γn =

∞


En ψ j .

j=n

The following conditions will be used, where it is assumed that the sums
are well deﬁned.
(A6.0) The following equations hold:
#
#
#
# 
#
# ∞
En ψj ## = 0,
lim sup E ##
N →∞ n
#
#
# j=n+N
#
∞
# 
#
#
#
lim sup #
Eψn ψi # = 0.
N →∞ n #
#
i=n+N

(A6.1) The sets {|ψi |2 } and {|

∞
j=i

Ei ψj |2 } are uniformly integrable.

(A6.2) There is a sequence mn → ∞ such that n mn = δn → 0 and
#
#
# n+j
#
#
− 1## = 0.
(6.2a)
lim sup #
n mn ≥j≥0
n
Also,
lim sup sup
and



n n

n

i≥n

i
< ∞,
n

= ∞.

(A6.3) There is a matrix Σ0 such that
n+m−1
1 
En ψj ψj − Σ0 → 0
m j=n

(6.2b)
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in probability as n, m → ∞.
(A6.4) There is a matrix Σ1 such that
n+m−1 ∞
1  
En ψj ψk − Σ1 → 0
m j=n
k=j+1

in probability as n, m → ∞.
√
√
(A6.5) Either n+1 / n = 1 + o(n ) and n → 0, or n = 1/n.
Comments on the conditions. The uniform integrability in (A6.1) and
the convergence in probability in (A6.3) and (A6.4) imply the convergence
in mean. Condition (A6.0) can be weakened to allow various groupings of
the terms before taking the absolute values. The perturbed test function
method of Theorem 7.4.3 will be used and Γi will be the perturbation.
A discounted perturbation could be used instead. Alternatively, we could
m(t +T )−1 √
work on each interval [0, T ] and use the perturbation j=i n
j Ei ψj .
Condition (A6.4) is implied by somewhat simpler looking formulas. Suppose that
#
#2
#j+N +M
#
# 
#
#
E#
Ej ψk ## → 0
(6.3a)
# k=j+N
#
uniformly in j as N and M go to inﬁnity and that there are matrices Σ(k)
such that for each k
n+m−1
1 

En ψj ψj+k
− Σ(k) → 0
m j=n

in mean as n and m go to inﬁnity, where

|Σ(k) | < ∞.

(6.3b)

(6.3c)

k

∞
Then (A6.4) holds with Σ1 = k=1 Σ(k) . To prove this, write the sum in
(A6.4) as
n+m−1
∞

1 
En ψ j
Ej+1 ψk .
m j=n
k=j+1

By (A6.1) and (6.3a), this can be approximated (uniformly in n and m) by
j+N
n+m−1

1 
En ψ j
Ej+1 ψk
m j=n
k=j+1
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for large N . Rewrite the last expression as
N
n+m−1

1 

En ψj ψj+k
.
m j=n

k=1

Now (6.3b) and (6.3c) yield the assertion.
Further remarks on the conditions. If {ψn } is second-order stationary,
with mean zero and 
covariance R(l) = Eψ0 ψl , l ∈ (−∞, ∞), then the Σ in
∞
Theorem 6.1 equals l=−∞ R(l). The conditions on the {ψn } hold if they
are stationary Gauss–Markov and zero mean with a summable correlation
function.
Deﬁne φk by
sup

sup

i

A∈Fi+k ,B∈Fi

|P {A|B} − P {A}| = φk .

If limk φk = 0, then {ψn } is said to be a φ-mixing process [25] (or uniform
 1/2
mixing [68]). If the ψn are bounded with Eψn = 0 and
< ∞,
n φn
then (A6.0) and (A6.1) hold, and (A6.3) and (A6.4) hold if the expressions
therein go to zero when the expectation replaces the conditional expectation [127]. Other results for weak limits of such mixing processes are in
[25, 68].
Theorem 6.1. Under (A6.0)–(A6.5), {X n (·)} converges weakly to a
Wiener process with covariance matrix Σ = Σ0 + Σ1 + Σ1 .
Proof. Tightness of {X n (·)} is proved via Theorem 7.4.3. One need only
check the conditions for each ﬁxed T > 0. Let F (·) be a real-valued function
on IRr with compact support that has continuous partial derivatives up to
order two. For i ≥ n, deﬁne
√
δFin = i Fx (Xin )Γi
and the perturbed test function
F n (t) = F (Xin ) + δFin , t ∈ [ti − tn , ti+1 − tn ).
If Condition (7.4.9) does not hold a priori, work with a truncated process
and then take limits as the truncation level goes to inﬁnity as in Theorem
1.1. To avoid the introduction of extra notation, we simply assume that
(7.4.9) holds. To check (7.4.8), note that for any ρ > 0 and T > 0,
1
P

sup
m(tn +T )≥i≥n

√

2
i |Γi | ≥ ρ

m(tn +T )

≤


i=n

(
'
P |Γi |2 ≥ ρ2 /i ,

(6.4)
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(
'
i
P |Γi |2 ≥ ρ2 /i ≤ 2 E|Γi |2 I{|Γi |≥ρ2 /i } .
ρ
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(6.5)

By the uniform integrability of the sets in (A6.1), E|Γi |2 I{|Γi |≥ρ2 /i } → 0
m(t +T )
as i → ∞. Using this, (6.5), and the fact that i=nn
i ≈ T , we see
that the right side of (6.4) goes to zero as n → ∞.
To complete the proof of tightness of {X n (·)} we need only verify the
uniform integrability condition below (7.4.10) in Theorem 7.4.3. Let ti+1 −
tn ≤ T . Then
√
i
n
Ei F (Xi+1
) − F (Xin ) = i Fx (Xin )Ei ψi + Ei ψi Fxx (Xin )ψi
2
* 1


1

n
n
n
Fxx (Xi + s(Xi+1 − Xi )) − Fxx (Xin ) ds ψi
+ Ei ψ i
2
0
and
√
n
− δFin = − i Fx (Xin )Ei ψi
Ei δFi+1
∞
√
 
√
n
+
Ei+1 ψj .
i+1 Ei Fx (Xi+1
) − i Ei Fx (Xin )
j=i+1

Using the ﬁrst condition of (A6.5) and expanding Fx (·) and
combining the terms yields

√

i+1 and

[Ei F n (ti+1 − tn ) − F n (ti − tn )] /i
⎤
⎡
∞

1
= ⎣ Ei ψi Fxx (Xin )ψi + Ei ψi Fxx (Xin )
Ei+1 ψj ⎦ + ρni ,
2
j=i+1

(6.6)

where limn supm(tn +T )≥i≥n E|ρni | = 0. Since the bracketed term is uniformly (in n, i) integrable, the uniform integrability condition of Theorem
7.4.3 holds and we have the desired tightness. The limit processes are con√
tinuous since n ψn → 0 in the sense that (6.4) and (6.5) hold for ψi
replacing Γi .
If n = 1/n, then the expansions alluded to yield another non-negligible
term in (6.6), namely,
(6.7)
Ei Fx (Xin )Γi+1 /2.
These are also uniformly (in n, i) integrable and tightness again follows
from Theorem 7.4.3.
n given in
Assume the ﬁrst situation of (A6.5). By the deﬁnition of A
n n

(7.4.7), the right side of (6.6) can be written as A F (ti − tn ). Now, Theorem 7.4.4 will be used to show that the weak sense limit is the asserted
Wiener process. Since (7.4.12) and (7.4.13) are implied by the calculations
done in the above proof of tightness, only the equivalent of (7.4.14) need
be shown. Let mn satisfy (A6.2), and let Σm,kl denote the klth element of

358

10. Rate of Convergence

Σm , for m = 0, 1. Then, in particular, we must show that
⎡
⎤
i+m
i −1


1
Ei ⎣ψj Fxx (Xjn )ψj −
Fxk xl (Xjn )Σ0,kl ⎦ → 0
mi j=i

(6.8)

k,l

and
1
mi

i+m
i −1

j=i

⎡
Ei ⎣ψj Fxx (Xjn )

∞


Ej+1 ψk −

k=j+1



⎤
Fxk xl (Xjn )Σ1,kl ⎦ → 0

k,l

(6.9)
in mean as n and i go to inﬁnity.
By (A6.1), the tightness of {X n (·)}, and the fact that any weak limit
must be continuous with probability one, Fxx (Xjn ) can be approximated
by Fxx (Xin ) in (6.8) and (6.9) without changing the limit. Now, (A6.3) and
(A6.4) yield (7.4.14) with Σ = Σ0 + Σ1 + Σ1 .
If n = 1/n, then we have to deal with (6.7) and show that if Fx (Xjn )Γj+1
replaces the summand in (6.8), then the limit is zero. By the tightness and
continuity of any weak sense limit process of {X n (·)}, Xjn can be replaced
by Xin without changing the limit. Then the “zero limit” will follow from
the ﬁrst parts of (A6.0) and (A6.1). 2
If n = , a constant, Theorem 6.1 takes the following form.
Theorem 6.2. Assume the conditions of Theorem 6.1, except those concerning the step size, with the following changes:  replaces n , and m → ∞
replaces mn , where m → 0. Replace the superscript n by  and Ei by Ei .
Then {X  (·)} converges weakly to a Wiener process with covariance matrix
Σ = Σ0 + Σ1 + Σ1 .

10.7 Random Directions: Martingale
Diﬀerence Noise
Recall the random directions Kiefer–Wolfowitz algorithm (5.6.1):
θn+1 = θn + n dn

Yn− − Yn+
+ n Zn ,
2cn

(7.1)

where dn is the random direction used in the nth iteration; see also [213,
226, 227, 228, 229]. Recall that the observations are taken at parameter
values θn ± cn dn . Let Fn denote the minimal σ-algebra, which measures
±
{Yi−1
, di−1 , θi , i ≤ n}, and let Fnd also measure dn . Let End denote the
expectation conditioned on Fnd .

10.7 Random Directions

359

Comment on the random directions method for the Robbins–
Monro procedure. The discussion here and the general literature on the
random directions methods concern applications to the Kiefer–Wolfowitz
procedure, where noisy estimates of ﬁnite diﬀerences are used. In many
applications of the Robbins–Monro procedure, the value of the vector Yn
is no harder to compute than the real-valued directional value dn Yn , no
matter what the dimension is. This is usually because Yn would have to be
computed in any case to get the directional value in these applications.
If it were much simpler to get the directional value for any given direction,
then the obvious random directions form of the Robbins–Monro algorithm
would be advantageous. We can view Yn as a “noisy” derivative, as it is in
many of the applications in Chapters 1 to 3. Whether a random directions
form will be advantageous will depend on the details of the computation
of the general “noisy” directional derivative.
Assumptions. In Section 5.6, it was seen that the proof of the convergence
of random directions algorithm is essentially the same as that of the classical
Kiefer–Wolfowitz algorithm. The rate of convergence results in Section 3
for the general Kiefer-Wolfowitz algorithm can be readily applied to the
random directions algorithm. Because of its great current interest, and
to allow us to focus on the essential elements in the comparison of the
basic features of various random directions algorithms, we will spell out
the conditions in the standard case. It will be supposed that the noise
terms are martingale diﬀerences and that there is a function f (·) such that
EFnd Yn± = f (θn ± cn dn ).
Deﬁne δMn± = Yn± − f (θn ± cn dn ). Then we can write
dn
[f (θn + cn dn ) − f (θn − cn dn )]
2cn
−
dn (δMn − δMn+ )
+ n
+ n Zn .
2cn

θn+1 = θn − n

Deﬁne δMn = (δMn− − δMn+ ), and suppose that f (·) and its mixed partial
derivatives up to order three are continuous. Let fθ (θ̄) = 0, and let the
Hessian matrix −A = fθθ (θ̄) be positive deﬁnite.
Suppose that θn (·) converges weakly to the process with constant value θ̄,
where θ̄ is strictly inside the constraint set H if the algorithm is constrained.
Let θ̄ be an asymptotically stable (in the sense of Liapunov) point of the
ODE θ̇ = −fθ (θ). Thus, without loss of generality, we ignore the Zn term
henceforth. The conditions on (n , cn ) of Theorem 3.1 are retained. Thus,
n = 1/nγ , cn = c/nα , Un = (θn − θ̄)nβ , α = γ/6, and β = 2γ. The
random variables dn are assumed to be mutually independent, identically
distributed, with a distribution that is symmetric with respect to reﬂection
about each coordinate axis, EFn dn dn = I and |dn |2 = r. These conditions
can readily be generalized to allow correlations.
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The δMn± term might depend on the product cn dn , because the associated observations are taken at the points θn ± cn dn , and the location would
in general aﬀect the noise. However, since cn → 0, it is often the case that
the dependence vanishes as n → ∞. We will use (A2.7) with En replaced
by End in (2.3). Using this and the fact that EFn (dn dn ) = I, we have
lim EFn dn dn EFnd (δMn )2 I{|θn −θ̄|≤µ} = Σ1 I in probability
n

(and in mean) for any µ > 0. Note that δMn is real valued, and so is
Σ1 . Furthermore, the limit covariance does not depend on the dimension
r, except that the dimension of the identity matrix I is r.
We will also require the tightness of {Un }. If there is probability one
convergence, then the proof of tightness is just that for the classical Kiefer–
Wolfowitz procedure in Theorem 4.3. If there is weak but not probability
one convergence, then the proof of tightness would be similar to that in
Section 5. In the current case, the (Λdn , Γdn ) used in Theorem 5.1 are zero
and f (·) is the Liapunov function. Again, the random directions property
would not play an important role in the proof.
In preparation for the rate of convergence theorem, expand the ﬁnite
diﬀerence as
f (θn + cn dn ) − f (θn − cn dn ) = 2dn fθ (θn )cn + 2B(θn , dn )c3n + o(c3n ),
where
B(θn , dn ) =

1 
fθi θj θk (θn )dn,i dn,j dn,k .
3!
i,j,k

The o(c3n ) term will not aﬀect the result and is dropped henceforth for
simplicity. Deﬁne B(θn ) = EFn dn B(θn , dn ). Then the algorithm can be
rewritten as
θn+1 = θn − n fθ (θn ) − n B(θn )c2n + n dn
where

δMn
+ n ρn ,
2cn



ρn = (I − dn dn ) fθ (θn ) − dn B(θn , dn ) − B(θn ) c2n .

The term ρn is a martingale diﬀerence. The covariance matrix of
ρn I{|θn −θ̄|≤µ} goes to zero as n → ∞ for any µ > 0. Thus, the term ρn
plays no role in the limit. The proof of Theorem 3.1 yields the following
result.
Theorem 7.1. Under the preceding assumptions, with Σ1 I (with realvalued Σ1 ) replacing the matrix Σ1 in Theorem 3.1, the conclusions of
Theorem 3.1 hold for the random directions algorithm.
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Comparison of Algorithms

In reference [135], {dn } is chosen to be mutually independent with each dn
being uniformly distributed on the unit sphere in IRr√
. Modify that choice
by replacing the unit sphere by the sphere of radius r. Thus, |dn |2 = r.
This will be referred to as the spherical method. In [226], the directions dn =
(dn,1 , . . . , dn,r ) were selected so that the set of components {dn,i ; n, i} were
mutually independent, with dn,i taking values ±1 each with probability 1/2;
that is, the direction vectors are the corners of the unit cube in IRr ; this
will be called the Bernoulli method. It will be seen that the performance
of the two methods is essentially the same. This similarity is also borne
out by a comparison via simulation. Indeed, the essential facts are that
|dn |2 = r, EFn dn dn = I, and the assumed form of the symmetry of the
distribution of dn . Hence any other method with these properties should
perform similarly (asymptotically).
The asymptotic rate formulas. Note that the value of Σ1 does not
depend on the method of choosing the random directions. The bias term
equals

1
B(θ̄) = Edn
fθi θj θk (θ̄)dn,i dn,j dn,k .
3!
i,j,k

The symmetry of the distribution of dn implies that Edn,l dn,i dn,j dn,k = 0
unless the indices i, j, k, l occur in pairs. Thus, using the fact that the order
of taking derivatives is irrelevant (i.e., fθl θi θi (θ̄) = fθi θl θi (θ̄) = fθi θi θl (θ̄)),
the lth component of B(θ̄) equals
Bl (θ̄) = Ed2n,l



fθl θi θi (θ̄)d2n,i (θ̄)/2.

i

For the Bernoulli method, |dn,i | = 1, so
Bl (θ̄) =



fθl θi θi (θ̄)/2.

i

It is a little harder to calculate the direction vectors for the spherical
method, because the components dn,i , i = 1, . . . , r, of dn are not mutually
independent. However the fact that given dn,i , {dn,j , j = i} are uniformly
distributed on the sphere in IRr−1 whose squared radius is r2 − |dn,i |2 implies that for large r the bias terms of the two methods are very close.
The bias term can conceivably grow as O(r). This chance of a large
bias is not surprising
because the size of the diﬀerence interval is cn |dn |,
√
which grows as r. Note that for the standard Kiefer–Wolfowitz procedure
Bl (θ̄) = fθl θl θl (θ̄)/3!, which will be much smaller than that for any of the
random directions methods unless either many of the mixed third partial
derivatives are very small or they essentially cancel each other.
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General comments on random directions methods. For small bias
and large dimension r, the rate of convergence result suggests that the
random directions algorithms can be very useful, since Σ1 does not depend
on r. To get a reasonable understanding of the general usefulness, one needs
to examine the nonasymptotic behavior, in which phase both described
methods of getting dn behave similarly and are strongly aﬀected by the
O(r) dependence of the variance of ρn . It will be seen that the random
directions methods can behave poorly unless n is suﬃciently large, but there
can be signiﬁcant advantages. The performance of the algorithms will now
be examined for two interesting classes of problems for small or moderate
values of n. Only the spherical and Bernoulli cases will be discussed.
A no-noise case. Let f (θ) = θ θ/2, a quadratic form, and suppose that
there is no observation noise. Owing to the quadratic form, there is no
bias in a ﬁnite diﬀerence estimate of the derivative. The Kiefer–Wolfowitz
algorithm then takes the form
θn+1 = θn − n fθ (θn ) = θn − n θn
and
f (θn ) =

n−1


2

(1 − i ) f (θ0 ).

i=0

Using the approximation log(1 − ) ≈ − − 2 /2, up to the second order in
the step sizes i the above expression is approximated by
exp −2

n−1

i=0

i −

n−1


2i f (θ0 ) = exp −2tn −

i=0

n−1


2i f (θ0 ).

i=0

To account for the fact that 2r observations are used per step in the Kiefer–
Wolfowitz algorithm, we compare Ef (θn ) for the random directions method
with Ef (θn/r ) for the Kiefer–Wolfowitz procedure, for which we use
⎡
Ef (θn/r ) ≈ exp ⎣−2tn/r −



n/r−1

⎤
2i ⎦ f (θ0 ).

(7.2)

i=0

Let the random directions satisfy the conditions of Theorem 7.1. The random directions algorithm takes the form
θn+1 = θn − n dn dn θn = (1 − n )θn + n (I − dn dn ) θn .
Then
Ef (θn+1 ) = (1 − n )2 Ef (θn ) + 2n Eθn (I − dn dn ) (I − dn dn ) θn /2.
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Using the facts that dn dn = r and En (I − dn dn )(I − dn dn ) = (r − 1)I, the
right-hand side equals


(1 − n )2 + 2n (r − 1) Ef (θn ).
Up to the second order in i , Ef (θn ) is approximated by
exp −2tn +

n−1


2i (r − 2) f (θ0 ).

(7.3)

i=0

Of course, if r2n is large then higher powers of r2n will be needed in the
exponent.
Let n < 1 for all n. The case of greatest interest for the random directions method is where the dimension r is large, and one eﬀect of large r
can be seen by comparing (7.2) and (7.3). For large values of r, the performance of the random directions method can actually deteriorate for small
and moderate values of n, unless n is selected appropriately small. The
best values of the step sizes n are not the same for the two procedures,
and any comparison should be based on the use of step-size sequences
appropriate to the particular procedure. The random directions method
requires smaller n , at least for the initial stages, but this reduces the advantage gained by using only two observations per step. When r is large,
the Kiefer–Wolfowitz procedure uses many observations per step, but the
function value is guaranteed to decrease monotonically (for this example
and if n < 1). The function will also decrease monotonically for the random directions algorithm if 2n r is small enough, but this requires smaller
values of n .
Let the step sizes be small constants. Then minimizing the exponent of
(7.3) with respect to this constant step size yields that its optimal value is
scaled inversely proportional to the dimension r. This scaling reduces any
advantage of the random directions idea, even apart from the problem of
possibly large bias for nonquadratic f (·).
n−1
If n → 0, then tn grows faster than i=0 2i . Thus the deleterious role of
r in (7.3) eventually diminishes as n increases, and the random directions
method gains the advantage. The comparison makes it clear that the shortor moderate-term behavior of the random directions algorithm might be
worse than that of the classical Kiefer–Wolfowitz method, and that in any
case, care must be used in choosing the step sizes.
This discussion has merely opened up the question of what to do if the
dimension is large, but relatively few observations can be taken.√
One might
consider letting the norm of the direction vector grow from 1 to r in some
way as n increases.
Noisy observation with few signiﬁcant components. In the preceding comparison, each of the components of θ were of equal importance.
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In many applications where the dimension is large, relatively few of the
components of θ are signiﬁcant. One would expect that the random directions methods would have a signiﬁcant advantage when the number of
important components of θ is much fewer than r. Suppose that there are
q components of θ that are signiﬁcant. Without loss of generality, assume
that the ﬁrst q components
(θ1 , . . . , θq ) are the important ones. Let q
r,
q
i 2
and deﬁne f (θ) = i=1 (θ ) /2. Write θ̄n = {θn,i , i ≤ q}. Let the ﬁnite
diﬀerence interval be ﬁxed at c > 0.
For the classical Kiefer–Wolfowitz procedure, suppose that one observes
the ﬁnite diﬀerence estimates
[f (θn + cei ) − f (θn − cei ) − δMn,i ] /(2c),

i ≤ r,

and let the random vectors δ M̄n = (δMn,i , i ≤ q) be mutually independent
with mean zero and covariance σ 2 Iq , where Iq is the q × q identity matrix.
Then
1
θ̄n+1 = (1 − n )θ̄n + n δ M̄n ,
2c
(7.4)
1
Ef (θn+1 ) = (1 − n )2 Ef (θn ) + 2 2n qσ 2 .
8c
For the random directions method, let the ﬁnite diﬀerence estimates be


7n
f (θn + cdn ) − f (θn − cdn ) − δ M
,
2c
7n are mutually independent, are
and suppose that the random variables δ M
independent of the sequence of random directions, and have mean zero and
variance σ 2 . Let d¯n denote the vector of the ﬁrst q components of dn . Then,
θ̄n+1 =

7n


(1 − n )θ̄n + n d¯n δ M
+ n Iq − d¯n d¯n θ̄n
2c

and

1
Ef (θn+1 ) = (1 − n )2 Ef (θn ) + 2 2n qσ 2
8c



1
+ E θ̄n d¯n d¯n − Iq d¯n d¯n − Iq θ̄n .
2
 ¯
¯
For the Bernoulli case, dn dn = q, and this equals


1
Ef (θn+1 ) = (1 − n )2 + 2n (q − 1) Ef (θn ) + 2 2n qσ 2 .
8c

(7.5)

(7.6)

For the spherical case, (7.6) is a good approximation for r much larger than
q. Thus, ignoring bias considerations, a comparison of (7.4) (with n replaced
by n/r) and (7.6) suggests that the random directions method might be
superior when the number of signiﬁcant parameters is much smaller than
the dimension, even for moderate values of n if 2n q is small.
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10.8 State-Dependent Noise
All the results in Sections 1 to 5 can be extended to the Markov statedependent noise case dealt with in Section 8.4 and in the examples of
Sections 2.4 and 2.5. We will conﬁne our attention to the constant-stepsize algorithm

θn+1
= ΠH (θn + Yn ) ,
(8.1)
where we can write Yn = gn (θn , ξn ) + δMn , where the terms have the
meanings given in Section
√ 8.4. Neglecting the constraint, the normalized
process Un = (θn − θ̄)/  satisﬁes
√

Un+1
= Un +  [gn (θn , ξn ) + δMn ] .
(8.2)
In Theorem 1.3, we supposed that the sequence of processes W  (·) deﬁned
by
q +t/−1
√ 
W  (t) = 
Yi (θ̄)
i=q

(with the appropriate deﬁnition for t < 0) converges to a Wiener process.
Owing to the state-dependent property, such an assumption is not adequate
in the current case, and we need to work directly with the perturbed test
function method of the last part of Theorem 7.4.4.
Assumptions. The assumptions of Theorem 8.4.1 will be used, as well as
(A1.2), (A1.3), and those listed below. One could also base the proof on
the assumptions of the other theorems of Section 8.4, but it would then be
more complicated. As in Section 1, θ̄ is an asymptotically stable point of
the mean ODE θ̇ = ḡ(θ) strictly interior to H, (q − p ) → ∞, where p is
deﬁned in (A1.3), and the interpolated process U  (·) is deﬁned in the same
way. In the following assumptions, ρ > 0 is an arbitrarily small number.
Also, recall the deﬁnition of the ﬁxed-θ process ξi (θ) of Subsection 8.4.1.
Owing to the Markov structure, if gi does not depend on  or n, then Γ,d (·)
deﬁned in (8.3) is a solution to the discounted Poisson equation.
(A8.1) For small ρ > 0, {|Yn |2 I{|θn −θ̄|≤ρ} } is uniformly integrable.
Deﬁne
Γ,d
n (θ) =

∞


(1 − )i−n En [gi (θ, ξi (θ)) − ḡ(θ)] ,

(8.3)

i=n

where we use the convention of Subsection 8.4.1 that when En is used, the
initial condition is ξn (θ) = ξn .
(A8.2) For the initial conditions ξn conﬁned to any compact set,
 2
,d
2
{|Γ,d
 −θ̄|≤ρ} , |Γn (θ̄)| ; n, } is uniformly integrable,
n (θn )| I{|θn
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#
#2
#
,d

 #
2
E #En Γ,d
 −θ̄|≤ρ} = O( ).
n+1 (θn+1 ) − Γn+1 (θn )# I{|θn

(A8.3) There is a Hurwitz matrix A such that
ḡ(θ) = A(θ − θ̄) + o(|θ − θ̄|).
(A8.4) There is a matrix Σ0 = {σ0,ij ; i, j = i, . . . , r} such that, as n, m →
∞,
n+m−1
1 
En [δMi (δMi ) − Σ0 ] I{|θn −θ̄|≤ρ} → 0
m i=n
in probability.
(A8.5) There is a matrix Σ̄0 = {σ̄0,ij ; i, j = i, . . . , r} such that, as n, m →
∞,
n+m−1

1    
En gi (θ̄, ξi (θ̄))(gi (θ̄, ξi (θ̄))) − Σ̄0 → 0
m i=n
in probability.
(A8.6) The matrix-valued function Gn (·) deﬁned by


# 

 
#
Gn (θ, ξn )I{|θ−θ̄|≤ρ} = En Γ,d
θ
(θ
)[Y
]
I
=
θ

{|θn −θ̄|≤ρ} n
n
n+1 n
is continuous in (θ, ξn ), uniformly in n, , when |θ − θ̄| < ρ.
(A8.7) There is a matrix Σ1 = {σ1,ij , i, j = i, . . . , r} such that, as n, m →
∞,
n+m−1

1    
En Gi (θ̄, ξi (θ̄)) − Σ1 → 0
m i=n
in probability.
Comment on the tightness condition (A1.3). All of the results of
Section 5 carry over to the state-dependent-noise case. One simply uses
the perturbation that is appropriate to the state dependent noise case;
namely, the Γdn (θ) in (5.2) is replaced by the Γ,d
n (θ) deﬁned by (8.3).
Theorem 8.1. Assume the conditions listed above. Then there is a Wiener
process W (·) with covariance matrix Σ = {σij ; i, j = i, . . . , r} = Σ0 + Σ̄0 +
Σ1 + Σ1 such that {U  (·)} converges weakly to a stationary solution of
dU = AU dt + dW.

(8.4)
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Proof. As in Section 1, the criterion of Theorem 7.4.3 will be used to
prove tightness. But, owing to complications stemming from the state dependence, the direct method of characterizing the limit process in Theorem
1.3 cannot be used here. Instead, we will apply the powerful perturbed test
function method of the last part of Theorem 7.4.4.
As in Section 1, by shifting the time origin to q (i.e., by starting at
the q th iterate), we can suppose that q = 0. Similarly, we can suppose
that |θn − θ̄| is as small as desired, and drop the Zn terms. Again, as
in Theorem 1.1, the process U  (·) needs to be truncated: One proves the
result for the truncated processes and then shows that the truncation is
not needed. However, to minimize terminology in this proof, and to avoid
repetition of the steps in Theorem 1.1 that concern the truncation, we will
simply suppose that the U  (·) are bounded.
Let F (·) be a real-valued continuous function on IRr , with compact support, whose partial derivatives up to order three are continuous. We can
write
√

En F (Un+1
) − F (Un ) = Fu (Un )gn (θn , ξn )

+ (gn (θn , ξn )) Fuu (Un )gn (θn , ξn )
2
(8.5)

+ En (δMn ) Fuu (Un )δMn
2
+ [error term](, n),
where the last “error” term satisﬁes lim supn E|[error term](, n)| = 0.
We will use the perturbed test function
Fn (Un ) = F (Un ) + δFn (θn ),
where
δFn (θn ) =

√


Fu (Un )Γ,d
n (θn ).

Expanding the perturbation term yields
√


En δFn+1
(θn+1
) − δFn (θn ) = − Fu (Un ) [gn (θn , ξn ) − ḡ(θn )]


√


+ En Fu (Un+1
) − Fu (Un ) Γ,d
n+1 (θn+1 )


√
,d


(θ
)
−
Γ
(θ
)
.
+ Fu (Un )En Γ,d
n+1 n+1
n+1 n
Now, combining terms, making cancellations where possible, and using the
expansion
√

ḡ(θn ) = AUn + |Un |o(|θn − θ̄|)/(|θn − θ̄|)

given by (A8.2), (A8.3) and the fact that |θn − θ̄| can be assumed to be as
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small as desired (since the Un are truncated) yields


En Fn+1
(Un+1
) − Fn (Un ) = Fu (Un )AUn

+ (gn (θn , ξn )) Fuu (Un )gn (θn , ξn )
2

+ En (δMn ) Fuu (Un )δMn
2
+En (Yn ) Fuu (Un )Γn+1 (θn ) + ρn ,

(8.6)

where lim supn E|ρn | = 0.
Now we use Theorems 7.4.3 and 7.4.4, following the pattern of the proof
of Theorem 6.1. To prove tightness by Theorem 7.4.3, we need to show that
for each T > 0 and µ > 0,
1
2
lim P


sup
0≤i≤T /

|δFi (θi )| ≥ µ

= 0.

This follows from the uniform integrability in (A8.2) in the same manner
that the analogous result was proved in (6.4) and (6.5). Similarly, the set
(indexed by (, n)) of coeﬃcients of  on the right side of (8.6) can be shown
to be uniformly integrable. Then Theorem 7.4.3 implies
the tightness of
√
{U  (·)}. The limit processes are continuous since Yn → 0 in the sense
that, for each T > 0, µ > 0,
1
2
√ 
sup
|Yi | ≥ µ = 0.
lim sup P


n

n≤i≤n+T /

The limit process will be identiﬁed via the identiﬁcation of its operator
as in the last part of Theorem 7.4.4. The ḡ(X) in Theorem 7.4.4 is AX
here. Let m → ∞ with m → 0. We need to evaluate the following limits,
in the sense of convergence in probability:
1
1
lim
2 n, m
1
1
lim
2 n, m

n,

1
m

En (δMi ) Fuu (Ui )δMi ,

(8.7)

En (gi (θi , ξi )) Fuu (Ui )gi (θi , ξi ),

(8.8)

i=n

n+m
 −1


and
lim

n+m
 −1


i=n
n+m
 −1


En (Yi ) Fuu (Ui )Γi+1 (θi ).

(8.9)

i=n

Owing to the tightness of {U  (·)} and the fact that the weak sense limit
processes are continuous, the Ui in these expressions can be changed to Un
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without changing the limits. Then use the method of Theorem 8.4.1 and
the conditions (A8.4)–(A8.7) to show that (8.7) has the same limit as
1
Fuj uk (Un )σ0,jk ,
2
j,k

(8.8) has the same limit as
1
Fuj uk (Un )σ̄0,jk ,
2
j,k

and (8.9) has the same limit as

Fuj uk (Un )σ1,jk .
j,k

Thus, the operator of the weak sense limit process is deﬁned by
Fu (U )AU +

1
Fuj uk (U )σjk .
2
j,k

Then Theorem 7.4.4 yields the asserted Wiener process such that the weak
sense limit processes satisfy (8.4). The stationarity is proved by a “time
shifting” argument similar to the type used in the proof of Theorem 1.1
and is left to the reader. 2

10.9 Limit Point on the Boundary
The previous sections dealt with the case where either the algorithm is
unconstrained or the limit point θ̄ is interior to the constraint set H. It was
proved that the normalized iterate processes U n (·) or U  (·) converges to
a stationary Gaussian diﬀusion process, whose covariance (together with
the scale factor) is taken to be a measure of the rate of convergence. When
the algorithm is constrained and the limit point is on the boundary, the
analysis is much more complicated. The stability methods that were used
to prove tightness of the normalized iterates do not carry over, and getting
the desired representation of the limit and proving its stationarity are more
diﬃcult. The full details for the case where H is a hyperrectangle are in
[37, 39] and only a brief outline will be given; see also [134] for a synopsis
of some simple cases. Note that the theory of large deviations can also be
used [62, 63] to get estimates of the probability that some small region will
be exited after some time, which is an alternative approach to the rate of
convergence.4
r
Let H = i=1 [ai , bi ], where −∞ < ai < bi < ∞. Suppose that for some
i ≤ r the limit point θ̄ is on the part of the boundary where θi = bi , and
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ḡi (θ̄) > 0, so that the dynamics in the limit would push the (unconstrained)
iterate out of H. Then it can be shown that the asymptotic values of the

error components Un,i (or Un,i
) are arbitrarily small, and this component
can be eliminated from the analysis. The analogous situation holds if θ̄i = ai
and ḡi (θ̄) < 0. So, one need only work with the components i for which
ḡi (θ̄) = 0.
Let us consider the case where θn → θ̄ with probability one and (A2.0)
holds. (The weak convergence case is treated in [37].) Transform the coordinates so that θ̄ = 0. Deﬁne the matrix A = ḡθ (θ̄) as in (A1.6) or (A1.13)
and deﬁne the deterministic Skorohod or reﬂected ODE problems
ẋ = Ax + ż

under (A2.0b),

ẋ = [A + I/2]x + ż

under (A2.1a).

(9.1)

Here, x(0) ∈ H, A (resp., A + I/2) is assumed to be a Hurwitz matrix, and
ż is the smallest force that will keep the solution in H if it tries to leave
there. The tightness proofs in Section 4 used a quadratic Liapunov function
for these systems with the ż dropped. Suppose that the solution converges
to the origin for any initial condition. Then one can construct a Liapunov
function that can be used to prove the tightness of {Un } and U  (·); see [39].
The construction is based on results in [64] and is quite complicated since it
must take the eﬀects of the boundary into account. The main diﬃculties are
due to the requirements of smoothness and boundedness of the derivatives,
and that the value of the Liapunov function must decrease, not only along
paths in H, but also under projections back to H from points not in H but
close to θ̄.
Now drop the coordinates i for which ḡi (θ̄) = 0. Thus, we can suppose
that ḡ(θ) = 0. For notational simplicity and without loss of generality,
suppose that θ̄i = ai = 0, for i ≤ k ≤ r, and θ̄i ∈ (ai , bi ) for k < i ≤ r (in
the latter case, ai < 0 < bi ). Then the appropriate state space for the Un
and the limit processes is the hyperplane
K = {x : xi ≥ 0 for i ≤ k, xi unconstrained for k < i ≤ r} .
Then, under the additional conditions used in the previous sections, the
weak sense limits are the stationary processes with values in K deﬁned by
dU = AU dt + dW + dZ

under (A2.0b),

dU = [A + I/2]U dt + dW + dZ

under (A2.1a),

(9.2)

where W (·) is a Wiener process as in the previous theorems, and Z(·) is
the minimal force needed to keep the solution in K. The components Zi (·)
are identically zero for k < i ≤ r. Full details are in the cited references.
The stationary covariance of processes such as (1.7) is easy to compute,
but that for (9.2) is very hard. With constraints, there can be a great
improvement in the trace of the covariance due to the dropping of the
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components i with ḡi (θ̄) = 0. Otherwise, evaluations by simulation indicate
that there is usually some (but not necessarily great) improvement.

11
Averaging of the Iterates

11.0 Outline of Chapter
The diﬃculty of selecting a good step-size sequence {n } has been a serious
handicap in applications. In a fundamental paper, Polyak and Juditsky
[195] showed that (loosely
n speaking) if n goes to zero slower than O(1/n),
the averaged sequence i=1 θi /n converges to its limit at an optimal rate.
This result implies that we should use larger than usual gains and let the
oﬀ-line averaging take care of the increased noise eﬀects that are due to
the larger step size, with substantial overall improvement. In addition, the
basic stochastic approximation algorithm tends to be more robust with a
larger step size in that it is less likely to get stuck at an early stage and
more likely to have a faster initial convergence.
In Section 1, it is shown that the iterate averaging improves the asymptotic properties whenever there is a “classical” rate of convergence theorem
of the types derived in Chapter 10 for both the decreasing-step-size and the
constant-step-size algorithms. In other words, improvement in the rate of
convergence due to iterate averaging is generic in stochastic approximation.
Intuitive insight is provided by relating the behavior to that of a two-timescale discrete algorithm in Section 2, where it is seen that the key property
is the separation of the time scales of the averaged and original processes,
which requires that n → 0 more slowly than 1/n, the “time scale” of
the averaged process. The practical value of the averaging method and the
predictions of the general theory have been supported by many simulations.
The usual idea is to select the step sizes so that an appropriate measure
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of the rate of convergence is maximized. Chapter 10 provides a convenient
measure via the asymptotic covariance of the normalized processes U n (·).
Suppose that θn → θ̄ either with probability one or weakly. Then, as in
√
Chapter 10, under appropriate conditions (θn − θ̄)/ n converges in distribution to a normally distributed random variable with mean zero and some
positive deﬁnite covariance matrix V0 . The matrix V0 is often considered
to be a measure of the “rate of convergence,” taken together with the scale
factors or step sizes n .
Suppose that n → 0 “slower” than O(1/n). In particular, suppose that
n /n+1 = 1 + o(n ).
Deﬁne

1
θi .
n 1

(0.1)

n

Θn =

(0.2)

Then [194] and [195] (and subsequently generalized in [47, 55, 149, 151,
152, 158, 265,
√ 267], where the last reference corrected an error in [149])
showed that n(Θn − θ̄) converges in distribution to a normally distributed
random variable with mean zero and covariance V̄ , where V̄ is the smallest
possible in some sense (to be deﬁned in Section 2). If (0.1) holds and the
sequence {n } has some mild regularity properties, then the value of V̄
does not otherwise depend on the particular sequence {n }. This weakening
of the requirements on {n } has important implications for applications.
It says that the step sizes should be “relatively large.” (Recall that the
form n = O(1/n) is the “classical” one recommended for the “tail” of
the procedure, although it was well known that such a sequence leads to
poor “ﬁnite time” behavior.) Indeed, in an asymptotic sense, one cannot do
better than using (0.1) and (0.2) with real-valued n , even in comparison
with an algorithm where n are allowed to be matrix-valued. The results of
Ruppert [211] for a one-dimensional case contain similar conclusions. The
development here is relatively simple, and we obtain much insight into the
underlying reasons for the success of the iterate averaging method. The
structure of the matrix V̄ implies that the asymptotic errors are smaller in
the more important directions.
Section 1 obtains a useful averaging result that follows directly from
“classical” rate of convergence results using a “minimal window” of averaging, smaller than that used in (0.2). The result also holds for the Kiefer–
Wolfowitz and constant-step-size algorithms. The iterate averaging does
not aﬀect the bias term in the Kiefer–Wolfowitz algorithm, but it does reduce the eﬀects of the noise around the bias just as for the Robbins–Monro
procedure. If we robustify the algorithm by adding periodic perturbations,
similarly to what was discussed in Section 5.8, then a window of averaging of the order of the “minimum” might be appropriate. Then the iterate
averaging would partially compensate for the “rate of convergence reducing” eﬀects of the robustifying perturbations. The size of the “window of
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averaging” is extended to the maximal one in Section 3.
When there is only weak rather than probability one convergence, the
result in Section 3 requires that there be no constraint set. This is due to
the diﬃculties associated with treating the eﬀects of the reﬂection terms
Zn , even if the limit point is inside the constraint set. These diﬃculties
can be overcome by using the fact that the iterate spends a “very long
time” near the limit point (Sections 6.10 and 10.5.2), even if there is weak
but not probability one convergence. Results such as those in Section 3
can be extended to the decentralized/asynchronous algorithms of Chapter
12 and to the state-dependent-noise case of Section 8.4, but more work
needs to be done on these more complicated classes of problems to obtain
a reasonably simple development. Of course, results of the type in Section 1
for the smaller window of averaging do hold for these cases whenever there
is a classical rate of convergence result, and the time scale separation idea
of Section 2 still makes sense.
It was noted in [149] that the success of the averaging idea is due to the
fact that the “time scales” of the original sequence {θn } and the averaged
sequence {Θn } are “separated,” with the time scale of the former sequence
being the “faster” one. Of course, time scale separation arguments have
been used in the analysis of stochastic approximation from the very beginning. But, the separation of the scales of the iterate {θn } and the noise
{ξn } sequences was the issue. Now there is an additional time scale to be
considered, namely, that of the Θn -sequence. This idea will be discussed
further in Section 2.
The averaging method is an oﬀ-line procedure in the sense that the stochastic approximation procedure is not inﬂuenced by Θn . In many cases, θn
is of primary interest since it is the “operating” or physical parameter. We
cannot simply substitute Θn for θn in the stochastic approximation algorithm without losing the advantages of iterate averaging. Thus, there is still
the question of how we can exploit the averaging to improve the behavior
of the {θn }. This issue is dealt with in [152] for “linear” algorithms of the
type appearing in parameter estimators and adaptive noise cancellers.
Section 4 contains an impressive application of iterate averaging to the
parameter identiﬁcation problem of Subsection 3.1.1. It is shown that the
stochastic approximation algorithm with iterate averaging has the same
asymptotic properties as the optimal least squares algorithm of Subsection
1.1.3 and is computationally much simpler. Some data for a constant step
size form of the algorithm is given, and this supports the advantages of iterate averaging. The observation-averaging approach discussed in Subsection
1.3.4 has similar advantages.
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11.1 Rate of Convergence of the Averaged Iterates:
Minimal Window of Averaging
11.1.1

Robbins–Monro Algorithm: Decreasing Step Size

In this subsection, we work with the algorithm θn+1 = ΠH (θn + n Yn ),
where n → 0 and the limit point is denoted by θ̄. Recall the “interpolated
n−1

i , the deﬁnitions of the interpolated process, namely, θn (·),
time” tn =
i=0

and the interpolated normalized process U n (·)
⎫
θn (t) = θn+i
⎬
for t ∈ [tn+i − tn , tn+i+1 − tn ), i ≥ 0.
√
⎭
U n (t) = (θn+i − θ̄)/ n+i
These interpolations will be referred to as being on the n -scale, to distinguish them from the 1/n-scale introduced later. By (0.1), nn → ∞.
In this section, we redeﬁne the iterate average to be

Θn =

n
t

n+t/n −1



θi

(1.1a)

i=n

and deﬁne the associated normalized error
 n (t) =
U

√

n
t

n+t/n −1



(θi − θ̄).

(1.1b)

i=n

In (1.1), the window of averaging is t/n = o(n) for arbitrary real t > 0.
Theorem 1.1 will show that it is the minimal window for which iterate
averaging will improve the performance. The value of t can be made as
large as desired in (1.1) and can go to inﬁnity slowly as n → ∞. Two-sided
averages can also be used instead of the one-sided average in (1.1).
To reduce the essential requirements for studying the rate of convergence
for the averaged iterates and to connect it with that of the classical algorithms, the following condition will be used. Recall that Chapter 10 was
devoted to its veriﬁcation.
(A1.1) There is a Hurwitz matrix A and a symmetric and positive-deﬁnite
matrix Σ such that {U n (·)} converges weakly to U (·), where U (·) is the
stationary solution to
1
dU = AU dt + Σ 2 dw,
(1.2)
where w(·) is a standard Wiener process (i.e., its covariance matrix is the
identity matrix).
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The “minimal window” of averaging convergence theorem. We establish the following theorem. It shows that the iterate averaging yields
substantial improvements even with the minimal window of averaging, under essentially any conditions that guarantee the classical asymptotic normality of the U n (·), such as was developed in Chapter 10.




Theorem 1.1. Assume (0.1) and (A1.1). Deﬁne V̄ = A−1 Σ(A )−1 . For
 n (t) converges in distribution to a normally distributed random
each t, U
variable with mean zero and covariance Vt = V̄ /t + O(1/t2 ).


Proof. Deﬁne the covariance matrix R(s) = EU (t + s)U (t), where U (·) is
the stationary solution to (1.2), and deﬁne
* ∞

eAs ΣeA s ds.
(1.3)
R̄ = EU (0)U  (0) =
0

Then
R(s) = eAs R̄, R(−s) = R (s), s ≥ 0,
and

*

∞

−∞

R(s)ds = −A−1 R̄ − R̄(A−1 ) = A−1 Σ(A−1 ) = V̄ .

(1.4)

(1.5)

The ﬁrst equality of (1.5) is obvious by evaluating the integral on the left
side. The second equality of (1.5) follows by noting that R̄ deﬁned in (1.3)
solves the algebraic Ricatti equation
−R̄A − AR̄ = Σ
and multiplying this on the right by (A−1 ) and on the left by A−1 .
Deﬁne the processes
1
U n (t) = √
t

*

t

0

1
U n (s)ds, U (t) = √
t

*

t

U (s)ds.
0

Since R(s) → 0 exponentially as s → ∞, we can write
1
Cov U (t) =
t
*
=

* t*
0

0

t

R(s − τ )dsdτ
(1.6)

∞

R(s)ds + O(1/t) = V̄ + O(1/t).

−∞

The basic result on the averaged iterates is obtained by relating U n (t) to
U n (t). Equation (0.1) implies that for any t < ∞,
n

max{i − n : 0 ≤ ti − tn ≤ t} · n /t → 1.

(1.7)
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Equivalently, asymptotically, there are t/n iterates in the interpolated time
interval [0, t] for U n (·). The relation (1.7) would not hold if n = O(1/n).
By the deﬁnition of U n (·), for i ≥ n
 5
√ n
 −1/2 6
θi − θ̄ i
i
tU (t) =
i:ti −tn ≤t

=





θi − θ̄

i:ti −tn ≤t

5

1/2
i

−

1/2
n

6
+

1/2
n



(1.8)
(θi − θ̄).

i:ti −tn ≤t

By the weak convergence of U n (·) in (A1.1), U n (·) ⇒ U (·) in Dr [0, ∞).
Then (0.1) and (A1.1) imply that the ﬁrst sum in (1.8) goes to zero in
probability as n → ∞. By (1.7) and the weak convergence in (A1.1), the
√ n
 (t) and the second sum in (1.8) goes to zero in
diﬀerence between tU
probability as n → ∞, which yields the desired conclusion. 2
The optimality of the “rate of convergence” of the sequence of
averages. Let us suppose that the normalized error deﬁned by Un = (θn −
√
θ̄)/ n converges in distribution to a normally distributed random variable
 with mean zero, as implied by (A1.1). Repeating some of the discussion in
U
 , taken together with the step size sequence
Chapter 10, the covariance of U
n , is a traditional measure of the rate of convergence of θn to the limit θ̄. In
this sense, the best (asymptotic) value of n is O(1/n). Pursuing this value,
let n = K/n, where K is a nonsingular matrix. To get the best asymptotic
rate, one needs to get the best K. Under appropriate conditions, it is a
classical result (see Theorem 10.2.1, the discussion below it on the optimal
step size sequence and [16, 135, 250]) that U n (·) ⇒ U0 (·), where U0 (·) is
the stationary solution to
&
%
1
I
U0 dt + KΣ 2 dw,
dU0 = KA +
(1.9)
2
where w(·) is a standard Wiener process. It is obviously required that (KA+
I/2) be a Hurwitz matrix, a condition that is not needed for the iterate
averaging result to hold.
The stationary covariance matrix of the solution of (1.9) is given by (1.3)
with KA + I/2 replacing A and KΣK  replacing Σ. Using Σ = AV̄ A , it
can be written as
* ∞

e(B+I/2)t B V̄ B  e(B +I/2)t dt,
(1.10)
0

where B = KA. By minimizing either the trace of (1.10) over B or (1.10)
over B in the sense of positive deﬁnite matrices, the best value of the matrix
K is given by B = −I, namely, K = −A−1 . With this asymptotically
optimal value of K, the stationary covariance of U0 (t) is just V̄ .

11.1 Minimal Window of Averaging

379

Loosely speaking, for the asymptotically optimal matrix-valued step size
n = K/n, K = −A−1 , we have (θn − θ̄) ∼ N (0, V̄ /n). For the centered
iterate average,
n+t/n −1
n 
(θi − θ̄),
(Θn − θ̄) =
t
i=n
Theorem 1.1 yields (modulo an error of O(n /t2 ) in the variance)
&
%
V̄
.
(Θn − θ̄) ∼ N (0, n V̄ /t) = N 0,
# of iterates in window

(1.11)

To get this result, we do not need to know the matrix A, which would
generally be very diﬃcult to obtain. We also use step sizes that go to
zero more slowly than O(1/n) yielding better performance in the transient
period.

11.1.2

Constant Step Size


Now, turn to the constant-step-size algorithm θn+1
= ΠH (θn + Yn ). Let
q be a nondecreasing sequence of positive integers, and (as in Chapter 10)
√
deﬁne the interpolation of the normalized iterates by U  (t) = (θq +n −θ̄)/ 
for t on the interval [n, n + ). Write t = q and suppose that t → ∞.
Letting t → ∞ accounts for the transient period. Suppose that {U  (·)}
converges weakly to the stationary solution to (1.2), where A is a Hurwitz
matrix (see Chapter 10). Let t1 + t2 = t > 0, where ti ≥ 0 and deﬁne the
average of the iterates


t

Θn =
Deﬁne
  (t) =
U

√



t

(t +t1 )/−1



θi .

(1.12)

(t −t2 )/
(t +t1 −1)/



(θi − θ̄).

(t −t2 )/

A proof very close to that of Theorem 1.1 gives the analogous conclusion,
  (t) converges in distribution to a normally disnamely, that for each t, U
tributed random variable with mean zero and covariance V̄ /t + O(1/t2 ).
Formally, (modulo an error of O(/t2 ) in the variance)
&
%
V̄
.
(1.13)
Θn ∼ N (θ̄, V̄ /t) = N θ̄,
#of iterates in window
A discounted form deﬁned by
Θ,α
n

= α

n


(1 − α)n−i θi

i=−∞

(1.14)
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can also be used. Then 1/α replaces t, and for small positive α and , the
middle term in (1.13) is replaced by N (0, αV̄ ) and 1/(α) becomes the
“eﬀective” number of iterates in the “window.” The discounted form can
be used, in principle, for the tracking of time varying systems, provided
that the variation over 1/(α) iterates is not too big so that there is a good
approximation to averaging. This issue is pursued in [167, 168].

11.1.3

Averaging with Feedback and Constant Step Size

Up to now, the averaging was “oﬀ line” in that the averaging had no eﬀect
on the algorithm for computing θn . Recall the discussion of averaging with
feedback in Section 3.3 and, for k > 0, consider the algorithm


θn+1
= θn + Yn + k (Θ,α
n − θn ) ,

where√Θ,α
is deﬁned by the discounted form (1.14) and deﬁne Ūn,α =
n
Θ.α
/
.
A
formal
analysis of the dependence on k and α will indicate the
n
advantages to be gained by feedback. Using Q = −A, the limit equations
for the normalized variables are
dU = −(Q + kI)U dt + k Ū dt + Σ1/2 dw,

(1.15)

dŪ = αU dt − αŪ dt.
The stationary variance is
*

∞

R̄ =





eM t Σ̄eM t dt =

0

where


Σ̄ =

Σ 0
0 0




,

M=

R̄11
R̄21

R̄12
R̄22


,

−(Q + kI) kI
αI
−αI


.


)
We have −R̄M  − M R̄ = Σ̄, yielding (R12 = R21



 
R̄11 (Q + kI) − R̄12 k + (Q + kI)R̄11 − k R̄21 ,
 


0 = −αR̄11 + αR̄12 + (Q + kI)R̄12 − k R̄22 ,

Σ =

0 = [−R̄21 + R̄22 ] + [−R̄12 + R̄22 ].
This yields R̄22 = [R̄12 + R̄21 ]/2 and [H + O(α)]R̄12 = αR̄11 , for some
matrix H and R̄11 (Q + kI) + (Q + kI)R̄11 = Σ + O(α). Hence
R̄11 = O(1/k),
which is consistent with [151, 152].

R̄22 = O(α/k),

(1.16)

11.1 Minimal Window of Averaging

11.1.4

381

Kiefer–Wolfowitz Algorithm

There is a result analogous to Theorem 1.1 for the Kiefer–Wolfowitz procedure with either one- or two-sided ﬁnite diﬀerences used, as well as for the
random directions method, but the statement is a little more complicated
 in (10.3.9). Deﬁne Un ,
due to the bias terms −c2 B(θ̄) in (10.3.3) or −cB
n , cn , and β as in Theorem 10.3.1. Thus, n = 1/nγ and (0.1) requires
that γ < 1. The next condition replaces (A1.1).
(A1.2) There is a Hurwitz matrix A, a vector B̄, and a symmetric and
positive-deﬁnite matrix Σ, such that {U n (·)} converges weakly to U (·)
which is the stationary solution to
1

dU = AU dt − B̄dt + Σ 2 dw,

(1.17)

and w(·) is a standard Wiener process.
Note that (1.17) implies that the stationary mean bias is A−1 B̄. In Theorem 10.3.1, B̄ = c2 B(θ̄). The iterate average is now deﬁned by (1.1a), but
the normalized average is redeﬁned to be
 n (t) = nβ n
U
t

n+t/n −1



(θi − θ̄).

(1.18)

i=n

√
The expression (1.18) is nβ times the iterate average, in lieu of 1/ n
times the iterate average as used in (1.1b), analogous to the diﬀerences in
normalization used in Chapter 10 for the Robbins–Monro and the Kiefer–
Wolfowitz procedures. Theorem 1.2 covers the one- and two-sided diﬀerence
interval algorithms, as well as the random directions algorithm.
Theorem 1.2 says that as the size of the window of averaging t grows,
the bias does not decrease, but the ﬂuctuations about the bias will have
reduced covariance, analogously to the case of Theorem 1.1. Even with
substantial bias, the averaging can be very beneﬁcial, because the reduced
ﬂuctuations around the bias yields a more robust and reliable procedure.
Without the averaging, the asymptotic covariance of nβ (θn − θ̄) is the R̄
deﬁned by (1.3). The reader should keep in mind that in practice one does
not usually let the diﬀerence interval go to zero.
 n (t) is asymptotically normal with
Theorem 1.2. Assume (A1.2). Then U
−1
mean A B̄ and covariance matrix V̄ /t + O(1/t2 ).
Comment on the proof. The proof follows the lines of that of Theorem
1.1, and only a few comments will be made. Under (0.1) and (A1.2), (1.18)
can be approximated by
1
t

n+t/n −1


i=n




θi − θ̄ iβ i ,
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which equals
1
t

*

t

U n (s)ds.
0

In turn, this expression converges weakly to
*
1 t
U (s)ds,
t 0

(1.19)

where U (·) is the stationary solution to (1.17). The mean of (1.19) is A−1 B̄,
and it does not depend on t due to the stationarity of U (·). The covariance
of the integral in (1.19) is 1/t times (1.6).

11.2 A Two-Time-Scale Interpretation
A key to understanding why the averaging works when (0.1) holds but
does not work when n = O(1/n) can be seen by rewriting the recursive
formulas for θn and Θn in the same time scale. The discussion will be only
for the purposes of insight and motivation. Thus, in order not to encumber
the notation, we work with a linear one-dimensional model. Let n = 1/nγ ,
where γ ∈ (0, 1), and let the algorithm be
&
%
A
ξn
θn+1 = 1 + γ θn + γ ,
n
n
where A < 0. Rewrite the algorithm as
1
n1−γ

(θn+1 − θn ) =

ξn
Aθn
+ ,
n
n

(2.1)

and write the Θn of (0.2) recursively as
Θn+1 = Θn −

1
θn+1
Θn +
.
n+1
n+1

(2.2)

The purpose of (2.1) is the estimation of the mean θ̄ = 0. Due to the presence of the 1/n1−γ factor, the algorithm (2.1) and (2.2) can be viewed as a
two time scale or singularly perturbed stochastic approximation, although
the time scale of the ﬁrst component is “time varying.” If γ = 1, then the
scales of {θn } and {Θn } are the same, and the driving term θn+1 in the Θn equation has a correlation time of the order of that of Θn itself. If γ < 1,
then the correlation time of the driving θn process in (2.2) gets shorter
and shorter (as seen from the point of view of the 1/n scale used in (2.1)
and (2.2)) as n → ∞, and θn behaves more and more like a “white noise.”
With the “approximately white noise” property in the 1/n time scale, the
averaging can produce a substantial reduction in the variance, whereas if
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the noise were highly correlated in this 1/n scale, the reduction would be
minor.
The scheme of (2.1) and (2.2) loosely resembles the continuous-time,
two-time-scale system
 dz  = a11 z  dt + dw1
dx = a22 x dt + a21 z  dt + dw2 ,

(2.3)

for a small parameter . It is shown in [132] that (under suitable stability
t
conditions) the sequence of processes deﬁned by { 0 z  (s)ds,  > 0} converges weakly to a Wiener process as  → 0. This result and the resemblance
of (2.3) to the form (2.1) and (2.2) suggest that the sequence of functions
of t deﬁned by
nt
1 
√
(θi − θ̄)
n i=0
might converge weakly to a Wiener process with covariance matrix V̄ as
n → ∞. This is one type of extension of Theorem 1.1 to the maximal
window case and is dealt with in [149].

11.3 Maximal Window of Averaging
In the discussion in Sections 1 and 2, the size of the window of averaging
was t/n (or t/ for the constant-step-size case). Equivalently, n ×(size of
window) does not go to inﬁnity as n → ∞. We now consider the case where
n ×(size of window)→ ∞.
The algorithm is (6.1.1), where Fn , En , and ξn are as deﬁned above
(6.1.2). Under (A3.2), the algorithm can be written as
θn+1 = θn + n gn (θn , ξn ) + n δMn + n Zn .
For a sequence {qn } of real numbers, we will be concerned with either of
the averages
Θn =

1
qn

n+q
n −1


θi ,

i=n

or Θ0n =

qn −1
1 
θi .
qn i=0

(3.1)

Deﬁne the corresponding centered and normalized averages,
n = √1
U
qn

n+q
n −1

i=n

(θi − θ̄),

q
n −1
 0 = √1
U
(θi − θ̄),
n
qn i=0

(3.2)

respectively. The following assumptions will be used; the weak convergence
case will also be treated. Section 10.4 gives conditions for (3.3).

384

11. Averaging of the Iterates

(A3.1) θn → θ̄ with probability one, where θ̄ is strictly inside the constraint set H. For small ρ > 0 and with perhaps changing the algorithm on
a set of arbitrarily small probability,
lim sup E|θn − θ̄|2 I{|θn −θ̄|≤ρ} /n < ∞.

(3.3)

n

(A3.2) For small ρ > 0, supn E|Yn |2 I{|θn −θ̄|≤ρ} < ∞. There are measurable functions gn (·) such that En Yn = gn (θn , ξn ).
(A3.3) nn / log n → ∞; qn → ∞ such that 2n qn → 0 and n qn → ∞.
(A3.4) The following holds:
#
#
#
#
# i
#
#
#
# − 1# = lim lim sup sup # m(s) − 1# = 0.
sup
lim lim sup
#
#
#
#
α↑1
α↑1
n
t
αt≤s≤t m(t)
m(αtn )≤i≤n n
(A3.5) lim supn supi≥n i /n < ∞.
(A3.6) gn (·, ξ) is continuously diﬀerentiable for each ξ and can be written
as

(θ̄, ξ)(θ − θ̄) + O(|θ − θ̄|2 ),
(3.4)
gn (θ, ξ) = gn (θ̄, ξ) + gn,θ
where O(·) is uniform in ξ and n.
(A3.7) Recall the deﬁnition of Yn (θ̄) given below (10.2.8) and of δMn (θ̄)
in (A10.2.9), which is the observation (resp., the martingale diﬀerence) at
time n when the parameter is set at θ̄ at that time. For small ρ > 0,
lim E|δMn − δMn (θ̄)|2 I{|θn −θ̄|≤ρ} = 0.
n

(3.5)

There are matrices R(l) and non-negative numbers φ(l) such that
∞

l=−∞

and

|R(l)| < ∞,

∞


φ(l) < ∞

n+m−1

1

Yi (θ̄)Yi+l
(θ̄) → R(l)
E
m
i=n

uniformly in l and n as m → ∞ and
#
#

#EYi (θ̄)Yi+l
(θ̄)# ≤ φ(l).
(A3.8) Recall the deﬁnition of Γdn of (10.4.18); namely,
Γdn =

∞

i=n

(3.6a)

l=−∞

 

i Π(n + 1, i)En gi,θ
(θ̄, ξi ) − A ,

(3.6b)
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where A is a Hurwitz matrix. Then, for small ρ > 0,

and

E|Γdn+1 | (1 + |Yn |) I{|θn −θ̄|≤ρ} = O(n ),

(3.7a)

E|Γdn+1 − En Γdn+1 |2 = O(2n ).

(3.7b)

For the second case in (3.1), we will also need the following (which holds if
n = 1/nγ , qn = n, γ > 0.5, because then tn is asymptotically proportional
to n1−γ ).
√
(A3.9) tn / qn → 0.
Comments on the conditions. (3.5) is not a strong condition since
θn → θ̄. Note that for n = 1/n, m(t) ≈ e−t and (A3.4) fails. If n = 1/nγ
for 0 < γ < 1, then m(t) ≈ constant/tγ/(1−γ) and the condition holds. Note
also that (A3.4) implies that m(t) goes to zero slower that any exponential
function of t. Condition (A3.4) implies that


* t
m(s)
ds → −A−1
eA(t−s)
(3.8)

m(t)
0
as t → ∞; this fact will be used in the proof. Equation (3.8) follows from
the expansion, where α < 1 and is close to unity,
* t
m(s)
eA(t−s)
ds

0
* t m(t)
*
m(s)
eAαt t−αt A(t−αt−s)
=
eA(t−s)
ds +
e
m(s) ds.
m(t)
m(t) 0
t−αt
By (A3.4), the ﬁrst term on the right tends to −A−1 as t → ∞. The
integral in the second term on the right goes to zero as t → ∞, and the
factor multiplying the integral goes to zero because (A3.4) implies that
m(t) → 0 slower than any exponential.
Theorem 3.1. Assume (A3.1)–(A3.8). For the second case in (3.1), assume
(A3.9) as well. Then
n = Un + Q1n + Q2n ,
U
→ 0, and E Un Un → V̄ , as n → ∞, where
where E|Q1n | → 0, P {Q2n = 0}
∞
V̄ is deﬁned by (1.5) with Σ = j=−∞ R(j). If the w.p.1 convergence condition is replaced by weak convergence and the algorithm is unconstrained,
then the assertion in the last sentence continues to hold, provided that
|Γdn |/n

(3.9)
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is bounded uniformly in n with probability one, and the indicator function is
dropped in (A3.2), (3.3), (3.5), and (3.7a). The analog of the last assertion
for the constant-step-size
case holds. For the discounted algorithm (1.14),
√
as  → 0, [Θn − θ̄]/  ∼ N (0, αV̄ + O(α2 )).
Comment on the theorem. Under stronger conditions, one can actually
get weak convergence results of the type in [149] (modulo a minor correction
[151] in the proofs there) for the processes
n (t) = √1
U
qn

n+q
n t−1


(θi − θ̄).

i=n

The proof of such a weak convergence result involves many details, and we
wish to continue with a relatively simple development to show the general
validity of the iterate averaging idea. The current proof involves essentially
standard algebraic manipulations. To see the optimality of the iterate averaging procedure, let qn = n. Ignoring a set of arbitrarily small probability,
loosely speaking the theorem asserts that asymptotically
2n−1
1 
Θn − θ̄ =
(θi − θ̄) ∼ N (0, V̄ /n).
n n

This is what we get if n = K/n, where K = −A−1 , its asymptotically
optimal matrix value. Estimates such as used in Section 10.5.2 can be
employed to extend the theorem in the weak convergence case.
Proof. Assume probability one convergence until further notice. Since
θn → θ̄ with probability one, for any µ > 0 the process {θi , i ≥ N } can
be modiﬁed on a set whose probability goes to zero as N → ∞ such that
the assumptions continue to hold but |θn − θ̄| ≤ µ for n ≥ N. By shifting
the origin to N , we can suppose that |θn − θ̄| ≤ µ for all n. In fact, we can
suppose that there are real µn → 0 such that |θn | ≤ µn . This modiﬁcation
and the modiﬁcation alluded to in (A3.1) give rise to the Q2n term in the
statement of the theorem. Let µ > 0 be small enough so that the θn are
interior to the constraint set. Thus we can set Zn = 0 for all n without loss
of generality.
The basic diﬃculty in getting the averaging result is due to the nonlinearity of gn (·, ξ). The long-range correlations among the iterates that
are due to the nonlinearities need to be appropriately bounded. Keep in
mind that the eﬀective time interval over which we must work is larger
than that at which the weak convergence arguments of Chapters 8 and 10
hold. This follows from the fact that n qn → ∞. Furthermore, the averaged
process is deﬁned on the time scale with intervals 1/n and an interval of
time [an , an + b] on this scale uses the iterates on an interval in the n -scale
whose length goes to inﬁnity as an → ∞.
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A linearized algorithm. Henceforth, let θ̄ = 0 for notational simplicity. Dropping the Zn -term, expand the algorithm and introduce Yn (θ̄) =
Yn (0) = gn (0, ξn ) + δMn (0) as
θn+1 = (I + n A)θn


 

+ n gn (0, ξn ) + gn,θ
(0, ξn ) − A θn + δMn + n O(|θn |2 )
= (I + n A)θn + n Yn (0)
 


+ n gn,θ
(0, ξn ) − A θn + (δMn − δMn (0)) + O(|θn |2 ) .
Deﬁne the perturbed iterate θn = θn + Γdn θn , and deﬁne the martingale
$n = (Γd − En Γd )θn . Then we can write
$n by n δ M
diﬀerence δ M
n+1
n+1
θn+1 = (I + n A)θn + n Yn (0) + n [δMn − δMn (0)]
$n .
+ n O(|θn |2 ) − n AΓdn θn + n Γdn+1 Yn + n+1 En Γdn+1 θn + n δ M
Rewrite the iteration in the form



$n , (3.10)
θn+1 = (I + n A)θn + n Yn (0) + n vn + n δMn − δMn (0) + δ M

n in (3.2), assuming
where vn is deﬁned in the obvious way. We work with U
 0 is
that |θn | ≤ µ for all n, where µ is arbitrarily small. The method for U
n

almost identical to that for Un , and will be commented on as needed. If θi
n , then the contribution of the perturbation Γd θn is
replaces θi in U
n
1
√
qn

n+q
n −1


Γdi θi .

i=n

By (A3.8), this is bounded in mean by
1
O(1) √
qn

n+q
n −1


i µ ≤ O(1)µn qn1/2 ,

i=n

 0 , the left side is
which goes to zero by the middle part of (A3.3). For U
n
√
O(1)µtn / qn , which goes to zero by (A3.9). Thus, it is suﬃcient to prove
n
the result with θn replacing θn and work with the new deﬁnition of U
given by
n+q
n −1

n = √1
U
θi .
qn i=n

An analogous calculation shows that we can suppose that
4nθ0 = 0 in (3.10)
without loss of generality. To see this, deﬁne ΠA (i, n) = j=i (I + j A) and
note that
n

θn+1 = ΠA (0, n)θ0 +
l ΠA (l + 1, n)κl ,
(3.11)
l=0
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where κn is the sum of all the terms after the (I + n A)θn in (3.10). The
n is
contribution of the initial condition θ0 to U
1
√
qn

n+q
n −1


ΠA (0, i − 1)θ0 .

i=n

There is a β > 0 such that this last expression is bounded in mean by
1
O(1) √
qn

n+q
n −1


√
e−βti = O(1) qn e−βtn .

i=n

√
The right-hand side goes to zero since both e−βtn /n and qn n go to zero.
 0.
A similar argument can be used for U
n
It will be shown next that the nonlinear terms vn can be ignored. With
θ0 = 0, we have
n+q
i−1
n −1 

$l )].
n = √1
l ΠA (l + 1, i − 1)[Yl (0) + vl + (δMl − δMl (0) + δ M
U
qn i=n
l=0

We need to show that
1
√
qn

n+q
i−1
n −1 

i=n

l ΠA (l + 1, i − 1)E|vl | → 0

(3.12)

l=0

as n → 0. Note that vn contains the terms
O(|θn |2 ), Γdn+1 Yn , En Γdn+1 θn , AΓdn θn
whose mean values are of the order of n by (A3.1) and (3.7). Thus, asymptotically, the left side of (3.12) is of the order of
1
√
qn

n+q
n −1 * ti

i=n

0

eA(ti −s) m(s) ds.

(3.13)

By (3.8), the integral in (3.13) is of the order of i . Hence (3.13) is of the
order of
n+q
n −1

1
i ,
√
qn i=n
which goes to zero as n → 0 by (A3.5) and the fact that qn 2n → 0. For
(3.2b), use (A3.9). Thus the contributions of {vi } are included in Q1n in the
statement of the theorem.
$n }
The eﬀects of the martingale diﬀerences {δMn − δMn (0)} and {δ M
are handled in a similar manner. Calculate the mean square value of the
$l )
left side of (3.12) with E|vl | replaced by δMl − δMl (0) (resp., by δ M
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$l |2 = O(µ2 ), where µ is
and then use E[δMl − δMl (0)]2 → 0 (resp., E|δ M
arbitrarily small) to get that the mean square value goes to zero as n → ∞
(resp., is bounded by O(µ2 )). The details are similar to what will be done
in evaluating the Sn and Tn below, with the appropriate replacement for
$i } to
R(0) there. Thus the contributions of the {δMi − δMi (0)} and {δ M
1
n can be supposed to be included in Q .
U
n
The asymptotic covariance. The previous estimates show that the Un
in the statement of the theorem arises from the linear algorithm
θn+1 = (I + n A)θn + n Yn (0),

(3.14)

and we need only show that
1
qn

n+q
n −1


E θi θj

(3.15)

i,j=n

converges to V̄ as n → ∞, where θn is given by the solution to (3.14) with
initial condition zero; namely,
θn =

n−1


ΠA (l + 1, n − 1)l Yl (0).

(3.16)

l=0

In other words, we need only show that
1
qn

n+q
j−1
i−1 
n −1 


ΠA (k + 1, i − 1)k v EYk (0)Yv (0)ΠA (v + 1, j − 1) (3.17)

i,j=n k=0 v=0

converges to V̄ .
The expression (3.17) will be evaluated directly using (A3.7), and it will
be shown that the limit is
* ∞
* ∞

As
V̄ =
e dsR̄ + R̄
eA s ds,
(3.18)
0

where
R̄ =

∞

l=−∞

0

*
R̄(l),

R̄(l) =

∞



eAt R(l)eA t dt,

0

and R(l) is deﬁned by (3.6b). The matrices V̄ and R̄ in (3.18) are the same
as those deﬁned
∞by (1.3) and (1.5), where Σ in (1.3) and (1.5) takes the
explicit value l=−∞ R(l).
The summability of the φ(l) in (3.6a) implies that (3.17) is bounded
uniformly in n and that we can work with each “delay” l = k − v separately
in computing the limit in (3.17). The computation is straightforward via
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(A3.7), but to see what is being done we start with the simple stationary
case, where EYl (0)Yv (0) = R(l − v). The term in (3.17) containing R(0)
can be written as Tn + Sn + Sn , where
1
Tn =
qn

n+q
i−1
n −1 

i=n

ΠA (k + 1, i − 1)2k R(0)ΠA (k + 1, i − 1),

k=0

and
Sn =

n+qn −1
1 
qn i=n

n+q
i−1
n −1 

j=i+1

ΠA (k +1, i−1)2k R(0)ΠA (k +1, i−1)ΠA (i, j −1).

k=0

By the method of proof of (3.8), it is easily shown that the inner sum
of Tn is O(i ). Hence Tn → 0 as n → ∞ since n → 0. The term Sn is
asymptotically equivalent to (in the sense that the ratio converges to unity
as n → ∞)
1
qn

n+q
n −1 n+q
n −1 * ti


i=n

A(ti −s)

e

A (ti −s)

R(0)e

0

j=i+1





m(s) ds eA (tj −ti ) .

By the argument that led to (3.8), this is asymptotically equivalent to
1
qn

n+q
n −1 n+q
n −1


i=n

*
i

∞

As

e

A s

R(0)e





ds eA (tj −ti ) .

0

j=i+1

Now changing the order of summation
n+q
n −1 n+q
n −1



from

i=n

to

n+q
j−1
n −1 


j=i+1

j=n

i=n

and using the deﬁnition
*
R̄(0) =

∞



eAs R(0)eA s ds

0

yield the asymptotic approximations
1
R̄(0)
qn

n+q
j−1
n −1 

j=n

i=n

A (tj −ti )

i e

1
and R̄(0)
qn

n+q
n −1 * tj

j=n



eA (tj −s) ds.

tn

∞ 
This last expression converges to R̄(0) 0 eA s ds as n → ∞. Thus, the
limit of Sn + Sn is
* ∞
* ∞

As
e dsR̄(0) + R̄(0)
eA s ds.
0

0
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The terms containing R(l), with l = 0, are handled similarly.
Now, drop the stationarity assumption and use the general condition
(A3.7). Following the above procedure for the component k = v of (3.17)
yields that Sn is asymptotically equivalent to
1
qn

n+q
n −1 n+q
n −1 * ti


i=n

j=i+1

0


eA(ti −s) EYm(s) (0)Ym(s)
(0)
A (ti −s)

×e

A (tj −ti )

m(s) ds e

(3.19)
.

Due to the continuity of the exponential and the slow (by (A3.4)) rate

of change of m(t) , EYm(s) (0)Ym(s)
(0) can be replaced by R(0) in (3.19)
without changing the asymptotic value. The rest of the details for the
probability one convergence case are as for the simpler stationary case.
By assuming that (3.9) is bounded with probability one and the other
provisos of the theorem, the proof is essentially the same if we replace
the probability one convergence assumption by weak convergence for the
unconstrained algorithm. The details are left to the reader. 2

11.4 The Parameter Identiﬁcation Problem:
An Optimal Algorithm
The advantages of the averaging procedure can be graphically demonstrated by an application to the parameter identiﬁcation problem of Subsection 3.1.1. The purpose of the development is to illustrate the application of the iterate averaging method, and the conditions are chosen for
simplicity of exposition; see also [106, 167, 168] for additional details on
this class of problems. Recall that the observation at time n is the realvalued yn = φn θ̄ + νn . Let {νn } be mutually independent with mean zero,
constant conditional variance En νn2 = σ 2 , and independent of {φn }. Sup−1
pose that Eφn φn = Q > 0 and nΦ−1
in mean, where
n converges to Q
n−1

Φn = i=0 φi φi .
The error in the least squares estimator (1.1.11) is
(θn − θ̄) = Φ−1
n

n−1


φi νi

i=0

and
2 −1
nE(θn − θ̄)(θn − θ̄) = σ 2 EnΦ−1
.
n →σ Q

Now consider the simpler stochastic approximation procedure (1.1.18),
where the conditions on (νn , φn , n ) are such that Theorem 3.1 holds. The
conditions on {φn } are basically on the rate of decrease of its correlation
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function, and are not restrictive. The unconstrained algorithm (1.1.18) can
be written as


θn+1 = θn + n φn νn − φn (θn − θ̄)


= θn + n φn νn − Q(θn − θ̄) + (Q − φn φn )(θn − θ̄) .
We have A = −Q and Σ = σ 2 Q, and νn φn are martingale diﬀerences. The
term (Q − φn φn )(θn − θ̄) has no eﬀect on the limit normalized mean square
error. Thus, V̄ = σ 2 Q−1 . Let qn = n. Then, by possibly modifying the
algorithm on a set of arbitrarily small probability, Theorem 3.1 asserts that
nE(Θn − θ̄)(Θn − θ̄) converges to V̄ , where Θn is deﬁned by (3.1). Thus,
the rate of convergence is the same as that for the more complicated least
squares algorithm. The use of iterate averaging for tracking time varying
parameters is discussed in [167, 168].
Some data for a constant-step-size algorithm. Data will be presented
for the parameter identiﬁcation procedure of Subsection 3.1.1. The algorithm is

θn+1
= θn + φn [yn − φn θn ],
where yn = φn θ̄ + νn . A constant step size is used because it is a common
practice in similar applications such as adaptive noise cancellation. Data
for the case where the iterate average is fed back into the algorithm appears
in [151].
The parameter is θ̄ = (4.0, −4.2, 3.0, 2.7, −3.0). The dimension is
r = 5 and {νn } is a sequence of independent and identically (normally) distributed random variables with mean zero and ﬁnite variance, and is independent of {φn }. The vector φn is deﬁned by: φn =
(ψn , ψn−1 , ψn−2 , ψn−3 , ψn−4 ), where the random variables ψn are deﬁned
by the equation ψn+1 = ψn /2 + ζn , and here the ζn are mutually independent Gaussian random variables with mean zero and variance 1.0. The
standard deviation of the observation noise νn is 6.0, a rather large number.
The iterate average is:
Θn =

1
window

n


θi .

i=n−window

The averaging is started after a suitable transient period. Tables 4.1 and 4.2
list the sample mean square errors in the estimates of the ﬁve components
of θ̄ at 5000 iterations. These numbers are large because the variance of the
observation noise is large. The values of the estimators of the parameters
are essentially constant after 1000 iterations. The long-run errors decrease
as  → 0, but the data indicates the improvement due to the iterate averaging. In all cases, the ratios should be examined. The results for the
iterate average improve further with a larger window. The results for the
decreasing-step-size algorithm are better in that all the sample variances
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are smaller, and they go to zero as the run length increases. Nevertheless,
the iterate averaging method still yields substantially better results.

Table 4.1.  = 0.05, Window = 150
Parameter Component
1
2
3
4
5
Variances of the θn Components 1.133 1.212 1.173 1.251 1.014
Variances of the Θn Components 0.230 0.297 0.257 0.370 0.207
Case

Table 4.2.  = 0.02, Window = 300
Parameter Component
1
2
3
4
5
Variances of the θn Components 0.350 0.441 0.385 0.489 0.350
Variances of the Θn Components 0.086 0.125 0.085 0.194 0.088
Case

12
Distributed/Decentralized and
Asynchronous Algorithms

12.0 Outline of Chapter
This chapter is concerned with decentralized and asynchronous forms of
the stochastic approximation algorithms, a relatively new area of research.
Compared with the rapid progress and extensive literature in stochastic
approximation methods, the study of parallel stochastic approximation is
still in its infancy. The general ideas of weak convergence theory were applied to a fairly broad class of realistic algorithms in [153, 154]. The general
ideas presented there and in [145, 239] form the basis of this chapter. Analogously to the problems in Chapter 8, those methods can handle correlated
and state-dependent noise, delays in communication, and asynchronous and
distributed networks. Various examples are given in Section 1. In the basic
model, there are several processors; each one is responsible for the updating of only a part of the parameter vector. There might be overlaps in that
several processors contribute to the updating of the same component of
the parameter. Such models were treated in [145, 239, 240]. For a similar model, the problem of ﬁnding zeros of a nonlinear function with noisy
observations via parallel processing methods and with random truncation
bounds was treated in [276]. An attempt to get real-time implementable
procedures via pipelining (see Section 1.2) of communication and computation for algorithms with “delayed” observations was in [279]. Pipelining
is a potentially useful method for exploiting multiprocessors to accelerate
convergence. Suppose that the system observes raw physical data, and then
the value of Yn is computed from that raw data. The actual time required
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for the computation of Yn from the raw data might be relatively long in
comparison with the potential rate at which the raw data can be made
available. Then the computation can be sped up via pipelining. This is
discussed further in Section 1.
A survey of some recent developments can be found in [266]. Reviews
of decentralized algorithms for traditional numerical analysis problems can
be found in [179], and surveys and literature citations for asynchronous
(almost entirely) deterministic problems are in the books [20] and [199].
In some applications, the input data are physically distributed; i.e., the
underlying computation might use physically separated processors, estimators, trackers, controllers, and so on. For example, in the optimization
of queueing networks, each node might be responsible for updating the
“local” routing or service speed parameters. In such problems, there are
generally communication delays in transferring information from one node
to another. This might be because of the physical time required and the
fact that diﬀerent paths are used by each processor, and the path used
by each processor is time dependent and random, or it might be due to
the time required by other (perhaps higher-priority) demands placed on
the network. In other applications, the time required for getting the data
needed to update a component of the parameter might be random, and we
might not have complete control over which component is to be updated
next. An example is the Q-learning problem in Chapter 2.
By means of parallel processing, one may be able to take advantage of
state space decomposition. As a result, a large dimensional system may be
split into small pieces so that each subsystem can be handled by one of the
parallel processors.
The general problem of distributed algorithms can be treated by the
methods of the previous chapters, provided they are synchronized or nearly
synchronized, even if there are modest delays in the communication among
processors. The problem becomes more diﬃcult if the processors are not
synchronized. This is particularly important if each processor takes a random length of time to complete its work on a single update but is able to
continue processing updates for its set of parameters even if it does not
have the latest results from the other processors. Then, in any real-time interval each processor completes a diﬀerent (random) number of iterations.
Because of this, one can no longer use the iterate number n = 0, 1, . . . , as
a clock (time) to study the asymptotic properties. One needs to work in
real time, or at least in an appropriately scaled real time.
Suppose there is only one processor (hence no synchronization problems),
but that the actual computation of each update takes a random amount
of time. This random time is irrelevant to the convergence, which is only
concerned with what happens as the number of iterates goes to inﬁnity.
Thus, the previous chapters worked with what might be called “iterate
time.” To introduce the idea of working in real time, this problem is redone in Section 2 in a scaled real time, so that the mean ODE follows the
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progress not as the iterate number increases, but as real time increases. It
will be seen that the analysis is exactly the same except for a simple time
transformation, and that the mean ODE is just as before, except for a scale
factor that accounts for the average rate at which the iterations progress
in time. Analogously to the interpretation of the function ḡ(θ) in the ODE
as a mean of the iterate values when the parameter is ﬁxed at θ, the time
at the parameter value θ is scaled by the mean rate of updating when the
parameter is ﬁxed at that value. If the basic algorithm is of the gradient
descent type, then the stable points are the same as for the centralized
algorithm.
We concentrate on the weak convergence proofs, although analogs of the
probability one results of Chapters 5 and 6 can also be proved. The proofs
are actually only mild variations on those of Chapter 8. The notation might
get involved at times, but it is constructed for versatility in applications and
so that the problem can be set up such that the proofs in Chapter 8 can be
used, with only a time rescaling needed at the end to get the desired results.
Section 3 deals with the constant step-size algorithm, and the decreasing
step-size algorithm is treated in Section 4. Section 5 is concerned with the
state-dependent-noise case and is based on the method of Section 8.4. The
proofs of the rate of convergence and the stability methods in Sections 6 and
7 follow the lines of development of the analogous sections in Chapters 8 and
10, but work in “real time” rather than iterate time. Iterate averaging such
as that used in Chapter 11 has the same advantages here but is omitted
for brevity. Finally, we return to the Q-learning problem of Section 2.3,
and use the diﬀerential inclusions form of the main theorem in Section 3
to readily prove the convergence to the optimal Q-values.

12.1 Examples
12.1.1

Introductory Comments

In the Q-learning example of Section 2.3, the parameter θ is the collection
of Q-values, called {Qiα ; i, α} there. While that algorithm is usually implemented in a centralized way and only one component is updated at each
state transition, the algorithm is certainly asynchronous in the sense that
the component updated at any time is random and the time between updates of any particular component is random. The methods of this chapter
will be appropriate for such problems.
It is easy to construct examples of asynchronous algorithms by simply
splitting the work among several processors and allowing them to function
asynchronously. For example, in the animal learning example of Section
2.1, there might be several parameters updated at rates that are diﬀerent and that depend on diﬀerent aspects of the hunting experience. In the
neural net training example of Section 2.2, the actual computation of the

398

12. Decentralized Algorithms

derivatives might be quite time-consuming relative to the rate at which
new training inputs can be applied and the corresponding outputs measured. This suggests that the algorithm can be improved by “pipelining”
in either a synchronized or an asynchronized way (see the example in the
next subsection). The relative diﬃculty of the computation in comparison
with the actual speed at which the network can be used suggests a general
class of problems where pipelining can be useful. In many applications,
one takes a “raw” observation, such as the input and the associated actual and desired outputs in the neural network training procedure. Then
a time-consuming computation is done to get the actual Yn or Yn , which
is used in the stochastic approximation. A similar situation holds for the
queue optimization problem of Section 2.5. In that case, the raw data are
simply the sequences of arrival and service times. The computation of the
pathwise derivative might take a (relatively) long time, particularly if the
interarrival and service times are very small, the derivatives of the “inverse
functions” that are often involved in getting pathwise derivatives are hard
to compute, or the processors used must be shared (with perhaps a lower
priority) with other tasks.
It is worth emphasizing that asynchronous algorithms commonly arise
when the processing is distributed and some of the processors are interrupted at random times to do other work.
The pipelined algorithm described in the next subsection is not asynchronous. It is distributed and uses the notion of “concurrency,” which is
central to current work in distributed processing. If each processor takes a
random length of time for its computation, one might consider the use of
an asynchronous form of the pipelined algorithm, and the methods of this
chapter can then be applied. In the synchronized case, the proofs of convergence of the pipelined algorithms can be handled by the machinery of
Chapters 5–8. Subsection 2.3 concerns the optimization of a queueing network, where the various nodes of the network participate asynchronously in
the computation. The example in Section 2.4 arises in telecommunications
and is characteristic of a large class of problems. These few examples are
illustrative of an ever-expanding set of applications.

12.1.2

Pipelined Computations

This example illustrates the usefulness of multiprocessors in stochastic approximation and is intended to be a simple illustration of the pipelining
method. Consider the stochastic approximation algorithm as described in
the previous chapters, with constant step size :

θn+1
= ΠH (θn + Yn ) = θn + Yn + Zn .

(1.1)

The algorithm can often be thought of in terms of the following two-phase
computation. In Phase 1, we evaluate the Yn from the raw observational
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data, and in Phase 2, we update the parameter by adding Yn to the current
value of θn (with a projection or a reﬂection term if needed) and observe
new raw data.
Generally, most of the computation time is spent in Phase 1. Frequently,
Phase 1 consists of an extensive computation based on physical measurements. Taking this fact into account, consider an alternative algorithm
where several processors are lined up as on a production line and update
interactively. After each iteration is completed, the new value of the parameter is passed to the next processor in the line.
For a concrete illustration, suppose that the time required for computing
Yn is three units of time, after which θn and Yn are added and a new measurement is taken, where the addition and taking the new raw measurement
requires one unit of time. Instead of using a single processor as in (1.1),
where each iteration requires four units of time, four parallel processors
will be used in a pipeline fashion. All processors perform the same kind
of computation, but with diﬀerent starting times. At a given instance n,
suppose that Processor 1 has completed its evaluation based on physical

data observed three units of time ago when the parameter value was θn−3
.

In other words, it has computed Yn−3 . Then, at time n + 1, Processor 1
computes


θn+1
= ΠH (θn + Yn−3
),
where θn is the current value of the parameter (just provided by Processor
4). Meanwhile Processor 2 is evaluating the increment based on physical

measurements taken at time n − 2, when the parameter was θn−2
. Thus,
at time n + 2, Processor 2 computes



θn+2
= ΠH (θn+1
+ Yn−2
)

and analogously for Processors 3 and 4.
In general, suppose that the evaluation of each Yn requires d units of
time. Then, using d + 1 synchronized processors the algorithm is


θn+1
= ΠH (θn + Yn−d
).

(1.2)

Deﬁne the initial condition θn = θ0 for n = 0, . . . , d. Thus, following the
format of the example, Processor 1 takes physical measurements at times


0, d + 1, 2(d + 1), . . ., and computes θd+1
, θ2(d+1)
, . . . For 1 ≤ v ≤ d + 1,
Processor v (v = 1, . . . , d + 1) takes physical measurements at times


v − 1, v − 1 + (d + 1), v − 1 + 2(d + 1), . . ., and computes θd+v
, θv−1+2(d+1)
,...

Once an update θn is computed, its value is passed to the next processor
in the line. The algorithmic form (1.2) is covered by the theorems in Chapters 5–8 without any change, owing to the fact that the update times are
synchronized.
The model can easily be extended to allow variable (but bounded or
uniformly integrable) delays in communication between processors, so that

θn in (1.2) is replaced by some θn−µ
where µn is the delay. The delay can
n
depend on the destination processor.
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A Distributed and Decentralized Network Model

This example is taken from [145], but the notation is slightly diﬀerent.
Consider a system with r processors, the αth one having the responsibility
for updating the αth component
r of θ. We wish to minimize a function F (·)
that takes the form F (θ) = γ=1 F γ (θ), for real-valued and continuously
diﬀerentiable F γ (·). Deﬁne Fαγ (θ) = ∂F γ (θ)/∂θα . In our model, for each
,γ
α and each γ = 1, . . . , r, Processor γ produces estimates Yn,α
, for n ≥ 0,
γ
which are sent to Processor α for help in estimating Fα (·), at whatever
the current parameter value. It also sends the current values of its own
component θγ . The form of the function F (·) is not known.
An important class of examples that ﬁts the above model is optimal adaptive routing or service time control in queueing networks. Let the network
have r nodes, with θ being perhaps a routing or service speed parameter,
where θα is the component associated with the αth node. [We note that
it is customary in the literature to minimize a mean waiting time, but
the mean waiting time is related to the mean queue lengths via Little’s
formula.] Let F γ (θ) denote the stationary average queue length at node
γ under parameter value θ. We wish to minimize
r the γstationary average
number of customers in the network F (θ) =
γ=1 F (θ). The problem
arises in the control of telecommunication networks and has been treated
in [239, 243]. The controller at node α updates the component θα of θ based
on its own observations and relevant data sent from other nodes. In one
useful approach, called the surrogate estimation method in the references,
each node γ estimates the pathwise derivative of the mean length of its own
queue with respect to variations in external inputs to that node. Then one
uses the mean ﬂow equations for the system to get acceptable “pathwise”
estimates of the derivatives Fαγ (θ). These estimates are transmitted to node
α for estimating the derivative of F (θ) with respect to θα at the current
value of θ and then updating the value of θα . After each transmission,
new estimates are taken and the process is repeated. The communication
from processor to processor might take random lengths of time, due to the
diﬀerent paths used or the requirements and priorities of other traﬃc.
The time intervals required for the estimation can depend heavily and
randomly on the node; for example, they might depend on the random
service and arrival times. The nodes would transmit their estimates in an
asynchronous way. Thus the stochastic approximation is both decentralized
and asynchronous. More generally, some nodes might require a vector parameter, but the vector case can be reduced to the scalar case by “splitting”
the nodes. In a typical application of stochastic approximation, each time
a new estimate of Fαγ (θ) (at the current value of θ at node γ) is received
at node α, that estimate is multiplied by a step-size parameter and subtracted (since we have a gradient descent algorithm) from the current value
(at node α) of the state component θα . This “additive” structure allows
us to represent the algorithm in a useful decomposed way, by writing the
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current value of the component θα as the sum of the initial value minus r
terms. The γth such term is the product of an appropriate step size times
the sum of the past transmissions from node γ to node α, where each transmission is an estimate of Fαγ (·) at the most recent value of the parameter
available to node γ when the estimate was made.
As noted, the transmission of information might not be instantaneous. If
the delays are not excessively long (say, the sequence of delays is uniformly
integrable) and  is small, then they cause no problems in the analysis. It
should be mentioned that this insensitivity to delay is an asymptotic result
and a small step size might be required if it is to hold in any particular
application. In any given practical system, the possibility of instabilities
due to delays needs to be taken seriously. To simplify the notation in the
rest of this example, we will work under the assumption that there are no
delays and that the parameters are updated as soon as new information
becomes available.
Notation. The notation is for this example only. The symbols might be
given diﬀerent meanings later in the chapter. Let the step size be  > 0,
,γ
a constant. Let δτn,α
denote the real-time interval between the nth and
(n + 1)st transmissions from node γ to node α. Deﬁne
,γ
τn,α
=

n−1


,γ
δτi,α
,

(1.3)

i=0

which is  times the real time required for the ﬁrst n transmissions from γ
to α. Deﬁne
Nα,γ (t) =  × [number of transmissions from γ to α up to real time t/].
,γ
Let τα,γ (t) be the piecewise constant interpolation of the τn,α
with interpolation intervals  and initial condition zero. Analogously to the situation to
be encountered in Section 2, Nα,γ (·) and τα,γ (·) are inverses of each other.

The stochastic approximation algorithm. The notation is a little complex but very natural, as seen later in the chapter. It enables us to use the
results of Chapters 5–8 in a much more complex situation via several time
change arguments and saves a great deal of work over a direct analysis.
As mentioned in the preceding discussion, it is convenient to separate the
various updates in the value of θα into components that come from the
same node. This suggests the following decomposed representation for the
,γ
stochastic approximation algorithm. Let θn,α
represent the contribution to
the estimate of the αth component of θ due to the ﬁrst (n-1) updates from
,γ
Processor γ. Let θα,γ (·) denote the interpolation of {θn,α
} in the real-time
(times ) scale. The actual interpolated iterate in the real-time (times )
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scale is deﬁned by
θα (t) = θα (0) +

r


,α
.
θα,γ (t), θα (0) = θ0,α

(1.4)

γ=1

A constraint might be added to (1.4). Deﬁne θ (·) = {θα (t), α = 1, . . . , r}.
For each α, γ, let cγα (·) be a continuous and bounded real-valued function.
,γ
is deﬁned by
Then the sequence θn,α
,γ
,γ,−
,γ
,γ
= θn,α
+ cγa (θ (τn+1,α
))Yn,α
,
θn+1,α

,γ
θ0,α
= 0 for α = γ.

(1.5)

The role of the functions cγα (·), to be selected by the experimenter, is to
adjust the step size to partially compensate for the fact that the frequency
of the intervals between updates might depend on θ, α, and γ. If desired,
,γ,−
one can always use cγα (θ) ≡ 1. Note that, by the deﬁnitions, θ (τn+1,α
) is
the value of the state just before the (n + 1)st updating at Processor α with
the contribution from Processor γ. Deﬁne
,γ
θα,γ (t) = θn,α
for t ∈ [n, (n + 1)).

By the deﬁnitions, we have the following important relationships:
,γ
θα,γ (t) = θN
= θα,γ (Nα,γ (t)),
,γ
α (t)/,α
θ,γ (τ ,γ (t)) = θ,γ (t),
α

α

(1.6)

α

,γ
,
where Nα,γ (t) is deﬁned after (1.3). Under reasonable conditions on Yn,α
the proofs of convergence are just adaptations of the arguments in the
previous chapters modiﬁed by the time-change arguments of Section 3 in
[145], which are similar to those used in Sections 2 and 3.

12.1.4

Multiaccess Communications

This example is motivated by the work of Hajek concerning the optimization of the ALOHA system [94]. In this system, r independent users share
a common communication channel. At each time slot n, each user must
decide whether or not to transmit assuming that there is a packet to transmit in that slot. Since there is no direct communication among users, there
is a possibility that several users will transmit packets at the same time,
in which case all such packets need to be retransmitted. The users can
listen to the channel and will know whether or not there were simultaneous transmissions. Then they must decide when to retransmit the packet.
One practical and common solution is to transmit or retransmit at random
times, where the conditional (given the past) probability of transmission
or retransmission at any time is θα for user α. The determination of the
optimal θ = (θ1 , . . . , θr ) is to be done adaptively, so that it can change
appropriately as the operating conditions change.

12.2 Real-Time Scale: Introduction

403

Let θn,α denote the probability (conditioned on the past) that user α
transmits a packet in time slot n+1, if a packet is available for transmission.
Let Inα denote the indicator function of the event that user α transmits in
time slot n + 1, and Jnα the indicator function of the event that some other
user also transmitted in that slot. Let 0 < aα < bα < 1, α = 1, . . . , r. For
appropriate functions Gα (·) the algorithm used in [94] is of the form
5
6
θn+1,α = Π[aα ,bα ] θn,α + Gα (θn,α , Jnα )Inα .
(1.7)
Thus, the update times of the transmission probability for each user are
random; they are just the random times of transmission for that user.
No update clock is synchronized among the users. The only information
available concerning the actions of the other users is whether or not there
were simultaneous transmissions.

12.2 Real-Time Scale: Introduction
The purpose of this section is to introduce and to motivate the basic issues
of scaling for the asynchronous algorithm. To simplify the introduction
of the “real-time” notation, assume that there is only one processor. The
general case is in the following sections. The essence is to use a random
time change argument, which (either implicitly or explicitly) is crucial in
analyzing parallel and decentralized algorithms.
The time scale used in the proof of the convergence via the ODE
method in Chapters 5–8 was determined by the iteration number and
the step size only. For example, for the constant-step-size case, the interpolation θ (t) was deﬁned to be θn on the interpolated time interval
[n, n + ). For the decreasing-step-size case, we used the interpolations
θn (·), n = 0, 1, . . . , deﬁned by θn (t) = θn+i on the interpolated time interval [tn+i −tn , tn+i+1 −tn ). These interpolations were natural choices for the
problems of concern because our main interest was the characterization of
the asymptotic properties of the sequences {θn } or {θn }, and the increment
in the iterate at the nth update is proportional to  (n−1 , resp.). Of course,
in applications one works in real (clock) time, but this real time is irrelevant for the purpose of proving convergence for the algorithms in Chapters
5–8. As was seen in the examples in Section 1, if the computation is split
among several interacting processors that are not fully synchronized, then
we might have to work in (perhaps scaled) real time, because there is no
“iterate time” common to all the processors.
The situation is particularly acute if some of the interacting processors
require (diﬀerent) random times for the completion of their work on each
update but can continue to update their part of the parameter even if there
is a modest delay in receiving the latest information from the other processors. Of course, an algorithm that appears at ﬁrst sight to be asynchronous
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might be rewritable as a fully synchronized algorithm or perhaps with only
“slight” asynchronicities, and the user should be alert to this possibility.
When working in real time, the mean ODE or diﬀerential inclusion that
characterizes the asymptotic behavior for the asynchronous algorithm will
be very similar to what we have derived in Chapters 6–8. Indeed, it is
the same except for rescalings that account for the diﬀerent mean update
speeds of the diﬀerent processors. To prepare ourselves for these rescalings
and to establish the type of notations and time scale to be used, we ﬁrst
obtain the mean ODE for a classical fully synchronized system as used in
Chapters 5–8, but in a real-time scale.
Consider the algorithm used in Theorem 8.2.1, but without the constraint; namely,

θn+1
= θn + Yn .
Assume the conditions of that theorem and that {θn ; , n} is bounded. Then
Theorem 8.2.1 holds for the interpolations {θ (·), θ (q +·)}, and the mean
ODE is θ̇ = ḡ(θ).
Suppose that the computation of Yn requires a random amount of time
δτn , which is the real-time interval between the nth and (n+1)st updating.
Deﬁne the interpolated real time
τn = 

n−1


δτi ,

i=0

and deﬁne
N  (t) =  × [number of updatings by real time t/].
Let τ  (·) denote the interpolation of {τn , n < ∞} deﬁned by τ  (t) = τn on
[n, n + ); see Figures 2.1 and 2.2.
N  (t)
3
2

δτ0

δτ1

δτ2

t


Figure 2.1. The function N (·).
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τ (t)
δτ2
δτ1
δτ0


2

3

t

Figure 2.2. The function τ  (·).
Note that τ  (·) is the inverse of N  (·) in the sense that
N  (τ  (t)) = n, for t ∈ [n, n + ).

(2.1)

Deﬁne θ (t) = θ (N  (t)), which is the interpolation of the iterate sequence
in the real-time scale, not in the iterate-time scale. The weak convergence
and characterization of the mean ODE for the {θ (·)} sequence is easily
done by following the procedure used for Theorem 8.2.1; this will now be
illustrated.
Refer to the notation and the structure of the setup for Theorem 8.2.1,
and let Fn measure {δτi , i < n} as well. The “dot” notation Ṅ (t) denotes
the derivative with respect to the argument. Thus, Ṅ (τ (t)) denotes the
derivative of N (·) evaluated at τ (t); equivalently,
Ṅ (τ (t)) =

#
∂
N (s)#s=τ (t) .
∂s

Suppose that
{δτn ; , n} is uniformly integrable.

(2.2)

Let there be measurable functions un (·) and “memory” random variables
ξn such that
En δτn = un (θn , ξn ),
where we suppose that
inf un (θ, ξ) > 0, w.p.1,

n,,θ,ξ

(2.3)

and un (·, ξ) is continuous in θ uniformly in n,  and in ξ on any compact
set. Suppose there is a continuous function ū(·) such that
n+m−1
1 
En ui (θ, ξi (θ)) → ū(θ)
m i=n
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in mean for each θ as n and m go to inﬁnity. Note that in applications,
one often has some inﬂuence over the design of the system, and then the
assumptions are reasonable requirements on that design.
The set {θ (·), τ  (·), θ (·), N  (·)} is tight. The tightness assertion and the
Lipschitz continuity of the weak sense limits of {τ  (·)} are consequences of
the uniform integrability (2.2). The strict positivity (2.3) implies that all
weak sense limits of {τ  (·)} are strictly increasing. The tightness assertion
and the Lipschitz continuity of the weak sense limits of {N  (·)} is a consequence of these facts together with the property (2.1). [See the proof of
Theorem 3.1 for additional detail.] For notational simplicity, we suppose
that the original sequences indexed by  converge weakly; otherwise take an
appropriate subsequence. By the assumptions, and the proof of Theorem
 N (·)) such that
8.2.1, there are processes (θ(·), τ (·), θ(·),
 N (·)),
(θ (·), τ  (·), θ (·), N  (·)) ⇒ (θ(·), τ (·), θ(·),
 = θ(N (t)) and
where θ(t)
*

t

ū(θ(s))ds.

τ (t) =

(2.4)

0

Owing to the strict positivity (2.3) and to the fact that N  (·) and τ  (·)
are inverses of each other, it follows that both τ (·) and N (·) are strictly
increasing and diﬀerentiable with probability one and that N (τ (t)) = t.
Hence N (t) = τ −1 (t). That is, N (·) is the inverse function to τ (·). Taking
derivatives, we get Ṅ (τ (t))τ̇ (t) = 1. Then using (2.4) and writing s = τ (t),

the slope of N (·) at s is Ṅ (s) = 1/ū(θ(τ −1 (s))) = 1/ū(θ(s)).
In other words,
the mean rate of change of the number of updates is inversely proportional
to the mean time between updates. We now have
* t
ds
N (t) =
.
(2.5)

0 ū(θ(s))
By Theorem 8.2.1, θ(·) satisﬁes θ̇ = ḡ(θ). Using the relationships

θ (·) = θ (N  (·)) ⇒ θ(N (·)) ≡ θ(·)

(2.6)

and N (τ (t)) = t yields

ḡ(θ(t))
ḡ(θ(N (t)))
˙

=
.
θ(t)
= [θ̇(N (t))]Ṅ (t) =


ū(θ(t))
ū(θ(t))

(2.7)

Thus, the derivation of the mean ODE in the real-time scale is just that of
Theorem 8.2.1 plus a time-change argument.
Equation (2.7) says that the (asymptotic) progress of the convergence in
real time is scaled by the (asymptotic) mean “rate of updating,” as mea
sured by the mean rate 1/ū(θ(t)).
The purpose of the time-change argument
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is to avoid dealing with random interpolation intervals and the interaction
of Yn and δτn . The time-change argument exploits the convergence of both
the sequence of “time” processes {τ  (·), N  (·)} and the original sequence of
interpolations {θ (·)}. The approach can be viewed as a “separation principle,” which works with the iterate and real-time scales separately, doing the
computations in each that are best suited to it. Similar time scalings will
be used in the following sections to enable the general results of Chapter 8
to be carried over to the asynchronous algorithm with minimal eﬀort.
Remark on the analysis for inﬁnite time. The argument leading to
(2.7) is for the sequence of processes {θ (·)} that start at time zero and are
deﬁned on the interval [0, ∞). This gives us a limit theorem for {θ (·)} for
t in any large but bounded interval, or even for an interval [0, T ] where
T → ∞ slowly enough. It is good enough for most practical algorithms,
when  is small and n might be large, but it will not go to inﬁnity in the
application.
In Chapters 5–8, to get limits as the interpolated time went to inﬁnity,
we worked with a sequence of processes that were actually the “tails” of the
original process. For example, in Chapter 8, to get the limits of θn as  → 0
but n → ∞, we worked with the sequence of interpolations θ (q + ·),
where q → ∞. The natural analog of this procedure in the real time scale
uses a sequence of processes starting at a sequence of real times that go to
inﬁnity as  → 0, as follows. Let T → ∞ (real numbers) and work with
{θ (T + ·)}.
The limits of θ (T + ·) as  → 0 are the limits of the iterate sequence
in real time, as real time goes to inﬁnity and  → 0. Then the analysis
is the same as above, except that the value at time zero (the new initial
condition) of the real-time interpolated process shifted to the left by T is

θ (T ) = θ (N  (T )) = θN
 (T )/ .


Recall that N  (t)/ is the index of the last iterate that occurs at or before real-time t and it is a random variable. The uniform integrability and
tightness conditions must reﬂect this change of time origin. In particular,
since N  (t) is a random variable, we will need to assume that


{ξN
 (T )/+n , θN  (T )/+n ; , n ≥ 0} is tight



(2.8)

and

{YN  (T  )/+n , δτN
 (T  )/+n ; , n ≥ 0} is uniformly integrable.

(2.9)

For each  > 0, the quantities in (2.9) are used to compute the iterates
that occur at or after real-time T . In fact, for each  > 0, (2.9) is just the
set of observations and time intervals for the process starting at time T
with initial condition θ (T ). These assumptions would not always hold as

408

12. Decentralized Algorithms

required if they held only for T = 0. But for the types of renewal processes
that commonly model the update times, the veriﬁcation of (2.8), (2.9), and
their analogs in subsequent sections might not be more diﬃcult than the
veriﬁcation for T = 0. Indeed, an examination of various cases suggests
that (2.8) and (2.9) are not at all restrictive. Analogous conditions will be
used in what follows. Unfortunately, the notation needed for the processes
that are shifted to the left by an arbitrary real time is rather messy.
Note that in practice, we will start the procedure at some arbitrary time,
which suggests that (2.8) and (2.9) are essential for a well-posed problem,
whether or not we work in real time, because they are just the required
conditions when we start at an arbitrary real time and desire convergence
no matter what the starting time is.

12.3 The Basic Algorithms
12.3.1

Constant Step Size: Introduction

In this section, we work with a versatile canonical model, with a constant
step size  > 0. The notation is, unfortunately, not simple. This seems
to be unavoidable because the actual number of updates at the diﬀerent
processors at any time are only probabilistically related, and we wish to
treat a form that covers many interesting cases and exposes the essential
issues. The basic format of the convergence proofs is that of weak convergence. Extensions to the decreasing-step-size model are straightforward,
being essentially notational, and are dealt with in the next section. In this
and the next subsection, we develop the notation. Following the idea of
the time-scale changes introduced in Section 2, we ﬁrst deﬁne each of the
components of the parameter processes in “iterate time,” and then we get
the results for the “real-time” evolution from these by the use of appropriate time-scale changes, with each component having its own time-scale
process. Thus we also need to deal with the weak convergence of the timescale processes. The method is ﬁrst developed for the martingale diﬀerence
noise case. The extension to the correlated noise case uses the same techniques and appropriate averaging conditions, analogous to what was done
in Chapter 8. The basic theorems are for large but bounded time intervals,
analogously to the ﬁrst results in Section 2. The inﬁnite time analysis is
done in Subsection 4 and conditions analogous to those of (2.8) and (2.9)
will be needed.
For descriptive purposes, it is convenient to use a canonical model in
which there are r processors, each responsible for the updating only one

component of θ. Let δτn,α
denote the real time between the nth and (n+1)st

updating of the αth component of θ. It is possible that δτn,α
has the same
value for several values of α and all  and n, and that the same processor is
responsible for that set of components. However, that case is covered by the
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current assumption. The network example of Subsection 1.3 is also covered
due to the additive form of (1.4), (1.5). Due to the working assumption
of a separate processor for the updating of each component of θ, we will
simplify further by supposing that the constraint set takes the form
H = [a1 , b1 ] × . . . × [ar , br ], −∞ < aα < bα < ∞.

(3.1)

This assumption on the form of the constraint set is not essential. If some
processor is used to update several components, then the general constraints (A4.3.2) or (A4.3.3) can be used on that set. In fact, the algorithm
can be written so that the entire vector is constrained, subject to current
knowledge at each processor, and the mean ODE will be the correct one
for the constrained problem. The proofs of convergence are all very close
to those in Chapter 8; only the details concerning the diﬀerences will be
given.
The algorithm of concern will be written in terms of its components. For
α = 1, . . . , r, it takes the form
 






= θn,α
= Π[aα ,bα ] θn,α
+ Yn,α
+ Yn,α
+ Zn,α
.
(3.2)
θn+1,α
Deﬁne the scaled interpolated real time

τn,α
=

n−1



δτi,α
,

i=0

and, for each σ ≥ 0, deﬁne
1
pα (σ)

= min n :

n−1


2

δτi,α

≥σ

,

i=0

the index of the ﬁrst update at Processor α at or after (unscaled) real time
σ. Deﬁne
Nα (σ) = ×[number of updatings of the αth component by real time σ/].

, n < ∞} on [0, ∞) deﬁned by
Let θα (·) denote the interpolation of {θn,α


on [n, n + ), and deﬁne τα (·) analogously, but using {τn,α
}.
θα (t) = θn,α
The relations among some of the terms are illustrated in Figure 3.1.


δτ0,α

0

δτ 
 pa (σ)−1,α
-


δτ1,α


τ1,α


τ2,α


θ1,α


θ2,α

σ

τp (σ),α
a

θp  (σ),α
α

Figure 3.1. The iterates up to real time σ for Processor α.
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Analogously to the situation in Section 2, note that τα (·) is the inverse of
Nα (·) in the sense that
Nα (τα (t)) = n for t ∈ [n, n + ).

(3.3)

Deﬁne the “real-time” interpolation θα (t) by



θα (t) = θn,α
, t ∈ [τn,α
, τn+1,α
),

(3.4)

and note the equalities
θα (t) = θα (τα (t)), θα (t) = θα (Nα (t)).

(3.5)

Deﬁne the vector θ (t) = (θα (t), α ≤ r).

12.3.2

Martingale Diﬀerence Noise

Notation. In Chapter 8, the σ-algebra Fn measured all the data available

until, but not including, the computation of θn+1
. With En denoting the

expectation conditioned on Fn , for the martingale diﬀerence noise case we
had En Yn = gn (θn ) plus possibly an asymptotically negligible error, called
βn . By taking this conditional expectation, we were able to write Yn as
the sum of the conditional mean and a martingale diﬀerence term. This
decomposition was fundamental to the analysis, and a key quantity in the
analysis was the expectation of Yn conditioned on all the data needed to
compute the past iterate values {θi , i ≤ n}. Similar computations, centering
the increments about appropriate conditional means, are also fundamental
for the analysis of the asynchronous algorithms. Nevertheless, the problem
is complicated by the fact that we need to deal with both θα (·) and τα (·)
for each α, and the full state can change between the updates at any given
α.



The random variable Yn,α
is used at real time τn+1,α
to compute θn+1,α
,

about a conditional
as illustrated in Figure 3.2. Hence, when centering Yn,α
mean (given the “past”), it is appropriate to let the conditioning data
for processor α be all the data available on the open real-time interval


[0, τn+1,α
). Thus, we include δτn,α
in the conditioning data, as well as the
value of the full state just before that update. Note that the value of the
,−
state just before that update at Processor α is θ (τn+1,α
).
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θ1,α

Y0,α


δτ0,α

0


τ1,α


δτ1,α


θ2,α

Y1,α

τ2,α


Measured by Fn,α
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θn+1,α
Calculated

Used
Yn,α


δτn,α
δτn+1,α

τn+1,α

)

,+
Measured by Fn,α

Figure 3.2. The deﬁnitions of the σ-algebras.

When centering δτn,α
about its conditional mean (given the “past”), it is
appropriate to let the conditioning data for Processor α be all the data


available on the closed real-time interval [0, τn,α
]; the data includes Yn−1,α
.
Due to these considerations, diﬀerent conditioning σ-algebras are used for
the centering of the Y and δτ sequences.
For the reasons just explained, for each α, we need the nondecreasing

,+

families of σ-algebras Fn,α
and Fn,α
deﬁned as follows. The σ-algebra Fn,α
measures at least the random variables



θ0 , {Yj−1,γ
; j, γ such that τj,γ
< τn+1,α
}, and



{τj,γ ; j, γ such that τj,γ ≤ τn+1,α }.
,+
measures at least the random variables
The σ-algebra Fn,α



θ0 , {Yj−1,γ
; j, γ such that τj,γ
≤ τn+1,α
}, and



{τj,γ ; j, γ such that τj,γ ≤ τn+1,α }.


Thus, Fn,α
measures the data available on the real-time interval [0, τn+1,α
),
,+

and Fn,α measures the data available on the real-time interval [0, τn+1,α
].


,+
Let En,α
denote the expectation conditioned on Fn,α
and let En,α
denote
,+
. The deﬁnitions are illustrated in Figthe expectation conditioned on Fn,α
ure 3.2. The deﬁnitions allow considerable versatility, but one might wish
to modify them appropriately (depending on the information patterns) in
speciﬁc applications.

Assumptions. We will need the following analogs of (A8.1.1)–(A8.1.4).
The ∆n,α and ∆,+
n,α to be used in conditions (A3.2) and (A3.3) represent
communication delays (times ). Conditions (3.8) and (3.10) on these delays
hold if the sequence of physical delays {∆n,α /, ∆,+
n,α /; , n, α} is uniformly
integrable, a condition that is not restrictive in applications. For notational
convenience in the proof of Theorem 3.1, we suppose in (3.6) and (3.9) that
for each α all components of the argument θ (·) are delayed by the same
amount, although this is not necessary. Each component can have its own
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delay as long as it satisﬁes (3.8) and (3.10). The following conditions are
to hold for each α.


(A3.1) {Yn,α
, δτn,α
; , α, n} is uniformly integrable.

(A3.2) There are real-valued functions gn,α
(·) that are continuous, uni
formly in n and , random variables βn,α and non-negative random variables
∆n,α such that
,−




En,α
Yn,α
= gn,α
(θ (τn+1,α
− ∆n,α )) + βn,α
,

(3.6)


{βn,α
; n, , α} is uniformly integrable

(3.7)

where
and for each T > 0,
sup ∆n,α → 0

(3.8)

n≤T /

in probability as  → 0. (The ∆n,α represent the delays in the communication, multiplied by .)
(A3.3) There are real-valued functions un,α (·) that are strictly positive in
the sense of (2.3) and are continuous uniformly in n and , and non-negative
random variables ∆,+
n,α such that
 

,+

En,α
δτn+1,α = un+1,α (θ (τn+1,α
− ∆,+
n+1,α ))

(3.9)

sup ∆,+
n,α → 0

(3.10)

and
n≤T /

in probability as  → 0. (The ∆,+
n,α represent the delays in the communication multiplied by .)
(A3.4) There are continuous and real-valued functions ḡα (·) such that for
each θ ∈ H,
n+m−1

1   
lim
gi,α (θ) − ḡα (θ) = 0.
(3.11a)
m,n, m
i=n
(A3.5) There are continuous real-valued functions ūα (·) (which must be
positive by (A3.3)) such that for each θ ∈ H,
n+m−1

1   
ui,α (θ) − ūα (θ) = 0.
m,n, m
i=n

lim

(A3.6)

n+m−1
1 


En,α
βi,α
= 0 in mean.
m,n, m
i=n

lim

(3.11b)
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The limm,n, means that the limit is taken as m → ∞, n → ∞ and  → 0
simultaneously in any way. We can now write the algorithm for Processor
α as



 ,− − ∆ )) + δM  + β  + Z  ,
= θn,α
+ gn,α
(θ(τ
θn+1,α
n,α
n,α
n,α
n,α
n+1,α




= Yn,α
− En,α
Yn,α
. There is an analogous decomposition for
where δMn,α

δτn,α in terms of the conditional mean and a martingale diﬀerence term.
Deﬁne
t/−1


Zα (t) = 
Zi,α
.
i=0

The comments below Theorem 8.2.1 concerning the limit set apply here,
as well as in the other theorems of this section.
Theorem 3.1. Assume (A3.1)–(A3.6). Then
{θα (·), τα (·), θα (·), Nα (·), α ≤ r}
is tight in D4r [0, ∞). Let  (abusing terminology for simplicity) index a
weakly convergent subsequence whose weak sense limit we denote by
(θα (·), τα (·), θα (·), Nα (·), α ≤ r).
Then the limits are Lipschitz continuous with probability one and
θα (t) = θα (τα (t)), θα (t) = θα (Nα (t)),

(3.12)

Nα (τα (t)) = t.

(3.13)

Moreover,

*
τα (t) =

0

t

 α (s))ds,
ūα (θ(τ

(3.14)

 α (t))) + zα (t),
θ̇α (t) = ḡα (θ(τ

(3.15)


ḡα (θ)
˙
+ zα , α = 1, . . . , r,
θα =

ūα (θ)

(3.16)

where the zα and zα serve the purpose of keeping the paths in the interval
[aα , bα ]. On large intervals [0, T ], and after a transient period, θ (·) spends
nearly all of its time (the fraction going to one as  → 0) in a small
neighborhood of LH . Suppose that the solution to (3.15) or (3.16) is unique
for each initial condition. Then LH can be replaced by the set of chain
recurrent points in LH .
Now, drop the constraint set H and suppose that {θn ; , n} is tight. Then
the above conclusions continue to hold with zα (t) = zα (t) = 0 and LH
replaced by some bounded invariant set of (3.16).
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Nonstationary or time-varying rates. The representation (3.9) where
the function un,α (·) depends on the delayed state is common in applications.
If the dependence involves more of the past or is time dependent, then
similar results can be obtained. For example, replace (A3.3) and (A3.5) by
the assumption that (simply to avoid degeneracy)
 

,+
inf En,α
δτn+1,α > 0.
n,α,ω


Then ūα (θ(t))
in (3.16) is replaced by a positive and bounded function
uα (t).
Proof. The tightness assertion and the Lipschitz continuity of the paths
of the weak sense limit processes of {θα (·), τα (·), Zα (·)} follow from the
uniform integrability (A3.1) exactly as was done in the proof of Theorem
8.2.1. The strict positivity of un,α (·) implies that with probability one any
weak sense limit of {τα (·)} is strictly monotonically increasing and goes to
inﬁnity as t → ∞. In fact, the slope of this weak sense limit process must be
at least the lower bound in (2.3). These facts and (3.3) imply the tightness
of {Nα (·)} and the Lipschitz continuity of the paths of its weak sense
limits. Finally, the tightness of {θα (·), Nα (·)}, together with the Lipschitz
property of their weak sense limits and (3.5), imply the tightness of {θα (·)}
and the fact that all of its weak sense limits are Lipschitz continuous with
probability one.
Equations (3.12) and (3.13) are consequences of the weak convergence
and the deﬁnitions (3.3) and (3.5). The representation (3.16) follows from
(3.12), (3.14), and (3.15) by a change of variable, exactly as (2.7) followed
from θ̇ = ḡ(θ), (2.4), and (2.6) in Section 1. In detail,
˙
θα (t) = θ̇α (Nα (t))Ṅα (t)
 α (Nα (t)))
ḡα (θ(τ
+ reﬂection term
=

ūα (θ(t))

ḡα (θ(t))
=
+ reﬂection term.

ūα (θ(t))

(3.17)

We need only prove the representations (3.14) and (3.15). We continue to
follow the approach of the proof of Theorem 8.2.1. Due to the asymptotic
continuity of θα (·) and θ (·), and (3.8) and (3.10), the delays ∆n,α and
∆,+
n,α play no signiﬁcant roles and only complicate the notation. Without
loss of generality, they will be dropped henceforth. Recall the deﬁnition




δMn,α
= Yn,α
− En,α
Yn,α
and


t/−1

Mα (t)

=

i=0


δMi,α
.
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Deﬁne Bα (t) from {βn,α
, n < ∞} analogously, and set

Gα (t)

t/−1 

=




,−
,−

gi,α
(θ (τi+1,α
)) − ḡα (θ (τi+1,α
))

i=0

and


t/−1

Ḡα (t)

=

,−
ḡα (θ (τi+1,α
)).

i=0

Deﬁne

Wα (·)

by


− Ḡα (t) − Zα (t) = Gα (t) + Mα (t) + Bα (t).
Wα (t) = θα (τα (t)) − θ0,α

Recall the terminology concerning h(·), si ≤ t, p, t, and τ used in (8.2.6),
where h(·) is an arbitrary bounded, continuous, and real-valued function
of its arguments, t and τ ≥ 0 are arbitrary real numbers, p is an arbitrary
integer, and si ≤ t, i ≤ p, are real numbers. We can write
Eh(τα (si ), θ (τα (si )), i ≤ p) [Wα (t + τ ) − Wα (t)]


−Eh(τα (si ), θ (τα (si )), i ≤ p) Gα (t + τ ) − Gα (t)
−Eh(τ  (si ), θ (τ  (si )), i ≤ p) [M  (t + τ ) − M  (t)]
α
α

 

−Eh(τα (si ), θ (τα (si )), i

≤

α

p) [Bα (t

(3.18)

α

+ τ ) − Bα (t)] = 0.

Note that the arguments of h(·) involve iterates up to at most the time
of the (t/)th iterate of Processor α, and the terms in the square brackets
involve iterates in the time interval from the (t/ + 1)st iterate to the
((t + τ )/)th iterate of Processor α.
The term involving Mα (·) in (3.18) equals zero by the martingale dif
. The term involving Bα (·) goes to zero as
ference property of the δMn,α
 → 0 by (A3.6). Finally, the term involving Gα (·) goes to zero as  → 0 by

the uniform continuity of gn,α
(·), (A3.4), and the tightness and Lipschitz
continuity of the weak sense limits of {θ (·), τα (·), α ≤ r}. Completing the
argument exactly as in the proof of Theorem 8.2.1 yields that any weak
sense limit Wα (·), α = 1, . . . , r, of {Wα (·)} is a martingale (the reader can
identify the associated σ-algebras) with Lipschitz continuous paths and the
representation
Wα (t) = θα (τα (t)) − θα (0) − Ḡα (t) − Zα (t),
where

*
Ḡα (t) =

0

t

 α (s)))ds,
ḡα (θ(τ

and Zα (·) is the weak sense limit of {Zα (·)}.

(3.19)
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Since the value of Wα (·) is zero at time zero, it is identically zero for all
time by Theorem 4.1.1. The process Zα (t) is characterized as in the proof
of Theorem 8.2.1. Thus (3.15) holds. Equation (3.14) is proved in a similar
manner. 2
Diﬀerential inclusions and time-varying rates. In Theorems 6.8.1
and 8.2.5, the ODE was replaced by a diﬀerential inclusion. Such forms
of the mean ODE arise when the local averages of the noise or dynamics
vary with time. There is a complete analog for the asynchronous algorithm,
and it might be even more important there. Suppose that the mean times
between updates does not average out as required by (A3.5) and that the
local averages varies over time. This would happen, for example, in the Qlearning problem if the sequence of distributions of the return times to each
(state-action) pair has no particular regularity. For reasons of simplicity, the
statement is restricted to the variations of the mean times between updates,
which seems to be the most important current application. However, the
dynamical terms ḡα (·) can also be elements of a set as in Theorems 6.8.1
and 8.2.5.
Suppose that (3.11b) does not hold in that the i-dependence of ui,α (θ)
cannot be averaged out. Then Theorem 3.2 can be used
as follows. Deﬁne
α (θ) to be the convex hull of the set of limit points of n+m−1 u (θ)/m
U
i,α
i=n
as n, m → ∞ and  → 0, and let Uα (θ) be the uppersemicontinuous regularization (see (1.3.7))
⎡
⎤


⎢
⎥
α (θ)
Uα (θ) =
co ⎣
U
⎦.
δ>0

θ ∈Nδ (θ)
Theorem 3.2. Assume the conditions of Theorem 3.1, but replace (A3.5)
with the following: There are sets Uα (θ), α = 1, . . . , r, that are upper semicontinuous in the sense of (4.3.2) such that for each θ ∈ H,
distance

n+m−1
1  
u (θ), Uα (θ) → 0
m i=n i,α

(3.20)

in mean as n and m go to inﬁnity and  goes to zero. Then the conclusions
of Theorem 3.1 hold with (3.14) replaced by
* t
 α (t)),
τα (t) =
vα (s)ds, where vα (t) ∈ Uα (θ(τ
(3.21)
0

and (3.16) replaced by

ḡα (θ(t))
˙

+ zα (t), where vα (t) ∈ Uα (θ(t)).
θα (t) =
vα (t)

(3.22)
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Remark on the proof. The proof is essentially the same as that of Theorem 3.1. One need only prove (3.21), because (3.22) follows from (3.13),
(3.15), and (3.21) by a time transformation; see also Theorems 6.8.1 and
8.2.5 for related results for the synchronized algorithms.

12.3.3

Correlated Noise

Recall that in Chapter 6 and Subsection 8.2.2, we introduced the “memory” random variables ξn to account for correlated noise. The situation for
the asynchronous algorithm is more complicated due to the asynchronicity


and the fact that the appropriate “memories” for the Yn,α
and δτn,α
sequences might be quite diﬀerent. For example, consider the queue optimization problem of Chapters 2 and 9, where the IPA estimators were used to
compute pathwise derivatives with respect to the parameter. For the asynchronous form of this problem, the “memory” random variables needed to
represent the conditional expectation (given the appropriate past) of the
Y -terms might have the basic structure of that used in Chapter 9, but the
memory random variables needed to represent the conditional expectation

(given the appropriate past) of δτn,α
might not involve any of the terms
that were used to compute the pathwise derivatives. They might only involve the minimal part of the past record, which is needed to compute the
conditional mean of the time to the next update at α. For this reason, in
what follows we introduce diﬀerent memory random variables for the state
and time processes. From the point of view of the proofs, this extra complication is purely notational. Note that the time argument in (A3.7) is the
time just before the (n + 1)st update at Processor α minus the delay, and
that in (A3.8) is the time at the (n + 2)nd update at Processor α minus
the delay. There can be a separate delay for each component if we wish.
Keep in mind that the memory random variables need not be known to
any of the processors. The use of these memory random variables is a convenient device for obtaining convergence proofs under general conditions.
Assumptions for the correlated noise case. Recall the deﬁnitions of

,+
Fn,α
and Fn,α
given in Subsection 3.2. We adopt the noise model used in
Subsection 8.2.2, and enlarge these σ-algebras as follows. For each α let

ξn,α
be random variables taking values in some complete separable metric

space Ξ, and let Fn,α
also measure



: γ, j such that τj,γ
< τn+1,α
}.
{ξj,γ

Let ψn,α
be random variables taking values in some complete separable
,+
measure
metric space Ξ+ and let Fn,α



{ψj,γ
: γ, j such that τj,γ
≤ τn+1,α
}.
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The ψn,α
are the “memory” random variables for the sequence of update
times at α. The following conditions, for α ≤ r, will be used in addition
to (A3.1) and (A3.6). We use A (resp., A+ ) to denote an arbitrary compact set in Ξ (resp., in Ξ+ ). The number of steps required for the noise
process to “settle down” to near its stationary character depends on its
initial condition. Owing to the tightness of the noise random variables, we
can rerstrict this initial condition to an arbitrary compact set. This is the
purpose of the I{ξn ∈A} in (3.13) and (3.14).

(A3.7) There are real-valued measurable functions gn,α
(·), random vari

ables βn,α , and non-negative (delay times ) ∆n,α such that
,−





Yn,α
= gn,α
(θ (τn+1,α
− ∆n,α ), ξn,α
) + βn,α
,
En,α

and (3.7) and (3.8) hold.
(A3.8) There are strictly positive (in the sense of (2.3)) measurable functions un,α (·) and non-negative (delay times ) random variables ∆,+
n,α such
that
,+



En,α
δτn+1,α
= un+1,α (θ (τn+1,α
− ∆,+
n,α ), ψn+1,α ),
and (3.10) holds.

(A3.9) gn,α
(·, ξ) is continuous in θ uniformly in n, , and in ξ ∈ A.

(A3.10) un,α (·, ψ) is continuous in θ uniformly in n, , and in ψ ∈ A+ .


(A3.11) The sets {ξn,α
, ψn,α
; n, α, } are tight.

(A3.12) For each θ,



{gn,α
(θ, ξn,α
), un,α (θ, ψn,α
); , n},

(3.23)

is uniformly integrable.
(A3.13) There are continuous functions ḡα (·) such that for each θ ∈ H,
n+m−1
 

1 


gi,α (θ, ξi,α
En,α
) − ḡα (θ) I{ξn ∈A} = 0
m,n, m
i=n

lim

in probability as n and m go to inﬁnity and  → 0.
(A3.14) There are continuous, real-valued, and positive functions ūα (·)
such that for each θ ∈ H,
n+m−1
 

1 
,+

ui+1,α (θ, ψi+1,α
En,α
) − ūα (θ) I{ψn ∈A+ } = 0
m,n, m
i=n

lim
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in probability as n and m go to inﬁnity and  → 0.
An obvious analog of (A8.1.11)–(A8.1.13) can be used in lieu of (A3.9),
(A3.10), (A3.13), and (A3.14). We leave it to the reader to write the conditions. We can now state the following theorem.
Theorem 3.3. Assume (A3.1) and (A3.6)–(A3.14). Then the conclusions
of Theorem 3.1 hold. The extension of Theorem 3.1 when the constraint set

H is dropped also holds if {θn,α
; n, } is tight. The analogs of (A8.1.11)–
(A8.1.13) can be used in lieu of (A3.9), (A3.10), (A3.13), and (A3.14).
Comment on the proof. Referring to the proof of Theorem 3.1, redeﬁne
Gα (·) to be
Gα (t) = 

t/−1 




,−
,−


gi,α
(θ (τi+1,α
− ∆i,α ), ξi,α
) − ḡα (θ (τi+1,α
− ∆i,α )) ,

i=0

or with the analogous changes required for treating the τα (·). Then the
proof is an adaptation of that of Theorem 3.1 in the same way that the
proof of Theorem 8.2.2 adapted that of Theorem 8.2.1; the details are
omitted.
Diﬀerential inclusions and time-varying rates. The next theorem is
one useful “diﬀerential inclusions” extension. The comments above Theoα (θ) deﬁned by the
rem 3.2 concerning time-varying rates hold here, with U
limits in probability of
n+m−1
1 
,+ 

En,α
ui+1,α (θ, ψi+1,α
).
m i=n

Theorem 3.4. Assume the conditions of Theorem 3.3, but replace (A3.14)
with the following. There are sets Uα (θ), α = 1, . . . , r, that are upper semicontinuous in the sense of (4.3.2) such that for each compact A+ ,
distance

n+m−1
1 
,+ 


En,α
ui+1,α (θ, ψi+1,α
), Uα (θ) I{ψn,α
∈A+ } → 0 (3.24)
m i=n

in probability as n and m go to inﬁnity and  → 0. Then the conclusions
of Theorem 3.3 hold with the mean ODEs being (3.21) and (3.22).

12.3.4

Analysis for  → 0 and T → ∞

We now turn to the asymptotic properties of θ (T + ·) as T → ∞ and
 → 0. Recall the discussion in Section 2 concerning the conditions (2.8)
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and (2.9) that were needed to deal with the convergence of θ (t) as t → ∞
and  → 0. Those conditions were needed because the analysis would be
done on processes {θ (T +·)} that eﬀectively “start” at large and arbitrary
real times. The same issue is more serious in the asynchronous case. We
require that the conditions of Theorem 3.3 or 3.4 hold for the processes
starting at arbitrary real times. Recall the deﬁnition of pα (σ) given below
(3.2). The following notation for the process starting at real time σ will be
needed.
Deﬁnitions. The concepts to be used are as before but under an arbitrary
translation of the time origin. This accounts for the various terms that will
now be deﬁned. For each σ > 0, n ≥ 0, and α ≤ r, deﬁne
,σ
θn,α
= θp α (σ)+n,α ,

,σ
Yn,α
= Ypα (σ)+n,α ,

and the conditional expectations
,σ
En,α
= Epα (σ)+n,α ,

,σ,+
En,α
= Ep,+
 (σ)+n,α
α

,σ
,σ
,σ,+
,σ
,σ
,σ
,σ
and deﬁne
δτn,α
, βn,α
, ∆,σ
n,α , ∆n,α , ξn,α , ψn,α , gn,α (·), and un,α (·),
analogously. Deﬁne
n−1
 ,σ
,σ
τn,α
=
δτi,α .
i=0

Deﬁne the interpolations, for t ≥ 0:
,σ
,
θα,σ (t) = θn,α
,σ
,σ
θα (t) = θn,α ,
,σ
τα,σ (t) = τn,α
,
,σ
Nα (t) = n,

t ∈ [n, n + ),
,σ
,σ
t ∈ [τn,α
, τn+1,α
),
t ∈ [n, n + ),
,σ
,σ
t ∈ [τn,α
, τn+1,α
).

Thus, θα (·) “starts” at the time of the ﬁrst update at Processor α at or
after real time σ. Analogously to (3.3),
Nα,σ (τα,σ (t)) = n, t ∈ [n, n + ).
Deﬁnitions analogous to these are illustrated in Section 4 for the decreasingstep-size case. The conditions are just those for Theorem 3.3, but for arbitrary real starting times σ. The conditions are actually simpler than they
might appear at ﬁrst sight, particularly when the update times have a
simple “renewal” character.
The next theorem is simply a restatement of the previous theorems except that time goes to inﬁnity and hence the limit trajectories are supported
essentially on the limit set of the ODE. The few extra details of the proof
are omitted. The comments below Theorem 8.2.1 concerning the limit set
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and those above Theorem 3.4 concerning time-varying rates apply here as
well.
Theorem 3.5. Assume the conditions of Theorem 3.3, but with the superscript  replaced by , σ. Then
{θα,σ (·), τα,σ (·), θα,σ (·), Nα,σ (·); α ≤ r; , σ}
is tight in D4r [0, ∞). Let (, σ) (abusing terminology for simplicity) index
a weakly convergent (as  → 0 and σ → ∞) subsequence whose weak sense
limit we denote by (θα (·), τα (·), θα (·), Nα (·), α ≤ r). Equations (3.12)–(3.16)
 is in the limit set LH . For any bounded and
hold and for almost all ω, θ(·)
continuous function F (·) on Dr (−∞, ∞),

EF (θ,σ (q + ·)) → EF (θ(·)).
There are T,σ → ∞ such that as  → 0 and σ → ∞,
lim sup P θ,σ (t) ∈ Nδ (LH ), some t ≤ T,σ

= 0.



Let A denote the set of chain recurrent points in the limit or invariant
set and suppose that q → ∞ and that the solution to (3.15) or (3.16) is
unique for each initial condition. Then A can replace LH .
Now, drop the constraint set H and assume tightness of {θn,σ ; , σ, n}.
Then the conclusions continue to hold with z(t) = 0 and LH replaced by a
bounded invariant set of the ODE.
For the case of diﬀerential inclusions, replace (3.24) by
distance

n+m−1
1 
,σ
,σ,+ ,σ
En,α
ui+1,α (θ, ψi+1,α
), Uα (θ) → 0
m i=n

(3.25)

in probability, where Uα (·) is upper semicontinuous in the sense of (4.3.2).
Then the above assertions hold with the ODE given by (3.21) and (3.22).

12.4 Decreasing Step Size
The decreasing-step-size algorithm is treated in virtually the same way as
the constant-step-size algorithm. The main diﬀerences are either notational
or are concerned with the choice of step size. Let δτn,α denote the real time
between the nth and (n + 1)st updates for Processor α. Deﬁne (note that
it is not scaled by the step sizes)
Tn,α =

n−1

i=0

δτi,α .

(4.1)
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Thus, Tn,α is the real time of the nth update for Processor α. For σ ≥ 0,
deﬁne
pα (σ) = min{n : Tn,α ≥ σ}.

(4.2)

Let n,α denote the step size for processor α at update n + 1. Two classes
of step sizes will be used. In the ﬁrst, there is a function (·) such that the
step size for an update for Processor α at real time t will be approximately
(t). It will be seen that such a model is much more versatile than it might
appear at ﬁrst sight. For the second class, we let the step size be n,α = 1/na
for some a ∈ (0, 1].
The ﬁrst class of step-size sequences. We will adopt a choice that is
versatile and for which the notation is not too complex. There are many
variations for which the basic notational structure can be used. Further
comments will be made below. The basic step size will be a function of
real time. More precisely, we suppose that there is a positive real-valued
function (·) deﬁned on [0, ∞) such that the step size for the αth processor
at the (n + 1)st update is
n,α

1
=
δτn,α

*

Tn,α +δτn,α

(s)ds.

(4.3)

Tn,α

Thus, (·) can be used as a measure of real time and the step size is an
average of (·) over the previous interval. The algorithm can be written as
θn+1,α = Π[aα ,bα ] (θn,α + n,α Yn,α ) , for α ≤ r.

(4.4)

Assuming the slow rate of variation of (·), we have
n,α ≈ (Tn+1,α ).

(4.5)

The advantage of the form (4.3) is that there is a common measure of real
time for all components and the limit ODE does not depend on time.
Deﬁnitions. In Chapters 5, 6, and 8, the analysis of the algorithm with
decreasing step size used the shifted processes θn (·), which started at the
nth iteration. Since the iteration times are not synchronized among the
processors, just as for the constant-step-size case, we continue to work with
real time. The interpolated process θn (·) will be replaced by the “shifted”
process whose time origin is σ > 0. The following deﬁnitions will be needed.
Keep in mind that pα (σ)+n is the index of the update, which is the (n+1)st
update at or after time σ and Tpα (σ)+n,α is the real time at which that
update occurs. Figures 4.1–4.5 illustrate the following deﬁnitions, which
are just the basic sequences redeﬁned for the shifted processes. For each
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σ ≥ 0 and n ≥ 0, deﬁne
σ
δτn,α
= δτpα (σ)+n,α ,

tσn,α =

σn,α = pα (σ)+n,α ,

n−1


(4.6)

σi,α ,

i=0

and
σ
=
τn,α

n−1


σ
σi,α δτi,α
,

σ
Yn,α
= Ypα (σ)+n,α .

(4.7)

i=0

Other functions are deﬁned in terms of these as illustrated by the graphs.

δτ0,α
0

δτpa (σ)−1,α

-

δτ1,α
T1,α
θ1,α

σ Tpa (σ),α
θpα (σ),α

T2,α
θ2,α

Figure 4.1. The iterates up to time σ for Processor α.

τασ (t)

σ
τ2,α

σ
τ1,α

σ0,α

σ1,α
tσ1,α

tσ2,α

Figure 4.2. The function τασ (t).

t
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Nασ (t)

tσ2,α

σ1,α

tσ1,α
σ0,α

t

σ
σ
σ0,α δτ0,α
σ1,α δτ1,α
σ
σ
τ1,α
τ2,α

Figure 4.3. The function Nασ (t).

θασ (t)

σ
θ1,α
σ
θ0,α

σ0,α

σ
θ2,α

σ1,α

tσ1,α

t

σ2,α

tσ2,α

Figure 4.4. The function θασ (t).

θασ (t)

σ
θ1,α
σ
θ0,α

σ
σ0,α δτ0,α
σ
τ1,α

σ
σ1,α δτ1,α

t
σ
τ2,α

Figure 4.5. The function θασ (t).
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σ
σ
Thus, δτ0,α
, δτ1,α
, . . . , are the inter-update times for Processor α starting
at the ﬁrst update at or after σ, and σ0,α , σ1,α , . . . , are the associated step
σ
sizes. Also, τn,α
is the integral of (·) from the time of the ﬁrst update
at Processor α at or after time σ until the time of the nth update there.
σ
In general, for each σ ≥ 0 and a sequence {Xn,α }, we deﬁne Xn,α
=
Xpα (σ)+n,α .
The sequence of updates for Processor α starting at the ﬁrst update at
σ
or after time σ can be written as follows. Deﬁne the sequence {θn,α
} by
σ
θ0,α = θpα (σ),α , its value at the ﬁrst update at or after time σ. For n ≥ 0,
we have
 σ

σ
σ
.
(4.8)
= Π[aα ,bα ] θn,α
θn+1,α
+ σn,α Yn,α

Deﬁne the interpolations
σ
,
θασ (t) = θn,α

t ∈ [tσn,α , tσn+1,α ),

(4.9)

σ
θασ (t) = θn,α
,

σ
σ
t ∈ [τn,α
, τn+1,α
),

(4.10)

Nασ (t) = tσn,α ,

σ
σ
t ∈ [τn,α
, τn+1,α
),

(4.11)

t∈

(4.12)

τασ (t)

=

σ
τn,α
,

[tσn,α , tσn+1,α ).

Deﬁne the vector θσ (·) = {θασ (·), α ≤ r}.
Analogously to the case in Section 3,
t ∈ [tσn,α , tσn+1,α ),

(4.13)

θασ (t) = θασ (τασ (t)), θασ (t) = θασ (Nασ (t)).

(4.14)

Nασ (τασ (t)) = tσn,α ,

,σ
The processes θασ (·) and θασ (·) are interpolations of the sequences {θn,α
,n ≥

0}, starting at the ﬁrst update at or after σ. The interpolation θα (·) is in
the “iterate” scale (scaled by (·)), and the interpolation θα (·) is in a scaled
(by the (·) process) real time. Since the real time at which the ﬁrst update
at or after σ occurs might diﬀer among the components, the processes θασ (·),
α = 1, . . . , r, are not quite properly aligned with each other in time, but
the misalignment goes to zero as σ → ∞.

Deﬁnitions. Analogously to what was done in Subsection 3.2, for each α
+
we will need the nondecreasing families of σ-algebras Fn,α and Fn,α
deﬁned
as follows. The σ-algebra Fn,α measures at least the random variables
θ0 , {Yj−1,γ ; j, γ such that Tj,γ < Tn+1,α }, and
{Tj,γ ; j, γ such that Tj,γ ≤ Tn+1,α }.
+
measures at least the random variables
The σ-algebra Fn,α

θ0 , {Yj−1,γ ; j, γ such that Tj,γ ≤ Tn+1,α }, and
{Tj,γ ; j, γ such that Tj,γ ≤ Tn+1,α }.

426

12. Decentralized Algorithms

+
+
Let En,α and En,α
denote the expectations conditioned on Fn,α and Fn,α
,
respectively.

Assumptions. Except for those concerning the step size, the assumptions
are obvious modiﬁcations of those used in the previous theorems, and the
reader should have little diﬃculty in making the notational changes. The
assumptions on the step size are:
* ∞
(A4.1)
(s)ds = ∞, where 0 < (s) → 0 as s → ∞.
0

(A4.2) There are real T (s) → ∞ as s → ∞ such that
#
#
# (s)
#
lim sup ##
− 1## = 0.
s→∞ 0≤t≤T (s) (s + t)
Theorem 4.1. Assume (A4.1)–(A4.2) and the obvious modiﬁcations of the
conditions of Theorem 3.5. Then the conclusions of that theorem hold. In
 is a weak sense limit of the sequence
particular, (3.16) holds, where θ(·)
σ

θ (·), where σ → ∞.
Comments on the step-size sequence (4.3). By suitable transformations, the step-size form (4.3) will model or approximate other reasonable
sequences. For example, suppose that a separate sequence {n,α } is given
a priori for Processor α, α ≤ r. Hence, the step size is indexed by the
processor and the update number at that processor. Then the ratio of the
step sizes used at the ﬁrst update at or after real time s for Processors α
and γ is
pα (s),α
s[pα (s)/s],α
=
.
(4.15)
pγ (s),γ
s[pγ (s)/s],γ
Let there be positive numbers vα such that lims pα (s)/s = vα in the sense
of convergence in probability; i.e., the number of updates at Processor α by
real time t, divided by t, converges in probability to a constant as t → ∞.
Then, for large s, (4.15) is approximately vα s,α /vγ s,γ . If we use the form
n,α = 1/na , a ∈ (0, 1], then this last ratio will not depend on s. Suppose
that the ratios in (4.15) do not (asymptotically) depend on s for any pair
(α, γ), and let the limits be denoted by Kγ,α . Then for large real time, the
step sizes for diﬀerent components essentially diﬀer by a constant factor.
By incorporating these constant factors into the Ynα terms, then for all
practical purposes there is an (·) whose use in (4.3) or (4.5) will yield
the same asymptotic results as the use of the separate n,α sequences. In
particular, deﬁne (s) = vγ s,γ for some ﬁxed value of γ. Then the ODE is

Kγ,α ḡα (θ)
˙
+ zα , α = 1, . . . , r.
θα =

ūα (θ)

(4.16)
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Comment on diﬀerent time scales for diﬀerent components and
time-varying limits. Suppose that for some (but not all) α as s → ∞,
with positive probability either pα (s)/s → 0 or [pα (Ts + s) − pα (Ts )]/s → 0
for some sequence Ts → ∞. Then the sequence {δτn,α } will not be uniformly integrable. The problem takes on a singular character in that some
components are on a diﬀerent time scale than others. The algorithm can
still be analyzed and convergence proved under conditions similar to what
we have used. The techniques are similar, but they require taking into account the fact that some processors work much faster than others. Such
systems are discussed in Section 8.6, and the methods used there can be
readily extended to the asynchronous problem. One ﬁrst shows that if the
slower components were actually held ﬁxed, then the faster components
would converge to some unique limit point, depending on the ﬁxed values of the other components. Then one shows that one can work with the
modiﬁed system involving only the slower components, where the faster
components are replaced by the limit values. See [132] for the analysis of
many types of singularly perturbed stochastic systems and [111] for the
analysis of deterministic singularly perturbed systems.
Suppose that the ratios of the number of updates per unit time at the
various processors are bounded above and below by positive real numbers,
but vary with time. Suppose also that the ratios (4.15) are bounded in
s, α, γ and the n,α vary slowly. Then we can get a nonhomogeneous result.
The next paragraph contains some additional detail.
An alternative step-size sequence. Use the assumptions of Theorem
4.1, but let the step-size sequence be n,α = 1/na , where a ∈ (0, 1]. In
addition, suppose that supn,α [δτn,α ]2 < ∞. Let un+1,α (·) denote the conditional expectation of δτn+1,α , that is analogous to that deﬁned in (A3.8)
and suppose that there are positive real numbers k0,α , k1,α such that the
conditional expectation lies in [k0,α , k1,α ].
In general, the limit ODE will be time dependent. The main issue concerns the function that is used to record the evolution of real time. For
simplicity, deﬁne (s) = 1/sa , and redeﬁne the interpolations in Figures
4.2–4.5 with this (·) used to get the σn,α via (4.3). For an update at time
σ, this leads to a step size that is approximately 1/σ a instead of the correct value 1/paα (σ) and this needs to be accounted for in obtaining the limit
ODE. In particular, the dynamics for θα (·) must be multiplied by the ratio [1/paα (σ)]/[1/σ a ] for large σ. Under the additional hypotheses supposed
here, asymptotically σ/pα (σ) lies in [k0,α , k1,α ] (the values of the function
ūα (·) also lie in this interval). Hence, the correct limit ODE has the form

ḡα (θ)
˙
θα = kα (t)
+ zα , α = 1, . . . , r,

ūα (θ)
a
a
where kα (t) ∈ [k0,α
, k1,α
].

(4.17)
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12.5 State-Dependent Noise
The state dependent noise case is treated by the methods of Section 8.4,
modiﬁed by the techniques of this chapter to deal with the asynchronicity.
The notation and assumptions will be stated. The proof is a straightforward
combination of the methods of Section 8.4 and Section 3, and the details
are omitted. The setup will be based on the approach for Theorem 8.4.1,
but the approach of Theorem 8.4.3–8.4.6 can also be used.
As noted in Section 3, there are two “memory random variables,” called


ξn,α
and ψn,α
. The ﬁrst (resp., second) was used to represent the expectation of the observation (resp., time between the observations) at Processor
α, given the “past.” The same arrangement is useful for the state dependent noise case. However, to adapt the setup in Section 8.4 to this situation
there must be two sets of “ﬁxed-θ processes,” namely, ξn,α (θ) and ψn,α (θ),
α ≤ r. This helps explain the following conditions.
We will work with the constant-step-size algorithm, use the terminology
of Subsection 3.3, and use (A3.1), (A3.6)–(A3.8) and (A3.11), as well as the
following assumptions, where α = 1, . . . , r. The delays in (5.1) and (A5.4)

can depend on the component of θ.


(A5.1) There are transition functions Pn,α
(·, ·|θ) such that Pn,α
(·, A|·) is

measurable for each Borel set A in the range space Ξ of ξn,α and
' 
(
,−



P ξn+1,α
= Pn,α
∈ ·|Fn,α
(ξn,α
, ·|θ (τn+1,α
− ∆n,α )).
(5.1)

(A5.2) For each ﬁxed θ, there is a transition function Pα (ξ, ·|θ) such that

(ξ, ·|θ) ⇒ Pα (ξ, ·|θ), as n → ∞ and  → 0,
Pn,α

(5.2)

where the limit is uniform on each compact (θ, ξ) set; that is, for each
bounded and continuous real-valued function F (·) on Ξ,
*
*

(5.3)
F (ξ)Pn,α (ξ, dξ|θ) → F (ξ)Pα (ξ, dξ|θ)
uniformly on each compact (θ, ξ)-set, as n → ∞ and  → 0.
(A5.3) Pα (ξ, ·|θ) is weakly continuous in (θ, ξ).

(A5.4) The analogs of (A5.1)–(A5.3) hold for the ψn,α
, where the delays
,+
+
(multiplied by ) are ∆n,α . Let P (·|θ) denote the analog of P (·|θ), with a

similar modiﬁcation for Pn,α
, etc.

The ﬁxed-θ Markov chains. For each α and ﬁxed θ, Pα (·, ·|θ) is the
transition function of a Markov chain with state space Ξ, analogous to the
situation in Section 8.4. This chain is referred to as the ﬁxed-θ chain and
the random variables of the chain are denoted by ξn,α (θ). Unless other
wise speciﬁed, when using the expression En,α
F (ξn+j,α (θ)) for j ≥ 0, the
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conditional expectation is for the ﬁxed-θ chain

{ξn+j,α (θ), j ≥ 0; ξn,α (θ) = ξn,α
},

(5.4)


which starts at time n with initial condition ξn,α (θ) = ξn,α
and θ is given.
These ﬁxed-θ chains play the same role here that they do in the synchronized case of Section 8.4. The ﬁxed-θ chains ψn,α (θ) are deﬁned analogously,
using P + (·|θ) and with state space Ξ+ .

(A5.5) gn,α
(·) and un,α (·) are continuous on each compact (θ, ξ)-set, uniformly in  and n.
+
(A5.6) For any compact sets Aα ⊂ Ξ and A+
α ⊂ Ξ , and for each θ ∈ H,

{gn+j,α
(θ, ξn+j,α (θ)); j ≥ 0, all ξn,α (θ) ∈ Aα ; n ≥ 0} and

{un+j,α (θ, ψn+j,α (θ)); j ≥ 0, all ψn,α (θ) ∈ A+
α ; n ≥ 0}

(5.5)
(5.6)

are uniformly integrable.
(A5.7) There are continuous functions ḡα (·) and ūα (·) such that for any
+
compact sets Aα ⊂ Ξ and A+
α ⊂Ξ ,
n+m−1
 

1 


gi,α (θ, ξi,α (θ)) − ḡα (θ) I{ξn,α
En,α
∈Aα } → 0,
m i=n
n+m−1
 

1 
,+
ui,α (θ, ψi,α (θ)) − ūα (θ) I{ψ ∈A+
En,α
→0
α}
n,α
m i=n

(5.7)

(5.8)

in the mean for each θ, as n and m go to inﬁnity and  → 0.
+
(A5.8) For each compact set Aα ⊂ Ξ and A+
α ⊂ Ξ and each µ > 0, there
+
are compact sets Aα,µ ⊂ Ξ and A+
⊂
Ξ
such
that
α,µ
#
'
(
P ξn+j,α (θ) ∈ Aα,µ #ξn,α (θ) ≥ 1 − µ,

for all θ ∈ H, j > 0, n > 0, and ξn,α (θ) ∈ Aα , and
#
'
(
#
P ψn+j,α (θ) ∈ A+
α,µ ψn,α (θ) ≥ 1 − µ,
for all θ ∈ H, j > 0, n > 0, and ψn,α (θ) ∈ A+
α.
The proof of the following theorem uses the methods of Section 8.4 adjusted by the scaling techniques of this chapter; the details are left to the
reader. The comments below Theorem 8.2.1 concerning the limit set and
those above Theorem 3.5 concerning time-varying rates hold here as well.
Theorem 5.1. Assume (A3.1), (A3.6)–(A3.8), (A3.11), and (A5.1)–
(A5.8). Then the conclusions of Theorem 3.3 hold. The conclusions of Theorem 3.5 hold if the assumptions (A3.1), (A3.6)–(A3.8), and (A3.11), are
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replaced by those on the σ-shifted sequences analogously to what was done in
+
Theorem 3.5. The replacement for (3.24) is: For each compact set A+
α ⊂Ξ ,
distance

n+m−1
1 
,+ 
En,α
ui,α (θ, ψi,α (θ)), Uα (θ) I{ψ ∈A+
→0
α}
n,α
m i=n

(5.9)

in the mean as n and m go to inﬁnity.

12.6 Rate of Convergence: Limit
Rate Equations
The rate of convergence analysis of Chapter 10 can be applied to the distributed and asynchronous algorithms. The basic methods of proof combine
the techniques of Chapter 10 with those used previously in this chapter.
The previous results of this chapter were proved by working basically in
“iterate time” for each component and then using a time change argument.
To obtain the rate of convergence results, it is simpler if we work directly in
(scaled) real time. Because of this, it is convenient to restrict the problem
slightly. The restriction is of no practical consequence.
It will be supposed that there is some small number so that the updates
at any processor can occur only at times that are integral multiples of this
number. There is no loss of generality in doing this since the number can
be as small as desired, and the procedure is insensitive to small variations.
Having made this assumption, without loss of generality we can suppose
that the basic interval is one unit of time. The basic structure of Subsection
3.3 will be retained. Thus we work with a constant step size and weak
convergence. There are also analogs of what was done in Chapter 10 for the
decreasing-step-size case under either weak or probability one convergence.
In Section
10.1, we were concerned with the asymptotic behavior of (θn −
√
θ̄)/  as  → 0 where θ̄ is the limit point, and n → ∞ fast enough, and
we will treat the analogous situation here.
With the above assumption that the updates can occur only at integral

units of time, let θn = {θn,α
, α = 1, . . . , r} denote the value of the iterate
at real time n (not to be confused with the iteration number). We retain

the other notations of the previous sections. Recall, in particular, that τn,α

is  times the real time of the nth update at Processor α. Let In,α denote
the indicator of the event that the αth component is updated at time n + 1;



that is, when θn+1,α
diﬀers from θn,α
. Deﬁne the random variables ξn,α
,


Yn,α and the functions gn,α (·) by






= ξi,α
, Yn,α
= Yi,α
, gn,α
(·) = gi,α
(·)
ξn,α


7
δM
= δM
n,α

i,α

2


for n ∈ (τi,α
, τi+1,α
]. (6.0)
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Thus, these newly deﬁned discrete parameter random variables are con

stants in the unscaled random interval (τi,α
/, τi+1,α
/].
Following the usage in Subsection 10.1.2, it is convenient to deﬁne the

observation Yn,α
(θ̄) that would be obtained if the parameter were ﬁxed at


θ̄. Let Fn denote the σ-algebra that measures all the data that is used to

calculate the iterates up to and including θn , as well as In,α
, α ≤ r and

  denote the expectation conditioned on F .
{Yi,α
(θ̄); α ≤ r, i < n}. Let E
n
n
Then the algorithm can be written as
5
6


 
θn+1,α
= Π[ai ,bi ] θn,α
+ In,α
Yn,α , α = 1, . . . , r,
which we rewrite as

5
6





θn+1,α
Yn,α
= θn,α
+ In,α
+Z
n,α , α = 1, . . . , r.

(6.1)

Assumptions. Following the “division of labor” approach that was used
in Chapter 10, which was used there to reduce the proofs and ideas to their
essential components, we will start by assuming (A6.2), the tightness of
the normalized iterates, and then we will give suﬃcient conditions for this
tightness in the next section.
The notation concerning the shift by σ in Subsection 3.4 will be used.
The physical delays in communication (∆n,α /, ∆,+
n,α /) are dropped for notational simplicity only. The theorem remains true if they are retained and
are uniformly integrable. Compare the following assumptions with those
used in Subsection 10.1.2.
(A6.1) Let θ̄ be an isolated stable point of the ODE (3.16) in the interior of
H. Let N be a sequence of integers such that N → ∞. Then {θ (N +·)}
converges weakly to the process with constant value θ̄.
(A6.2) There are integers p → ∞, which can be taken to be ≥ N , such
that
√
{(θp  +n − θ̄)/ ;  > 0, n ≥ 0} is tight.




(θ̄) = Yn,α
(θ̄) − En,α
Yn,α
(θ̄). Then
(A6.3) Deﬁne δMn,α

#
#2
,σ
,σ
E #δMn,α
− δMn,α
(θ̄)# → 0
as n, σ → ∞ and  → 0.
(A6.4) For each α ≤ r, the sequence of real-valued processes Wα,σ (·) deﬁned on (−∞, ∞) by
Wα,σ (t)

t/−1
√  ,σ
,σ
,σ
,σ
,σ
= 
Yi,α (θ̄), with Yi,α
(θ̄) = gi,α
(θ̄, ξi,α
) + δMi,α
(θ̄)
i=0
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(for t ≥ 0, with the analogous deﬁnition for t < 0) converges weakly (as
σ → ∞ and  → 0) to a real-valued Wiener process Wα (·) with variance
parameter denoted by Σα . Also, for each positive t and sequence of random
times N that go to inﬁnity in probability,
N +t/−1



√


 EN
Y  (θ̄) → 0
 ,α i,α

(6.2)

i=N

in mean as  → 0.

(A6.5) gn,α
(·, ξ) is continuously diﬀerentiable for each n, , α, and ξ and
can be expanded as




gn,α
(θ, ξ) = gn,α
(θ̄, ξ) + (gn,α,θ
(θ̄, ξ)) (θ − θ̄) + (yn,α
(θ, ξ)) (θ − θ̄),

where
*

yn,α
(θ, ξ) =

and if

δn

1

0

 


gn,α,θ (θ̄ + s(θ − θ̄), ξ) − gn,α,θ
(θ̄, ξ) ds,

→ 0 as  → 0 and n → ∞, then
# ,σ ,σ ,σ #
,σ
E #yn,α
(θn,α , ξn,α )# I{|θn,α
} → 0
−θ̄|≤δn

as  → 0 and n, σ → ∞.
(A6.6) The set
,σ
,σ
{gn,α,θ
(θ̄, ξn,α
); α, , σ}

is uniformly integrable.

(A6.7) There is a Hurwitz matrix A with rows Aα (considered as row
vectors), α = 1, . . . , r, such that
n+m−1


1 
,σ
,σ 
,σ
(gi,α,θ
En,α
(θ̄, ξi,α
)) − Aα → 0
m i=n

in probability as  → 0 and n, m, and σ → ∞, where the gradient
,σ
,σ
(θ̄, ξi,α
) is a column vector.
gi,α,θ
Following the approach taken in Subsection 10.1.2, let √
q be integers such
  = (θ
that (q − p ) → ∞ as  → 0. Deﬁne U
n
q +n − θ̄)/ , and deﬁne the
  (·) on [0, ∞) by U
  (t) = U
  on [n, n + ). Deﬁne the process
process U
n
7  (·) by
W
q +t/−1
√ 

7  (t) = 
W
(θ̄).
Yi,α
α
i=q
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Theorem 6.1. With the shift superscript (, σ) replacing , assume condi
tions (A3.1), (A3.7), (A3.8), (with the delays and the βn,α
dropped ), and
(A3.10), (A3.11), and (A3.14) (for θ = θ̄ only). Assume also (A6.1)–
7  (·)} converges weakly in Dr [0, ∞) ×
  (·), W
(A6.7). Then the sequence {U
r

7
7 (·) = {W
7α (·), α ≤ r} is a Wiener
D (−∞, ∞) to (U (·), W (·)), where W
2
 (·) = {U
α (·), α ≤ r} is the
7α (1)] = Σα /ūα (θ̄), and U
process with E[W
stationary solution to
α =
dU


Aα U
7α , α = 1, . . . , r.
dt + dW
ūα (θ̄)

(6.3)

Proof: Part 1. Formulation of the problem. By the assumed weak
convergence (A6.1), for any T > 0 and µ > 0,
1
2
#
#
# 
#
lim sup P
sup
(6.4)
#θq +i − θ̄# ≥ µ/2 = 0.


−T /≤i≤T /

Hence, by modifying {Iq +n,α Yq +n,α ; α, |n| ≤ T /} on a set of arbitrarily small measure for each , without altering the assumptions, it can be
supposed (justiﬁed by Theorem 7.3.6) that
#
#
# 
#
sup
(6.5)
#θq +i − θ̄# < µ
−T /≤i≤T /

for small  and for any T > 0 and µ > 0 of concern. Thus, without loss of
generality, the Z-term in (6.1) can be dropped, and we can suppose that
(6.5) holds for any given T and µ.
Let us use y for the integral in (A6.5) if g replaces g in the integrand.
Now we can rewrite (6.1) in the form








 )) (θ − θ̄)
7 (θ̄) + (
θn+1,α
gn,α
= θn,α
+ In,α
(θ̄, ξn,α
) + δM
g
(
θ̄,
ξ
n,α
n,α,θ
n,α

6n
5


 
 



7
7
+In,α (
yn,α (θn , ξn,α )) (θn − θ̄) + δ Mn,α (θ̄) − δ Mn,α ,

7 , and ξ are deﬁned in (6.0). Recalling that U
 =
where gn,α
(·), δ M
n,α
n,α
n
√
(θq +n − θ̄)/ , we can write for each α,

  + I 
  √Iq +n,α Y  +n,α (θ̄)
n+1,α
=U
U
q +n,α Aα Un +
n,α
q







(
g
+I
(θ̄, ξ
)) − Aα U
q +n,α
q +n,α,θ
q +n,α




n
+Iq +n,α (
yq +n,α (θq +n , ξq +n,α )) U



√
7
7
+ Iq +n,α δ M
q +n,α (θ̄) − δ Mq +n,α .

n
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Recall the truncation function qM (·) and truncated process U ,M (·) used
in Theorem 10.1.1. Introducing the same idea here leads to the following
equation for the truncated process:
 ,M = U
 ,M + I 
 ,M ) + √I 
 ,M qM (U

U
n,α
q +n,α Aα Un
n
q +n,α Yq +n,α (θ̄)
n+1,α

 
 ,M qM (U
 ,M )
gq +n,α,θ (θ̄, ξq +n,α )) − Aα U
+Iq +n,α (
n
n
n,M )
n,M qM (U
yq +n,α (θq +n , ξq +n,α )) U
+Iq +n,α (


√
7
7
(
θ̄)
−
δ
M
+ Iq +n,α δ M
q +n,α
q +n,α .
(6.6)
 ,M (·) denote the interpolated process with values U
 ,M (t) = U
 ,M
Let U
α
α
n,α
on the interval [n, n + ).
 ,M (·)}, and the weak sense limit process.
Part 2. Tightness of {U
α
  } is tight by assumption (A6.2). The
The set of initial conditions {U
0
sequence of processes deﬁned by


t/−1



 ,M )
 ,M qM (U
Iq +i,α Aα U
i
i

i=0

 ,M qM (U
 ,M ).
is tight by the uniform boundedness of U
n
n

7 (·) by
Deﬁne the processes W
α
7  (t) =
W
α

√

q +t/−1





 
Ii,α
Yi,α (θ̄)

(6.7)

i=q

and (see Subsection 3.4 for the σ-notation)
Wα,σ (t)

t/−1
√  ,σ
= 
Yi,α (θ̄).

(6.8)

i=0

Then, with σ = q we have the following relationship:
7α (t) = W ,q (N ,q (t)).
W
α
α

(6.9)

Now {τα,q (·)} is tight by (A3.1). Since θ,q (·) converges weakly to the
process with constant value θ̄ by (A6.1), τα,q (·) converges weakly to
the process with values ūα (θ̄)t. Similarly, Nα,q (·) converges weakly to
the process with values t/ūα (θ̄). These convergences, the representation
(6.9), and the weak convergence assumed in (A6.4), imply the tightness
7α (·) has the representation
7  (·)} and that the weak sense limit W
of {W
α
7
Wα (t) = Wα (t/ūα (θ̄)), which is a real-valued Wiener process with variance
parameter Σα /ūα (θ̄).
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Deﬁne the process
q +t/−1

yα (t) = 






Ii,α
yi,α
(θi,α
, ξi ).

(6.10)

i=q

Since, for purposes of the proof we can suppose that θq +n → θ̄ as  → 0
uniformly in n, the last part of condition (A6.5) implies that the sequence
deﬁned by (6.10) converges weakly to the “zero” process.
The tightness of the sequence deﬁned by


t/−1



Iq +i,α

5

gq +i,α,θ

5

θ̄, ξq +i,α

66



 ,M qM (U
 ,M )
− Aα U
i
i

(6.11)

i=0

is a consequence of the uniform integrability in (A6.6) and the boundedness
 ,M qM (U
 ,M ). By (A6.3), the interpolations of the last term on the
of the U
n
n
right of (6.6) converges weakly to the “zero process.” Putting these pieces
  (·)} for each α. Then the fact that
together, we have the tightness of {U
α
the weak sense limit of the processes deﬁned in (6.11) is the “zero” process
follows from this tightness and (A6.7).
7 (·)), with U
 M (·) = {U
 M (·), α ≤ r} and W
7 (·) =
 M (·), W
Let (U
α
7
{Wα (·), α ≤ r}, denote the weak sense limit of a weakly convergent subse7  (·)}. Then the process deﬁned by
 ,M (·), W
quence of {U


t/−1

 ,M )
 ,M qM (U
Iq +i,α Aα U
i
i

i=0

converges weakly (along the chosen subsequence) to
*
0

t

 M (s))
 M (s)qM (U
Aα U
α
ds.
ūα (θ̄)

7α (·) is a real-valued Wiener process for each
While we have shown that W
7α (·), α ≤ r} is a Wiener process. The joint
α, we have not shown that {W
distributions are Gaussian since the marginal distributions are Gaussian,
but we need to show that the increments are mutually independent. This
independence (equivalently, orthogonality, due to the Gaussian property
and the zero mean value) follows from the assumption on the conditional
7 (·) is
expectation in (6.2) and the weak convergence (which implies that W
a martingale); the details are left to the reader.
The rest of the details are a combination of those used in the proofs of
Theorems 10.1.1, 10.1.2, 3.1, and 3.3. As in the proof of Theorem 10.1.1,
one shows that the truncation is not needed. The stationarity is proved
exactly the same as in Theorem 10.1.1. 2

436

12. Decentralized Algorithms

12.7 Stability and Tightness of the
Normalized Iterates
12.7.1

Unconstrained Algorithms

The result in this section is an extension of that in Section 10.5.1 for the
unconstrained algorithm. It illustrates one typical Liapunov function-based
approach for getting stability for the asynchronous problem. For simplicity,
the delays will be dropped. Delays can be handled, but one needs to obtain
bounds on the changes in the Liapunov functions during the “delay” intervals. A stability analysis for a synchronous problem, where delays need
to be accounted for, is in [40]. Without loss of generality, we retain the
structure and notation of the last section, where the updates occur only at
the integer times 1, 2, . . .
Write the algorithm (6.1) in unconstrained form as


 
θn+1,α
= θn,α
+ In,α
Yn,α .

(7.1)

The mean ODE for the unconstrained algorithm is

ḡα (θ)
˙
, α = 1, . . . , r.
θα =

ūα (θ)

(7.2)

Deﬁne the vector γ̄(θ) = {ḡα (θ)/ūα (θ), α = 1, . . . , r}.
Assumptions. The assumptions are to hold for each α and are analogs of
those used in Subsection 10.5. The Ki are arbitrary positive real numbers
whose values might be diﬀerent in diﬀerent usages.
(A7.1) θ̄ is an asymptotically stable point of the ODE θ̇ = γ̄(θ). There is
a non-negative continuously diﬀerentiable function V (·) that is a Liapunov
function for the ODE; its second-order partial derivatives are bounded, and
V (θ) → ∞ as |θ| → ∞.
(A7.2) |Vθ (θ)|2 ≤ K1 (V (θ) + 1).
(A7.3) There is a λ > 0 such that
Vθ (θ)γ̄(θ) ≤ −λV (θ).
(A7.4) There is a K1 > 0 such that for each K > 0,
  2
≤ K1 E(V (θn ) + 1)I{|
.
sup E|In,α
Yn,α | I{|
θ  −θ̄|≤K}
θ  −θ̄|≤K}
n

n

n


(A7.5) Condition (A3.7) holds with the delay and βn,α
dropped; equivalently,
  Y  I  = g (θ , ξ )I  ,
E
n,α n n,α n,α
n n,α n,α
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  is deﬁned above (6.1).
where E
n

(A7.6) For each n, let Ii,α
(θ, n) denote the indicator of the event that
there is an update at time i ≥ n given that the parameter is held ﬁxed at

  I  .] Let
the value θ starting at iterate n. [Note that In,α
(θn , n) = E
n,α n,α
the random function

Γ,d
n,α (θ) = 

∞







n gi,α
(1 − )i−n E
(θ, ξi,α
) − ḡα (θ) Ii,α
(θ, n)

(7.3)

i=n

be well deﬁned for each θ, α, n and small  > 0 in that the sum of the ab,d
solute values of the summands is integrable. Deﬁne Γ,d
n (θ) = {Γn,α (θ), α ≤
r}. Then
5
6
(7.4)
E|Γ,d (θ )|2 = O(2 ) EV (θ ) + 1 .
n,α

n

n

#
#2
5
6
#
 ) − Γ,d (θ )## = O(4 ) EV (θ ) + 1 .
(
θ
(A7.7) E #Γ,d
n+1
n
n
n+1,α
n+1,α
(A7.8) Let the random function
Λ,d
n,α (θ)

=

∞

i=n

(1 − )

i−n





(θ, n) −
En Ii,α


1
ḡα (θ)
ūα (θ)

(7.5)

be well deﬁned for each θ, α, n, and small  > 0 in that the sum of the
absolute values of the summands is integrable. Also,
5
6
2
 2

E|Λ,d
(7.6)
n,α (θn )| = O( ) EV (θn ) + 1 .
,d
Deﬁne Λ,d
n (θ) = {Λn,α (θ), α ≤ r}.
#
#2
5
6
#
 ) − Λ,d (θ )## = O(4 ) EV (θ ) + 1 .
(A7.9) E #Λ,d
(
θ
n
n+1,α n+1
n+1,α n

,d
Comment on Γ,d
n,α (θ) and Λn,α (θ). The proof will use a perturbed Liapunov function method. There are two random eﬀects to average via the


perturbations. The ﬁrst are those of gn,α
(θ, ξn,α
); they are handled with a
,d
perturbation using Γn,α (θ), which will help us to replace this “noise” term

with ḡα (θ) plus a “small” error. The indicator function Ii,α
(θ, n) in the
perturbation function is used simply as a way to keep track of the actual
(random) number of updates on any real-time interval. Otherwise the perturbation is similar to what has been used before (say in Theorem 10.5.1).
The second random eﬀects to be averaged are those due to the random time
between updates at any of the processors. This is handled by a perturbation based on Λ,d
n,α (θ), which works “on top of” the ﬁrst perturbation, in

that it uses the mean ḡα (·) and not gn,α
(·). This perturbation
is “centered”
 
Ii,α (θ).
at 1/ūα (θ), which is the mean rate of increase of
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Theorem 7.1. Consider algorithm (7.1) and assume conditions (A7.1)–
(A7.9). Let there be a symmetric and positive deﬁnite matrix P such that
V (θ) = (θ − θ̄) P (θ − θ̄) + o(|(θ − θ̄)|2 )

(7.7)
√

for small |θ − θ̄|. Then there are n < ∞ such that√{(θn − θ̄)/ ; n ≥ n , }
is tight. In fact, n satisﬁes e−λ1 n |θ0 − θ̄| = O( ), where λ1 < λ, but is
arbitrarily close to it. If there is a symmetric and positive deﬁnite matrix
P1 such that
V (θ) ≥ (θ − θ̄) P1 (θ − θ̄),
(7.8)
then
lim sup E

→0 n≥n

|θn − θ̄|2
< ∞.


(7.9)

Proof. The proof is very similar to that of Theorem 10.5.1. Recall that


  I  . Start, as usual, by expanding V (·) as
In,α
(θn , ξn,α
)=E
n n,α

  Y  I 
  V (θ ) − V (θ ) = 
Vθα (θ )E
E
n

n+1

n

n

α

+O(2 )



n n,α n,α



n |Yn,α
In,α
|2 .
E

(7.10)

α

Two perturbations will be used to handle the noise and random update
times. The ﬁrst is


δVn,1
(θn ) = Vθ (θn )Γ,d
n (θn ).
We can write



  δV 
E
n
n+1,1 (θn+1 ) − δVn,1 (θn )






= −
Vθα (θn ) gn,α
(θn , ξn,α
) − ḡα (θn ) In,α
α

  V  (θ )Γ,d (θ ) − V  (θ )Γ,d (θ )
+E
n
θ n+1
θ n
n+1 n+1
n+1 n

(7.11)

  Γ,d (θ ).
+ Vθ (θn )E
n n+1 n


Deﬁne the ﬁrst perturbed Liapunov function Vn,1
(θn ) = V (θn ) + δVn,1
(θn ).
As in the proof of Theorem 10.5.1, adding (7.10) and (7.11) yields





 V 
E
Vθα (θn )ḡα (θn )In,α
n n+1,1 (θn+1 ) − Vn,1 (θn ) = 
(7.12)
α
+ error terms,

where the error terms are the last term on the right side of (7.10) and the
last two lines of (7.11).
Next, deﬁne the second perturbation

δVn,2
(θn ) = Vθ (θn )Λn (θn ),
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and deﬁne the ﬁnal perturbed Liapunov function




(θn ) + δVn,2
(θn ) = Vn,1
(θ ) + δVn,2
(θn ).
Vn (θn ) = V (θn ) + δVn,1

We can write



n δVn+1,2
(θn+1
) − δVn,2
(θn )
E




= −
Vθα (θn ) ḡα (θn )In,α
− γ̄α (θn )
α

  V  (θ )Λ,d (θ ) − V  (θ )Λ,d (θ )
+E
n
θ n+1
θ n
n+1 n+1
n+1 n

(7.13)

n Λ,d (θn ),
+ Vθ (θn )E
n+1
where γ̄α (·) is deﬁned below (7.2). Finally, putting the above expansions together and using the bounds in (A7.1)–(A7.9) yield for small  (analogously
to what was done in the proof of Theorem 10.5.1),
  V  (θ ) − V  (θ ) ≤ −λ1 V (θ ) + O(2 ),
E
n n+1 n+1
n n
n

(7.14)

where λ1 < λ but is arbitrarily close to it for small . Follow the proof of
Theorem 10.5.1 from this point on to get the ﬁnal result. 2
The constrained algorithm and other extensions. There are more or
less obvious versions of the results in Subsection 10.5.2, and of the results
based on probability one convergence in Section 10.4. Similarly, the soft
constraint idea of Chapter 5 can be used.

12.8 Convergence for Q-Learning:
Discounted Cost
The diﬀerential inclusions form of Theorem 3.5 will be applied to prove
convergence of the Q-learning algorithm of Section 2.4 for the discounted
case with β < 1. The unconstrained algorithm for the decreasing-stepsize case is (2.4.3) or (2.4.4); the reader is referred to that section for the
notation. We will work with a practical constrained form and let the step
size be , a constant. The proof for the decreasing-step-size case is virtually
the same. The values of Qn,id will be truncated at ±B for large B. Thus
H = [−B, B]r , where r is the number of possible (state, action) pairs.
Deﬁne C = max{c̄id }. Then the Q-values under any policy are bounded by
C/(1−β). [This does not imply that the Q-values given by an unconstrained
stochastic approximation will be no greater than C/(1 − β).] Let B >
C/(1 − β).
Let ψn denote the state of the controlled chain at time n. The state will
generally depend on the step size , since it depends on the control policy
that, in turn, depends on the current estimate of the optimal Q-values.
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Recall that the Q-value for the (state, action) pair (i, d) is updated at time
n + 1 (after the next state value is observed) if that pair (i, d) occurs at
time n. Thus, we can suppose that the updates are at times n = 1, 2, . . .
  denote the Q-values at real time n and let I  be the indicator
Let Q
n,id
n,id
of the event that (i, d) occurs at real time n.
The algorithm can be written as
+
)








I
+  cn,id + β min Q 
−Q
Qn+1,id = Π[−B,B] Q
n,id


v∈U (ψn+1
)

n,ψn+1 v

n,id

n,id

(8.1)
or, equivalently, as

6

5
  +  Tid (Q

 ) − Q
  + δM  I 
Q
Q
=
Π
[−B,B]
n+1,id
n,id
n
n,id
n
n,id ,

(8.2)

where the operator Tid is deﬁned below (2.4.3) and the noise δMn is deﬁned
above (2.4.4).
In the absence of the constraint, the general stability results of Section
  ; n, i, d, }, which can then be
7 can be used to prove the tightness of {Q
n,id
used to get the convergence.
Suppose that there are n0 < ∞ and δ0 > 0 such that for each state pair
i, j,
#
(
' 
= j, for some k ≤ n0 #ψn = i ≥ δ0 ,
(8.3)
inf P ψn+k
where the inf is over the time n and all ways in which the experimenter

might select the controls. Let δτn,id
denote the time interval between the
,+
nth and (n + 1)st occurrences of the (state, action) pair (i, d), and let En,id
denote the expectation, conditioned on all the data up to and including the
(n + 1)st update for the pair (i, d). Deﬁne un,id by
,+

En,id
δτn+1,id
= un+1,id ,

and suppose that the (possibly random) {un,id ; n, } are uniformly bounded
by a real number ūid (which must be ≥ 1) and {δτn,id ; n, i, d} is uniformly
integrable.
Before proceeding, let us note the following. By (8.3), the conditional
mean times between returns to any state i is bounded and the intervals are
uniformly integrable. But this will not always be the case for return to any
pair (i, d), since, depending on the random evolution, it is possible that
some action value d might never be chosen again if the Q-value for that
pair becomes too large. To avoid this, and to assure uniform integrability
of {δτn,id ; n, i, d}, we can modify the algorithm slightly as follows. Let δ >
0 be small. At each time select a control at random with probability δ.
The analysis is similar with such a modiﬁcation, and the limit point will
diﬀer from Q̄ by O(δ). To assure that the limit point is Q̄, one can let
the intervals between the randomizations go to inﬁnity, but this has little
practical beneﬁt.
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  (·) denote the piecewise constant
Continuing with the analysis, let Q
id


interpolation of {Q
n,id ; n < ∞} in scaled real time; that is, with interpo  (·) = {Q
  (·); i, d}. The problem is
lation intervals of width . Deﬁne Q
id
relatively easy to deal with since the noise terms δMn are martingale differences. Under the given conditions, for any sequence of real numbers T ,
{Qid (T + ·)} is tight, and (if T → ∞) it will be seen to converge weakly
(as  → 0) to the process with constant value Q̄, the optimal value deﬁned
by (2.4.2).
The mean ODE will be shown to be
Q̇id = Did (t) (Tid (Q) − Qid ) + zid , all i, d,

(8.4)

where the zid (·) serve the purpose of keeping the values in the interval
[−B, B] and will be shown to be zero. The values of Did (·) lie in the intervals
[1/ūid , 1]. We next show that all solutions of (8.4) tend to the unique limit
point Q̄. Suppose that Qid (t) = B for some t and i, d pair. Note that, by
the lower bound on B,

pij (d)B − B = C + (β − 1)B < 0.
sup [Tid (Q) − Qid ] ≤ C + β
Q:Qid =B

j

This implies that Q̇id (t) < 0 if Qid (t) = B. Analogously, Q̇id (t) > 0 if
Qid (t) = −B. Thus, the boundary of the constraint set H is not accessible
by a trajectory of (8.4) from any interior point. Now, dropping the zid
terms, by the contraction property of T (·), Q̄ is the unique limit point of
(8.4).
We need only prove that (8.4) is the mean ODE by verifying the conditions of the diﬀerential inclusions part of Theorem 3.5. The expectation of
the observation in (8.2) used at time (n + 1), given the past and that the
pair (i, d) occurred at time n, is
  ) ≡ Tid (Q
 ) − Q
 .
ḡid (Q
n
n
id

Thus, the gn,id
(·) of Theorem 3.5 are all ḡid (·). As a result (A3.7) holds, with

the βn,α
-terms and the delays being zero. [Delays can be allowed, provided
that they are uniformly integrable, but in current Q-learning applications,
delays are of little signiﬁcance.]
Condition (A3.9) is obvious (since the noise terms are martingale dif
ferences, the memory random variable ξn,α
is not needed). Also the conditions for the diﬀerential inclusion result in Theorem 3.5 hold, where
Uid (θ) = Uid = [1, ūid ]. All the other conditions in the theorem are either obvious or not applicable. Thus, Theorem 3.5 holds.
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