


TEST 15 

TEST 16 

TEST 17 

PDP-11170 

Test main memory from virtual 001000 to last ad­
dress. Cache memory diagnostic tests. 

Test cache data memory. 

Test memory with the data cache on. 

DIAGNOSTICS (M9301-YC, -YH) 
The diagnostic portion of the program will test the basic CPU, includ­
ing the branches, the registers, all addressing modes, and most of the 
instructions in the PDP-11 repertoire. It will then set the stack pOinter 
to kernel D-space PAR 7. It will also turn on, if requested, memory 
management and the UNIBUS map, and will check memory from virtu­
al address 1000 to 157776. After main memory has been verified, with 
the cache off, the cache memory will be tested to verify that hits occur 
properly. Main memory will be scanned again to ensure that the cache 
is working properly throughout the 28K of memory to be used in the 
boot operation. 

If one of the cache memory tests fails, the operator can attempt to boot 
the system anyway by pressing CONTINUE. This will cause the pro­
gram to force misses in both groups of the cache before going to the 
bootstrap section of the program. 

A listing of the M9301-YC, -YH diagnostic tests follows. 

TEST 1 This test verifies the unconditional branch 

TEST 2 

TEST 3 

TEST4 

TEST 5 

TEST 6 

TEST 7 

TEST 10 

TEST 11 

TEST 12 

TEST 13 

TEST 14 

TEST 15 

TEST 16 

TEST 17 

Test CLR, MODE 0, and BMI, BVS, BHI, BLOS 

Test DEC, MODE 0, and BPL, BEQ, BGE, BGT, BLE 

Test ROR, MODE 0, and BVC, BHIS, BHI, BNE 

Test BHI, BL T, and BLOS 

Test BLE and BGT 

Test register data path and modes 2, 3, 6 

Test ROL, BCC, BL T, and MODE 6 

Test ADD, INC, COM, and BCS, BLE 

Test ROR, BIS, ADD, and BLO, BGE 

Test DEC and BLOS, BL T 

Test COM, BIC, and BGT, BGE, BLE 

Test ADC, CMP, BIT, and BNE, BGT, BEQ 

Test MOVB, SOB, CLR, TST and BPL, BNE 

Test ASR, ASL 
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TEST 20 

TEST 21 

TEST 22 

TEST 23 

TEST 24 

TEST 25 

TEST 26 

TEST 27 

PDP-11170 

Test ASH, and SWAB 

Test 16 Kernel PARs 

Test and load KiPDRs 

Test JSR, RTS, RTI, and JMP 

Load and turn on memory management and the 
UNIBUS map 

Test main memory from virtual 1 000 to 28K 

Test cache data memory 

Test virtual28K with cache on 

ERROR RECOVERY 
If the processor halts in one of the two cache tests, the error is 
recoverable. By pressing CONTINUE, the program will either attempt 
to finish the test (if at either 17 773 644 or 17 773 736) or force misses 
in both groups of the cache and attempt to boot the system monitor 
with the cache fully disabled (if at 17 773 654, 17 773 746, or 17 773 
764). The run time for this program is approximately three seconds. 
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CHAPTER 11 

FLOATING POINT PROCESSORS 

The floating point processor is an option available for all members of 
the PDP-11 family except the 11/03 and 11/04. A floating point proc­
essor (FPP) is much faster and more effective for high speed numeri­
cal data handling than software floating point routines. Users who are 
programming in FORTRAN, BASIC, and APL find that the FPP gives 
them the speed and capability that they require for data and number 
manipulation. 

There are four FPPs available for the PDP-11 family: the FP11-A, used 
with the PDP-11/34A; the FP11-C~ used with the PDP-11/70; the FP11-
E, used with the PDP-11/60; and the FP11-F, used with the PDP-
11/44. . 

FPPs perform all floating point arithmetic operations and convert data 
between integer and floating point formats. 

Features of the floating point processors are: 

• 17-digit precision in 64-bit mode, 8 in 32-bit mode 
• overlapped operation with the central processor (FP11-C and FP11-

E) 

• high speed operation 
• single and double precision (32- or 64-bit) floating point modes 

• flexible addressing modes 
• six 64-bit floating point accumulators 

• error recovery aids 

ARCHITECTURE 
The floating point processors contain scratch registers, a floating ex­
ception address pOinter (FEA), a program counter, a set of status and 
error registers, and s'ix general purpose accumulators, ACO-ACS. 

The accumulators are 32 or 64 bits long, depending on the instruction 
and on the FPP status. In a 32-bit instruction, only the left-most 32 bits 
are used. 

The six floating point accumulators are used in numeric calculations 
and in inter-accumulator data transfers. The first four accumulators 
(ACO-AC3) are also used for all data transfers between the FPP and 
the general registers, or memory. 
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A floating point processor functions as an integral part of the central 
processor. It operates using similar address modes, and using the 
same memory management facilities provided by the memory man­
agement option. FPP instructions can reference the floating point 
accumulators, the central processor's general registers, or any loca­
tion in memory. 

The FP11-C and the FP11-E overlap operation with the central proces­
sor. When an FPP instruction is fetched from memory, the FPP will 
execute that instruction in parallel with the CPU as the CPU continues 
its instruction sequence. The CPU is delayed a very short period of 
time during the FPP instruction fetch operation, and then is free to 
proceed independently of the FPP. The interaction between the two 
processors is automatic, permitting a program to take full advantage 
of the parallel operation of the two processors, by the intermixing of 
FPP and CPU instructions. This is all accomplished by the hardware of 
the processors. When an FPP instruction is encountered in a program, 
the CPU first initiates floating point handshaking and calculates the 
address of the operand. It then checks the status of the FPP. If the FPP 
is busy, the CPU waits until it receives a done signal before continuing 
execution of the program. For example: 

LDD(R3)+,AC3 ;Pick up constant operand and 
;place it in AC3 
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ADDLP: LDD(R3)+,ACO 

MULAC3,ACO 

ADDD ACO,AC1 
SOB R5,ADDLP 
STCDI AC1 @R4 

;Load ACO with next value 
;in table 
;and multiply by constant 
;inAC3 
;and add the result into AC1 
;check to see whether done 
;done, convert double 
;to integer and store. 

In this example, the FPP executes the first three instructions. After the 
ADD is fetched into the FPP, the CPU will execute the SOB, calculate 
the effective address of the STCDI instruction, and then wait for the 
FPP to be done with the ADDD before continuing past the STCDI 
instruction. Autoincrement and autodecrement addressing automati­
cally adds or subtracts the correct amount to the contents of the regis­
ter, depending on the modes represented by the instruction. 

FLOATING POINT DATA FORMATS 
A floating point number is defined as having the form (2**K)f, where K 
is an integer and f is a fraction. For a non-vanishing number, K and f 
are uniquely determined by imposing the condition 1 12;:5;f< 1. The 
fractional part, f, of the number is said to be normalized. For the 
number zero, f must be assigned the value 0, and the value of K is 
indeterminate. 

The FPP data formats are derived from this mathematical representa­
tion for floating point numbers. Two types of floating point data are 
provided: single precision, or floating mode,. where the word is 32 bits 
long; and double precision, or double mode, where the word is 64 bits 
long. Sign magnitude notation is used. 

Non-Vanishing Floating Point Numbers 
The fractional part f is assumed normalized, so that its most significant 
bit must be 1. This 1 is the hidden bit; it is not stored in the data word, 
but the hardware restores it before carrying out arithmetic operations. 
The floating and double modes reserve 23 and 55 bits respectively for 
f, which with the hidden bit imply effective word lengths of 24 bits and 
56 bits for precise arithmetic operations. 

Eight bits are reserved for the storage of the exponent K in excess 128 
(2008) notation (Le., as K+2008). Thus exponents from -128 to +127 
can be represented by 0 to 3778, or 0 to 25510' For reasons given 
below, a biased EXP of 0 (true exponent of -2008 is reserved for 
floating point zero. Thus exponents are restricted to the range -127 to 
+127 inclusive (-1178 to 1778) or, in excess 2008 notation, 1 to 3778, 
The remaining bit of the floating point word is the sign bit. 
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Floating Point Zero 
Because of the hidden bit, the fractional part is not available to distin­
guish between zero and non-vanishing numbers whose fractional part 
is exactly 1/2. Therefore, the FPP reserves a biased exponent of 0 for 
this purpose. Any floating point number with biased exponent of 0 
either traps or is treated as if it w~re an exact 0 in arithmetic opera­
tions. An exact zero is represented by a word in which the bits are all 
Os. An arithmetic operation in which the resulting true exponent 
exceeds 1778 is regarded as producing a floating overflow; if the true 
exponent is less than -1778 the operation is regarded as producing a 
floating underflow. A biased exponent of 0 can thus arise from ar­
ithmetic operations as a special case of underflow (true exponent = 0). 
Recall that only eight bits are reserved for the biased exponent. The 
fractional part of the results obtained froni such overflows and under­
flows is correct. 

The Undefined Variable 
The undefined variable is any bit pattern with a sign bit of one and a 
biased exponent of zero. The term undefined variable is used to indi­
cate that these bit patterns are not assigned a corresponding floating 
point arithmetic value. An undefined variable is frequently referred to 
as "-0" elsewhere in this chapter. 

The FPP design assures that the undefined variable will not be stored 
as the result of any floating point operation in a program run with the 
overflow and underflow interrupts disabled. This is achieved by stor­
ing an exact zero on overflow or underflow, if the corresponding 
interrupt is disabled. This feature, together with an ability to detect a 
reference to the undefined variable, is intended to provide the user 
with a debugging aid. If a -0 is generated, it is not a result of a 
previous floating point arithmetic instruction. 

FLOATING POINT DATA 
Floating point data is stored in words of memory as illustrated below. 

F Format, single precision 
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D Format, double precision 

:,:1,4 
EXP FR I-I I I I I I , I ! ! ! 

7 6 a 15 

LI II 
TI 1.--1 , , , , ., 

AC 
, ! ! 

ON 
, , ! 

15 a 15 a 

S = Sign of fraction 
EXP = Exponent in excess 200 notation, restricted to 1 to 377 octal for 

~ 

non-vanishing numbers. 
FRACTION = 23 bits in F Format, 55 bits in D Format, + one hidden bit 
(normalization). The binary radix pOint is to the left. 

The FPP provides for conversion of floating point to integer format and 
vice-versa. The processor recognizes single precision integer (I) and 
double precision integer long (L) numbers, which are stored in stan­
dard 2's complement form: 

I Format 

L Format 

NUM BER 
I , , ! , ! 

1514 a 15 a 

where 

S = Sign of number 
NUMBER = 15 bits in I Format, 31 bits in L Format. 

FLOATING POINT UNIT STATUS REGISTER (FPS REGISTER) 
This register provides mode and interrupt control for the floating point 
unit, and conditions resulting from the execution of the previous in­
struction. 

Four bits of the FPS register control the modes of operation: 

• Single/Double: Floating point numbers can be either single or dou­
ble precision. 
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• Long/ShOrt: Integer numbers can be 16 bits or 32 bits. 

• Chop/Round: The result of a floating point operation can be either 
chopped or rounded. The term chop is used instead of truncate in 
order to avoid confusion with truncation of series used in approxi­
mations for function subroutines. 

• Normal/Maintenance: A special maintenance mode is available on 
the FP11-C and FP11-E. . 

The FPS register contains an error flag and four condition codes (5 
bits): carry, overflow, zero, and negative, which are equivalent to the 
CPU condition codes. 

The floating point processor recognizes seven floating point 
exceptions: 

• detection of the presence of the undefined variable in memory 

• floating overflow 
• floating underflow 
• failure of floating to integer conversion 

• maintenance trap 
• attempt to divide by zero 

• illegal floating OP code 

For the first five of these exceptions, bits in the FPS register are avail­
able to enable or disable interrupts individually. An interrupt on the 
occurrence of either of the last two exceptions can be disabled only by 
setting a bit which disables interrupts on all seven of the exceptions as 
a group. 

Of the fourteen bits described above, five, the error flag and condition 
codes, are set by the FPP as part of the output of a floating point 
instruction. Any of the mode and interrupt control bits (except the 
FP11-C and FP11-E, FMM bit) may be set by the user; the LDFS 
instruction is available for this purpose. These fourteen bits are stored 
in the FPS register as follows: 

Name Bit 
15 Floating Error (FER) 

Description 
The FER bit is set by the FPP if: 
1. Division by zero occurs. 
2. Illegal OP code occurs. 
3. Anyone of the remaining occurs and the corressponding interrupt 

is enabled. 
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Note that the above action is independent of whether the FID bit (next 
item) is set or clear. 

Note also that the FPP never resets the FER bit. Once the FER bit is set 
by the FPP, it can be cleared only by an LDFPS instruction or by the 
RESET instruction. This means that the FER bit is up-to-date only if the 
most recent floating point instruction produced a floating point excep­
tion. 

Bit 
14 

Name 
Interrupt Disable (FID) 

Description 
If the FID bit is set, all floating point interrupts are disabled. Note that if 
an individual interrupt is simultaneously enabled, only the interrupt is 
inhibited; all other actions associated with the individual interrupt en­
abled take place. 

Bit 
13 

Bit 
12 

Bit 
11 

NOTE 
The FID bit is primarily a maintenance feature. Nor­
mally, it should be' clear. In particular, it must be 
clear if you wish to assure that storage of -0 by the 
FPP is always accompanied by an interrupt. 

Through the rest of this chapter, it is assl'."1'led that 
the FID bit is clear in all discussions involving 
overflow, underflow, occurrence of -0, and integer 
conversion errors. 

Name 
Not Used 

Name 
Not Used 

Name 
Interrupt on Undefined Variable (FIUV) 

Description 
An interrupt occurs if FIUV is set and a -0 is obtained from memory as 
an operand of ADD, SUB, MUL, DIV, CMP, MOD, NEG, ABS, TST, or 
any LOAD instruction. The interrupt occurs before execution except 
on NEG and ABS instructions. For these instructions, the interrupt 
occurs after execution. When FIUV is reset, -0 can be loaded and 
used in any FPP operation. Note that the interrupt is not activated by 
the presence of -0 in an AC operand of an arithmetic instruction. In 
particular, trap on -0 never occurs in mode o. 
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The FPP will not store a result of -0 without the simultaneous occur­
rence of an interrupt. 

Bit Name 
10 Interrupt on Underflow (FlU) 

Description 
When the FlU bit is set, floating underflow will cause an interrupt. The 
fractional part of the result of the operation causing the interrupt will 
be corrected. The biased exponent will be too large by 4008 , except for 
the special case of 0, which is correct.. An exception is discussed in the 
detailed description of the LDEXP instruction. 

If the FlU bit is reset and if underflow occurs, no interrupt occurs and 
the result is set to exact O. 

Bit 
9 

Description 

Name 
Interrupt on Overflow (FIV) 

When the FIV bit is set, floating overflow will cause an interrupt. The 
fractional part of the result of the operation causing the overflow will 
be correct. The biased exponent will be too small by 4008 • 

If the FIV bit is reset, and overflow occurs, there is no interrupt. The 
FPP returns exact O. Special cases of overflow are discussed in the 
detailed descriptions of the MOD and LDEXP instructions. 

Bit Name 
8 Interrupt on Integer Conversion Error (FIC) 

Description 
When the FIC bit is set, and a conversion to integer instruction fails, an 
interrupt will occur. If the interrupt occurs, the destination is set to 0, 
and all other registers are left uliltouched. 

If the FIC bit is reset, the result of the operation will be the same as 
explained above, but no interrupt will occur. 

The conversion instruction fails if it generates an integer with more bits 
than can fit in the short or long integer word specified by the FL bit 
(see bit 6 below). 

Bit 
7 

Description 

Name 
Floating Double Precision Mode (FL) 

Determines the precision that is used for floating point calculations. 
When set, double precision is selected; when reset, single preCision is 
used. 
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6 

Description 
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Name 
Floating Long Integer Mode (FL) 

Active in conversion between integer and floating point format. When 
set, the integer format selected is double precision 2's complement 
(Le., 32 bits). When reset, the integer format is assumed to be single 
precision 2's complement (Le., 16 bits). 

Bit Name 
5 Floating Chop Mode (FT) 

Description 
When bit FT is set, the result of any arithmetic operation is chopped 
(or truncated). 

When reset, the result is rounded. 

Bit Name 
4 Floating Maintenance Mode (FMM) 

(FP11-C and FP11-E) 

Description 
This mode is a maintenance feature. Refer to the maLntenance manual 
for the details of its operation. The FMM bit can be set only in kernel 
mode. 

Bit 
3 

Description 

Name 
Ploating Negative (FN) 

FN is set if the result of the last operation was negative, otherwise it is 
reset. 

Bit 
2 

Description 

Name 
Floating Zero (FZ) 

FZ is set if the result of the last operation was zero; otherwise it is reset. 

Bit Name 
1 Floating Overflow (FV) 

Description 
FV is set if the last operation resulted in an exponent overflow; other­
wise it is reset. 

Bit 
o 
Description 

Name 
Floating Carry (FC) 

FC is set if the last operation resulted in a carry of the most significant 
bit. This can occur only in floating or double to integer conversions. 
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FLOATING EXCEPTION CODE AND ADDRESS REGISTERS 
One interrupt vector is assigned to take care of all floating point ex­
ceptions (location 244). The seven possible errors are coded in the 4-
bit FEC (Floating Exception Code) register as follows: 

2 Floating OP code error 
4 Floating divide by zero 
6 Floating (or double) to integer 

8 
11 
12 
14 

conversion error 
Floating overflow 
Floating underflow 
Floating undefined variable 
Maintenance trap 

The address of the instruction producing the exception is stored in the 
FEA (Floating Exeception Address) register. 

The FEe and FEA registers are updated when one of the following 
occurs: 

• divide by zero 
• illegal OP code 
• any of the other five exceptions with the corresponding interrupt 

enabled 

If one of the five exceptions occurs with the corresponding interrupt 
disabled, the FEC and FEA are not updated. Inhibition of interrupts by 
the FlO bit does not inhibit updating of the FEe and FEA, if an excep­
tion occurs. The FEC and FEA are not updated if no exception occurs. 
This means that the STST (store status) instruction will return current 
information only if the most recent floating point instruction produced 
an exception. Unlike the FPS register, no instructions are provided for 
storage into the FEC and FEA registers. 

FLOATING POINT PROCESSOR INSTRUCTION ADDRESSING 
Floating pOint processor instructions use the same type of addressing 
as do the central processor instructions. A source or destination 
operand is specified by designating one of eight addressing modes 
and one of eight central processor general registers to be used in the 
specified mode. The modes of addressing are the same as those of 
the central processor except for mode O. In mode 0 the operand is 
located in the designated floating point processor accumulator, rather 
than in a central processor general register. The modes of addressing 
are: 

o = Direct Accumulator 
1 = Deferred 
2 = Autoincrement 
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3 = Autoincrement deferred 
4 = Autodecrement 
5 = Autodecrement deferred 
6 = Indexed 
7 = Indexed deferred 

Autoincrement and autodecrement operate on increments and decre­
ments of 4 for F Formatand 10 for 0 Format. 

In mode 0, you can use all.six FPP accumulators (ACO-AC5) as your 
source or destination. In all other modes, which involve transfer of 
data from memory or the general register, you are restricted to the first 
four FPP accumulators (ACO-AC3). 

In immediate addressing (mode 2, R7) only 16 bits are loaded or 
stored. 

ACCURACY 
This section contains some general comments on the accuracy of the 
FPP. The descriptions of the individual instructions include their accu­
racy. An instruction or operation is regarded as exact if the result is 
identical to an infinite precision calculation involving the same oper­
ands. All arithemetic instructions treat an operand whose biased 
exponent is 0 as an exact 0 (unless FIUV is enabled and the operand is 
-0, in which case an interrupt occurs). For all arithmetic operations, 
except DIV, a zero operand implies that the instruction is exact. The 
same statement applies to DIV if the zero operand is the dividend, but 
if it is the divisor, division is undefined andbn interrupt occurs. 

For non-vanishing floating point operands, the fractional part is binary 
normalized. It contains 24 bits for floating mode and 56 bits for double 
mode. The internal hardware registers contain 60 bits for processing 
the fractional parts of the operands, of which the high order bit is 
reserved for arithmetic overflow. There are, internally, 35 guard bits 
for floating mode and 3 guard bits for double mode arithmetic opera­
tions. For ADD, SUB, MUL, and DIV, two guard bits are necessary and 
sufficient to guarantee return of a chopped or rounded result identical 
to the corresponding infinite precision operation, chopped or rounded 
to the specified word length. Thus, with two guard bits, a chopped 
result has an error bound of one least significant bit (LSB), a rounded 
result has an error bound of 1/2 LSB. To obtain the corresponding 
statements on accuracy for a radix other than 2, replace references to 
bit in the two preceding sentences with the word digit. These error 
bounds are realized for most instructions. For the addition of oper­
ands of opposite sign or for the subtraction of operands of the same 
sign in rounded double precision, the error bound is 3/4 LSB (FP11-C 
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and FP11-E), or 33/64 (FP11-A, and FP11-F) which is slightly larger 
than the 1/2 LSB error bound for all other rounded operations. 

The error bound for the FP11-C differs from the FP11-A, since the 
FP11-C and FP11-E carry three guard bits while the FP11-A and FP11-
F carry seven guard bits. 

In the rest of this chapter, an arithmetic result is called exact if no non­
vanishing bits would be lost by chopping. The first bit lost in chopping 
is referred to as the rounding bit. The value of a rounded result is 
related to the chopped result as follows: 

• If the rounding bit is one, the rounded result is the chopped result 
incremented by an LSB (least significant bit). 

• If the rounding bit is zero, the rounded and chopped results are 
identical. 

It follows that: 

• If the result is exact 
rounded value = chopped value = exact value 

• If the result is not exact, its magnitude 
is always decreased by chopping 

is decreased by rounding if the rounding bit is zero 
is increased by rounding if the rounding bit is one 

Occurrence of floating point overflow and underflow is an error condi­
tion. The result of the calculation cannot be correctly stored because 
the exponent is too big to fit into the eight bits reserved for it. However, 
the internal hardware produces the correct answer. For the case of 
underflow, replacement of the correct answer by zero is a reasonable 
resolution of the problem for many applications. This is done on the 
FPP if the underflow interrupt is disabled. The error incurred by this 
action is an absolute rather than a relative error. It is bounded (in 
absolute value) by 2-128• There is no such simple resolution for the 
case of overflow. The action taken, if the overflow interrupt is disabled, 
is described under FIV (bit 9). 

The FIV and FlU bits (of the floating point status word) provide you with 
an opportunity to implement your own fix-up of an overflow or under­
flow condition. If such a condition occurs and the corresponding 
interrupt is enabled, the hardware stores the fractional part and the 
low eight bits of the biased exponent. The interrupt will take place and 
you can identify the cause by examination of the FV (floating overflow) 
bit or the FEC (floating exception) register. You can readily verify that 
(for the standard arithmetic operations ADD, SUB, MUL, and DIV) the 
biased exponent returned by the hardware bears the following relation 
to the correct exponent generated by the hardware: 
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• on overflow: it is too small by 4008 

• on underflow: if the biased exponent is 0, it is correct. If it is not 0, it 
is too large by 4008 

Thus, with the interrupt enabled, enough information is available to 
determine the correct answer. You may, for example, rescale your 
variables (via STEXP and LDEXP) to continue your calculation. Note 
that the accuracy of the fractional part is unaffected by the occurrence 
of underflow or overflow. 

FLOATING POINT INSTRUCTIONS 
Each instruction that references a floating point number can operate 
on either floating or double precision numbers, depending on the 
state of FD mode bit. Similarly, there is a mode bit FL that determines 
whether 32-bit integers (FL = 1) or 16-bit integers (FL =0) are used in 
conversion between integer and floating point representation. FSRC 
and FDST use floating pOint addressing modes; SRC and DST use 
CPU addressing modes. 

In the descriptions of the floating point instructions, the operations of 
the FP11-A, FP11-E, FP11-F, and FP11-C are identical, except where 
explicitly stated otherwise. 

Floating Point Instruction Format 
Mnemonic Description 

OC Op Code = 17 

FOC 

AC 

FSRC, FDST 

SRC,DST 

f 

XL 

XLL 

XUL 

JL 

Floating Op Code 

Accumulator 

Use FPP Address Modes 

Use CPU Address Modes 

Fraction 

Largest fraction that can be represented: 
1-2**(-24), FD=O, single precision 
1-2**( -56), FD= 1, double precision 

Smallest number that is not identically zero 
= 2**(-128)-2** (-127))*J(%) 

Largest number that can be represented = 
2**(127)*XL 

Largest integer that can be represented: 
2**(15)-1 if FL=O 2**(31)-1 if FL=1 
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Mnemonic 

ABS (address) 

EXP (address) 

< 

> 

LSB 

Mnemonlc/ 
Name 
ABSF 
ABSD' 
Make Abso­
lute Float­
ing/Double 

Description: 

Interrupts: 

Accuracy: 

Special 
Comments: 

Mnemonlc/ 
Name 
ADDD 
Add Float­
ing/Double 

Floating Point Processors 

Description 

Absolute value of (address) 

Biased exponent of (address) 

Less than 

Less than or equal 

Greater than 

Greater than or equal 

Least significant bit 

Code 
1706FDST 

Operation 
If (FDST) < 0 FDST 
+- - (FDST). 
If EXP (FDST) = 0, 
FDST +- exact O. 
For all other cases, 
FDST +- (FDST). 

Condition 
Codes 
FC +-0. 
FV +-0. 
FZ +-1 if 
EXP(FDST) = 0, 
else FZ+-O. 
FN +-0 

Set the contents of FDST to its absolute value. 

If FIUV Is set; trap on -0 occurs after execution. 

Overflow and underflow cannot occur. 

These instructions are exact. 

If a -0 is present In memory and the FIUV bit is 
enabled, then the FP11-E and integral floating point 
unitstore exact 0 in memory (zero exponent, zero 
fraction, and positive sign). The condition code re­
flects an exact 0 (FZ +-1). 

Code 
172ACFS­
RO 

Operation 
Let SUM = (AC) + 
(FSRC): 
If underflow occurs 
and FlU is not en­
abled, AC +- exact 
O. 
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Codes 
Fe +-0. 
FV +-1 if over­
flow occurs, else 
FV +-0. 
FZ +- 1 if (AC) = 
0, else FZ +- O. 



Mnemonic/ 
Name 

Description: 

Interrupts: 

Accuracy: 

Floating Point Processors 

Code Operation 
If overflow occurs 
and FIV is not en­
abled, AC +- exact 
O. 
For all other cases, 
AC+-SUM. 

Condition 
Codes 

FN +- 1 if (AC) < 
0, else FN +- O. 

Add the contents of FSRC to the contents of AC. The 
addition is carried out in single or double precision 
and is rounded or chopped in accordance with the 
values of the FD and FT bits in the FPS register. The 
result is stored in AC except for: 

• overflow with interrupt disabled 
• underflow with interrupt disabled 

For these exceptional cases, an exact 0 is stored in 
AC. 

If FIUV is enabled, trap on -0 in FSRC occurs before 
execution. 

If overflow or underflow occurs and if the corres­
ponding interrupt is enabled, the trap occurs with' 
the faulty result in AC. The fractional parts are cor­
rectly stored. The exponent part is too large by 400 
8 for underflow, except for the special case of 0, 
which is correct. 

Errors due to overflow and underflow are described 
above. If neither occurs, then for oppositely signed 
operands with exponent differences of 0 or 1, the 
answer returned is exact if a loss of significance of 
one or more bits occurs. Note that these are the only 
cases for which loss of significance of more than one 
bit can occur. For all other cases, the result is inexact 
with error bounds of: 

• 1 LSB in chopping mode with either single or dou­
ble precision 

• 3/4 LSB (FP11-C and E) or 33/64 LSB (FP11-A 
and FP11-F) in rounding mode with double preci­
sion 
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Special 
Comment: 

Mnemonlc/ 
Name 
CFCC 
Copy Floating 
Condition 
Codes 

Description: 

Mnemonlc/ 
Name 
CLRF 
CLRD 
Clear Float­
ing/Double 

Description: 

Interrupts: 

Accuracy: 

Mnemonlc/ 
Name 
CMPF 
CMPD 
Compare 
Floating/ 
Double 

Description: 

Floating Point Processors 

The undefined variable -0 can occur only in con­
junction with overflow or underflow. It will be stored 
in AC only if the corresponding interrupt is enabled. 

Code 
170000 

Operation 
C+-FC 
V+-FV 
Z+-FZ 
N+-FN 

Condition 
Codes 

Copy FPP condition codes into the CPU's condition 
codes. 

Code 
1704FDST 

Operation 
FDST +- exact 0 

Condition 
Codes 
FC+-O 
FV+-O 
FZ+-1 
FN +-0 

Set FDST to O. Set FZ condition code and clear other 
condition code bits. 

No interrupts will occur. Neither overflow nor under­
flow can occur. 

These instructions are exact. 

Code 
173 
(AC+4) 
FSRC 

Operation 
(FSRC) (AC) 

Condition 
Codes 
FC+-O 
FV+-O 
FZ +- 1 If (FSRC) 
- (AC) = 0, else 
FZ.-o 
FN +- 1 If (FSRC) 
- (AC) < 0, else 
FN .-0 

Compare the contents of FSRC with the accumula­
tor. Set the appropriate floating point condition 
codes. FSRJC and accumulator are left unchanged 
(see special comment below). 
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Interrupts: 

Accuracy: 

Special 
Comment: 

Mnemonlc/ 
Name 
DIVF 
DIVD 
Divide Float­
ing/Double 

Description: 

Interrupts: 

Floating Point Processors 

If FIUV is enabled, trap on -0 occurs before execu­
tion. 

These instructions are exact. 

An operand which has a biased exponent of zero is 
treated as if it were true zero. If both operands have 
biased exponents of zero, the accumulator gets a 
true zero and, hence, may be modified. 

Code 
174(AC + 
4)FSRC 

Operat'on 
If EXP(FSRC) = 0, 
AC +- (AC): instruc­
tion is aborted. 
If EXP(AC) = 0, AC 
+-exactO. 
For all other cases, 
let QUOT = 
(AC)/(FSRC): 
If underflow occurs 
and FI U is not en­
abled AC +- exact O. 
For all remaining 
cases, AC +- QUOT. 

Condition 
Codes 
FC+-O 
FV +-1 if over­
flow occurs, else 
FV+-O 
FZ +-1 if 
EXP(AC) = 0, 
else FZ +-0 
FN +- 1 if (AC) < 
0, else FN +- 0 

.. 

If either operand has a biased exponent of 0, it is 
treated as an exact O. For FSRC this would imply 
division by zero; in this case the instruction is abort­
ed, the FEC register is set to 4, and an interrupt 
occurs. Otherwise the quotient is developed to single 
or double precision with enough guard bits for cor­
rect rounding. The quotient is rounded or chopped 
in accordance with the values of the FD and FT bits 
in the FPS register. The result is stored in AC except 
for: 
• overflow with interrupt disabled 
• underflow with interrupt disabled 

For these exceptional cases, an exact 0 is stored in 
the accumulator. 

If FIUV is enabled, trap on -0 in FSRC occurs before 
execution. 
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Accuracy: 

Special 
Comments: 

Mnemonic/ 
Name 
LDCDF 
LDCFD 
Load and 
Convert from 
Double to 
Floating or 
from Floating 
to Double 

Description: 

Floating Point Processors 

If EXP(FSRC) = 0, interrupt traps on attempt to di­
vide byO. 

If overflow or underflow occurs and if the corres­
ponding interrupt is enabled, the trap occurs with 
the faulty result in AC. The fractional parts are cor­
rectly stored. The exponent part is too large by 
400 8 for underflow, except for the special case of 0, 
which is correct. 

Errors due to overflow, underflow, and division by 0 
are described above. If none of these occurs, the 
error in the quotient will be bounded by 1 LSB in 
chopping mode and by % LSB in rounding mode. 

The undefined variable -0 can occur only in con­
junction with overflow or underflow. It will be stored 
in AC only if the corresponding interrupt is enabled. 

Code 
177(AC+4) 
FSRC 

Operation 
If EXP~FSRC) = 0, 
AC +-€'xactO 
If FD = 1 , FT = 0, 
FIV = 0 and round­
ing causes overflow, 
AC +- exact O. 
In all other cases AC 
+- Cxy (FSRC), 
where C xy specifies 
conversion from 
floating mode x to 
floatin,g mode y. 
x = D, Y = F if FD = 
o (single) 
x = F, Y = D if FD = 
1 (double) 

Condition 
Codes 
FC+-O 
FV +- 1 if conver­
sion produces 
overflow, else 
FV+-O 
FZ +- 1 if (AC) = 
0, else FZ +- 0 
FN +- 1 if (AC) < 
0, else FN +- 0 

If the current mode is floating mode (FD = 0), the 
source is assumed to be a double precision number 
and is converted to single precision. If the floating 
chop bit (FT) is set, the number is chopped, other­
wise the number is rounded. 

If the current mode is double mode (FD = 1), the 
source is assumed to be a single-precision number, 
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Interrupts: 

Accuracy: 

Special 
Comment: 

Mnemonic/ 
Name 
LDCIF, LDCID 
LDCLF, 
LDCLD 
Load and 
Convert Integ­
er or Long In­
teger to Float­
ing or Double 
Precision 

Description: 

Floating Point Processors 

and is loaded left-justified in the AC. The lower half 
of the AC is cleared. 

If FIUV is enabled, trap on -0 occurs before execu­
tion. 

Overflow cannot occur for LDCFD. 

A trap occurs if FIV is enabled, and if rounding with 
LDCDF causes overflow; AC ~ overflowed result of 
conversion. This result must be +0 or -0. 

Underflow cannot occur. 

LDCFD is an exact instruction. Except for overflow, 
described above, LDCDF incurs an error bounded 
by one LSB in chopping mode, and by % LSB in 
rounding mode. 

If (FSRC) = -0, the FZ and FN bits are both set 
regardless of the condition of FIUV. 

Code 
177ACSRC 

Operation 
AC ~ C jx (SRC), 
where 
C jx specifies con­
version from integer 
mode j to floating 
mode x; 
j = 1 if FL = 0 
j = L if FL = 1 
x = F if FD = 0 
x = 0 if FD = 1 

Condition 
Codes 
FC~O 

FV~O 

FZ ~ 1 If (AC) = 
0, else FZ~O 
FN ~ 1 If (AC) < 
0, else FN ~O 

Conversion is performed on the contents of SRC 
from a 2's complement integer with precision j to a 
floating point number of precision x. Note that j and x 
are determined by the state of the mode bits FL and 
FD: j = I or L, and x = F or D. 

If a 32-bit integer is specified (L mode) and (SRC) 
has an addressing mode of 0, or immediate address­
ing mode is specified, the 16 bits of the source regis­
ter are left-justified and the remaining 16 bits loaded 
with zeros before conversion. 
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Interrupts: 

Accuracy: 

Mnemonic/ 
Name 
LDEXP 
Load 
Exponent 

I 

Floating POint Processors 

In the case of LDCLF, the fractional part of the float­
ing point representation is chopped or rounded to 24 
bits for FT = 1 and 0 respectively. 

Note: SRC is not floating pOint, so trap on -0 cannot 
occur. 

Overflow and underflow cannot occur. 

LDCIF, LDCID, and LDCD are exact instructions. The 
error incurred by LDCLF is bounded by 1 LS.B in 
chopping mode, and by % LSB in rounding mode. 

Code 
176(AC+4) 
SRC 

Operation 
Note:177 and 200, 
appearing below, 
are octal numbers. 

If -200<SRC<200, 
EXP(AC) +-(SRC) + 
200 and the rest of 

-AC is unchanged. 

If SRC>177 andFIV 
is enabled, 
EXP(AC) +-(SRC) 
<6:0> on FP11-C, 
EXP(AC) +­
((SRC)+ 200) 
<7:0> on FP11-A, 
FP11-E, FP11-F. 

If SRC>177 and FIV 
is disabled, AC +­
exact O. 

If SRC <-177 and 
FlU is disabled, AC 
+-exactO. 

If SRC <-177 and 
FlU is enabled, 
EXP(AC) +-(SRC) 
<6:0> on FP11-C, 
EXP(AC) +- ((SRC) 
+ 200) 
<7:0> on FP11-A, 
FP11-E, FP11-F. 
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Condition 
Codes 
FC +-0. 
FV +-1 if 
SRC>177, else 
FV +-0. 
FZ +-1 if 
EXP(AC) = 0, else 
FZ+-O. 
FN +-1 if 
(AC)<O, else FN 
+-0. 



Description 

Interrupts: 

Accuracy: 

Mnemonic/ 
Name 
LDF 
LDD 
Load Float­
ing/Double 

Description: 

Interrupts: 

Accuracy: 

Floating Point Processors 

Change AC so that its unbiased exponent = (SRC). 
That is, convert (SRC) from 2's complement to ex­
cess 200 notation, and insert in the EXP field of AC. 
This is a meaningful operation only if ABS(SRC) ~ 
177. 

If SRC < -177, resu It is treated as overflow. If 
SRC<177, result is treated as underflow. Note that 
the FP11-C, FP11-F and FP11-A do not treat these 
abnormal conditions in exactly the same way. 

No trap on -0 in AC occurs, even if FIUVenabled. 
If SRC > 177 and FIV enabled, trap on overflow will 
occur. 
If SRC < -177 and FlU enabled, trap on underflow 
will occur. 

The answers returned by the FP11-C, FP11-E, FP11-
F, and FP11-A differ for overflow and underflow con­
ditions. 

Errors due to overflow and underflow are described 
above. If EXP(AC)=O and SRC ~ -200, (AC) 
changes from a floating point number treated as 0 by 
all floating arithmetic operations to a non-zero num­
ber. This is because the insertion of the "hidden" bit 
in the hardware implementation of arithmetic in­
structions is triggered by a non-vanishing value of 
EXP. 

Code 
172(AC+4) 
FSRC 

Operation 
AC +-(FSRC) 

Condition 
Codes 
FC+-O 
FV+-O 
FZ +- 1 if (AC) = 
0, else FZ +- 0 
FN +- 1 if (AC) < 
0, else FN +- 0 

Load single or double precision number into accu­
mulator. 

If FIUV is enabled, trap on -0 occurs before AC is 
loaded. Neither overflow nor underflow can occur. 

These instructions are exact and permit use of -0 in 
a subsequent floating point instruction if FIUV is not 
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Mnemonlc/ 
Name 
LDFPS 
Load FPP's 
Program 
Status 

Description: 

Special 
Comment: 

Mnemonlc/ 
Name 
MODF 
MODD 
Multiply and 
Integerize 
Floating/ 
Double 

Description and 
Operation: 

Floating Point Processors 

enabled and (FSAC) = -0. If (FSAC) = -0, the FZ 
and FN bits are both set, regardless of the condition 
of FIUV. 

Code 
1701SAC 

Operation 
FPS +- (SAC) 

Load FPP's status from SAC. 

Condition 
Codes 

On the FP11-C, bits 13 and 12 are ignored. Bit 4 can 
be set if the CPU is in kernel mode. 

On the FP11-A and FP11-F, the FPS is loaded with 
the source. The user is cautioned not to use bits 12 
and 13 (in FP11-C, FP11-F, FP11-E, and the FP11-A) 
or bit 4 (in the FP11-A and FP11-F) for a special 
purpose since these bits are not recoverable by the 
STFPS instruction. 

Code 
171(AC+ 
4) FSAC 

Operation 
See below 

Condition 
Codes 
FC+-O 
FV +- 1 if PROD 
overflows, else 
FV+-O 
FZ +- 1 if (AC) = 
0, else FZ +- 0 
FN +- if (AC) < 0, 
else FN +-0 

This instruction generates the product of its two 
floating point operands, separates the product into 
integer and fractional parts and then stores one or 
both parts as floating point numbers. 

Let PROD = (AC)*(FSAC) so that in: 
Floating point: ABS(PROD) = (2**K)*f where 
1/2.LE.f.LT.1 and EXP(PAOD) = (200+K)s Fixed Point 
binary: PROD = N + g, with 
N = INT(PROD)=the integer part of PROD 
and 
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Floating Point Processors 

9 = PROD - INT(PROD) = the fractional part of 
PROD with 0 ~ g<1 
Both Nand 9 have the same sign as PROD. 
They are returned as follows: 

If AC is an even-numbered accumulator (0 or 2), N is 
stored in AC + 1 (1 or 3), and 9 is stored in AC. 

If AC is an odd-numbered accumulator, N is not 
stored, and 9 is stored in AC. 

The two statements above can be combined as fol­
lows: N is returned to ACv1 and 9 is returned to AC, 
where v means .OR. 

Five special cases occur, as indicated in the follow­
in~ f;.;rmal description with L = 56 for Double Mode: 
1. If PROD overflows and FIV enabled: 

ACv1 +- N, chopped to L bits, AC +- exact O. 

Note that EXP(N) is too small by 4008 , and that 0 
can get stored in ACv1. 

If FIV is not enabled: ACv1 +- exact 0, AC +­

exact 0, and -0 will never be stored. 
2. If 2**L~ABS(PROD) and no overflow: 

ACv1 +- N, chopped to L bits, AC +- exact O. 

The sign and EXP of N are correct, but low order 
bit information, such as parity, is lost. 

3. If 1 ~ABS(PROD)<2**L: 

ACv1 +- N, AC +- 9 

The integer part N is exact. The fractional part 9 
is normalized, and chopped or rounded in ac­
cordance with FT. Rounding may cause return 
of ± unity for the fractional part. For L = 24, the 
error in 9 is bounded by 1 LSB in chopping 
mode and by % LSB in rounding mode. For L= 
56, the error in 9 increases from the above limits 
as ABS(N) increases above 3 because only 59 
bits of PROD are generated: 

if 2**pSABS(N)<2**(p + 1), with P > 2, 

the low order p - 2 bits of 9 may be in error. 
4. If ABS (PROD)<1 and no underflow: 

ACv1 +- exact 0, AC +- 9 
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Interrupts: 

Accuracy: 

Applications: 

Floating Point Processors 

There is no error inthe integer part. The error in 
the fractional part is bounded by 1 LSB in chop­
ping mode and Y2 LSB in rounding mode. 
Rounding may cause a return of ± unity for the 
fractional part. 

5. If PROD underflows and FlU enabled: 

ACv1 +- exact 0 AC +- g 

Errors are as in Case 4, except that EXP(AC) will 
be too large by 4008 (except if EXP = 0, it is 
correct). Interrupt will occur and -0 can be 
stored in AC. 

IF FlU is not enabled, ACv1 +- exact 0 and AC +­
exact O. For this case, the error in the fractional 
part is less than 2**(-128). 

If FIUV is enabled, trap on -0 in FSRC will occur 
before execution. 

Overflow and underflow are discussed above. 

Discussed above. 

1. Binary to decimal conversion of a proper frac­
tion: the following algorithm, using MOD, will 
generate decimal digits D(1), D(2) ... from left to 
right: 

Initialize: 

While X "# 0 do 

1+-0 
X +- number to be 
converted: 
ABS(X) < 1 

Begin PROD +-X*10; 
I+-I + 1; 
D(I) +-INT(PROD); 
X +- PROD - INT(PROD); 
END; 

This algorithm is exact; it is case 3 in the de­
scription: the number of non-vanishing bits in 
the fractional part of PROD never exceeds L, 
and hence neither chopping nor rounding can 
introduce error. 

2. To reduce the argument of a trigonometric func­
tion. 

364 



Mnemonic/ 
Name 
MULF 
MULD 
Multiply Float­
ing/Double 

Description: 

Floating Point Processors 

ARG*2/PI = N + g. The low two bits of N identify 
the quadrant, and g is the argument reduced to 
the first quadrant. The accuracy of N + g is limit­
ed to L bits because of the factor 2/PI. The accu­
racy of the reduced argument thus depends on 
the size of N. 

3. To evaluate the exponential function e**x, 
obtain 

x*(log e base 2) = N + g. 
Then e**x = (2**N)* (e**(g*ln 2)) 

The reduced argument is g*ln2<1 and the factor 
2**N is an exact power of 2, which may be 
scaled in at the end via STEXP, ADD N to EXP 
and LDEXP. The accuracy of N + g is limited to L 
bits because of the factor (log e base 2). The 
accuracy of the reduced argument thus de­
pends on the size of N. 

Code 
171AC 
FSRC 

Operation 
Let PROD = (AC)* 
(FSRC) 
If underflow occurs 
and FlU is not en­
abled, AC +- exact 
O. 

If overflow occurs 
and FIV is not en­
abled, AC +- exact 
O. 
For all other cases 
AC+-PROD 

Condition 
Codes 
FC +-0. 
FV +-1 if over­
flow occurs, else 
FV+-O 
FZ +- 1 if (AC) = 
0, else FZ +- 0 
FN +- 1 if (AC) < 
0, else FN +- 0 

If the biased exponent of either operand is zero, (AC) 
+- exact O. For all other cases PROD is generated to 
48 bits for floating mode and 59 bits for double 
mode. The product is rounded or chopped for FT = 
o and 1, respectively, and is stored in AC except for 
• overflow with interrupt disabled 
• underflow with interrupt disabled 
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Interrupts: 

Accuracy: 

Special 
Comment: 

Mnemonic! 
Name 
NEGF 
NEGD 
Negate Float­
ing/Double 

Description: 

Interrupts: 

Accuracy: 

Special 
Comment: 

Floating Point Processors 

For these exceptional cases, an exact 0 is stored in 
accumulator. 

If FIUV is enabled, trap on -0 occurs before execu­
tion. 

If overflow or underflow occurs and if the corres­
ponding interrupt is enabled, the trap occurs with 
the faulty results in AC. The fractional parts are cor­
rectly stored. The exponent part is too small by 
4008 for underflow, except for the special case of 0, 
which is correct. 

Errors due to overflow and underflow are described 
above. If neither occurs, the error incurred is bound­
ed by 1 LSB in chopping mode and % LSB in round­
ing mode. 

The undefined variable -0 can occur only in con­
junction with overflow or underflow. It will be stored 
in AC only if corresponding interrupt is enabled. 

Code 
1707FDST 

Operation 
FDST +- -(FDST) if 
EXP(FDST) ¢O, else 
FDST +- exact O. 

Condition 
Codes 
FC +-0. 
FV +-0. 
FZ +-1 If 
EXP(FDST) = 0, 
else FZ+-O. 
FN +-1 If (FDST) 
< 0, else FN +-0. 

Negate single or double precision number, store re­
sult in same location. (FDST) 

If FIUV is enabled, trap on -0 occurs after execution. 

Neither overflow nor underflow can occur. 

These instructions are exact. 

If a -0 is present in memory and the FIUV bit is 
enabled, then the FP11-E and the integral floating 
point unit store exact 0 in memory (zero exponent, 
zero fraction, and positive sign). The condition code 
reflects an exact 0 (FZ +(1). 
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Mnemonlc/ 
Name 
SETF 
Set Floating 
Mode 

Description: 

Mnemonlc/ 
Name 
SETD 
Set Floating 
Double Mode 

Description: 

Mnemonlc/ 
Name 
SETI 
Set Integer 
Mode 

Description: 

Mnemonlc/ 
Name 
SETl 
Set long In­
teger Mode 

Description 

Mnemonic! 
Name 
STCFD 
STCDF 
Store and 
Convert from 
Floating to 

Floating Point Processors 

Code 
170001 

Operation 
FD+-O 

Condition 
Codes 

Set the FPP in single precision mode. 

Code 
170011 

Operation 
FD+-1 

Condition 
Codes 

Set the FPP in double precision mode. 

Code 
170002 

Operation 
Fl+-O 

Set the FPP for integer data. 

Code 
170012 

Operation 
Fl+-1 

Set the FPP for long integer data. 

Code 
176AC­
FDST 

Operation 
If EXP(AC, = 0, 
FDST+-Oand 
rounding causes 
overflow, FDST +­
exactO. i 
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Condition 
Codes 

Condition 
Codes 

Condition 
Codes 
FC +-0. 
FV +-1 If conver­
sion produces 
overflow else 
FV +-0. 



Mnemonlc/ 
Name 

Double or 
from Double 
to Floating 

Description: 

Interrupts: 

Accuracy: 

Mnemonlc/ 
Name 
STCFI 
STCFl 
STCDI 
STCDl 
Store and 
Convert from 
Floating or 
Double to In-

Floating Point Processors 

Code Operation 

In all other cases, 
FDST +- Cxy (AC), 
where Cxy specifies 
conversion from 
floating mode x to 
floating mode y: x = 
F and y = D if FD = 
0, x = D and y = F if 
FD = 1. 

Condition 
Codes 

FZ +- 1 If (AC) = 
0, else FZ +- O. 
FN +- 1 If (AC) < 
0, else FN +- O. 

If the current mode is single precision, the accumu­
lator is stored left-justified in FDST and the lower 
half is cleared. If the current mode is double preci­
sion, the contents of -the accumulator are converted 
to single precision, chopped or rounded depending 
on the state of FT, and stored in FDST. 

Trap on -0 will not occur even if FIUV is enabled 
because FSRC is an accumulator. 

Underflow cannot occur. 

Overflow cannot occur for STCFD. 

A trap occurs if FIV is enabled, and if rounding with 
STCDF causes overflow; FDST +- overflowed result 
of conversion. This result must be +0 or -0. 

STCFD is an exact instruction. Except for overflow, 
described above, STCDF incurs an error bounded 
by 1 lSB in chopping mode and % lSB in rounding 
mode. 

Code 
175(AC + 
4)DST 

Operation 
DST +- Cxj (AC) if 
-Jl - 1 <Cxj (AC) 
< Jl + 1, 
else DST +- 0, 
where Cxj specifies 
conversion from 
floating mode x to 
integer mode j: 
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Condition 
Codes 
C +-FC +-0 if 
- Jl - 1 < Cxj 
(AC) < Jl + 1, 
else FC +-1. 
V +-FV +-0. 
Z +- FZ +-1 if 
(DST) = 0, else 
FZ +-0. 



Mnemonic/ 
Name 

teger or Long 
Integer 

Description: 

Interrupts: 

Accuracy: 

Mnemonic/ 
Name 
STEXP 
Store Expo­
nent 

Floating Point Processors 

Code Operation 

j = I if FL == 0, j = L if 
FL = 1, x -= F if FD = 
0, x = D if FD = 1. 
JL is the largest in­
teger: 
2**15 - 1 for FL = 0 
2** 31 - 1 for FL = 1 

Condition 
Codes 

N +- FN +-1 if 
(DST) < 0, else 
FN +-0. 

Conversion is performed from a floating point repre­
sentation of the data in the accumulator to an integer 
representation. 

If the conversion is to a 32-bit word (L mode) and an 
address mode of 0, or immediate addressing mode, 
is specified, only the most significant 16 bits are 
stored in the destination register. 

If the operation "is out of the integer range selected 
by FL, FC is set to 1 and the contents of the DST are 
set to O. 

Numbers to be converted are always chopped (rath­
er than rounded) before conversion. This is true 
even when the chop mode bit, FT, is cleared in the 
floating point status register. 

These instructions do not interrupt if FIUV is en­
abled, because the -0, if present, is in AC, not in 
memory. 

If FIC is enabled, trap on conversion failure will oc­
cur. 

These instructions store the integer part of the float­
ing point operand, which may not be the integer 
most closely approximating the operand. They are 
exact if the integer part is within the range implied by 
FL. 

Code 
175ACDST 

Operation 
DST +- EXP(AC)-
2008 
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Condition 
Codes 
C +-FC +-0. 
V+- FV +-0. 
Z +- FZ +-1 if 
(DST) = 0, else 



Mnemonic/ 
Name 

Description: 

Interrupts: 

Accuracy: 

Mnemonic/ 
Name 
STF 
STD 
Store 
Floating/ 
Double 

Description: 

Interrupts: 

Accuracy: 

Special 
Comment: 

Floating Point Processors 

Code Operation 
Condition 
Codes 

FZ+-O. 
N +-FN +-1 if 
(DST) < 0, else 
FN +-0. 

Convert accumulator's exponent from excess 200 
octal notation to 2's complement, and store result in 
DST. 

This instruction will not trap on -0. 

Overflow and underflow cannot occur. 

This instruction is always exact. 

Code 
174AC­
FDST 

Operation 
FDST+-(AC) 

Condition 
Codes 
FC+-FC 
FV +- FV 
FZ+-FZ 
FN +- FN 

Store single or double precision number from accu­
mulator. 

These instructions do not interrupt if FIUV enabled, 
because the -0, if present, is in AC, not in memory. 
Neither overflow nor underflow can occur. 

These instructions are exact. 

These instructions permit storage of a -0 in memory 
from AC. Note, however, that the FPP can store a -0 
in an AC only if it occurs In conjunction with overflow 
or underflow, and if the corresponding interrupt is 
enabled. Thus, the user has an opportunity to clear 
the -0, if he wishes. 
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Mnemonic! 
Name 
STFPS 
Store FPP's 
Program 
Status 

Description: 

Special 
Comment: 

Mnemonic! 
Name 
STST 
Store FPP's 
Status 

Description: 

Mnemonic! 
Name 
SUBF 
SUBD 
Subtract 
Floating/ 
Double 

Floating Point Processors 

Code 
1702DST 

Operation 
DST .... (FPS) 

Sto)'e FPP's status in DST. 

Condition 
Codes 

On the FP11-C, FP11-E, and FP11-A, bits 13 and 12 
are loaded with zeros. All other bits (with the excep­
tion of bit 4 in the FP11-A) represent the correspond­
ing bits in the FPS. The FP11-A has no maintenance 
mode so bit 4 is loaded with zero. 

Code 
1703DST 

Operation 
DST +-(FEC) 
DST + 2 +- (FEA) 

Condition 
Codes 

Store the FEC and then the FPP's exception address 
pOinter in DST and DST + 2. 

NOTES: 
1. If destination mode specifies a general register 

or immediate addressing, only the FEC is saved. 
2. The information in these registers is current only 

if the most recently executed floating point in­
structions caused a floating point exception. 

Code 
173AC­
FSRC 

Operation 
Let DIFF = (AC) -
(FSRC): 
If underflow occurs 
and FlU is not en­
abled, AC +- exact 
O. 
If overflow occurs 
and FIV is not en­
abled, AC +- exact 
O. 
For all other cases, 
AC+-DIFF. 
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Condition 
Codes 
FC +-0. 
FV +-1 if over­
flow occurs, else 
FV +-0. 
FZ +- 1 if (AC) = 
0, else FZ +- O. 
FN +-1 if (AC) < 
0, else FN +- O. 



Description: 

Interrupts: 

Accuracy: 

Special 
Comment: 

Floating Point Processors 

Subtract the contents of FSRG from the contents of 
AG. The subtraction is carried out in single or double 
precision and is rounded or chopped in accordance 
with the values of the FD and FT bits in the FPS 
register. The result is stored in AG except for: 
• overflow with interrupt disabled 
• underflow with interrupt disabled 

For these exceptional cases, an exact 0 is stored in 
AG. 

If FIUV is enabled, trap on -0 in FSRG occurs before 
execution. 

If overflow or underflow occurs and if the corres­
ponding interrupt is enabled, the trap occurs with 
the faulty results in AG. The fractional parts are cor­
rectly stored. The exponent part is too small by 
4008 for overflow. It is too large by 4008 for under­
flow, except for the special case of 0, which is cor­
rect. 

Errors due to overflow and underflow are described 
above. If neither occurs, then for like-signed oper­
ands with exponent difference of 0 or 1, the answer 
returned is exact if a loss of significance of more 
than one bit can occur. Note1that these are the only 
cases for which loss of significance of more than one 
bit can occur. For all other cases the result is inexact 
with error bounds of: 

1 LSB in chopping mode with either single or double 
precision. 

V2 LSB in rounding mode with single precision. 

3/4 LSB (FP11-G and FP11-E) and 33/64 LSB (FP11-
A and FP11-F) in rounding mode with double preci­
sion. 

The undefined variable -0 can occur only in 
conjunction with overflow or underflow. It will be 
stored in the AG only if the corresponding interrupt 
is enabled. 
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Mnemonic/ 
Name 
TSTF 
TSTD 
Test Float­
ing/Double 

Description: 

Interrupts: 

Accuracy: 

Special 
Comment: 

Floating Point Processors 

Code 
1705FDST 

Operation 
FDST +- (FDST) 

Condition 
Codes 
FC +-0. 
FV +-0. 
FZ +-1 if 
EXP(FDST) = 0, 
else FZ+-O. 
FN +- 1 if (FDST) 
< 0, else FN +- O. 

Set the floating pOint processor's condition codes 
according to the contents of FDST. 

If FIUV is set, trap on -0 occurs after execution. 

These instructions are exact. 

This instruction does not write to the destination. 

FLOATING POINT PROCESSOR TIMING 
The timing and the processes for determining the timing of the floating 
point instruction vary with each processor. The following sections ex­
plain specifically the instruction time and the calculation methods for 
FP11-A, FP11-C, FP11-F, and FP11-E. 

The following table summarizes the floating point execution time of the 
FP11-A, FP11-E, FP11-F, and FP11-C. 

Table 11-1 Comparison of Floating Point Processor Instruction 
Timing (sec) 

Operation 11/34A 11/70 11/60 11/44 
(register-to-register) FP11-A FP11-C FP11-E FP11-F 
Single Precision 
Add/Subtract 8.91 1.65 1.02 8.91 
Multiply 16.2 3.27 1.53 16.2 
Divide 16.2 4.29 7.00 16.2 
Double Precision 
Add/Subtract 8.91 1.68 1.02 8.91 
Multiply 25.36 5.43 3.74 25.36 
Divide 35.36 6.73 12.75 35.36 
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FLOATING POINT INSTRUCTION TIMING: FP11-A 

Instruction Execution Time 
The execution time of an FP11-A floating point instruction is depen­
dent on the following conditions: 

• type of instruction 
• type of addressing mode specified 

• type of memory 
• memory management facility enabled or disabled 

Additionally, the execution time of certain instructions, such as ADD, is 
dependent on the data. 

Table 11-2 provides the basic instruction times for mode O. Tables 11-
3 through 11-7 show the additional time required for instructions other 
than mode O. For example, to calculate the execution time of a MULF 
(single-precision multiply) for mode 3 (autoincrement deferred) with 
the result to be rounded: 

1. Refer to Table 11-2 which gives MULF, mode 0, execution time of 
13.4 J,Lsec. 

2. Refer to Note 1 as specified in the notes column of Table 11-2. 
Note 1 specifies an additional 0.84 J,Lsec is to be added if rounding 
mode is specified. This yields 14.24 J,Lsec. 

3. The modes 1-7 column of Table 11-2 refers to Table 11-3 to deter­
mine the additional time required for mode 1 through 7 instruc­
tions. In this example, mode 3 specifies an additional 3 J,Lsec for 
single precision yielding 17.34 J,Lsec. 

All timing information is in microseconds unless otherwise noted. 
Times are typical; processor timing can vary ± 1 0%. 

NOTE 
Add .13 J,Lsec for each memory cycle if MS 11-J P 
MOS memory is utilized. Add .12 J,Lsec for each DATI 
memory cycle if memory management is enabled. 

374 



Instr. 

LDF 
LDD 
LDCFD 
LDCDF 
CMPF 
CMPD 
DIVF 
DIVD 
ADDF 
ADDD 
SUBF 
SUBD 
MULF 
MULD 
MODF 
MODD 

STF 
STD 
STCDF 
STCFD 
CLRF 
CLRD 

ABSF 
ABSD 
NEGF 
NEGD 
TSTF 
TSTD 

LDFPS 
LDEXP 

Floa(ing Point Processors 

Table 11-2 FP11-A Instruction Execution Times 

Mode 0 
(Reg. 

to Reg.) 

4.0 
4.0 
5.8 
5.8 
5.5 
5.5 

13.3 
20.6 

7.5 
7.5 
7.9 
7.9 

13.4 
20.7 
17.4 
24.7 

2.4 
2.4 
5.2 
5.2 
2.6 
2.6 

3.5 
3.5 
3.6 
3.6 
3.6 
3.6 

2.5 
4.4 

Notes Modes 1 thru 7 

1 
1 

1 
1 

1,2 
1,2 
1,2 
1,2 
1 
1 

1,3 
1,3 
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Use Table 11-3 
to determine 
memory-to-register times 
for these instructions 

Use Table 11-4 
to determine 
memory-to-register times 
for these instructions 

Use Table 11-5 
to determine 
memory-to-memory times 
for these instructions 

Use Table 11-6 



Instr. 

lDCIF 
lDCID 
lDClF 
lDClD 

STFPS 
STST 
STEXP 
lSTCFI 
STCDI 
STCFl 
STCDl 

Floating Point Processors 

Mode 0 
(Reg. 

to Reg.) 

7.5 
7.5 
7.5 
7.5 

2.8 
2.6 
3.4 
4.5 
4.5 
4.5 
4.5 

Notes Modes 1 thru 7 

1,4 
1,4 
1,4 
1,4 

5 
5 
5 
5 

to determine 
memory-to-register times 
for these instructions 

Use Table 11-7 
to determine 
register-to-memory times 
for these instructions 

The following instructions do not reference memory 
CFCC 2.0 
SETF 2.2 
SETD 2.2 Execution times 
SETI 2.2 are as shown 
SETl 2.2 

Table 11-3 Floating Source Fetch Time 

Memory Cycles Time(Jts) 

Addressing Single Double Single Double 
Mode Precision Precision Precision Precision 

1 2 4 2.00 4.20 
2 2 4 2.20 4.40 
2 Immediate 1 1 1.00 1.00 
3 3 5 3.00 5.20 
4 2 4 2.20 4.40 
5 3 5 3.00 5.20 
6 3 5 3.20 5.40 
7 4 6 4.20 6.40 
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Table 11-4 Floating Destination Store Time 

Memory Cycles Time(jls) 

Addressing Single Double Single Double 
Mode Precision Precision Precision Precision 

1 2 4 1.38 2.94 
2 2 4 1.56 3.12 
2 Immediate 1 1 0.60 0.60 
3 3 5 2.38 3.94 
4 2 4 1.56 3.12 
5 3 5 2.38 3.94 
6 3 5 2.56 4.12 
7 4 6 3.56 5.12 

Table 11-5 Floating Destination Fetch And Store Time 

Memory Cycles Time(jls) 

Addressing Single Double Single Double 
Mode Precision Precision Precision Precision 

1 2 2 1.42 1.42 
2 2 2 1.60 1.60 
2 Immediate 2 2 1.60 1.60 
3 3 3 2.42 2.42 
4 2 2 1.60 1.60 
5 3 3 2.60 2.60 
6 3 3 2.60 2.60 
7 4 4 3.60 3.60 
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Table 11-6 Source Fetch Time 

Memory Cycles Time(~s) 

Addressing Single Double Single Double 
Mode Precision Precision Precision Precision 

1 1 2 1.00 1.18 
2 1 2 1.18 1.36 
2 Immediate 1 1 1.18 1.18 
3 2 3 2.00 2.18 
4 1 2 1.18 1.36 
5 2 3 2.00 2.18 
6 2 3 2.18 2.36 
7 3 4 3.18 3.36 

-------

Table 11-7 Destin'ation Store Time 

Memory Cycles Time(~s) 

Addressing Single Double Single Double 
Mode Precision Precision Precision Precision 

1 1 2 0.60 1.38 
2 1 2 0.96 1.68 
2 Immediate 1 1 0.96 0.96 
3 2 3 1.60 2.38 
4 1 2 0.96 1.68 
5 2 3 1.60 2.38 
6 2 3 1.78 2.56 
7 3 4 2.78 3.56 

NOTES: 
• Add 0.84 ~sec when in rounding mode (FT = 0) . 
• Add 0.24 ~sec per shift to align binary pOints and 0.24 ~sec per shift 

for normalization. The number of alignment shifts is equal to the 
exponent difference for exponent differences bounded as follows: 

1 SIEXP (AC) - EXP (FSRC~::S; 24 single precision 
1 ::s; IEXP (AC) - EXP (FSRC~ ::s; 56 double precision 
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The number of shifts required for normalization is equivalent to the 
number of leading zeros of the result. 

• Add .24 p..sec times the exponent of the product if the exponent of 
the product is: 

1 ~ EXP (PRODUCT) ~ 24 single precision 
1 ~ EXP (PRODUCT) ~ 56 double precision 

Add 0.24 p..sec per shift for normaliz&tion of the fractional result. The 
number of shifts required for normalization is equivalent to the num­
ber of leading zeros in the fractional result. 

• Add 0.24 p..sec per shift for normalization of the integer being con­
verted to a floating point number. For positive integers, the number 
of shifts required to normali~e is equivalent to the number of leading 
zeros; for negative integers, the number of shifts required for nor­
malization is equivalent to the number of leading ones. 

• Add 0.24 p..sec per shift to convert the fraction and exponent to 
integer form, where the number of shifts is equivalent to 16 minus 
the exponent when converting to short integer or 32 minus the expo­
nent when converting to long integer for exponents bounded as 
follows: 

1 ~ EXP (AC) ~- 15 short integer 
1 ~ EXP (AC) ~ 31 long integer 

FLOATING POINT INSTRUCTION TIMING: FP11-C 
Floating point instruction times are calculated in a manner similar to 
the calculation of CPU instruction timing. Since the FP11-C is a sepa­
rate processor operating in parallel with the main processor, however, 
the calculation of floating point instruction times must take this parallel 
processing or overlap into account. The following is a description of 
the method used to calculate the effective floating point instruction 
execution times. 

TERM 

Instruction Decode 
Preinteraction Time 

DEFINITION 

CPU time required to decode a 
floating point instruction opcode 
and to store the general register 
referred to in the floating point in­
struction in a temporary floating 

. point register (FPR). This time is 
fixed at 450 ns. 
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TERM 

Address Calculation Time 

Wait Time 

(Load Class Instructions) 

(Store Class Instructions) 

ResyncTime 

380 

DEFINITION 

CPU time required to calculate 
the address of the operand. This 
time is dependent on the ad­
dressing mode specified. Refer to 
Table 11-8. 

CPU time spent waiting for com­
pletion by the floating point proc­
essor of a previous floating point 
instruction, in the case of load 
class instructions. For store class 
instructions, the waittime is the 
sum of time during which the 
floating point completes a previ­
ous floating point instruction and 
floating point execution time for 
the store class instruction. Wait 
time is calculated as follows: 

Wait time = [floating point execu­
tion time (previous FP instruc­
tion)] - [disengage and fetch 
time (previous FP instruction)] -
[CPU execution time for interpos­
ing non-floating point instruction] 
- [preinteraction time] - [ad­
dress calculation time]. If the re­
sult is ~ 0, the wait time is zero. 

Wait time = [floating point execu­
tion time (previous floating point 
instruction)] - [CPU execution 
time for interposing non-FP in­
struction] - [disengage and fetch 
time (previous FP instruction)] -
[preinteraction] + [floating point 
execution time] - [address cal­
culation time]. If the result is ~ 0, 
the wait time is zero. 

If the CPU must wait for the float­
ing pOint processor (Le., wait time 
= 0), an additional 450 ns must 
be added to the effective execu-
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TERM 

Interaction Time 

Argument Transfer Time 

Disengage and Fetch Time 

Floating Point Execution Time 

Effective Execution Time 
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DEFINITION 

tion time of the instruction. If wait 
time = 0, then resync time =0. 

CPU time required actually to 
initiate floating point processor 
operation. 

CPU time required to fetch and 
transfer to the floating point proc­
essor the required operand. This 
time is 300 ns X the number of 
16-bit words read from memory 
(load class floating point instruc­
tions), or 1200 ns X the number 
of 16-bit words written to memory 
(store class instructions). 

CPU time required to fetch the 
next instruction from memory. 
This time is 300 ns. 

Time required by the floating 
point processor to complete a 
floating point instruction once it 
has received all arguments (load 
class instructions). Execution 
times are contained in Tables 11-
2 through 11-7. 

Total CPU time required to exe­
cute a floating point instruction. 

Effective Execution Time = 
Preinteraction + Address Calcu­
lation + Wait Time + R~sync 
Time + Interaction Time + Argu­
ment Transfer + Disengage and 
Fetch. 
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Table 11-8 Address Calculation Times 

Mode 
Address 

Calculation Time 
nsec 

~--.~. ----- . . ... -~- .. --.-~-

o 0 
1 300 
2 300 
3 600 
4 300 
5 750 
6 600 
7 1050 

Instruction 

Table 11-9 FP11-C Execution Times 

Minimum 
nsec 

Maximum 
nsec 

--.-"-~--- .. --.----.------ --.--~---.... ~----- ~---~----' 

LDF 360 360 
LDD 360 360 
ADDF 900. 2520 
ADDD 900 4140 
SUBF 900 1980 
SUBD 900 4140 
MULF 1800 3440 
MULD 3060 6220 
DIVF 1920 6720 
DIVD 3120 14400 
MODF 2880 5990 
MODO 3780 9770 
LDCFD 420 420 
LDCDF 540 540 
STF* 0 
STD* 0 

CMPF 540 1080 
CMPD 540 1080 
STCFD* 720 720 
STCDF* 540 720 

LDCIF 1260 1440 
LDCID 1260 1440 
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Typical 

950 
980 

1130 
1160 
2520 
4680 
3540 
6000 

720 
540 

1440 
1440 
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Instruction 

LDCLF 
LDCLD 
LDEXP 

STCFI* 
STCFL* 
STCDI* 
STCDL* 
STEXP* 

CLRD 
CLRD 
NEGF 
NEGD 
ABSF 
ABSD 
TSTF 
TSTD 
LDFPS 
STFPS* 
STST* 
CFCC 
SETF 
SETD 
SETI 
SETL 

Minimum 
nsec 

MO 

1260 
1260 
540 

1260 
1260 
1260 
1260 
360 

180 
180 
360 
360,· 
360 
360 
180 
180 
180 

o 
o 
o 

180 
180 
180 
180 

* Store Class Instructions 

Maximum 
nsec 

1980 
1980 
900 

1620 
2160 
1620 
2160 
360 

NotMO 
2150 

14350 
2400 
2400 
2400 
2400 

180 
180 

o 

Typical 

Load class instructions are those which do not deposit results in a 
memory location. 
Execution ofa load class floating point instruction by the floating point 
occurs in parallel with CPU operation and can be overlapped. Figure 
11-2 gives a simplified picture of how a load class floating point in­
struction is executed. 
Store class instructions are those which store a result from the floating 
point into a memory location. Execution of a store class instruction by 
the floating point processor must occur before the result can be 
stored, hence parallel processing cannot occur for store class floating 
point instructions. 
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CPU 

T Load Class Instruction 
is fetched. This occurs 

- I during previous 
instruction execution. Effective 

Execution Time 
starts here~ 

No Floating Point 
intervention ye\ 

Floating Point 
must respond 
(Le., it must be 
finished with 
prior instruction 
by here----­
or CPU will wait 

CPU is finished 
with FPP; FPP 
will now execute 
instructions ~ 
on its own~ 

Effective ~ 
Execution Time 
ends here 

Instruction is decoded. 

Contents of CPU General 
Register are transferred 
to temporary FPP Reg­
ister. 

Address of operand 
is calculated. 

CPU starts FPP execut­
ing this instruction (Le., 
interacts with FPP). 

CPU passes arguments 
to FPP 

Fetch next instruction. 

FPP 
T 

FPP is idle. 

FPP interacts with CPU. 

FPP accepts arguments 
from CPU. 

FPP 

executes 

instruction. 

~Floating Point is fin­
ished and ready to 
accept next instruc­
tion. 

Figure 11-2 Load Class Floating Point Instruction 
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CPU FPP 

Effective 
Execution Time 
starts here----

FPP must 
respond or 

Store Class Instruction 
is fetched. This occurs 
during previous instruc­
tion execution. 

Instruction is decoded. 

Contents of CPU 
General Register are 
stored in Temporary 
FPP Register. 

Address at which result 
to be stored is calcu­
lated. 

T 
I 
I 
I 
I 
I FPP is idle. 

FPP begins execution­
does not respond until 
execution is complete. 

CPU will wait---I CPU waits for FPP to 
I complete execution . 

..L 

Effective 
Execution Time 
ends here-

I Since CPU entered Wait 
I State, an additional 450 

ns Resync overhead is 
encountered. 

I 
I 
I 

~FPP responds. 

CPU interacts with FPP. FPP interacts with CPU. 

CPU stores FPP passes 

result result to 

in Memory. CPU to 

CPU fetches 
next instruction. 

store in 

Memory. 

I 
IFPP is idle. 

1. 

Figure 11-3 Store Class Floating Instruction 
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Figures 11-2 and 11-3 show how timing associated with a typical load 
class and store class instruction is derived. 
Figures 11-4 and 11-5 show how effective execution times for actual 
floating point instructions in a program are calculated. Note that effec­
tive execution times are dependent on previous floating point instruc­
tions. 
Referencing Figure 11-4, a sample calculation of effective time would 
be: 
For MULF (RO), AC1, effective execution time is the summation of the 
following: 

Preinteraction Time 
Address Calculation Time (Mode 1 from Table 11-8) 
Wait Time (Since FPP is idle, Wait = 0) 
Resync Time (Since Wait = 0, Resync = 0) 
Interaction Time 
Argument Transfer Time (Transfer 2 words @ 300 ns/word) 
Disengage and Fetch Time 

Effective Execution Time 

450 ns 
300 ns 

o ns 
o ns 

300 ns 
600 ns 
300ns 

1950 

For LDF X(R3),ACLO (Ref. Figure 11-4), first we calculate Wait Time: 
Wait Time = [Floating Point Execution 

(previous FP instruction)(MULF)] 1800 ns 
- [Disengage and Fetch Time 
(previous FPT instruction)] - 300 ns 
- [Execution time of interposing 
nonFPT instruction (S08)] - 750 ns 
- [Preinteraction Time) - 450 ns 
- [Address Calculation (Mode 6 from 
Table 11-8») - 600 ns 

Since calculation resulted in a negative 
number, Wait Time = O . 

- 300 ns 

... so effective execution time is the summation of the following: 
Preinteraction Time 
Address Calculation Time (Mode 6 from Table 11-8) 
Wait Time (From above calculation) 
Resync Time (Since Wait Time = 0, Resync = 0) 
Interaction Time 
Argument Transfer Time (2 words @ 300 ns/word) 
Disengage and Fetch Time 

Effective Execution Time 
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450ns 
600ns 

o ns 
o ns 

300ns 
600 ns 
300 ns 

2250 ns 
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FLOATING POINT INSTRUCTION TIMING: FP11·E 
Floating point instruction times are calculated similarly to the calcula· 
tion of CPU instruction timing. 'However, since the FP11-E is a sepa­
rate processor, and its execution can proceed in parallel with the PDP-
11/60, calculation of floating point instruction times must take this 
independent processing into account. 

The following information describes the method used to calculate ef­
fective instruction execution times. 

NOTE 
Resync and interaction times present in the FP11-C 
are not considered, since handshaking synchroniza­
tion overhead has been eliminated by the use of 
decoding and instruction fetch logic. In the FP11-E, 
the fetching of floating point instructions is initiated 
by the CPU, but is received simultaneously by both 
processors. 

In addition to instruction fetch and address calculation, the CPU con­
verts fixed to floating point notation and, in some instances, fully exe­
cutes the instruction, for example, LDFPS. 

TERM DEFINITION 

Instruction decode 

Address calculation time 

Wait time 

CPU time required to decode a 
floating point instruction op code. 
This time is fixed at 340 nsec. 

CPU time required to calculate 
the address of the operand. This 
time is dependent on the ad­
dressing mode specified. Refer to 
Tables 11-11 and 11-12. 

CPU time spent waiting for com­
pletion by the floating point proc­
essor of a previous floating point 
instruction in the case of a load 
class of instruction. For store 
class instructions, the wait time is 
the summation of time during 
which the floating point proces­
sor completes a previous floating 
point instruction and floating 
point execution time for store 
class instruction. Wait time is cal­
culated as follows: 
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TERM 

(Load Class Instructions) 

(Store Class Instructions) 

Argument transfer time 

Shared execution time 

Disengage and fetch time 

. Floating point execution time 

388 

DEFINITION 

Wait time = [floating point execu­
tion (previous FP instructions)] -
[disengage and fetch time] -
[CPU execution time for interpos­
ing non-floating point instruction] 
- [Instruction fetch time] - [Ad­
dress calculation time]. If the re­
sult is S 0, the wait time is O. 

Wait Time = [Floating point exe­
cution time (previous FP 
instruction)] - [Disengage and 
fetch time] '- [CPU execution 
time for interposing non-floating 
point instruction] - [Instruction 
fetch time] + [Floating point exe­
cution time] - [Address calcula­
tion time]. If the result is S 0, the 
wait time is O. 

CPU time required to fetch and 
transfer operands. This time is 
340 nsec X the number of 16-bit 
words read from memory or 1170 
nsec X the number of 16-bit 
words written into memory: Add 
1.075 JLsec for a word received 
from memory (MM-11 D memory 
only) that is a miss. 

CPU time spent in the execution 
of integer convert routines or any 
one of the instructions in cate­
gory 5. Refer to Table 11-13. 

Time required to fetch the next 
instruction from memory. This 
time is fixed at 340 nsec for a 
cache hit. Add 1.075 JLsec for a 
cache miss (MM-nD). 

Time required by the floating 
point processor to complete a 
floating point instruction once it 



TERM 

Floating Point Processors 

DEFINITION 

has received all operands (load 
class). Refer to Table 11-14. 

Effective execution time Total CPU time required to exe­
cute a floating point instruction. 

Effective execution time = in­
struction decode + address cal­
culation + wait time + argument 
transfer time + shared execution 
time + disengage and fetch. 

Table 11-10 Floating Point Instructions 

Category 

LOAD 
CLASS 

LOAD CLASS 
(INTEGER 
CONVERT) 

STORE CLASS 

STORE CLASS 
(INTEGER 
CONVERT) 

NULL 
(CPU EXECUTES) 

Instruction 

LDF,LDD 
ADF,ADD 
SUBF, SUBD 
MULF, MULD 
DIVF, DIVD 
MODF, MODD 
LDCF, LD~D 
CMPF,CMPD 
LDCIF, LDCID 
LDCLF, LDCLD 
LDEXP 

STF, STD 
STCDF 
STCFD 
STCFI 
STCFL 
STCDI 
STCDL 
STEXP 
CLRF, CLRD 
NEGF, NEGD 
ABSF, ABSD 
TSTF, TSTD 
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NotMO 
NotMO 
NotMO 
NotMO 



Category 

Floating Point Processors 

Instruction 

LDFPS 
5TFPS 
5TST 
CFCC 
SETF, SETD 
SETI, SETL 

--.-~------. -------.----~--.--.-.. --.--~--.----. ----

Table 11·11 Address Calculation (Floating/Double) 

Mode 

o 
1 
2 
3 
4 
5 
6 
7 

Time (nsec) 

o 
510 
510 
850 
850 

1360 
850 

1360 

Read 
Memory 

Cycle 

o 
0' 
o 
1 
o 
1 
1 
2 

Table 11·12 Address Calculation (integer) 

Mode 

o 
1 
2 
3 
4 
5 
6 
7 

Time (nsec) 

390 

340 
340 
340 
850 
510 

1020 
850 

1360 

Read 
Memory 

Cycle 

o 
o 
o 
1 
o 
1 
1 
2 
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Table 11-13 Shared Execution Time 

Instruction Time (nsec) 

1. CLRF 2210 
CLRD (Not MO) 2720 

2. NEGF 3060 
NEGD (Not MO) 3400 

3. ABSF 3060 
ABSD (Not MO) 3400 

4. TSTF 3060 
TSTD (Not MO) 3400 

5. LDFPS 2040 
STFPS 1360 
STST 2550 

6. CFCC 1020 
SETD 1190 
SETI 1360 
SETD 1190 
SETL 1360 

7. STEXP 2210 

8. LDEXP 1700 
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Table 11-14 FP11-E Execution Times (nsec) 
~ 

--.--------_.-----_ .. _--------_.-.. _--_. 

Instruction MO M6 Not (MO or M6) 

_ ... __ . 

1. LDF 170 0 0 
2. LDD 170 0 340 

--_._------------------

MO NotMO 
Min. Max. Typical Min. Max. Typical 

3.ADDF 340 1700 510 680 2040 850 
4.ADDD 340 2890 680 1020 3570 1360 
5.SUBF 340 1700 510 680 2040 850 
6.SUBD 340 2890 680 1020 3570 1360 
7.MULF 850 850 850 1020 1020 1020 
8.MULD 3060 3060 3060 3570 3570 3570 
9.DIVF 6120 6460 6290 6800 

10.DIVD 11900 12410 12240 12580 
11.MODF 3040 4250 3210 4420 
12.MODD 5610 8500 6120 9010 
13.LDCFD* 1700 1700 2040 2040 
14.LDCDF* 2040 2040 2720 2730 
15.STF 170 170 510 510 
16.STD 170 170 510 510 
17.CMPF 170 850 340 1020 
18.CMPD 170 850 680 1360 
19.5TCFD 680 850 1700 2210 
20.STCDF 680 1020 1700 2550 
21.LDCIF 7310 9860 7140 9520 
22.LDCID 7310 9690 6970 9350 
23.LDCLF 7480 10030 8500 13770 
24.LDCLD 7310 9860 8330 13600 
25.LDEXP 680 680 680 680 
26.STCFI* 5270 7650 4930 7310 
27.STCFL * 5270 10370 6800 11900 
28.STCDI* 5270 7650 4930 7310 
29.STCDL* 5270 10370 6800 11900 
30.STEXP 0 0 
31.CLRF 170 0 0 
32.CLRD 170 0 0 
33.NEGF 340 0 0 
34.NEGD 340 0 0 
35.ABSF 340 0 
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. Instruction MO M6 Not (MO or M6) 

1. LDF 170 0 0 
2. LDD 170 0 340 

MO NotMO 
Min .. Max. Typical Min. Max. Typical 

36.ABSD 340 0 
37.TSTF 170 0 
38.TSTD 170 0 
39.LDFPS 0 0 
40.STFPS 0 0 
41.STST 0 0 
42.CFCC 0 0 
43.SETF 0 0 
44.SETD 0 0 
45.SETI 0 0 
46.SETL 0 0 

... Requires CPU shared code execution. For Mode 0 address calculation, add 
4 cycles. 

Table 11-15 Load Class of Instructions 

CPU FP11-E 

Load class instruction is fetched. 
This occurs during previous in-
struction execution. 

Instruction is decoded. 

Address of operands is 
calculated. 

CPU passes operands to the 
FP11-E. 

Disengage and fetch next instruc­
tion. 

Load class (integer convert) of in­
structions is fetched. This occurs 
during previous instruction. 
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FP11-E decodes instruction and 
goes into id Ie state. 

FP11-E receives operands from 
CPU. 

FP11-E executes instruction. 
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CPU 

Instruction is decoded. 

Address of operands is calculat­
ed and fetched from memory. 

Integer conversion by CPU 

FP11-E 

FP11-E decodes instruction, 
goes into idle state. 

CPU passes result to FP11-E. FP11-E receives result from CPU. 

Disengage and fetch next instruc- FP11-E stores results. 
tion. 

Table 11-16 Store Class of Instructions 

CPU 

Store class of instructions is 
fetched. This occurs during 
previous instruction. 

Instruction is decoded. 

Address of operands is calculat­
ed. 

CPU waits for FP11-E to com­
plete execution. 

CPU receives result from the 
FP11-E and stores it in memory. 

CPU fetches next instruction. 

FP11-E 

FP11-E is idle. 

FP11-E decodes instruction. 

FP 11-E starts instruction execu­
tion. 

FP11-E passes result to be stored 
in memory. 

FP11-E is idle. 

Table 11-17 Store Class of Instructions (Integer Convert) 

CPU 

Store class (integer convert) is 
fetched. This occurs during 
previous instructions. 

Instruction is decoded. 

CPU receives floating point num­
ber from FP11-E. 

Integer conversion performed by 
CPU. 
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FP11-E 

FP11-E is idle. 

FP11-E decodes instruction. 

FP11-E passes floating point 
number. 

FP11-E is idle. 
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CPU does address calculation 
and stores result in memory. 

Tables 11-8 and 11-9 show how effective execution times for actual 
floating point instructions in a program are calculated. Note that the 
effective execution times are dependent on previous floating point 
instructions. Note also that all memory references are considered to 
be cache hits. 

A sample calculation of effective time would be: 

For MULF (RO), AC1: 

Instruction Fetch 
Address Calculation Time (Mode 1 from Table 11-11) 
Wait Time (Since FPP is idle, Wait = 0) 
Argument Transfer Time 
(Transfer 2 words @ 340 nsec/word) 
Disengage and Fetch Time 

Effective Execution Time 

For LDF X (R3), ACO (Ref. Figure 11-5): 

First, calculate Wait Time: 
Wait Time = [Floating Point Execution 

(previous FP instruction) (MULF)] 
- [Disengage and Fetch Time 
(previous FPT instruction)] 
- [Execution Time of interposing 
nonFPT instruction (SOB) 

- [Instruction Fetch] 
- [Address Calculation 
(Mode 6 from Table 11-11)] 

Since calculation resulted in a negative 
number, Wait Time = O . 

340 nsec 
510 nsec 

o nsec 

680 nsec 
340 nsec 

1870 nsec 

1020 nsec 

- 340 nsec 

-2400 
nsec 

- 340 nsec 

- 850 nsec 

-2910 nsec 

... so Effective Execution Time is the summation of the following: 
Instruction Fetch 340 nsec 
Address Calculation Time (Mode 6 from Table 11-11) 850 nsec 
Wait Time (from above calculation) 0 nsec 
Argument Transfer Time (2 words @ 340 nsec/word) 680 nsec 
Disengage and Fetch Time 340 nsec 

Effective Execution Time 2210 nsec 
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CPU TIME 

--:-:-:c-:::-----:,-----,-----------------
MULF (RO). AC I 

PRE INTERACTION 

ADDRESS CALCULATiON 

INTERACTION 
EFFECTIVE EXECUTlON'1950n,ec 

ARGUMENT TRANSFER 

DISENGAGE & FETCH 

(NON FLOATiNG POINT INSTRUCTiON) 

LOF X( R31, ACO -------T 
PRE INTERACTION l 

ADDRESS CALCULATION 

EFFECTIVE EXECUTiON'2250 nsec 

ARGUMENT TRANSFER 

DISENGAGE & FETCH 

ADDF AC2, AC I 

PRE INTERACTION 

EFFECTIVE EXECUTlON'I050nsec 

________ 1 ___________________ 'N'_ER_A_C_TlON 

IR DECODE 

SET UP 
TEMP 
FPT REG 

ADDRESS 
CALC 
(MODE I) 

INTERA010N 

ARGUMENT 
TRANSFER 

DISENGAGE 
& FETCH 
NEXT INSf. 

EXECUTIVE 
& FETCH 
NEXT INST_ 

IR DECODE 

SET UP 
TEMP 
FPT REG 

ADDRESS 
CALC 
(MODE 6) 

INTERACTION 

ARGUMENT 
TRANSFER 

DISENGAGE 
& FETCH 
NEXT INST 

IR DECODE 

SET UP 
TEMP 
FPT REG 

INTERACTION 

DISENGAGE 
& FETCH 
NEXT INST_ 

Calculation of Effective Execution Times 
for Load Class Instructions (FP11-C) 
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FPP TIME 

T 
FLOATING 
POINT 
EXECUTION 
(MULF) 

1 
FLOATING 
POINT 
EXECUTION 
(LOF) 

iT 

T 
FLOATING 
POINT 
EXECUTION 
(ADDF) 
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CPU TIME FPP TIME 

MULF (RO), AC 1 IR DECODE 

INSTRUCTION FETCH 

ADDRESS CALCULATION 

EFE'ECTIVE EXECUTION' 1870 nsec 

ARGUMENT TRANSFER 

DISENGAGE & FETCH 

SOB Rl 

(NON FLOATING POINT INSTRUCTION) 

LOF X (R31. ACO 

EFFECTIVE EXECUTION' 2210 nsec 

ADDF AC2, ACl 

EFFECTIVE EXECUTION: 1050 nsec 

j 

PREINTERACTION 

ADDRESS CALCULATION { 

{ 
ARGUMENT TRANSFER { 

DISENGAGE & FETCH { 

PREINTERACTION 

DISENG~GE & FETCH 

ADDRESS 
CALC 
(MODEl) 

ARGUMENT 
TRANSFER 

DISENGAGE 
& FETCH 
NEXT INST. 

EXECUTIVE 
& FETCH 
NEXT INST. 

IR DECODE 

ADDRESS 
CALC 
(MODE 6) 

ARGUMENT 
TRANSFER 

DISENGAGE 
& FETCH 
NEXT INST. 

IR DECODE 

DISENGAGE 
& FETCH 
NEXT INST 

Calculation of Effective Execution Times 
for Load Class Instructions (FP11-E) 
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FLOATING 
POINT 
EXECUTION 

I' 

FLOATING 
POINT 
EXECUTION 
(LOF) 

T 

T 
FLOATING 
POINT 
EXECUTION 
(ADDF) 

~ 
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FLOATING POINT INSTRUCTION TIMING: FP11·F , 

Instruction Execution Time 
The execution time of an FP11-F floating point instruction is depen­
dent on the following conditions: 

• type of instruction 
• type of addressing mode specified 

• type of memory 
• memory management facility enabled or disabled 

Additionally, the execution time of certain instructions, such as ADD, is 
dependent on the data. 

Table 11-18 provides the basic instruction times for mode O. Tables 
11-19 through 11-23 show the additional time required for instructions 
other than mode O. For example, to calculate the execution time of a 
MULF (single-precision multiply) for mode 3 (autoincrement deferred) 
with the result to be rounded: 
1. Refer to Table 11-18 which gives MULF, mode 0, execution time of 

13.4 J.Lsec. 
2. Refer to Note 1 as specified in the notes column of Table 11-18. 

Note 1 specifies an additional 0.84 J.Lsec is to be added if rounding 
mode is specified. This yields 14.24 J.Lsec. 

3. The Modes 1 through 7 column of Table 11-18 refers to Table 11-
19 to determine the additional time required for mode 1 through 7 
instructions. In this example, mode 3 specifies an additional 3 
J.Lsec for single precision yielding 17.24 J.Lsec. 

All timing information is in microseconds unless otherwise noted. 
Times are typical; processor timing can vary ±10%. All instructions 
assume 100% cache hits. 

NOTE 
Add ,09 J.Lsec for each DATI memory cycle if memory 
management is enabled. 
Add .630 J.Lsec for each DATI memory cycle if a 
cache miss is encountered. 
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Instr. 

LDF 
LDD 
LDCFD 
LDCDF 
CMPF 
CMPD 
DIVF 
DIVD 
ADDF 
ADDD 
SUBF 
SUBD 
MULF 
MULD 

. MODF 
MODO 

STF 
STD 
STCDF 
STCFD 
CLRF 
CLRD 

ABSF 
ABSD 
NEGF 
NEGD 
TSTF 
TSTD 

Floating Point Processors 

Table 11-18 FP11-F Instruction Execution Times 

Mode 0 
(Reg. 

to Reg.) . 

3.0 
3.0 
4.8 
4.8 
4.5 
4.5 

12.3 
19.6 
6.5 
6.5 
6.9 
6.9 

12.4 
19.7 
16.4 
23.7 

1.4 
1.4 
4.2 
4.2 
1.6 
1.6 

Notes 

1 
1 

1 
1 

1,2 
1,2 
1,2 
1,2 
1 
1 

1,3 
1,3 

.---- .. ---~---------.. _._. 

2.5 
2.5 
2.6 
2.6 
2.6 
2.6 

Modes 1 thru 7 

Use Table 11-19 
to determine 
memory-to-register times 
for these instructions 

Use Table 11-20 
to determine 
memory-to-register times 
for these instructions 

Use Table 11-21 
to determine 
memory-to-memory times 
for these instructions 

~-----------

LDFPS 1.5 
LDEXP 3.4 Use Table 11-22 
LDCIF 6.5 1,4 to determine 
LDCID 6.5 1,4 memory-to-register times 
LDCLF 6.5 1,4 for these instructions 
LDCLD 6.5 1,4 
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ModeO 
(Reg. 

Instr. to Reg.) 

STFPS 1.8 
STST 1.6 
STEXP 2.4 
STCFI 3.5 
STCDI 3.5 
STCFl 3.5 
STCDl 3.5 

Notes Modes 1 thru 7 

Use table 11-23 
to determine 

5 register-to-memory times 
5 for these instructions 
5 
5 . 

The following instructions do not reference memory 

CFCC 1.0 
SETF 1.2 
SETD 1.2 Execution times 
SETI 1.2 are as shown. 
SETl 1.2 

Table 11-19 Floating Source Fetch Time 

Memory 'Cycles Time (Jls) 

Addressing Single Double Single Double 
Mode Precision Precision Precision Precision 

1 2 4 0.60 1.4 
2 2 4 0.80 1.6 
2 Immediate 1 1 0.30 0.3 
3 3 5 0.90 1.7 
4 2 4 0.80 1.6 
5 3 5 0.90 1.7 
6 3 5 1.10 1.9 
7 4 6 1.40 2.2 
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Table 11-20 Floating Destination Store Time 

Memory Cycles Time (f.ts) 

Addressing Single Double Single Double 
Mode Precision Precision Precision Precision 

. --~---'--.--~ 

1 2 4 1.38 2.94 ' 
2 2 4 1.56 3.12 
2 Immediate 1 1 0.60 0.60 
3 3 5 1.68 3.24 
4 2 4 1.56 3.12 
5 3 5 1.68 3.24 
6 3 5 1.86 3.42 
7 4 6 2.16 3.72 

Table 11-21 Floating Destination Fetch And Store Time 

Memory Cycles Time (f.ts) 
~-----~--~------~-

Addressing Single Double Single Double 
Mode Precision Precision Precision Precision 

-------------,--

1 2 2 0.72 0.72 
2 2 2 0.90 0.90 
2 Immediate 2 2 0.80 0.80 
3 3 3 1.02 1.02 
4 2 2 0.90 0.90 
5 3 3 1.20 1.20 
6 3 3 1.20 1.20 
7 4 4 1.50 1.50 

---------_ .. 
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Table 11-22 Source Fetch Time 

Memory Cycles Time (,us) 

Addressing Short Long Short Long 
Mode Integer Integer Integer Integer 

1 1 2 0.30 0.70 
2 1 2 0.48 1.28 
2 Immediate 1 1 0.48 0.48 
3 2 3 0.60 1.0 
4 1 2 0.48 1.28 
5 2 3 0.60 1.0 
6 2 3 0.78 1.18 
7 .. ~ 4 1.08 1.48 

Table 11-23 Destination Store Time 

Memory Cycles Time (,us) 

Addressinq Short Long Short Long 
Mode Integer Integer Integer Integer 

1 1 2 0.60 1.38 
2 1 2 0.96 1.68 
2 Immediate 1 1 0.96 0.96 
3 2 3 0.90 1.68 
4 1 2 0.96 1.68 
5 2 3 0.90 1.68 
6 2 3 1.08 1.86 
7 3 4 1.38 2.16 

NOTES: 
1. Add 0.84 ,usec when in rounding mode (FT = 0). 
2. Add 0.24 ,usec per shift to align binary points and 0.24 ,usec per 

shift for normalization. The number of alignment shifts is equal to 
the exponent difference for exponent differences bounded as fol­
lows: 

1 S EXP(AC) -'- EXP(FSRC) S 24, single precision 
1 S EXP(AC) - EXP(FSRC) S 56, double precision 
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The number of shifts required for normalization is equivalent to 
the number of leading zeros of the result. 

3. Add 0.24 ~sec times the exponent of the product if the exponent 
of the product is: 

1 =::; EXP(PRODUCT) =::; 24, single precision 
1 =::; EXP(PRODUCT) =::; 56, double precision 

Add 0.24 ~sec per shift for normalization of the fractional result. 
The number of shifts required for normalization is equivalent to 
the number of leading zeros in the fractional result. 

4. Add 0.24 ~sec per shift for normalization of the integer being 
converted to a floating point number. For positive integers, the 
number of shifts required to normalize is equivalent to the number 
of leading zeros; for negative integers, the number of shifts re­
quired for normalization is equivalent to the number of leading 
ones. 

5. Add 0.24 ~sec per shift to convert the fraction and exponent to 
integer form, where the number of shifts is equivalent to 16 minus 
the exponent when converting :to short integer, or 32 minus the 
exponent when converting to lo:ng integer for exponents bounded 
as follows: 

1 =::; EXP(AC) =::; 15, short intege 
1 =::; EXP(AC) =::; 31, long integer 
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CHAPTER 12 

COMMERCIAL INSTRUCTION SET 

Commercial Instruction Set 
The PDP-11 Commercial Instruction set (CIS11) consists of the follow­
ing extended instruction groups: 

07602X Commercial Load 2 Descriptors 
07603X Character String Move 
07604X Character String Search 
07605X Numeric String 
07606X Commercial Load 3 Descriptors 
07607X Packed String 
07613X Character String Move (in-line) 
07614X Character String Search (in-line) 
07615X Numeric String (in-line) 
07617X Packed String (in-line) 

These include instructions which operate on character strings and on 
decimal numbers. Each generic type of instruction is provided in two 
forms. The essential difference between the two forms is the manner 
in which operands are delivered to the instruction. The first form is the 
"register" form, where operands are implicitly obtained from the gen­
eral registers. The second form is the "in-line" form, where operands 
or word address pOinters to operands follow the opcode word in the 
instruction stream. The mnemonic for the in-line form is the mnemonic 
for the register for,m suffixed with the letter "I". The condition codes 
are set identically for both forms. The in-line forms minimize register 
modification. 

Instructions are also provided which efficiently ioad operands into the 
general registers. 

Character Data Types 
There are three different character data types. The "character" is a 
single byte, and is an abbreviated string of length 1. The "character 
string" is a contiguous group of bytes in memory. The third is a "char­
acter set." 
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The character is an 8-bit byte: 

char 

The character is used as an operand by CIS11 instructions. When it 
appears in a general register, the character is in the low order half; the 
high order half of the register must be zero. When it appears in the 
instruction stream, the character is in the low order half of a word; the 
high order half of the word must be zero. If the high order half of a 
word which contains a character is non-zero, the effect of the instruc­
tion which uses it will be unpredictable. 

A character string is a contiguous sequence of bytes in memory that 
begins and ends on a byte boundary. It is addressed by its most 
significant character (lowest address). The highest address is the least 
significant character. It is specified by a two word descriptor with the 
attributes of length and lowest address. The length is an unsigned 
binary integer which represents the number of characters in the string 
and may range from 0 to 65,535. A character string with zero length is 
said to be vacant: its address is ignored. A character string with non­
zero length is said to be occupied. 

The character string descriptor is used as an operand by CIS11 
instructions. It appears In two consecutive general registers, or in two 
consecutive words in memory pointed to by a word in the instruction 
stream. The following figure shows the descriptor for a character 
string of length "n" starting at address "A" in memory: 

15 o 

'" I OR plr+2 

n J A 
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The following figure shows the character string in memory: 

7 0 

A I MOST SIG CHAR 

A+ 1 

• 
• 
• 

A+ n-1 LEAST SIG CHAR 

A "character set" is a subset of the 256 possible characters that can be 
encoded in a byte. It is specified by a descriptor which consists of the 
address of a 256-byte table and an a-bit mask. The address is of the 
zeroeth byte in the table. Each byte in the table specifies up to eight 
orthogonal character subsets of which the corresponding character is 
a member. The mask selects which combinations of these orthogonal 
subsets comprise the entire character set. In effect, each bit in the 
mask corresponds to one of eight orthogonal subsets that may be 
encoded by the table. The mask specifies the union of the selected 
subsets into the character set. Typical sets would be: upper case, 
lower case, non-zero digits, end of line, etc. 

Operationally, a character (char) is considerea to be in the character 
set if the evaluation of (M[table.adr+char] AND mask) is not equal to 
zero. The character is not in the character set if the evaluation is zero. 
Each byte in the table indicates which combination of up to eight 
orthogonal character subsets (Le., one for each of the eight bit vectors 
00000001 2 ,000000102,000001002,000010002 , 000100002 , 001000002 , 

010000002 and 100000002) the corresponding character is a member. 
The mask specifies which union of the eight orthogonal character 
subsets comprise the total character set. For example, if the eight bit 
vector 00000001 2 appearing in the table corresponds to the character 
subset of all upper case alphabetic characters, 000000102 appearing 
in the table corresponds to the character subset of all lower case 
alphabetic characters, and 000001002 appearing in the table corre­
sponds to the decimal digits, then using the mask 00000011 2 with this 
table specifies the character set of all alphabetic characters, and using 
the mask 00000111 2 specifies the character set of all alphanumeric 
characters. 
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The character set descriptor is used as an operand by CIS11 intruc­
tions. It appears in two consecutive general registers, or in two conse­
cutive words in memory pOinted to by a word in the instruction stream. 
If the high order half of the first descriptor word is non-zero, the effect 
of an instruction which uses a character set will be unpredictable. 

15 8 7 o 

." I OR 

plr+2" 

o 

TABLE ADDRESS 

Character String Instructions 
The character string operations conveniently provide most of the com­
mon, as well as time-consuming, functions that are encountered in 
commercial data and text processing applications. 

Instructions are provided to move and to search character strings: 

Character String Move Instructions 

MOVC(I) move character 

MOVRC(I) 

MOVTC(I) 

move reverse justified character 

move translated character 

Character String Search Instructions 

LOCC(I) locate character 

SKPC(I) 

SCANC(I) 

SPANC(I) 

CMPC(I) 

MATC(I) 

skip character 

scan character 

span character 

com pare character 

match character 

The character string move instructions use character string 
descriptors as operands. These descriptors specify a source and a 
destination character string. The contents of the source are moved to 
the destination with alignment at either the most significant character 
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as in MOVC(I) and MOVTC(I), or the least signficant character as in 
MOVRC(I). If the source is longer than the destination, characters are 
truncated from the side opposite that of the alignment; if the destina­
tion is longer than the source, the destination is completed with fill 
characters on the side opposite that of the alignment. The MOVTC(I) 
instructions move a translated source string to a destination string. 

The character string search instructions use a character string de­
scriptor as one operand. The other operand is either a character, a 
character string descriptor, or a character set descriptor. These in­
structions are used to examine the source string to find the presence 
or absence of characters. The source string is processed from most 
significant to least significant character. 

Conceptually, these instructions may be divided into three classes: 
1. Character String Searches ~ CMPC(I) compares two character 

strings. The condition codes are set according to the comparison 
of the corresponding most significant unequal characters. 
MATC(I) finds an object string within a source string. This is the 
"instring" function that languages and text processing systems 
provide. 

2. Character Searches - LOCC(I) finds the first occurrence of a 
given character in a string. SKPC(I) skips to the first non-occur­
rence of a given character in a string. 

3. Character Set Searches·- In these instructions, a string is exam­
ined until a member of a character set is either found as a 
SCANC(I), or not found as in SPANC(I). This aids the search for 
one of several delimiters such as "I", ",", CR, LF, FF, etc, or the 
passing of combinations of characters such as blanks, tabs, etc. 
LOCC(I) and SKPC(I) are optimizations of SCANC(I) and 
SPANC(I) in which the set consists of a single character. 

The setting of condition codes reflects the results of the character 
string operations. For character string moves, the condition codes 
indicate whether the source and destination strings were of equal 
length, the source was shorter than the destination such that fill char­
acters were used, or the source was longer than the destination such 
that characters were truncated. This is accomplished by setting the 
condition codes on the result of arithmetically comparing the initial 
source and destination lengths. For CMPC(I), the condition codes are 
the result of arithmetically comparing the most significant correspond­
ing pair of unequal characters. For the other search instructions, they 
show whether or not the operand strings were completely examined. 

The condition codes for some character string search instructions 
may be interpreted according to the notion of success or failure. Suc-
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cess is the accomplishment of the instruction's task; failure is the 
inability to accomplish the task. Since the condition codes are set 
based on the results of the instruction, there is an indirect correspon­
dence between these settings and success or failure. This 
correspondence is invariant within an instruction, but it is not the same 
for all search instructions. Therefore, different branch instructions 
must be used to test the operation of each 'instruction. They are 
summarized in the following table: 

Instruction Success Failure 

LOCC(I) 
SCANC(I) 
CMPC(I) 
MATC(I) 

BNE 
BNE 
BEQ 
BNE 

BEQ 
BEQ 
BNE 
BEQ 

The "register form"- of character string instructions implicity find oper­
ands in the general registers. These operands include character, char­
acter string. descriptor, character set descriptor, and translation table 
address. If an instruction does not use a register, Its contents will be 
undisturbed. RO-R1 generally contain a source character string de­
scriptor; R2-R3 generally contain a second source character string 
descriptor, or the destination string descriptor. The low order half of 
R4 is used as an explicit character. R4-R5 is used to contain a charac­
ter set descriptor. R5 contains the starting address of a 256-byte table 
which is used for character translation. 

When move instructions terminate, RO contains the number of 
unmoved source characters, and R1, R2, and R3 are cleared. For 
search instructions, the registers are updated to represent descriptors 
for the resulting strings. 

The "in-line form" of character string instructions find operands, or 
pointers to operands, in the instruction stream immediately following 
the opcode word. Operands which appear directly in the instruction 
stream include characters and translation table addresses. Descrip­
tors are represented in the instruction stream by a single word whose 
contents are interpreted as a word address pOinter to the two-word 
descriptor. These descriptors specify character strings and character 
sets. Some instructions return a character string descriptor in RO-R1. 

In general, all character string instructions are unaffected by the over­
lapping of source or destination strings. The result of the move in­
structions is equivalent to having read the entire source string before 
storing characters In the destination. If the destination string of the 
MOVTC(I) instructions overlaps the translation table, the characters 
stored in the destination string will be unpredictable. 
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Decimal String Data Types 
Two classes of decimal string data types-numeric strings and packed 
strings-are defined. Both have similar arithmetic and operational 
properties; they primarily differ in the representation of signs and the 
placement of digits in memory. 

The numeric string data types are signed zoned, unsigned zoned, 
trailing overpunch, leadJng overpunched, trailing separate and leading 
separate. The packed string data types are signed packed and un­
signed packed. Instructions which operate on numeric strings permit 
each numeric string operand to be separately specified; similarly, 
packed string instructions permit each packed string operand to be 
separately specified. Thus, within each of the two classes of decimal 
strings, the operands of an instruction may be of any data type within 
the appropriate class. 

Decimal strings exist in memory as contiguous bytes which begin and 
end on a byte boundary. They represent numbers consisting of 0 to 
31 10 digits, in either sign-magnitude or absolute-value form. Sign­
magnitude strings (SIGNED) may be positive or negative; absolute­
value strings (UNSIGNED) represent the absolute value of the magni­
tude. Decimal numbers are whole integer values with an implied deci­
mal radix point immediately beyond the least significant digit; they 
may be conceptually extended with zero digits beyond the most signif­
icant digit. 

A 4-bit binary coded decimal representation is used for most digits in 
decimal strings. A four bit half byte is called a "nibble" and may be 
used to contain a binary bit pattern which represents the value of a 
decimal digit. The following table shows the -binary nibble contents 
associated with each decimal digit: 

digit nibble digit nibble 

o 
1 
2 
3 
4 

0000 
0001 
0010 
0011 
0100 

5 
6 
7 
8 
9 

0101 
0110 
0111 

<I 

1000 
1001 

Each decimal string data type may have several representations. 
These representations permit a certain latitude when accepting 
source operands. Decimal String data types have a PREFERRED re­
presentation, which is a valid source representation and which is used 
to construct the destination string. Additional ALTERNATE represen­
tations are provided for some decimal data types when accepting 
sou rce Qperands. 
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Decimal strings used as source opera,,!ds will not be checked for val-. 
idity. Instructions will produce unpredictable results if a decimal string 
used as a source operand contains an invalid digit encoding, invalid 
sign designator, or, in the case of overpunched numbers, an invalid 
sign/digit encoding. 

When used as a source, decimal strings with zero magnitude are 
unique, regardless of sign. Thus, both positive and negative zero have 
identical interpretations. 

Conceptually, decimal string instructions first determine the correct 
result, and then store the decimal string representation of the correct 
result in the destination string. A result of zero magnitude is consid­
ered to be positively signed. If the destination string can contain more 
digits than are significant in the result, the excess most significant 
destination string digits have zero digits stored in them. If the destina­
tion string cannot contain all significant digits of the result, the excess 
most significant result digits are not stored; the instruction will indicate 
decimal overflow. Note that negative zero is stc;>red in the destination 
string as a side effect of decimal overflow where the sign of the result 
is negative and the destination is not large enough to contain any non­
zero digits of the result. 

If the destination string has zero length, no result digits will be stored. 
The sign of the result will be stored in separate and packed strings, but 
not in zoned and overpunched strings. Decimal overflow will indicate a 
non-zero result. 

Decimal String Descriptors 
Decimal strings are represented by a two-word descriptor. The de­
scriptor contains the length, data type, and address of the string. It 
appears in two consecutive general registers (register form of instruc­
tions), or in two consecutive words in memory pOinted to by a word in 
the instruction stream (in-line form of instructions). The unused bits 
are reserved by the architecture and must be O. The effect of an in­
struction using a descriptor will be unpredictable if any non-zero re­
served field in the descriptor contains non-zero values or a reserved 
data type encoding is used. The design of the numeric and packed 
string descriptors are identical: 

First Word 

length <4:0> 

data type 
<14:12> 

Number of digits specified as an unsigned binary 
integer. 

Specifies which decimal data type representation is 
used. 
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Second Word 

address 
<15:0> 

Commercial Instruction Set 

Specifies the address of the byte which contains the 
most significant digit of the decimal string. 

The following figure shows the descriptor for a decimal string of data 
type "T" whose length Is "L" digits and whose most significant digit is 
at address "A": 

15 14 12 11 5 4 o 
0 I T o L 

Rx+l 
", I 

OR Ptr+2 
A J 

The encodings (in binary) for the NUMERIC string data type field are: 

000 signed zoned 
001 unsigned zoned 
010 trailing overpunch 
011 leading overpunch 
100 trailing separate 
101 leading separate 
110 -reserved by the architecture 
111 -reserved by the architecture 

The encodings (in binary) for the PACKED string data type field are: 

000 -reserved by the architecture 
001 -reserved by the architecture 
010 -reserved by the architecture 
011 -reserved by the architecture 
100 -reserved by the architecture 
101 -reserved by the architecture 
110 signed packed 
111 unsigned packed 

Packed Strings 
Packed strings can store two decimal digits in each byte. The least 
significant (highest addressed) byte contains the sign of the number in 
bits <3:0> and the least significant digit in bits <7:4>. 

Signed Packed Strings -:- The preferred positive sign designator is 
11002 ; alternate positive sign designators are 10102 , 11102 and 1111 2 , 

The preferrred negative sign designator is 1101 2 ; the alternate 
negative sign designator is 1011 2, Source strings will properly accept 
both the preferred and alternate designators; destination strings will 
be stored with the preferred designator. 
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Unsigned Packed Strings - The unsigned sign designator is 1111 2, 

PACKED SIGN NIBBLE: 

sign 
nibble 

positive 
negative 
unsigned 

preferred 
designator 

11002 
1101 2 

11112 

alternate 
designators 

10102 11102 11112 
1011 2 

For other than the least significant byte, bytes contain two consecutive 
digits-the one of lower significance in bits <3:0> and the one of 
higher significance in bits <7:4>. For numbers whose length is odd, 
the most significant digit is in bits <7:4> of the lowest addressed 
bytes. Numbers with an even length have their most significant digit in 
bits <3:0> of the lowest addressed byte; bits <7:4> of this byte must 
be zero for source strings, and are cleared to 00002 for destination 
strings. Numbers with a length of one occupy a single byte and contain 
their digit in bit!; <7:4>. The number of bytes which represent a 
packed string is [length/2]+1 (integer division where the fractional 
portion of the quotient is discarded). 

The following is packed string with an odd number of digits: 

A c=_j_~ __ ~_n_~=J 
A+l [=~~-==r~=~===J 

• 

• 

A+(LENGTHI2) [=-~~~_=r ___ ~_J 
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The following is a packed string with an even number of digits: 

7 4 3 0 

A I 0 msd 

A+l 

• 
• 
• 

A+ (LENGTH/2) Isd sign 

A zero length packed string occupies a single byte of storage; bits 
<7:4> of this byte must be zero for source strings, and are cleared to 
00002 for destination strings. Bits <3:0> must be a valid sign for 
source"strings, and are used to store the sign of the result for destina­
tion strings. When used as a source, zero length strings represent 
operands with zero magnitude. When used as a destination, they can 
only reflect a result of zero magnitude without indicating overflow. The 
following is a zero length packed string: 

7 4 3 o 

A ~I _____ O ____ ~~ ____ Sig_n ____ ~ 

A valid packed string is characterized by: 
1. A length from 0 to 31 10 digits. 
2. Every digit nibble is in the range 00002 to 1001 2 , 

3. For even length sources, bits <7:4> of the lowest addressed byte 
are 00002, 

4. Signed Packed Strings-sign nibble is either 10102, 1011 2, 11002, 

1101 2, 11102 0r 1111 2, 

5. Unsigned Packed Strings - sign nibble is 1111 2 , 

Zoned Strings 
Zoned strings represent one decimal digit in each byte. Each byte is 
divided into two portions-the high order nibble (bits <7:4» and the 
low order nibble (bits <3:0». The low order nibbJe contains the value 
of the corresponding decimal digit. 
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Signed Zoned Strings - When used as a source string, the high 
order nibble of the least significant byte contains the sign of the num­
ber; the high order nibbles of all other bytes are ignored. Destination 
strings are stored with the sign in the high order nibble of the least 
significant byte, and 0011 2 in the high order nibble of all other bytes. 
0011 2 in the high order nibble corresponds to the ASCII encoding for 
numeric digits. The positive sign designator is 0011 2; the negative sign 
designator is 0111 2. 

Unsigned Zoned Strings - When used as a source string, the high 
order nibbles of all bytes are ignored. Destination strings are stored 
with 0011 2 in the high order nibble of all bytes. 

The number of bytes needed to contain a zoned string is identical to 
. the length of the decimal number. 

7 4 3 0 

A ~I ________ ~ ___ ms~ 

A+l L--..-..-----'--_.~ 
• 
• 
• 

A+n-l sign ~ 'SIGN' IS PRESENT ONLY 
Isd SIGNED ZONED STRINGS 

~--------~------

A zero length zoned string does not occupy memory; the address 
portion of its descriptor is ignored. When used as a source, zero 
length strings provide operands with zero magnitude; when used as a 
destination, they can only accurately reflect a result of zero magnitude 
(the sign of the operation is lost). An attempt to store a non-zero result 
will be indicated by setting overflow. 

A valid zoned string is characterized by: 
1. A length from 0 to 31 10 digits. 
2. The low order nibbles of each byte are in the range 00002 to 10012. 
3. Signed Zoned Strings-The high order nibble of the 'feast signifi­

cant byte is either 0011 2 or 01112. 
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Overpunch Strings 
Overpunch strings represent one decimal digit in each byte. Trailing 
overpunch strings combine the encoding of the sign and the least 
significant digit; leading overpunch strings combine the encoding of 
the sign and the most significant digit. Bytes other than the byte in 
which the sign is encoded are divided into two portions-the high 
order nibble (bits <7:4» and the low order nibble (bits <3:0». The 
low order nibble contains the value of the corresponding decimal digit. 
When used as a source string, the high order nibble of all bytes which 
do not contain the sign are Ignored. Destination strings are stored with 
0011 2 In the high order nibble of all bytes which do not contain the 
sign. 0011 2 in the high order nibble corresponds to the ASCII encoding 
for numeric digits. 

The following table shows the sign of the decimal string and the value 
of the digit which is encoded in the sign byte. Source strings will 
properly accept both the preferred and alternate desig~ators; destina­
tion strings will store the preferred designator. The preferred designa­
tors correspond to the ASCII graphics "A" to "R," "{," and "I." The 
alternate designators correspond to the ASCII graphics "0" to "9," "[," 
"?," "]," "I" and ":" 

OVERPUNCH SIGN/DIGIT BYTE:, 

overpunch 
sign/digit 

+0 
+1 
+2 
+3 
+4 
+5 
+6 
+7 
+8 
+9 
-0 
-1 
-2 
-3 
-4 
-5 
-6 
-7 
-8 
-9 

preferred 
designator 

01111011 2 

01000001 2 

010000102 

01000011 2 

010001002 

01000101 2 

010001102 

01000111 2 

010010002 

01001001 2 

01111101 2 

010010102 

01001011 2 

010011002 

01001101 2 

010011102 

01001111 2 

010100002 

01010001 2 

010100102 

alternate 
designators 

001100002,01011011 2,00111111 2 

00110001 2 

001100102 

00110011 2 

001101002 

00110101 2 

001101102 

00110111 2 

001110002 

00111001 2 

01011101 2,00100001 2,001110102 
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The number of bytes needed to contain an overpunch string is identi­
cal to the length of the decimal number. 

The following is a trailing overpunch string: 

A+1 L ____ -'---_____ ---' 

A+n- 1 L L ___________ _ 

The following is a leading overpunch string: 

7 4 3 0 

A <--I ____ -----' 

sign and msd 

A+1 ] 
• 
• 

A+n -1 L ___ ---' ____ IS_d __ --' 

A zero length overpunch string does not occupy memory; the address 
portion of its descriptor is ignored. When used as a source, zero 
length strings provide operands with zero magnitude; when used as a 
destination, they can only accurately reflect a result of zero magnitude 
(the sign of the operation is lost). An attempt to store a non-zero result 
will be indicated by setting overflow. 

A valid overpunch string is characterized by: 
1. A length from 0 to 31 10 digits. 
2. The low order nibble of each digit byte is in the range 00002 to 

1001 2 • 

3. The encoded sign/digit byte contains values from the above table 
of preferred and alternate overpunch sign/digit values. 
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Separate Strings 
Separate strings represent one decimal digit in each byte. Trailing 
separate strings encode the sign in a byte immediately beyond the 
least significant digit; leading separate strings encode the sign in a 
byte immediately beyond the most significant digit. Bytes other than 
the byte in which the sign. is encoded are divided into two por­
tions-the high order nibble (bits <7:4» and the low order nibble 
(bits <3:0». The low order nibble contains the value of the corres­
ponding decimal digit. 

When used as a source string, the high order nibbles of all digit bytes 
are ignored. Destination strings are stored with 0011 2 in the high order 
nibble of all digit bytes. 0011 2 in the high order nibble corresponds to 
the ASCII encoding for numeric digits. The preferred positive sign 
designator is 00101011 2 and the alternate positive sign designator is 
001000002• The negative sign designator is 00101101 2 • These designa­
tors correspond to the ASCII encoding for "+," "space," and "-." 

SEPARATE SIGN BYTE: 

sign 
byte 

positive 
negative 

preferred 
designator 

00101011 2 

00101101 2 

alternate 
designator 

001000002 

The number of bytes needed to contain a leading or trailing separate 
string is identical to (length + 1). 

The following is a trailing separate string: 

7 4 3 o 

A ~I __________ ~ ____ m_sd ____ ~ 

A+l 

• 
• 
• 

A+n-l lsd 

A+n sign 
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The following is a leading separate string: 

7 4 3 

A-I C sign L--______J 
A I msd 

A+I C 
• 
• 
• 

A+n-I Isd 

A zero length separate string occupies a single byte of memory which 
contains the sign. When used as a source, zero length strings provide 
operands with zero magnitude; when used as a destination, they can 
only reflect a result of zero magnitude without indicating overflow; the 
sign of the result is stored. 

The following is a zero length trailing separate string: 

7 o 

A 1~ ___________ Si_gn __________ ~ 

The following is a zero length leading separate string: 

7 o 

A-I sign 

A valid separate string is characterized by: 
1. A length from 0 to 31 10 digits. 
2. The low order nibble of each digit byte is in the range 00002 to 

1001 2 , 
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3. The sign byte is either 001000002 , 00101011 2 or 00101101 2 • 

Long Integer 
Long integers are 32-bit binary 2's complement numbers organized as 
two words in consecutive registers or in memory-no descriptor is 
used. One word contains the high order 15 bits. The sign is in 
bit<15>; bit<14> is the most significant. The other word contains the 
low order 16 bits with bit<O> the least significant. The range of num­
bers that can be represented is -2,147,483,648 to +2,147,483,647. 

The register form of decimal'convert instructions use a restricted form 
of long integ~r with the number in the general register pair R2-R3: 

15 14 o 

R2 5 I HIGH 

R3 LOW 

The in-line form of decimal convert instructions reference the long 
integer by a word address pOinter which is part of the instruction 
stream: 

15 14 o 
ptr LOW 

ptr+2 L-.-..s--'-, __________ H_IG_H ___________ -' 

... 
Note that these two representations of long integers differ. There is no 
single representation of long integer among EAE, EIS, FPP and soft­
ware. The "register form" was selected to be compatible with EIS; the 
"in-line form" was selected to be compatible with current standard 
software usage. 

Decimal String Instructions 
The decimal string 'instruction groups aid manipulation of decimal 
data. Several numeric (byte) and packed decimal data types are sup­
ported. Instructions are provided for basic arithmetic operations, as 
well as for compare, shift, and convert functions. 

Instructions 
Each arithmetic, shift and compare instruction operates on a single 
class of data type. Both numeric and packed string instructions are 
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provided for most operations. Convert instructions have a source op­
erand of one data type and a destination operand of another data type. 
Decimal string instructions specify to which class each of their decimal 
string operands belong. The data type supplied as part of each 
operand's descriptor may be any valid data type of the class. This 
permits a ge~ral mixing of data types within numeric and packed 
classes. 

The data types on which an instruction operates are designated by the 
last letter(s) of the opcode mnemonic. "N" denotes numeric strings, 
"P" denotes packed strings, and "L" denotes long binary integers. 

The arithmetic instructions are ADDN(I), ADDP(I), SUBN(I), SUBP(I), 
MULP(I) and DIVP(I). ASHN(I) and ASHP(I) shift a decimal string by a 
specified number of digit positions (either direction) with optional 
rounding, and store the result in the destination string. Thus, they 
effectively multiply or divide by a power of ten. If the shift count is zero, 
these shift instructions can be used simply to move decimal strings 
(destinations are stored with preferred representation). Move negated 
may be accomplished by using SUBN(I) or SUBP(I). Arithmetic com­
parison instructions, CMPN(I) and CMPP(I), are provided to examine 
the relative difference between two decimal strings. 

CVTNL(I) and CVTPL(I) convert a decimal string to a long (32-bit) 2's 
complement integer. CVTLN(I) and CVTLP(I) convert a long integer to 
a decimal string. CVTNP(I) and CVTPN(I) convert between numeric 
and packed decimal strings. 

The instructions are: 

Numeric String Instructions 

ADDN(I) add numeric 
SUBN(I) subtract numeric 
ASHN(I) arithmetic shift numeric 
CMPN(I) compare numeric 

Packed String Instructions 

ADDP(I) add packed 
SUBP(I) subtract packed 
MULP(I) multiply packed 
DIVP(I) divide packed 
ASHP(I) arithmetic shift packed 
CMPP(I) compare packed 
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Convert Instructions 

CVTNL 
CVTLN 
CVTPL 
CVTLP 
CVTNP 
CVTPN 

Condition Codes 

convert numeric to long 
convert long to numeric 
convert packed to long 
convert long to packed 
convert numeric to packed' 
convert packed to numeric 

For instructions which store a value in a destination string, the Nand Z 
bits reflect the value stored. The N bit indicates a negative destination; 
the Z bit indicates a destination having zero magnitude. A destination 
string with zero magnitude is considered to be positive (even if a 
negative zero was stored as· a consequence of decimal overflow). 
Thus, the setting of Nand Z are mutually exclusive. 

The V bit will indicate whether the destination string accurately repre­
sents the result of the instruction. It is also set if division by zero was 
attempted. If the V bit is set, the destination string will represent the 
least significant portion of the result (truncated). If the V bit is cleared, 
the destination represents the true result. 

For DIVP(I), C indicates division by zero. Otherwise, C is always 
cleared. 

For comparisions using the CMPN(I) and CMPP(I) instructions, the N 
and Z bits reflect the signed relationship between the source strings. 
The signed branch instructions can test the result. V and Care 
cleared. 

For instructions which return a long integer value, N reflects the sign of 
the 2's complement integer, and Z indicates whether it was zero. V 
indicates whether the long integer could not contain all significant 
digits and sign of the result. CVTNL(I) and CVTPL(I) also use C to 
represent a borrow from a more significant portion of the long binary 
result. Otherwise, C is cleared. 

Operand Delivery 
The "register form" of decimal string instructions implicitly find their 
operands in the general registers. These operands include decimal 
string descriptors, long binary integers, and shift descriptor words. If 
an instruction does not use a register, its contents will be uhdisturbed. 
RO-R1 generally contain the first source descriptor, R2-R3 generally 
contain the second source descriptor, and R4-R5 generally contain 
the destination descriptor. ASHN and ASHP use R4 to contain a shift 
descriptor word. CVTLN, CVTLP, CVTNL and CVTPL use RO-R1 to 
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contain a decimal string descriptor, and R2-R3 for the long integer. 
When an instruction is completed, the source descriptor registers are 
cleared. 

The "in-line form" of decimal string instructions find their operands, or 
pOinters to descriptors, in the instruction stream immediately following 
the opcode word. Operands which appear directly in the instruction 
stream are shift descriptor words. Operands which are represented in 
the instruction stream by a pOinter containing the word address of the 
descriptor are decimal string descriptors and long binary integers. No 
in-line form of decimal string instructions modify'RO-R6. 

Data Overlap 
The operation of decimal string instructions is unaffected by any over­
lap of the source operands provided that each source operand is a 
valid representation of the specified data type. 

The overlap of the destination string and any of the source strings will, 
in general, produce unpredictable results. However, ADDN(I), 
ADDP(I), SUBN(I) and SUBP(I) will permit the destination string to 
overlap either or both source strings only if all corresponding digits of 
the strings are in coincident bytes in memory. This facilitates two­
address ari~hmetic. 

Commercial Load Descriptor Instructions 
The commercial load descriptor instructions augment the character 
and decimal string instructions by efficiently loading the general regis­
ters with string descriptors. Two forms of instructions are provided. 
The L2Dr instructions load two string descriptors into the general 
registers. The first descriptor is loaded into RO-R1 and the second 
descriptor is loaded into R2-R3. This instruction supports equal length 
character string move, equal length .character string compare, charac­
ter string matching, and decimal string compare. 

The second form, the L3Dr instructions, take three descriptors. The 
first is loaded into RO-R1, the second into R2-R3, and the third into R4-
R5. The instruction supports 3-address arithmetic. 

The condition codes are not affected. 

Words containing the addresses of the descriptors (two for L2Dr and 
three for L3Dr) are in consecutive locations in memory. The descriptor 
addresses are found by applying the addressing mode @(Rr)+ once 
for each descriptor. The value of r is encoded as the low order three 
bits of the instruction's opcode. If O:Sr:S5, then r can be thought of as 
the base address of a small table in memory, where each entry in the 
table contains the address of a descriptor. If r =6, then the instructions 
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effectively pop the addresses of descriptors off of the stack. If r=7, 
then the descriptor addresses are contiguous with the instruction's 
opcode word. 

The string descriptors are two words long. The address of the descrip­
tor is that of the low order word. It is loaded into the corresponding 
even register. The high order word of the descriptor is loaded into the 
corresponding odd register. Note th~t although these instructions are 
described in terms of string descriptors, they are applicable for other 
instances where two consecutive words in memory referenced by a 
pointer are to be copied into even-odd general register pairs. 

The instructions are: 

Commercial Load Descriptor Instructions 
L2DO load 2 descriptors using @(RO)+ 
L2D1 load 2 descriptors using @(R1)+ 
L2D2 load 2 descriptors using @(R2)+ 
L2D3 load 2 descriptors using @(R3)+ 
L2D4 load 2 descriptors using @(R4)+ 
L2D5 load 2 descriptors using @(R5)+ 
L2D6 load 2 descriptors using @(R6)+ 
L2D7 load 2 descriptors using @(R7)+ 

L3DO load 3 descriptors using @(RO)+ 
L3D1 load 3 descriptors using @(R1)+ 
L3D2 load 3 descriptors using @(R2)+ 
L3D3 load 3 descriptors using @(R3)+ 
L3D4 load 3 descriptors using @(R4)+ 
L3D5 load 3 descriptors using @(R5)+ 
L3D6 load 3 descriptors using @(R6)+ 
L3D7 load 3 descriptors using @(R7)+ 

EXTENDED INSTRUCTION OVERVIEW 

Opcode Utilization and Availability 
Opcodes in the following ranges are reserved and are not available for 
usage: 

0000108- 0000778 
0070008- 0077778 
-1070008- 1077778 
1700068 
1700108 
1700138- 1700778 
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In general, extended PDP-11 instructions will use opcodes in the 
range 0760008- 0767778> 
The extended opcode space is divided into 64 groups of eight instruc­
tions each. Groups are treated as integral entities. A group is declared 
"closed" when all eight instructions in it have been defined or when no 
further instructions are admissible into it. Otherwise a group is consid­
ered "open," and future instructions may be added to it. The opcode 
groups are specified later in this chapter. 

PDP-11 extended instructions can be defined (a) to operate on impli­
citly speci.fied operands or (b) to require explicit operand specifiers in 
the instruction stream, or both. Explicit operand specifiers may use 
either (i) a general operand-specifier format or (ii) an opcode-specific 
operand-specifier format. 

If an extended instruction uses only implicit operands, only the opcode 
will appear in the instruction-stream (see section "Operands for Ex­
tended Instructions"). 

If an extended instruction uses explicit operands, the opcode word is 
followed in the instruction stream by as many operand specifiers and 
operands as the specification of the instruction requires. As in 
traditional PDP-11 instructions, explicit general operand specifiers us­
ing modes 6 or 7 or using R7 in modes 2 or 3 will also require addition­
al words in the instruction stream (see section "Operands for Extend­
ed Instructions"). 

The extended instruction opcode word is structured as follows: 

15 9 8 3 2 o 

076 GROUP INSTR 

Bits <8:3> contain the group code. Bits <2:0> specify the instruction 
within the group. 

Extended Instruction Groups 
The extended instruction groups are defined in the following table, 
where X represents the set of eight instructions in the group. 

Code Group Status 

07600X 
07601X 
07602X Commercial Load 2 Descriptors 
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Code Group Status 

07603X Character String Move, closed 
07604X Character String" Search closed 
07605X Numeric String closed 
07606X Commercial Load 3 Descriptors closed 
07607X Packed String closed 
07610X open 
07611X open 
07612X open 
07613X Character String Move (in-line) closed 
07614X Character String Search (in-line) closed 
07615X Numeric String (in-line) closed 
07616X open 
07617X Packed String (in-line) closed 
07620X open 
07621X open 
07622X open 
07623X open 
07624X open 
07624X open 
07625X open 
07626X open 
07627X open 
07630X open 
07631X open 
07632X open 
07633X open 
07634X open 
07635X open 
07636X open 
07637X open 
07640X open 
07641X open 
07642X open 
07643X open 
07644X open 
07645X open 
07646X open 
07647X open 
07650X open 
07651X open 
07652X open 
07653X open 
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Code 

07654X 
07655X 
07656X 
07657X 
07660X 
07661X 
07662X 
07663X 
07664X 
07665X 
07666X 
07667X 
07670X 
07671X 
07672X 
07673X 
07674X 
07675X 
07676X 
07677X 
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Group 

Processor-Specific #0 
Processor-Specific #1 
Processor-Specific #2 
Processor-Specific #3 
Processor-Specific #4 
Processor-Specific #5 
Processor-Specific #6 
Processor-Specific #7 
CSS/Customer #0 
CSS/Customer #1 
CSS/Customer #2 
CSS/Customer #3 
CSS/Customer #4 
CSS/Customer #5 
CSS/Customer #6 
eSS/Customer #7 

Status 

open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 
open 

The extended instruction groups fall into three major categories: 
1. The group 07600X - 07657X is for instructions which will be of 

general use across the range of PDP-11 processors. The opcodes 
in this range will be characterized as (a) uniquely and immutably 
defined and (b) reasonable for implementation on all processor 
models of the PDP-11 family. 

2. The groups 07660X - 07667X are for instructions which will be 
used only on specific processors of the PDP-11 family. These, too, 
will be uniquely and immutably.defined, but each opcode will be 
restrictively assigned to a specific processor model and may not 
be implemented on other processors. 

3. The groups 07670X - 07677X will neither be uniquely nor immut-
ably defined but will be left available for customer usage. 

Operands for Extended Instructions 
Operands for extended instructions may be implicitly or explicitly 
specified. Explicit operands are specified, either in a general or in an 
opcode-specific manner, through information expressed directly in 
the instruction stream. R7 is conceptually incremented by two as each 
word which contains an operand-specifier or operand in the instruc­
tion stream is fetched. 
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Implicitly specified operands do not appear in the instruction stream. 
If an instruction uses an implicitly specified operand, the definition of 
that instruction will specify the exact location and form of such an 
operand. 

Implicitly specified operands may be defined to be located: 
1. In the general-purpose registers 
2. In defined machine registers 
3. On the R6 stack 
4. In defined locations in the virtual address space 
5. In defined locations in the physical address space 

The definition of an instruction may specify that operands immediately 
follow it in the instruction stream. The format and interpretation of 
such operands can be specified in an opcode-specific manner and will 
so be defined in the description of the instruction. 

When an instruction uses explicit general operand specifiers, the op­
erand specifiers shall immediately follow the extended opcode in the 
instruction stream. As many operand specifiers as the instruction re­
quires follow in consecutive order. 

Instructions which use a single general operand will use the single­
operand-specifier format. Instructions which require two consecutive 
explicit operands will use the double-operand-specifier format. In­
structions which use more than two consecutive explicit operands will 
specify the operands in a succession of double-operand-specifiers, 
and the last operand, when there are an odd number of operands, will 
be specified in the single-operand format. 

The single-operand specifier consists of a word in the following 
format: 

15 6 5 o 

o MODE-REG 

Bits < 15:6> must be O. If not, a trap through vector 4 (invalid instruc­
tion specifier) will be taken. 

Bits <5:0> specify the operand in the traditional PDP-11 mode-regis­
ter format. 
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The double-operand specifier consists of a word in the following for­
mat: 

15 12 11 6 5 o 
MODE-REG ~ 

'-----------'----~ 
o MODE- REG ] 

Bits <15:12> must be 0, else a trap through vector 4 (invalid instruc­
tion specifier) will be taken. 

Bits < 11 :6> specify the first of the two operands, and bits <5:0> 
specify the second. Each operand is specified in the traditional PDP-
11 mode-register format. 

Additional operand words are required in the instruction stream for as 
many general operand specifiers as use mode 6 or 7 (with any 
register) or as utilize modes 2 or 3 with register 7. These additional 
operand words immediately follow the operand-specifier word which 
calls for them. 

For example, a hypothetical instruction 

ZAP #A, (R1)+, B(R4), C, 0 

requiring explicit general operands would appear in the instruction 
stream as the following eight words: 

opcode zzz for ZAP 
specifiers for operands 1 & 2 
value of literal A 
specifiers for operands 3 & 4 
value of index B 
displacement off PC for address of C 
specifier for operand 5 
displacement off PC for address of D 

SUSPENDABLE INSTRUCTIONS 

076zzz 
002721 
aaaaaa 
006467 
bbbbbb 
cccccc 
000067 
dddddd 

The intent of defining instruction suspendability is to establish a 
means for providing reasonable interrupt latency and does not pre­
sume to endow extended instructions with an ability to recover from 
trap conditions from which sequences of basic instructions cannot 
recover. 

Suspension-events refer primarily to events which occur asynchro­
nously to the instruction's execution; these are specifically the inter­
rupts generated by 110 peripheral devices, power-fail traps, and float-
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ing point processor exceptions. Secondarily, suspension-events can 
refer also to those synchronous trap events which occur only for 
information notification purposes and do not imply that the integrity of 
the instruction's execution is in jeopardy. Such suspension events 
include "yellow zone" traps. 

Each extended instruction is classified either as "non-suspendable" or 
as "potentially suspend able." 

As explained below, two implementation choices are possible for non­
suspend able instructions, and three are possible for potentially sus­
pendable instructions. The following diagram can serve as a guide to 
subsequent portions of this section. 

Architecture Implementation 

A) Non-Suspendable 1) non-interruptible 
2) restartable 

8) Potentially Suspendable 1) non-interruptible 
2) restartable 
3) suspendable 

A non-suspendable instru·ction has no architectural mech~nism to af­
low it to be suspended, while a suspension-event is serviced, and then 
subsequently to be resumed. 

A non-suspendable instruction may be implemented either as "non­
interruptible" or as "restartable." 

If an instruction is implemented as non-interruptible, then once its 
execution has commenced, the processor will defer service of all sus­
pension-events until after the completion of the instruction. 

If an instruction is implemented as restartable, then the instruction 
may be aborted to allow the processor to service suspension-events. 
The programmer visible state will be restored to that which existed 
immediately prior to tl:le instruction execution. Upon the processor's 
return from servicing the suspension-event, the instruction will be 
started afresh. 

Potentially suspendable instructions have a defined architectural 
mechanism, (PS<8> as described below), by which they' can be sus­
pended in mid-execution to allow the processor to service suspen­
sion-events and then subsequently to be resumed from the point 
where they had been suspended. 

A potentially suspendable instruction may be implemented either as 
"non-interruptible," as "restartable," or as "suspendable." 
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The presence of suspension-events may cause certain extended in­
structions to be suspended on some processors. If the instruction is 
suspended, PS<8> will be set, R7 will be backed up to address the 
opcode word, and the suspension-event will be serviced. When the 
instruction is resumed, PS<8> indicates that execution of the instruc­
tion has previously begun. 

In order to make these instructions suspendable on all processors, the 
instruction state is part of the user state which is saved by interrupt 
handling routines. This includes the general registers, condition codes 
and memory. This state is processor dependent when suspended. 
Software should not attempt to interpret or modify this state; it must 
only be saved and restored. Up to 6410 words of internal instruction 
state may also have been pushed onto the stack. This state must not 
be modified by software. The instruction will remove this state from the 
stack when it is resumed. 

If PS<8> is set prior to executing a potentially suspendable instruc­
tion, the effect of the instruction is unpredictable. 

At the normal completion of an potentially suspendable instruction, 
PS<8> will be cleared. 

In order to promote uniform nomenclature, the name of the bit PS<8> 
will be "Instruction Suspension" with the corresponding mnemonic 
"IS" . 

All suspendable instructions will use PS<8> to indicate instruction 
suspension. If, when a potentially suspendable instruction is executed, 
PS<8> is clear, it means that the instruction is being commenced; if it 
is set, it means that the instruction is being resumed. PS<8> will be 
cleared when: 
1. A suspended instruction successfully completes. 
2. The processor powers-up. 
3. A new PS is fetched from vector location with PS<8> clear. 
4. RTI or RTT is executed with new PS<8> clear. 
5. It is explicitly cleared by an instruction. 

PS<8> will be set when: 
1. A potentially suspendable instruction is interrupted and wishes to 

be suspended. 
2. A new PS is fetched from vector location with PS <8> set. 
3. RTI or RTT is executed with PS<8> set. 
4. It is explicitly set by an instruction. 
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The setting of this bit will have no effect on instructions which are not 
potentially suspend able; such instructions will not implicitly modify 
this bit. 

When an instruction is suspended, the following state may contain 
information vital to the resumption of the instruction. The information 
must be preserved and restored prior to resta.rting the suspended 
instruction. This information may vary from one execution of the in­
struction to another. 
1. General registers RO through R5. 
2. Condition code bits (PS<3:0». 
3. Up to 64 10 words on "the stack of the context in which the 

suspended instruction was executing. 
4. Any destinations used by the instruction. 

Stack Utilization 
Extended instructions may use the R6 stack for temporary "scratch" 
state storage. 

The maximum number of additional words which an extended instru­
cion may claim on the R6 stack is 6410, The reason for imposing a limit 
is to ensure that system software can adequately provide for worst­
case stack allocation requirements. In addition to the above restric­
tion" the normal PDP-11 stack-limit mechanism remains in effect for 
extended instructions just as it does for any other instruction. 

If an extended instruction is interrupted, R6 must have been updated 
to encompass any additional stack storage still required for comple­
tion of the instruction. 

All extended instructions will support dynamic stack allocation facili­
ties used by some software systems. This means that memory 
management traps which result from over-extending the stack area 
must be survivable. If insufficient stack space exists, the instruction 
must terminate by a memory management abort in such a way that if 
additional stack space were allocated, the instruction could be suc­
cessfully restarted. 

Unpredictable Conditions 
"Unpredictable" means that the outcome is indeterminate and non­
repeatable. Either the result of an instruction or the effect of an in­
struction can be unpredictable. When the results of an instruction are 
unpredictable, the condition codes and destination operands (but not 
their descriptors) will contain unpredictable values; destinations may 
not even contain valid results. When" the effect of an instruction is 
unpredictable, the entire user or process state, and not only the por-
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tion typically used by the instruction, will be unpredictable. In a ma­
chine with multiple modes and address spaces, an unpredictable 
operation in a less privileged mode will not affect the state of a more 
privileged mode, nor will it result in accesses to memory from user 
mode which are outside the mapped limits of the user's program. 

Note that architectural constraints exist on unpredictable effects. In 
particular, an unpredictable effect which manifests itself as a trap 
must meet all the requirements for the particular trap. 

Implementors are encouraged to select the manifestations of unpred­
ictable results and effects to be such that their occurrence is visible to 
software at the earliest possible time. 

Multiprogramming Integrity 
Machine implementations shall ensure that, under all initial settings of 
registers and memory, extended instructions shall not violate any 
bound implicit in multiprogrammed operation. Specifically, the follow­
ing are to be avoided: 
1. A less-privileged program escaping into a higher-privileged 

mode. 
2. A program escaping beyond its address-mapping limits. 
3. A non-interruptible or non-terminating sequence. 
4. Excessive interrupt latency. 

Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

ADDN/ADDP/ADDNI/ADDPI 

Add Decimal 

dst - src2 + src1 
N: set if dst < p; cleared otherwise 

Z: set if dst = 0; cleared otherwise 

V: set if dst cannot contain in all significant digits of the 
result; cleared otherwise 

C: cleared 

ADDN 
ADDP 
ADDNI 
ADDPI 

076050 
076070 
076150 
076170 

Description: Src1 is added to src2, and the result is stored In the destination 
string. The condition codes reflect the value stored in destination string, and 
whether all significant digits were stored. 
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Register Form-ADDN and ADDP 
When the instruction starts, the operands must have been placed in the general 
registers. The first source descriptor is placed in RO-R1, the second source 
descriptor is placed in R2-R3, and the destination descriptor is placed in R4-
R5: 

RO 

R 1 

R2 

R3 

R4 

R5 

15 

I---

-

-

o 

srcl. dscr -

src2. dscr -

dst· dscr -

When the instruction is completed, the source descriptor registers are cleared: 

RO 

R1 

R2 

R3 

R4 

R5 

15 

-

In-line Form-ADDNI and ADDPI 

o 
0 

0 

0 

0 

dst .dscr -

Each word address pOinter which follows the opcode word in the instruction 
stream refers to a two-word decimal string descriptor. RO-R6 are unchanged 
when the instruction is completed. 

Notes: 

1. The operation of these instructions is unaffected by any overlap of the 
source strings provided that each source string is a valid representation of 
the specified data type. 

2. Source strings may overlap the destination string only if all corresponding 
digits of the strings are in cOincident bytes in memory. 
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ASHN/ASHP/ASHNI/ASHPI 

Arithmetic Shift Decimal 

dst - src * (10 ** shift count) 

N: set if dst <0; cleared otherwise 

Z: set if dst = 0; cleared otherwise 

. V: set if dst cannot contain all significant digits of the result; 
cleared otherwise 

C: cleared 

ASHN 
ASHP 
ASHNI 
ASHPI 

076056 
076076 
076156 
076176 

Description: The decimal number specified by the source descriptor is ar­
ithmetically shifted and stored In the area specified by the destination descrip­
tor. The shifted result is aligned with the least significant digit position in the 
destination string. The shift count is a 2's complement byte whose value ranges 
from -128,0 to + 127 '0' If the shift count is positive, a shift in the direction of 
least to most significant digits Is performed. A negative shift count performs a 
shift from most to least significant digit. Thus, the shift count is the power of ten 
by which the source is multiplied; negative powers of ten effectively divide. Zero 
digits are supplied for vacated digit positions. A zero shift count will move the 
source to the destination. The condition codes reflect the value stored in the 
destination string, and whether all significant digits were stored. 

A negative shift count invokes a rounding operation. The result Is constructed 
by shifting the source the specified number of digit positions. The roundin!;! 
digit Is then added to the most signiflcantdigit which was shifted out. If this sum 
is less than 10,0' the shifted result Is stored in the destination string. If the sum 
is 10'0 or greater, the magnitude of the shifted result is increased by 1 and then 
stored in the destination string. If no rounding Is desired, the rounding digit 
should be zero. 

The shift count and rounding digit are represented In a single word referred to 
as the shift descriptor. Bits <15:12> of this word must be zero. 

15 12 11 8 7 o 

o rnd.dgt shift. ent 

Register Form-ASHN and ASHP 
When the instruction starts, the operands must have been placed In the general 
registers. The source descriptor is placed In RO-R1, the destination descriptor 
is placed in R2-R3, and the shift descriptor is placed In R4. 
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15 o 
RO 

- src. dscr -
Rl 

R2 
f- dst. dscr -

R3 

R4 shift., dscr 

When the Instruction is completed, the source descriptor registers and shift 
descriptor register are cleared. 

15 o 

RO 0 

Rl 0 

R2 
i- dst. ds'Cr -

R3 

R4 0 

In-line Form-ASHNI and ASHPI 
The words which follow the opcode word in the instruction stream are a word 
address pOinter to a two-word decimal string source descriptor, a word ad­
dress pOinter to a two-word decimal string destination descriptor, and a shift 
descriptor word. RO-R6 are unchanged when the Instruction Is completed. 

Notes: 

1. If bits <15:12> of the shift descriptor word are not zero, the effect of the 
instruction is unpredictable. 

2. If bits < 11 :8> of the shift descriptor are not a valid decimal digit, the 
results of the instruction are unpredictable. 

3. Any overlap of the source and destination strings will produce unpredicta­
ble results. 
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Codes: 
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CMPC/CMPCI 

Compare Character 

src1 is compared with src2 (src1-src2) 

The condition codes are based on the arithmetic comparison 
of the most significant pair of unequal src1 and src2 
characters (src1.byte-src2.byte) 

N: set if result < 0; cleared otherwise 

Z: set if result = 0: cleared otherwise 

V: set if there was arithmetic overflow, that is, src1.byte<7> 
and src2.byte<7> were different, and src2.byte<7> was 
the same as bit <7> of (src1.byte-src2.byte); cleared oth­
erwise 

C: cleared if there was a carry from the most significant bit of 
the result; set otherwise. 

CMPC 
CMPCI 

076044 
076144 

Description: Each character of src1 is compared with the corresponding 
character of src2 by examining the character strings from most significant to 
least significant characters. If the character strings are of unequal length, the 
shorter character string is conceptually extended to the length of the longer 
character string with fill characters beyond its least significant character. The 
instruction terminates when the first corresponding unequal characters are 
found or when both character strings are exhausted. The condition codes 
reflect the last comparison, permitting the unsigned branch instructions to test 
the result. 

Register Form-CMPC 
When the instruction starts, the operands must have been placed in the general 
registers. The first source cnaracter string descriptor is placed in RO-R1, the 
second source character string descriptor is placed in R2-R3, the fill character 
is placed in R4<7:0>, Rnd R4<15:8> must be zero. 

~15~ ____________________ ~8 ___ 7~ _____________________ O~, 

RO 

src 1. dscr 

Rl 

R2 
src2 dscr 

R3 
~----------------------.----------

R4 o fill 
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The instruction terminates with sub-string descriptors in RO-R1 and R2-R3 
which represent the portion of each source character string beginning with the 
most significant corresponding unequal characters. RO-R1 contain a descriptor 
for the unequal portion of the original src1 string; R2-R3 contain a descriptor 
for the unequal portion of the original src2 string. A vacant character string 
descriptor indicates that the entire source character string was equal to the 
corresponding portion of the other source character string, including extension 
by the fill character; its address is one greater than that of the least significant 
character of the character string. 

15 8 7 o 
RO 

I- sub, src I, dscr -
Rl 

R2 

I- sub. src2. dscr -
R3 

R4 0 I fill 

In-line Form-CMPCI The words which follow the opcode word in the instruc­
tion stream are a word address pOinter to a two-word character string src1 
descriptor, a word address pointer to a two-word character string src2 descrip­
tor, and a word whose low order half contains the fill character and whose high 
order half must be zero. RO-R6 are unchanged when the instruction is complet­
ed, 

Notes: 

1. The operation of this instruction is unaffected by any overlap of the source 
character strings. 

2. If the src1 character string is vacant, the fill character will be compared 
with src2. If the src2 character string is vacant, the fill character will be 
compared with src1. If both character strings are vacant, the condition 
codes will indicate equality. 

3. CMPC-If an initial source character string descriptor is vacant, the 
resulting sub-string descriptor is the same as the original character string 
descriptor. 

4. A test for success is BEQ; a test for failure is BNE. 

5. When the instruction terminates, the condition codes will be set as if a 
CMPB instruction operated on the most significant unequa'i characters. If 
both strings are initially vacant or are identical, the condition codes will be 
set as if the last characters to be compared were identical. This results in 
equality with N cleared, Z set, V cleared, and C cleared. 

6. Both CMPC and CMPCI update the condition codes. CMPC returns sub­
string descriptors. 
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CMPN/CMPP/CMPNI/CMPPI 

Compare Decimal 

src1 is compared with src2 (src1-src2) 

N: set if src1 < src2; cleared otherwise 

Z: set if src1 = src2; cleared otherwise 

V: cleared 

C: cleared 

CMPN 
CMPP 
CMPNI 
CMPPI 

076052 
076072 
076152 
076172 

Description: Src1 Is arithmetically compared with src2. The condition codes 
reflect the comparison. The signed branch instruction can be used to test the 
result. 

Register Form-CMPN andCMPP 
When the instruction starts, the operands must have been placed in the general 
registers. The first source descriptor Is placed In RO-R1, and the second source 
descriptor is.placed In R2-R3. 

15 0 

RO 

- Icr 1 . dscr -
Rl 

R2 

I- src2. dSCf -
R3 

When the instruction Is completed, the source descriptor registers are cleared. 

15 o 
RO o 

Rl o 

R2 o 

R3 o 
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In-line Form-CMPNI and CMPPI 
Each word address pointer which follows the opcode word in the instruction 
stream refers to a two-word decimal string descriptor. RO..,R6 are unchanged 
when the instruction is completed. 

Notes: 

1. The operation of these instructions is unaffected by any overlap of the 
source strings provided that each source string is a valid representation of 
the specified data type. 

Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

CVTLN/CVTLP/CVTLN I/CVTLPI 

Convert Long to Decimal 

decimal string -long integer 

N: set if dst < 0; cleared otherwise 

Z: set if dst = 0; cleared otherwise 

V: set if dst cannot contain all significant digits of the result; 
cleared otherwise 

C: cleared 

CVTLN 
CVTLP 
CVTLNI 
CVTLPI 

076057 
076077 
076157 
076177 

Description: The source long integer is converted to a decimal string. The 
condition codes reflect the result stored in the destination decimal string, and 
whether all significant digits were stored. 

Register Form-CVTLN and CVTLP 
When the instruction starts, the operands must have been placed in the general 
registers. The destination descriptor is placed in RO-R1, and the source long 
integer is placed in R2-R3. 

15 o 
RO 

- dst. dscr .., 

RI 

R2 
- src. long -

R3 
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When the instruction is completed, the source long integer registers are 
cleared. 

15 o 

RO 

-- dst. dscr -
RI 

R2 0 

R3 0 

In-line Form-CVTLNI and CVTLPI 
The words which follow the opcode word in the instruction stream are a word 
address pOinter to a two-word decimal string descriptor, and a word address 
pOinter to a two-word long integer source. RO-R6 are unchanged when the 
instruction is completed. 

Notes: 

1. Register forms use a long integer oriented with the sign and high order 
portion in R2, and the low order portion in R3. 

2. In-line forms use a long integer oriented with the low order portion in 
src.long, and the sign and high order portion in src.long + 2. 

Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

CVTNL/CVTPL/CVTNLI/CVTPLI 

Convert Decimal to Long 

long integer - decimal string 

The condition codes are based on the long integer destination 
and on the sign of the source decimal string. 

N: set if long.integer < 0; cleared otherwise 

Z: set if long.integer = 0; cleared otherwise 

V: set if long.integer dst cannot correctly represent the 2's 
complement form of the result; cleared otherwise 

C:· set if src < 0 and 10ng.lnteger#0; cleared otherwise 

CVTNL 
CVTPL 
CVTNLI 
CVTPLI 
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Description: The source decimal string is converted to a long integer. The 
condition codes reflect the result of the operation, and whether significant 
digits were not converted. 

Register Form-CVTNL and CVTPL 
When the instruction starts, the operands must have been placed in the general 
registers. The source decimal string descriptor is placed in RO-R1. 

15 ° 

RR01 LL__ . ___ -----------'J L scr.dscr J 

When the instruction is completed, the source decimal string descriptors are 
cleared, and the destination long integer is returned in R2-R3. 

15 ° 
RO ° --
R1 ° 
R2 

f- dst.long -
R3 

In-line Form-CVTNLI and CVTPLI 
The words which follow the opcode word in the instruction stream are a word 
address pOinter to a two-word decimal string source descriptor, and a word 
address pointer to a two-word long integer destination. RO-R6 are unchanged 
when the instruction is completed. 

Notes: 

1. Register forms use a long integer oriented with the sign and high order 
portion in R2, and the low order portion in R3. 

2. In-line forms use a long integer oriented with the low order portion in 
dstlong, and the sign and high order portion in dst.long + 2. 

3. If the V bit is set, the contents of the long integer destination are the least 
significant 32 bits of the result. 

4. A source whose value is +2**31 can be represented as a 32-bit binary 
integer. However, since the destination is a 2's complement long integer, 
the resulting condition codes will be: N set, Z cleared, V set, and C cleared. 
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Condition 
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CVTNP/CVTPN/CVTNPI/CVTPNI 

Convert Decimal 

CVTNP/CVTNPI 

CVTPN/CVTPNI 

packed string ~ numeric 
string 
numeric string ~ packed 
string 

N: set If dst < 0; cleared otherwise 

Z: set if dst = 0; cleared otherwise 

V: set if dst cannot contain all significant digits of the result; 
cleared otherwise 

C: cleared 

CVTNP 
CVTPN 
CVTNPI 
CVTPNI 

076055 
076054 
076155 
076154 

Description: These instructions convert between numeric and packed deci­
mal strings. The source decimal string is converted and moved to the destina­
tion string. The condition codes reflect the result of the operation, and whether 
all significant digits were stored. 

Register Form-CVTNP and CVTPN 
When the instruction starts, the operands must have been placed in the general 
registers. The source descriptor is placed In RO-R1 and the destination de­
scriptor is placed in R2-R3. 

15 0 

RO 

- sre . dser -
R1 
-------

R2 

- dst. dscr -
R3 
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When the instruction is completed, the source descriptor registers are cleared. 

15 o 
RO 0 

Rl a 

R2 

i- ds!. dscr -
R3 

In-line Form-CVTNPI and CVTPNI 
Each word address pointer which follows the opcode word In the Instruction 
stream refers to a two-word decimal string descriptor. RO-R6 are unchanged 
when the instruction is completed. 

Notes: 

1. The results of the Instruction are unpredictable If the source and destina­
tion strings overlap. 

2. These instructions use both a numeric and a packed decimal string 
descriptor,. 

Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

Divide Decimal 

dst - src2/src1 

N: set If dst < 0; cleared otherwise 

Z: set If dst = 0; cleared otherwise 

DIVP/DIVPI 

V: set If dst cannot contain all significant digits of the result 
or if src1 = 0; cleared otherwise 

C: . set if src1 = 0; cleared otherwise 

DIVP 
DIVPi 

076075 
076175 

Description: Src2 is divided by src1, and the quotient (fraction truncated) Is 
stored In the destination string. The condition codes reflect the value stored In 
the destination string, and whether all significant digits were stored. 
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Register Form-OIVP 
When the instruction starts, the operands must have been placed in the general 
registers. The first source descriptor is placed in RO-R1, the second source 
descriptor is placed in R2-R3, and the destination descriptor is placed in R4-
R5. 

15 o 
RO 

t- src1 . dscr -
Rl 

R2 

r- src2. dscr -
R3 

R4 

- dsl. dscr. -
R5 

When the instruction is completed, the source descriptor registers are cleared. 

15 o 

RO 0 

Rl 0 

R2 0 

R3 0 

R4 

~ dsl. dscr -
R5 

In-line Form-DIVPI 
Each word address pOinter which follows the opcode word in the instruction 
stream refers to a two-word decimal string descriptor. RO-R6 are unchanged 
when the instruction is completed. 

Notes: 

1. The operation of these instructions is unaffected by any overlap of the 
source strings provided that each source string is a valid representation of 
the specified data type. 

2. The results of the instruction are unpredictable if the source and destina­
tion strings overlap. 
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3. Division by zero will set the V and C bits. The destination string, and the N 
and Z condition code bits will be unpredictable. 

4. No numeric string divide instruction is provided. 

Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

LOCC/LOCCI 

Locate Character 

Search source character string for a character. 

The condition codes are based on the final contents of RO. 

N: set if RO<15> set; cleared otherwise 

Z: set if RO = 0; cleared otherwise 

V: cleared 

C: cleared 

LOCC 
LOCCI 

076040 
076140 

Description: The source character string is searched from most significant 
to least significant character until the first occurrence of the search character. A 
character string descriptor is returned in RO-R1 which represents the portion of 
the source character string beginning with the located character. If the source 
character string contains only characters not equal to the search character, the 
instructions return a vacant character string descriptor with an address one 
greater than that of the least significant character of the source character 
string. The condition codes reflect the resulting value in RO. 

Register Form-LOCC 
When the instruction starts, the operands must have been placed in the general 
registers. The source character string descriptor is placed in RO-R1, the search 
character is placed in R4<7:0>, and R4<15:8> must be zero. 

15 8 7 0 

RR01[ '------___ --------'l L src. dscr ] 

R4LI _____________ O ____________ ~ ___________ c_ha_r __________ ~ 
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When the instruction is completed, RO-R1 contain a character set descriptor 
which represents the substring of the source character string beginning with 
the located character. 

RR01L,---" ___ 8 _7 __ 0- 1 
[ sub. He • dscr J 

° char R4/ L-________________________ -L ________________________ ~ 

In-line Form-LOCCI 
The words which follow the opcode word in the instruction stream are a word 
address pOinter to a two-word character string source descriptor, and a word 
whose low order half contains the search character and whose high order half 
must be zero. When the instruction is completed, RO-R1 contain a character 
string descriptor which represents the substring of the source character string 
beginning with the located character. R2-R6 are unchanged. 

15 8 7 0 

.
RR01['-----___ J L ___ ~ sub. src . dscr J 

Notes: 

1. If the initial source character string descriptor is vacant, the instruction 
terminates with the condition codes Indicating no match was found. The 
original source character string descriptor is returned in RO-R1. 

2. A test for success Is BNE; a test for failure is BEQ. 

3. The condition codes will be set as if this instruction were followed by TST 
RO. 
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Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

Commercial Instruction Set 

Load 2 Descriptors 

Load word pairs into RO-~1 and R2-R3. 

N: not affected 

Z: not affected 

V: not affected 

C: not affected 

L2DR 07602r 

L2DR 

Description: This instruction augments the character and decimal string 
instructions by efficiently loading string descriptors into the general registers. 

A descriptor "alpha" is loaded into RO-R1; a second descriptor "beta" is loaded 
into R2-R3. The address of the descriptors is determined by the addressing 
mode @(Rr)+ where r is the low order three bits of the opcode word. The 
address of the descriptor "alpha" is derived by applying this addressing mode 
once; the address of the descriptor "beta" is derived by applying this address­
ing mode a second time. The addressing mode auto-increments the indicated 
register by two. The addressing mode computation is not affected by the de­
scriptors which are loaded into the general registers. The words which contain 
the addresses of the descriptors are in consecutive words in memory; the 
descriptions themselves may be anywhere in memory. The condition codes are 
not affected. 

When the instruction is completed, the "alpha" descriptor is in RO-R1 and the 
"beta" descriptor is in R2-R3. 
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Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

Commercial Instruction Set 

load 3 Descriptors 

load word pairs into RO-R1, R2-R3, and R4-RS. 

N: not affected 

Z: not affected 

V: not affected 

C: not affected 

l3DR 07606r 

L3DR 

Description: This instruction augments the character and decimal string 
instructions by efficiently loading string descriptors Into the general registers. 

A descriptor "alpha" is loaded into RO-R1; a second descriptor "beta" is loaded 
into R2-R3; a third descriptor "gamma" is loaded into R4-RS. The address of 
the descriptors is determined by the addressing mode @(Rr)+ where r is the 
low order three bits of the opcode word. The address of the descriptor "alpha" 
is derived by applying this addressing mode once. The address of the descrip­
tor "beta" is derived by applying this addressing mode a second time. The 
address of the descriptor "gamma" is derived by applying this addressing 
mode a third time. The addressing mode autoincrements the indicated register 
by two. The addressing mode computation is not affected by the descriptors 
which are loaded into the general registers. The words which contain the 
addresses of the descriptors are in consecutive words in memory; the descrip­
tors themselves may be anywhere in memory. The conditiori codes are not 
affected. 

When the instruction is completed, the "alpha" descriptor is in RO-R1, the 
"beta" descriptor is in R2-R3 and the "gamma" descriptor is in R4-RS. 

15 o 

RO 

r- alpha. dser -
Rl 

R2 
f- beta. dser -

R3 

R4 

f- gamma. d.ser -
R5 
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Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

Commercial Instruction Set 

MATC/MATCI 

Match Character 

Search source character string for object character string. 

The condition codes are based on the final contents of RO. 

N: set if RO<15> set; cleared otherwise 

Z: set if RO = 0; cleared otherwise 

V: cleared 

C: cleared 

MATC 
MATCI 

076045 
076145 

Description: The source character string is searched from most significant 
to least significant character for th'e first occurrence of the entire object charac­
ter string. A character string descriptor is returned in RO-R1 which represents 
the portion of the original source character string from the most significant 
character which completely matches the object character string to the end of 
the source character string. If the object character string did not completely 
match any portion of the source character string, the character descriptor 
returned in RO-R1 is vacant with an address one greater than the least signifi­
cant character in the source string. The condition codes reflect the resulting 
value in RO. If the Z bit is cleared, the entire object was successfully matched 
with the source character string; if the Z bit is set, the match failed. 

Register Form-MA TC 
When the instruction starts, the operands must have been placed in the general 
registers. The source character string descriptor is placed in RO-R1, and the 
object character string descriptor is placed in R2-R3. 

15 o 
RO 

- src , dscr -
R1 

R2 

- obi. dscr -
R3 
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The Instruction terminates with a character sub-string descriptor returned In 
RO-R1 which represents the portion of the original source character string 
beginning with the most significant character to competely match the object 
character string. 

RO 

RI 

R2 

f­
R3 

15 

In-line Form-MA Tel 

o 

sub. He. dse. -

obi. dse. -

The words which follow the opcode word In the Instruction stream are a word 
address pOinter to a two-word character string source descriptor, and a word 
address pOinter to a two-word character string object descriptor. ,The Instruc­
tion terminates with a character sub-string descriptor returned in RO-R1 which 
represents the portion of the original source character string beginning with the 
most significant character to completely match the object character string. R2-
R6 are unchanged when the Instruction Is completed. 

8 7 

sub. sre . dse. 

Notes: 

1. The operation of this instruction Is unaffected by any overlap of the source 
and object character strings. 

2. A vacant object character: string matches any non-vacant source 
character string. A vacant source character string will not match any ob­
ject character string. If the initial source character string descriptor is 
vacant, the Instruction terminates with the condition codes indicating no 
match was found. The original source character string descriptor Is re~ 
turned In RO-R1. 

3. If the length of the object character string Is greater than that of the source 
character string, no match is found; RO-R1 and the condition codes will be 
updated. 

4. A test for success is BNE; a test for failure Is BEQ. 

5. The condition codes will be set as if this instruction were followed by TST 
RO. 
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Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

Commeroia/lnstruotion Set 

Move Character 

dst~src 

MOVC/MOVCI 

The condition codes are based on the arithmetic comparison 
of the initial character string lengths (result=src.len-dst.len). 
N: set if result < 0; cleared otherwise 

Z: set if result = 0; cleared otherwise 

V: set if there was arithmetic overflow, that is, src.len<15> 
and dst.len<15> were different, and dst.len<15> was 
the same as bit <15> of (src.len-dst.len); cleared other­
wise 

C: cleared if there was a carry from the most significant bit of 
the result; set otherwise 

MOVC 
MOVCI 

076030 
076130 

Description: The character string specified by the source descriptor is 
moved into the area specified by the destination descriptor. It is aligned by the 
most significant character. The condition codes reflect an arithmetic compari­
son of the original source and destination lengths. If the source string is shorter 
than the destination string, the fill character is used to complete the least 
significant part of the destination string. This is indicated by the C bit set. If the 
source string is longer than the destination string, the least significant charac­
ters of the source string are not moved. This Is indicated by the Z and C bits 
cleared. If the source and destination strings are of equal length, all characters 
are moved with neither truncation nor filling. This Is Indicated by the Z bit set. 
The unsigned branch instructions may test the result of the Instruction. 

Register Form-MOVe 
When the instruction starts, the operands must have been placed In the general 
registers. The source character string descriptor is placed in RO-R1, the desti­
nation character string descriptor Is placed in R2-R3, the fill character is placed 
in R4<7:0>. and R4<15:8> must be zero. 

15 8 7 o 

RO 

i- sr c dscr -
R1 

R2 
i- dsl. dscr -

R3 

R4 0 I fill 
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When the instruction is completed, RO contains the number of unmoved source 
string characters, and R1 through R3 are cleared. 

15 8 7 a 
RO rna.(O, src len-dst. len) 

RI a 

R2 a 

R3 a 

R4 a I fi II 

In-line Form-MOVel 
The words which follow the opcode word in the instruction stream are a word 
address pointer to a two-word character string source descriptor, a word ad­
dress pOinter to a two-word character string destination descriptor, and a word 
whose low-order half contains the fill character and whose high-order half must 
be zero. RO-R6 are unchanged when the instruction is completed. 

Notes: 

1. The operation of this instruction is unaffected by any overlap of the source 
and destination strings. The result is equivalent to having read the entire 
source string before storing characters in the destination. 

2. If the source string is vacant, the fill character will be propagated through 
the destination string. If the destination string is vacant, no characters will 
be moved. The condition codes will be updated. MOVC will update the 
general registers. 

3. MOVC - When the instruction terminates, RO is zero only if Z or C are set. 

4. The condition codes will be set as if this instruction were preceded by 
CMP src.len, dsUen. 

Purpo$e: 

Operation: 

Condition 
Codes: 

Move Reverse Justified Character 

dst - reverse justified src 

MOVRC/MOVRCI 

The condition codes are based on the arithmetic comparison 
of the initial character string lengths (result = src.len-dstlen). 

N: set if result < 0; cleared otherwise 

Z: set if result = 0; cleared otherwise 

V: set if there was arithmetic overflow, that is, src.len<15> 
and dst.ren<15> were different, and dstlen<15> was 
the same as bit <15> of (src.len-dstlen); cleared other­
wise 
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Opcodes: 

Commercial Instruction Set 

C: cleared if there was a carry from the most significant bit of 
the result; set otherwise 

MOVRC 
MOVRCI 

076031 
076131 

Description: The character string specified by the source descriptor is 
moved into the area specified by the destination descriptor. It is aligned by the 
least significant character. The condition codes reflect an arithmetic compari­
son of the original source and destination lengths. If the source string is shorter 
than the destination string, the fill character is used to complete the most 
significant part of the destination string. This is indicated by the C bit set. If the 
source string is longer than the destination string, the most significant charac­
ters of the source string are not moved. This is indicated by the Z and C bits 
cleared. If the source and destination strings are of equal length, all characters 
are moved with neither truncation nor filling. This is indicated by the Z bit set. 
The unsigned branch instructions may test the result of the instruction. 

Register Form-MOVRC 
When the instruction starts, the operan... must have been placed in the general 
registers. The source character string de::»criptor is placed in RO-R1, the desti­
nation character string descriptor is placed in R2-R3, the fill character Is placed 
in R4<7:0>, and R4<15:8> must be zero. 

15 8 7 o 
RO 

- He dser -
R1 

R2 
f-- dst. dser -

R3 

R4 0 I fill 
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When the instruction is completed, RO contains the number of unmoved source 
string characters, and R1 through R3 are cleared. 

15 8 7 o 

RO max(O, src. len - dst . len) 

R1 0 

R2 0 

R3 0 

R4 ° I fi II 

In-line Form-MOVRCI 
The words which follow the opcode word in the instruction stream are a word 
address pointer to a two-word character string source descriptor, a word ad­
dress pOinter to a two-word character string destination descriptor, and a word 
whose low order half contains the fill character and whose high order half must 
be zero. RO-RS are unchanged when the instruction is completed. 

Notes: 

1. The operation of this instruction is unaffected by any overlap of the source 
and destination strings. The result is equivalent to having read the entire 
source string before storing characters in the destination. 

2. If the source string is vacant, the fill character will be propagated through 
the destination string. If the destination string is vacant, no characters will 
be moved. Condition codes will be updated. MOVRC will update the 
general registers. 

3. MOVRC - When the Instruction terminates, RO is zero only if Z or Care 
set. 

4. The condition codes will be set as if this instruction were preceded by 
CMP src.len, dst.len. 

Purpose: 

Operation: 

Condition 
Codes: 

Move Translated Character 

dst - translated src 

MOVTC/MOVTCI 

The condition codes are based on the arithmetic comparison 
of the initial character string lengths (result = src.len-dst.Jen). 

N: set if result < 0; cleared otherwise 

Z: set if result = 0; cleared otherwise 
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Commercial Instruction Set 

V: set if there was arithmetic overflow, that is, src.len<15> 
and dst.len<15> were different, and dstlen<15> was 
the same as bit <15> of (src.len-dst.len); cleared other­
wise 

C: cleared if there was a carry from the most significant bit of 
the result; set otherwise 

MOVTC 
MOVTCI 

076032 
076132 

Description: The character string specified by the source descriptor is 
translated and moved into the area specified by the destination descriptor. It is 
aligned by the most significant character. Translation is accomplished by using 
each source character as an 8-bit positive integer index into a 256-byte table, 
the address of which is an operand of the instruction. The byte at the indexed 
location in the table Is stored in the destination string. The condition codes 
reflect an arithmetic comparison of the original source and destination lengths. 

If the source string is shorter than the destination string, the untranslated fill 
character is used to complete the least significant part of the destination string. 
This is indicated by the C bit set. If the source string Is longer than the destina­
tion string, the least significant characters of the source string are not moved. 
This is indicated by the Z and C bits cleared. If the source and destination 
strings are of equal length, all characters are translated and moved with neither 
truncation nor filling. This is indicated by the Z bit set. The unsigned branch 
instructions may test the result of the instruction. 

Register Form-MOVTC 
When the instruction starts, the operands must have been placed in the general 
registers. The source character string descriptor is placed in RO-R1, the desti­
nation character string descriptor is placed in R2-R3, the fill character is placed 
in R4<7:0>, R4<15:8> must be zero, and the translation table address is 
placed in R5. 

15 8 7 o 
RO 

r- src . dscr -
R1 

R2 
r- dst. dscr -

R3 

R4 0 I fill 

R5 table. adr 
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When the instruction is completed, RO contains the number of unmoved source 
string characters, and R1 through R3 are cleared. 

IS a 7 o 

RO max( O. src .Ien - dst. len) 

RI 0 

R2 0 

R3 0 

R4 0 I fill 

R5 table. adr 

In-line Form-MOVTCI 
The words which follow the opcode word In the instruction stream are a word 
address pOinter to a two-word character string source descriptor, a word ad­
dress pointer to a two-word character string destination descriptor, a word 
whose low-order half contains the fill character and whose high-order half must 
be zero, and a word containing the address of the translation table. RO-R6 are 
unchanged when the instruction is completed. 

Notes: 

1. The operation of this instruction Is unaffected by any overlap of the source 
and destination strings. The result is equivalent to having read the entire 
source string before storing characters in the destination. 

2. If the destination string overlaps the translation table in any way, the re­
sults of the instruction will be unpredictable. 

3. If the source string is vacant, the untranslated fill character will be 
propagated through the destination string. If the destination string is va­
cant, no characters will be moved. Condition codes will be updated. 
MOVTC will update the general registers. 

4. MOVTC - When the instruction terminates, RO is zero only if Z or Care 
set. 

5. The condition codes will be set 'as if this instruction were preceded by 
CMP src.len, dstlen. 

6. The effect of the instruction is unpredictable if the entire 256-byte transla­
tion table is not in readable memory. 
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Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

Commercial Instruction Set 

Multiply Decimal 

dst - src2 * src1 

N: set if dst < 0; cleared otherwise 

Z: set if dst = 0; cleared otherwise 

MULP/MULPI 

V: set if dst cannot contain all significant digits of the result; 
cleared otherwise 

C: cleared 

MULP 
MULPI 

076074 
076174 

Description: Src1 and src2 are multiplied, and the result is stored in the 
destination string. The condition codes reflect the value stored in the destina­
tion string, and whether all significant digits were stored. 

Register Form-MULP 
When the instruction starts, the operands must have been placed in the general 
registers. The first source descriptor is placed in RO-R1, the second source 
descriptor is placed in R2-R3, and the destination descriptor is placed in R4-
RS. 

15 o 
RO 

t- srcl . dscr -
Rl 

R2 
I- src 2. dscr -

R3 

R4 
I- dst. dscr -

R5 
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When the instrur.tion is completed, the source descriptor registers are cleared. 

15 o 

RO 0 

Rl 0 

R2 0 

R3 0 

R4 

I- dSI. dscr -
R5 

In-line Form-MULPI 
Each word address pointer which follows the opcode word In the instruction 
stream refers to a two-word decimal string descriptor. RO-R6 are unchanged 
when the instruction is completed. 

Notes: 

1. The operation of these Instructions is unaffected by any overlap of the 
source strings provided that each source string Is a valid representation of 
the specified data type. 

2. The results of the instruction are unpredictable if the source and destina­
tion strings overlap. 

3. No numeric string multiply instruction Is provided. 

Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

SCANC/SCANCI 

Scan Character 

Search source character string for a member of the character 
set. 

The condition codes are based on the final contents of RO. 
N: set If RO<1S> set; cleared otherwise 
Z: set if RO = 0; cleared otherwise 
V: cleared 

C: cleared 

SCANC 
SCANCI 
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Commercia/Instruction Set 

Description: The source character string Is searched from most significant 
to least significant character until the first occurrence of a character which is a 
member of the character set. A character string descriptor is returned In RO-R1 
which represents the portion of the source character string beginning with the 
located member of the character set. If the source character string contains 
only characters which are not in the character set, the instructions return a 
vacant character string descriptor with an address one greater than that of the 
least significant character of the source character string. The condition codes 
reflect the resulting value in RO. 

Register Form-SCANC 
When the instruction starts, the operands must have been placed in the general 
registers. The source character string descriptor is placed In RO-R 1, and the 
character set descriptor is placed in R4-R5. 

15 0 

:t s,e . dse, j 
::[ set. dser j 

When the Instruction Is completed, RO-R1 contain a character string descriptor 
which represents the substring of the source character string beginning with 
the most significant character which is a member of the character set. 

15 0 

:t sub. s,e . dse, 

J 

::r set. dser 

J 
In-line Form-SCANCI 
The words which follow the opcode word in the instruction stream are a wo(d 
address pOinter to a two-word character string source descriptor, and a word 
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address pOinter to a two-word character set descriptor. When the instruction is 
completed, RO-R1 contain a character string descriptor which represents the 
sub-string of the source character string beginning with the most significant 
character which is a member of the character set. R2-R6 are unchanged. 

15 8 7 ° 

RR01 L'----____ ~---'J L _. sub. src . dscr J 

Notes: 

1. If the initial source character string descriptor is vacant, the instruction 
terminates with the condition codes indicating that no characters in the set 
were found. The original source character string descriptor is returned in 
RO-R1. 

2. The source character string and character set table may overlap in any 
way. 

3. A test for success is BNE; a test for failure is BEQ. 

4. The condition codes will be set as if this instruction were followed by TST 
RO. 

5. The effect of the instruction is unpredictable if the entire 2S6-byte charac­
ter set table is not in readable memory. 

Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

SKPC/SKPCI 

Skip Character 

Search source character string until a character other than the 
search character is found. 

The condition codes are based on the final contents of RO. 

N: set if RO<1S> set; cleared otherwise 

Z: set if RO = 0; cleared otherwise 

V: cleared 

C: cleared 

SKPC 
SKPCI 

076041 
076141 

Description: The source characer string is searched from most significant 
to least significant character until the first occurrence of a character which is 
not the search character. A character string descriptor is returned in RO-R1 
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which represents the portion of the source character string beginning which the 
most significant character which was not equal to the search character. If the 
source character string contains only characters equal to the search character, 
the instruction returns a vacant character string descriptor with an address one 
greater than that of the least significant character of the source character 
string. The condition codes reflect the resulting value in RO. 

Register Form-SKPC I 

When the instruction starts, the operands must have been placed in the general 
registers. The source character string decriptor is placed in RO-R1, the search 
character is placed in R4<7:0>, and R4< 15:8> must be zero. 

15 8 7 0 

::r src. dscr j 
R41 0 char 

When the instruction is completed, RO-R1 contain a character string descriptor 
which represents the substring of the source character string beginning with 
the most significant character which was not equal to the search character. 

8 7 o 

sub. src . dscr J 
R4IL _____________ O ____________ ~ ____________ c_h_a_r __________ ~ 
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In-line Form-SKPCI 
The words which follow the opcode word in the instruction stream are a word 
address pOinter to a two-word character string source descriptor, and a word 
whose low-order half contains the search character and whose high-order half 
must be zero. When the instruction Is completed, RO-R1 contain a character 
string descriptor which represents the substring of the source character string 
beginning with the most significant character which was not equal to the search 
character. R2-R6 are unchanged. 

8 7 

sub. He . dser 

Notes: 

1. If the initial source character string descriptor is vacant, the instruction 
terminates with the condition codes Indicating the character string only 
contained search characters. The original source character string 
descriptor Is returned in RO-R1. 

2. The condition codes will be set as if this instruction were followed by TST 
RO: 

Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

SPANC/SPANCI 

Span Character 

Search source character string for a character which is not a 
member of the character set. 

The condition codes are based on the final contents of RO. 

N: set if RO<15> set; cleared otherwise 
Z: set if RO = 0; cleared otherwise 

V: cleared 

C: cleared 

SPANC 
SPANCI 

076043 
076143 

Description: The source character strIng Is searched from most significant 
to least significant character until the first occurrence of character which is not 
a member of the character set. A character string descriptor Is returned In RO­
R1 which represents the portion of the source character string beginning with 
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the character which is not a member of the character set. If the source charac­
ter string contains only characters which are in the character set, the instruction 
returns a vacant character string descriptor with an address one greater than 
that of the least significant character of the source character string. The condi­
tion codes reflect the resulting value in RO. 

Register Form-SPANC 
When the instruction starts, the operands must have been placed in the general 
registers. The source character string descriptor is placed in RO-R1, and the 
character set descriptor is placed in R4-R5. 

~ 0 

RR01L~ ___ ------>l [ sre . dser ] 

RR

4SL,-------____ J L__ _ set. dser ] 

When the instruction is completed, RO-R1 contain a character string descriptor 
which represents the sub!3tring of the source character string beginning with 
the most significant character which is not a member of the character set. 

15 0 

:~t sub. sre . dscr l 
::r set. dscr j 
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In-line Form-SPANGI 
The words which follow the opcode word in the instruction stream are a word 
address painter to a two-word character string source descriptor, and a word 
address pOinter to a two-word character set descriptor. When the instruction is 
completed, RO-R1 contain a character string descriptor which represents the 
substring of the source character string beginning with the most significant 
character which is not a member of the character set. R2-R6 are unchanged. 

8 7 

sub. src . dscr 

Notes: 

1. If the initial source character string descriptor is vacant, the instruction 
terminates with the condition codes indicating that only characters in the 
set were found. The original source character string descriptor is returned 
in RO-R1. 

2. The source character string and character set table may overlap in any 
way. 

3. The condition codes will be set as if this instruction were followed by TST 
RO. 

4. The effect of the instruction is unpredictable if the entire 256-byte charac­
ter set table is not in readable memory. 

Purpose: 

Operation: 

Condition 
Codes: 

Opcodes: 

Subtract Decimal 

dst - src2-src1 

SUBN/SUBP/SUBNI/SUBPI 

N: set if dst < 0; cleared otherwise 

Z: set if dst = 0; cleared otherwise 

V: set if dst cannot contain all significant digits of the result; 
cleared otherwise 

c: cleared 

SUBN 
SUBP 
SUBNI 
SUBPI 
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Description: Src1 is subtracted from src2, and the result is stored in the 
destination string. The condition codes reflect the value stored in the destina­
tion string, and whether all significant digits were stored. 

Register Form-SUBN and SUBP 
When the instruction starts, the operands must have been placed in the general 
registers. The first source descriptor is placed in RO-R1, the second source 
descriptor is placed in R2-R3, and the destination descriptor is placed in R4-
R5. 

15 o 
RO 

- ·srcl. dscr -
R1 

R2 

I- src2. dscr -
R3 

R4 

I- dSI. dscr -
R5 

When the instruction is completed, the source descriptor registers are cleared. 

15 o 

RO 0 

R1 0 

R2 0 

R3 0 

R4 

I- dSI. dscr -
R5 

In-line Form-SUBNI and SUBPI 
Each word address pOinter which follows the opcode word in the instruction 
stream refers to a two-word decimal string descriptor. RO-R6 are unchanged 
when the instruction is completed. 
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Notes: 

1. The operation' of these Instructions Is unaffected by any overlap of the 
source strings provided that each source string Is a valid representation of 
the specified data type. 

2. Source strings may overlap the destination string only if all corresponding 
digits of the strings are In coincident bytes In memory. 
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APPENDIX A 

UNIBUS ADDRESSES 

I/O PAGE ADDRESSES 
Size In Number of 

Device Address Words Devices 
AA11 776750· 8 1 
AA11 776400 8 4 
AD01 776770 4 1 
ADF11 770460 8 1 
AFC11 772570 4 1 
AR11 770400 8' 1 
BM792-YA 173000 32 1 
BM792-YB 773100 32 1 
BM792-YC 773200 32 1 
BM792-YH 773300 32 1 
BM873-YA 773000 128 1 
BM873-YB 773000 256 1 
BM873-YC 773000 256 1 
CD11 777160 4 1 
CM11 777160 4 1 
CR11 777160 4 1 
DC11 774000 4 32 
DC14-D 777360 8 1 
DL 11-A 777560 4 1 
DL 11-A 776500 4 15 
DL 11-B 777560 4 1 
DL 11-B 776500 4 15 
DL l1-C 775610 4 31 
DL 11-D 775610 4 31 
DL 11-E 775610 4 31 
DL 11-W 771546 1 1 
DL 11-W 777560 4 1 
DL 11-W 776500 4 15 
DM11 775000 4 16 
DM11-88 770500 4 16 
DN11-AA 775200 4 16 
DN11-DA 775200 1 64 
DP11 77440 4 32 
DR11-A(1) 172470 4 1 
DR11-A(2) 772460 4 1 
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Size In Number of 
Device Address Words Devices 

DR11-A(3) 772450 4 1 
DR11-A(4) 772440 4 1 
DR11-B(1 ) 772410 4 1 
DR11-B(2) 772430 4 1 
DR11-B(3) 772450 4 1 
DR11-B(4) 772470 4 1 
DR11-C(1) 772470 4 1 
DR11-C(2) 772460 4 1 
DR11-C(3) 772450 4 1 
DR11-C(4) 772440 4 1 
DS11 775400 67 1 
DT11 777420 1 8 
DV11 775000 16 4 
DX11 776200 16 2 
FP11 772160 8 1 
GT40 772000 4 4 
ICR/ICS11 771000 256 1 
KE11 777300 8 2 
KG11 770700 4 8 
KL 11 776500 4 15 
KL 11 777560 4 1 
KT11 772200 64 1 
KT11-SR3 772516 1 1 
KW11-L 777546 1 1 
KW11-P 772540 4 1 
KW11-W 772400 4 1 
LP11 777510 4 1 
LP20 775400 32 2 
LPS11 770400 16 1 
LS11 777510 4 1 
LV11 777510 4 1 
M792 773000 32 8 
M9301-XX 765000 256 1 
M9301-XX 773000 256 1 
MM11-LP 772100 1 16 
MR11-DB 773100 64 1 
MS11-K 772100 1 16 
MS11-LP 772100 1 16 
NCV11 772760 8 1 
OST 772500 6 1 
PA611 772600 32 1 
PA611 772700 32 1 
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Size In Number of 
Device Address Words Devices 
PC11 777550 4 1 
PDP-11/04 777570 68 1 
PDP-11/05 777570 68 1 
PDP-11/10 777570 68 1 
PDP-11/15 777570 68 1 
PDP:'11/20 777570 68 1 
PDP-11/34A 777570 68 1 
PDP-11/35 777570 68 1 
PDP-11/40 777570 68 1 
PDP-11/44 777570 68 1 
PDP-11/45 777570 68 1 
PDP-11/55 777570 68 1 
PDP-11/60 777570 68 1 
PDP-11/70 777570 68 1 
PR11 777550 4 1 
RC11 777440 8 1 
RF11 777460 8 1 
RJP04 776700 22 1 
RJS04 772040 16 1 
RJ611 777440 16 1 
RK11 777400 8 1 
RL 11 774400 4 2 
RP11 776700 16 1 
RS/RP/T J 776300 32 1 
RX02 777170 4 1 
RX11 777170 4 1 
TA11 777500 4 1 
TC11 777340 8 1 
Testers 770000 32 1 
TJU16 772440 16 1 
TM11 772520 8 1 
TS04 772520 8 1 
UDC-Units 771000 1 256 
UDC11 771774 2 1 
Unibus-Map 770200 64 1 
VT48 772000 16 1 
VTV01 772600 56 1 
XY11 777530 4 1 
M9312 773024 256 1 
M9312 773224 256 1 
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INTERRUPT AND TRAP VECTORS 
000 (reserved) 
004 Illegal instructions, Bus Errors, Stack Limit, Illegal Internal 

Address, Microbreak. 
Microbreak. 

010 Reserved instructions 
014 BPT, breakpoint trap (Trace) 
020 lOT, input/output trap 
024 Power Fail 
030 EMT, emulator trap 
034 TRAP instruction 

040 System software 
044 System software 
050 System software 
054 System softwar.e 

060 Console Terminal, keyboard/reader 
064 Console Terminal, printer/punch 
070 PC11, paper tape reader 
074 PC11, paper tape punch 
100 KW11·L, line clock 
104 KW11·P, programmable clock 
110 
114 Memory system errors (Cache, UNIBUS Memory, UCS Parity) 
120 XV Plotter 
124 DR11-B DMA interlace; (DA11-B) 
130 AD01, A/D subsystem 
134 AFC11, analog subsystem 
140 AA11, display 
144 AA11, light pen 
150 
154 
160 
164 

170 User reserved 
174 User reserved 

200 LPll/LSll, line printer 
204 RS04/RFll, fixed head disk 
210 RC1l, disk 
214 TCll, DECtape 
220 RK1l, disk 
224 TU16/TM11, magnetic tape 
230 CDll/CM11/CR11, card reader 
234 UDC11, digital control subsystem; ICS/ICR11 
240 PIRQ, Program Interrupt Request (11/55,11/45) 
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244 Floating Point Error 
250 Memory Management 
254 RP04/RPll disk pack 
260 TAll, cassette 
264 RXll, floppy disk 

270 User reserved 
274 User r.eserved 

300 (start of floating vectors) 

FLOATING VECTORS 
There is a floating vector convention used for communications (and 
other) devices that interface with the PDP-ll. These vector addresses 
are assigned in order starting at 300 and proceeding upwards to 777. 
The following Table shows the assigned sequence. It can be seen that 
the first vector address, 300, is assigned to the first DCll in the system. 
If another DCll is used, it would then be assigned vector address 310, 
etc. When the vector addresses have been assigned for all the DC11's 
(up to a maximum of 32), addresses are then assigned consecutively 
to each unit of the next highest-ranked device (KU1 or DPll or DMll, 
etc.), then to the other devices in accordance with the priority ranking. 

Priority Ranking for Floating Vectors 

(starting at 300 and proceeding upwards) 

Rank Device Vector Size Max No. 
(in octal) 

1 DCll (lO)R 32 
2 KLll, DU1-A, DLll-B 10 16 
3 DPll 10 32 
4 DMll-A 10 16 
5 DNll 4 16 
6 DMll-BB (DHll-AD or DVll) 4 16 
7 DRll-A 10':' 32 
8 DRll-C 10~' 32 
9 PA611 Reader 4':' 16 

10 PA6ll Punch 4':' 16 
11 DTll 10':' 8 
12 DXll 10'~ 4 
13 DU1-C, DU1-D, DU1-E 10 31 
14 DJll 10 16 
15 DHll 10 16 
16 GT40 10 1 
17 LPS11 30':' 1 
18 DQll 10 16 
19 KWll-W 10 1 
20 DUll 10 16 
21 DUPll 10 
22 DVll 10 

*-The first vector for the first device of this type must always be on a (10)8 
boundary. 
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FLOATI NG ADDRESSES 
1 hctlct IS :1 floating address convention used for communications (and 
,'thctl) dt'vices interfacing with the PDP-ll. These addresses are as­
sl.:,nctd 111 order starting at 760 010 and proceeding upwards to 763 776. 
HlHlting addresses are assigned in the following sequence: 

Rank Device 

1 OJll 
2 DHll 
3 DQl1 
4 DUll 

DEV!CE ADDRESSES 

777776 
777774 
777772 
777770 

777766 
777764 
777762 
777760 

777756 
777754 
777752 
777750 

777746 
777744 
777742 
777740 

777717 
777716 
777715 
777714 
777713 
777712 
777711 
777710 

777707 
777706 
777705 
777704 
7'77703 
777702 
777701 
777700 

Processor Status word (PS) 
Stack Limit (SL) 
Program Interrupt Request (PIR) 
Microprogram Break 

CPU Error 
System I/D 
Upper SiZe} . 
Lower Size System Size 

Hit/Miss 
Maintenance 

Cache Control 
Memory System Error 
High Error Address 
Low Error Address 

User R6 (SP) 
Supervisor R6 (SP) 

R5 
R4 

General registers, R3 
Set 1 R2 

Rl 
RO 

R7 (PC) 
Kernel R6 (SP) 

R5 
R4 

General registers, R3 
Set 0 R2 

Rl 
RO 
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777676 } 
User Data PAR .. reg 0-7 

777660 

777656 

777640 

777636 

777620 

777616 

777600 

777576 
777574 
777572 

777570 

777566 
777564 « 

777562 
777560 

777556 
777554 
777552 
777550 

777546 
777544 
777542 
777540 
777516 
777514 
777512 
777510 

777506 
777504 
777502 
777500 
777476 
777474 
777472 

':'777470 
':'777466 
':'777464 
':'777462 
':'777460 
'~777 456 
':'777454 
':'777452 

} User Instruction PAil, reg 0·7 

} User Data POR, reg 0·7 

} User Instruction POll, reg 0·7 

(MMR2) 
Memory Mgt regs, (MMR1) 

(MMRO) 

Console Switch & Display Register 

printer/punch data 
Console Terminal, printer/punch status 

keyboard/reader data 
keyboard/reader status 

pu'nch data (PPB) 
PC11/PR11, punch status (PPS) 

reader data (PRB) 
reader status (PRS) 

KW11-l, clock status (lKS) 
KU116-AA, UCS Data 

Address 
Status 
printer data 

lP11/lS11/lVll, printer status 

TAll, cassette data (TADB) 
cassette status (TACS) 

RK06, Maintenance Register 3, (RKMR3) 
Maintenance Register 2, (RKMR2) 
ECC Pattern Register (RKECPT) 
ECC Position Register (RKECPS) 
Maintenance Register 1 (RKMR1) 
Data Buffer (RKDB) 
Unused 
Desired Cylinder (RKDC) 
Attention Summary/Offset (RKAS/OF) 
Error (RKER) 
Drive Status (RKDS) 

':'Also used by RF 11 
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'~~'777 450 
*':'777446 
'~"777 444 
*777442 

'''':'777440 
777436 
777434 
777432 
777430 
777426 
777424 
777422 
777420 

777416 
777414 
777412 
777410 
777406 
777404 
777402 
777400 

777376 } 

777360 

777356 
777354 
777352 
777350 

Control and Status 2 (RKCS2) 
Disk Address (RKDA) 
Bus Address (RKBA) 
Word Count (RKWC) 
Control and Status 1 (RKCSl) 

#8 
#7 
#6 

DTll, bus switch #5 
#4 
#3 
#2 
#1 

disk data (RKDB) 
maintenance 
disk address (RKDA) 

RKll, bus address (RKBA) 
word count (RKWC) 
disk status (RKCS) 
errorr (RKER) 
drive status (RKDS) 

DCI4-D 

777346 TCll, 
DECtape i:lata (TCDT) 
bus address (TCBA) 
word count (TCWC) 
command (TCCM) 
DECtape status (TCST) 

777344 
777342 
777340 

777336 } 

777320 

777316 
777314 
777312 
777310 
777306 
777304 
777302 
777300 

777 166 
777 164 
777 162 
777 160 

776776 
776774 
776772 
776770 

KEll-A, EAE #2 

arithmetic shift 
logical shift 
normalize 

KElI-A, EAE # 1, stef:: count/status register 
multiply 
multiplier quotient 
accumulator 
divide 

I 
CRlI/ data (CRB2) comp I 
CMlI, data (CRBl) I COlI, 

status (CRS) I 

ADOl, A/D data (ADDB) 
A/D status (ADCS) 

data (CDDB) 
cur adrs (CDBA) 
col count (CDCC) 
status (COST) 

.:' ':'Also used by RC 11 
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776766 
776764 
776762 
776760 
776756 
776754 

776752 

776750 
776746 
776744 
776742 
776740 
776736 
776734 
776732 
776730 
776726 
776724 
776722 
776720 
776716 
776714 
776712 
776710 

776706 

776704 

776702 
776700 

776676 } 
776500 

776476 } 776400 

776276 } 776200 

776176 } 
775610 

775576 } 775400 

register 4 (DAC4) 
register 3 (DAC3) 
register 2 (DAC2) 

AAll # 1, register 1 (DACl) 
Dj A status (CSR) 

cont & status # 3 
(RPCS3) 

bus adrs eXJ (RPBAE) I 
ECC pattern (RPEC2) 
ECC position (RPECl) I 
error # 3 (RPER3) . 
error # 2 (RPER2) I 
cur cylinder (RPCC) I 
desired cyl (RPOC) 
offset (RPOF) I 
serial number (RPSN) 
drive type (RPOT) I 
maintenance (RPMR) 
data buffer (RPOB) I 

RP04, look ahead (RPLA) RPll, 
attn summary (RPAS) I 
error # 1 (RPERl) 
drive status (RPOS) 
cont & status # 2 

(RPCS2) 
sector jtrack ad rs 

(RPOA) 
UNIBUS address 

(RPBA) 
word count (RPWC) 
cont & status # 1 

(RPCSl) 

KL11, #16 
0L11-A, -B, 

AAl1, 

OXll 

#5 

#2 

0L11-C, -0, -E, 

OSII, 
#4 

#1 

#1 

#31 

#1 
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silo memory (SILO) 
cyl adrs (SUCA) 
maint 3 (RPM3) 
maint 2 (RPM2) 
maint 1 (RPMl) 
disk adrs (RPOA) 
cyl adrs (RPCA) 
bus adrs (RPBA) 
word count (~PWC) 
disk status (RPCS) 
error (RPER) 
disk status (RPOS) 



775376 } #16 
DNll, 

775200 #1 

775 176 } #16 
DMll, DVll, # 1-4 

775000 #1 

774776 } #1 
DPll, 

774400 #32 

774376 } #32 
DC11, 

774000 #1 

773766 } BM792, BM873 ROM 
PDP-II diagnostic bootstrap (half of it) 

773000 

772776 } PA611 typeset punch 
772700 

772-676 } PA611 typeset reader 
772600 

772576 maintenance (AFMR) 
772574 AFC11, MX channel/gain (AFCG) 
772572 flying cap data (AFBR) 
772570 flying cap status (AFCS) 

772556 
} XYll plotter 

772550 

772546 
772544 counter 
772542 KWU-P, count set 
772540 clock status 

772536 
772534 
772532 read lines (MTRD) 
772530 tape data (MTD) 
772526 TMll, memory address (MTCMA) 
772524 byte record counter (MTBRC) 
772522 command (MTC) 
772500 tape status (MTS) 

772516 Memory Mgt reg (MMR3) 

772476 cont & status # 3 (MTCS3) 
772474 bus adrs ext (MTBAE) 
772472 tape control (MTTC) 
772470 serial number (MTSN) 
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772466 drive type (MTDT) 
772464 maintenance (MTMR) 
772462 data buffer (MTDB) 
772460 check character (MTCK) 
772456 TU16, attention summary (MTAS) 
772454 error (MTER) 
772452 drive status (MTDS) 
772450 cont & status # 2 (MTCS2) 
772446 frame count (MTFC) 
772444 UNIBUS address (MTBA) 
772442 word count (MTWC) 
772440 cont & status # 1 (MTCSl) 

772436 } DRll-B #2 
772430 

772416 data (DRDB) 
772414 DRI1-B # 1, status (DRST) 
772412 bus address (DRBA) 
772410 word count (DRWC) 

772376 } Kernel Data PAR, reg 0-7 
772360 

772356 } Kernel Instruction PAR, reg 0-7 
772340 

772336 } Kernel Data PDR, reg 0-7 
772320 

772316 } Kernel Instruction PDR, reg 0-7 
772300 

Z72276 } Supervisor Data PAR, reg 0-7 
772260 

772256 } Supervisor Instruction PAR, reg 0-7 
772240 

772236 } Supervisor Data Descriptor PDR, reg 0-7 
772220 

772216 } Supervisor Instruction Descriptor PDR, reg 0-7 
772200 

772100 } UNIBUS Memory Parity 
772136 
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772072 
772070 
772066 
772064 
772062 
772060 
772056 
772054 

772052 
772050 
772046 
772044 
772042 
772040 

772016 } 

772010 

772006 
772004 
772002 
772000 

771 776 
771 774 
771 772 
771 770 

771 776 } 

771000 

770776 

770700 

770676 

770500 

770436 
770434 
770432 
770430 
770426 
770424 
770422 
770420 
770416 
770414 
770412 
770410 
770406 
770404 
770402 
770400 

} 
} 

cont & status #3 (RSCS3) 
bus adrs ext (RSBAE) 
drive type (RSDT) 
maintenance (RSMR) 
data buffer (RSDB) 
look ahead (RSLA) 
attention summary (RSAS) 

RS04, error (RSER) 

drive status (RSDS) 
control & status # 2 (RSCS2) 

RS04, desired disk adrs (RSDA) 
UNIBUS address (RSBA) 
word count (RSWC) 
control & status # 1 (RSCS1) 

GT40 #2 

Yaxis 
X axis 

GT40 # 1 status 
program counter 

status (U DCS) I 
UDCll, scan (UDSR) I ICS/lCRll 

I 

UDC functional I/O modules 

KGl1, 
#8 

#1 

DMll-BB, 
#16 

#1 
DMA 

LPSll, 

ext DAC 
D/A YR 
D/A XR 
D/A SR 
D I/O output 
D I/O input 
CKBR 
CKSR 
ADBR 
ADSR 
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770 366 

770 200 

767776 

766 000 

765776 

765 000 

763776 

760010 

} UNIBUS Map 

} GT40 bootstrap 

1. User & 
PDP-ll diagnostic bootstra p 

Special J (half of it) 
Systems 

(top of floating addresses) 

(start of floating addresses) 

NOTE 
All presently unused UNIBUS addresses are re­
served by Digital. 
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APPENDIX B 

INSTRUCTION TIMING 

PDP-ll/04 CENTRAL PROCESSOR 

INSTRUCTION EXECUTION TIME 
The execution time for an instruction depends on the instruction itself 
and the modes of addressing used. In the most general case, the In­
struction Execution Time is the sum of a Basic Time, a Source Address 
Time, and a Destination Address Time. 

Instr Time = Basic Time + SRC Time + DST Time 

Double Operand i'nstructions require all 3 of these Times, Single Oper­
and instructions require a Basic Time and a DST Time, and with all 
other instructions the Basic Time is the Instr Time. 

All Timing information is in microseconds, unless otherwise noted. Times 
are typical; processor timing can vary ± 10%. 

Double Operand 

Instruction 

ADD, SUB, BIC, BIS 
CMP, BIT 
MOV 

Single Operand 

BASIC TIMES 

CLR, COM, INC, DEC, NEG, ADC, SBS 
ROR, ROL, ASR, ASL 
TST 
SWAB 
All Branches (branch true) 
All Branches (branch false) 

Jump Instructions 
JMP 
JSR 

Control, Trap, and Miscellaneous Instructions 
RTS 
RTI, RTT 
Set N,Z,V,C 
Clear N,Z,V,C 
HALT 
WAIT 
RESET 

lOT, EMT, TRAP, BPT 

B-1 

Basic Time (,u sec) 

MOS Parity MOS 

3.17 3.33 
2.91 3.07 
2.91 3.07 

2.65 2.81-
2.91 3.07 
2.39 2.55 
2.91 3.07 
2.65 2.81 
1.87 2.03 

0.91 0.88 
3.27 3.27 

4.11 4.43 
5.31 5.79 
2.39 2.55 
2.39 2.55 
1.46 1.62 
2.13 2.29 
100 ms 100 ms 

7.95 8.49 



ADDRESSING TIMES 

ADDRESSING FORMAT 

SRC Time* 

Parity 

Time (~sec) 

DST Time*~' 
-

Parity 
Mode Description Symbolic MaS MaS MaS MaS 

a 
1 

2 
3 

4 

5 

6 
7 

REGISTER R a a a a 
REGISTER @R or (R) 0.94 1.10 1.48 1.67 
DEFERRED 

AUTO-INCREMENT (R)+ 1.20 1.36 1.76 1.95 
AUTO-INCREMENT @(R)+ 2.66 2.98 3.20 3.55 
DEFERRED 
AUTO- -(R) 1.20 1.36 1.76 1.95 
DECREMENT 
AUTO- @-(R) 2.66 2.98 3.20 3.55 
DECREMENT 
DEFERRED 
INDEX X(R) 2.92 3.24 3.46 3.81 
INDEX @X(R) 4.38 4.86 4.92 5.43 
DEFERRED 

':' For Source time, add the following for odd byte addressing: 0.52 
(~sec) 

':":' For Destination time, modify as follows: 
a) Add for odd byte addressing with a non-modifying instruction: 

0.52 (~sec) 
b) Add for odd byte addressing with a modifying instruction modes 

1-7: 1.04 (~sec) 
c) Subtract for all non-modifying instructions except Mode 0: 

MaS: 0.54 Parity MaS: 0.57 (~sec) 
d) Add for MOVE instructions Mode 1-7: 0.26 (~sec) 
e) Subtract for JMP and JSR instructions, modes 3, 5, 6, 7: 0.52 

(~sec) 
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B.2 PDP-11/34A CENTRAL PROCESSOR 

INSTRUCTION EXECUTION TIME 
The execution time for an instruction depends on the instruction itself, 
the modes of addressing used, and the type of memory being referenced. 
In the most f{eneral case, the Instruction Execution Time is the sum of 
a Source Address Time, a Destination Address Time, and an Execute, 
Fetch Time. 

Instr Time = SRC Time + DST Time + EF Time 

Some of the instructions require only some of these times, and are so 
noted. All Timing information is in microseconds, unless otherwise noted. 
Times are typical; processor timing can vary ± 10%. 

BASIC INSTRUCTION SET TIMING 

Double Operand 

Instr Time = SRC Time + DST Time + EF Time 

Single Operand 

Instr Time = DST Time + EF Time 

Branch, Jump, Control, Trap, & Misc 

Instr Time = EF Time 

NOTES 
1) The times specified apply to both word and 

byte instructions whether odd or even byte. 
2) Timing is given without regard for NPR or 

BR servicing. 
3) If the memory management is enabled exe­

cution times increase by 0.12 /tsec for each 
memory cycle used. 

4) All timing is based on memory with the fol­
lowing performance characteristics: 

Memory Access 
Time 

Core (MMll-DP) .510/tsec 
MOS (MSll-JP) .635 
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Cycle 
Time 

1.0/tsec 
.775 



I. SOURCE ADDRESS TIME 

Source Memory Core MOS 
Instruction Mode Cycles (MMll-DP) (MS11-JP) 

0 0 0.00 f.Lsec 0.00 f.Lsec 
1 1 1.13 1.26 
2 1 1.33 1.46 

Double Operand 3 2 2.37 2.62 
4 1 1.28 1.41 
5 2 2.57 2.82 
6 2 2.57 2.82 
7 3 3.80 4.18 

II. DESTINATION TIME 

Destinatioli Memory 
Instruction Mode Cycles Core MOS 

0 0 0.00 0.00 
Modifying Single 1 2 1.62 1.74 

Operand 2 2 1.77 1.89 
and 3 3 2.90 3.15 

Modifying Double 4 2 1.77 1.89 
Operand 5 3 3.00 3.25 

(Except MOV, SWAB, 6 3 3.10 3.35 
ROR, ROL ASR ASL) 7 4 4.29 4.66 

0 0 0.00 0.00 
1 1 0.93 0.93 
2 1 0.93 0.93 

MOV 3 2 2.17 2.29 
4 1 1.13 1.13 
5 2 2.22 2.34 
6 2 2.37 2.49 
7 3 3.50 3.75 

0 0 0.00 0.00 
1 1 0.95 0.95 
2 1 1.13 1.26 

MTPS 3 2 2.26 2.51 
4 1 1.13 1.26 
5 2 2.26 2.51 
6 2 2.44 2.69 
7 3 3.57 4.20 
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Destination Memory 
Mode Cycles Core 

0 0 0.00 
1 1 0.64 
2 1 0.64 

MFPS 3 2 1.95 
4 1 0.82 
5 2 1.95 
6 2 2.13 
7 3 3.26 

III. EXECUTE, FETCH TIME 

DOUBLE OPERAND 

Instruction 
Memory 
Cycles Core 

ADD, SUB, CMP, BIT, 
BIC, BIS, XOR 

MOV 

SINGLE OPERAND 

CLR, COM, INC, DEC, 
ADC, SBC, TST 

. SWAB, NEG 
ROR, ROL, ASR, ASL 
MTPS 
MFPS 

1 

1 

1 

1 
1 
2 
2 

2.03 

1.83 

1.83 

2.03 
2.18 
2.99 
1.99 

EIS INSTRUCTIONS (use with DST times) 

MUL 1 ':'8.82 
DIV (overflow) 1 2.78 

12.48 
ASH 1 ':":'4.18 
ASHC 1 ':":'4.18 

MEMORY MANAGEMENT INSTRUCTIONS 

MFPI (D) 
MTPI (D) 

2 
2 

3.07 
3.37 

MOS 

0.00 
0.64 
0.64 
2.08 
0.82 
2.08 
2.26 
3.51 

MOS 

2.16 

1.96 

1.96 

2.16 
2.31 
3.12 
2.12 

':'8.95 
2.91 

12.61 
':<>:'4.31 
t.'~'4.31 

3.14 
3.34 

':' Add 200ns for each bit transition in serial data from LSB to MSB 
':' ':' Add 200ns per shift 

8-5 



Destination Memory 
Instruction Mode Cycles Core MOS 

0 0 0.00 0.00 
1 2 1.42 1.54 

SWAB, ROR, ROl, 2 2 1.57 1.69 
ASR,ASl 3 3 2.70 2.95 

4 2 1.62 1.74 
5 3 2.80 3.05 
6 3 2.90 3.15 
7 4 '4.09 4.46 

0 0 0.00 0.00 
1 1 1.13 1.26 

Non-Modifying 2 1 1.28 1.41 
Single Operand and 3 2 2.42 2.67 
Double Operand 4 1 1.33 1.46 

5 2 2.52 2.77 
6 2 2.62 2.87 
7 3 3.80 4.18 

0 0 0.00 0.00 
1 1 0.98 1.24 
2 1 1.32 L44 

MFPI (D) 3 2 2.20 2.45 
MTPI (D) 4 1 1.18 1.44 

5 2 2.20 2.45 
6 2 2.40 2.65 
7 3 3.59 3.96 

BRANCH INSTRUCTIONS 

Memory 
Instruction Cycles Core MOS 

BR, BNE, BEQ, (Branch) 1 2.18 2.31 
BPl, BMI, BVC, BVS, BCC, 
SCS, BGE, BlT, BGT, 
BlE, BHI, BlOS, 
BHIS, BlO 

(No Branch) 1 1.63 1.76 

SOB (Branch) 1 2.38 2.51 
(No Branch) 1 1.98 2.11 

8-6 



JUMP INSTRUCTIONS 

Destination Memory 
Mode Cycles Core MOS 

1 1 1.83 1.96 
2 1 2.18 2.31 

JMP 3 2 3.12 3.37 
4 1 2.03 2.16 
5 2 3.07 3.32 
6 2 3.07 3.32 
7 3 4.25 4.78 

1 2 3.32 3.44 
2 2 3.47 3.59 

JSR 3 3 4.40 4.65 
4 2 3.32 3.44 
5 3 4.40 4.65 
6 3 4.60 4.85 
7 4 5.69 6.06 

Memory 
Instruction Cycles Core MOS 

RTS 2 3.32 3.57 
MARK 2 4.27 4.52 
RTI, RTT 3 4.60 4.98 
Set or Clear C,V,N,Z 1 2.03 2.16 
HALT 1 1.68 1.81 
WAIT 1 1.68 1.81 
RESET 1 100 msec 100 msec 
lOT, EMT, TRAP, BPT 5 7.32 7.7 

LATENCY 

Interrupts (BR requests) are acknowledged at the end of the current in­
struction. For a typical instruction, with an instruction execution time of 
4 ,usec, the average time to request acknowledgement would be 2 ,usec. 

Interrupt service time, which is the time from BR acknowledgement to 
the first subroutine instruction, is 7.32 ,usec, max. for core, and 7.7 ,usec 
for MOS. 

NPR (DMA) latency, which is the time from request to bus mastership 
for the first NPR device, is 2.5 ,usec, max. 
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NOTES 

1. Add 0.84 p,seconds when in rounding mode (FT = 0). 

2. Add 0.24 p,seconds per shift to align binary points and 0.24 p,seconds 
per shift for normalization. The number of alignment shifts is equal 
to the exponent difference for exponent differences bounded as fol­
lows: 

1 S IEXP (AC)-EXP (FSRC)I S 24 single precision 
1 S I EXP (AC)-EXP (FSRC)I S 56 double precision 

The number of shifts required for normalization is equivalent to the 
number of leading zeroes of the result. 

3. Add .24 p,seconds times the exponent of the product if the exponent 
of the product is: 

1 < EXP (PRODUCT) S 24 single-precision 
1 S EXP (PRODUCT) S 56 double-precision 

Add 0.24 p,seconds per shift for normalization of the fractional result. 
The number of shifts required for normalization is equivalent to the 
number of leading zeroes in the fractional result. 

4. Add 0.24 p,seconds per shift for normalization of the integer being 
converted to a floating point number. For positive integers, the num­
ber of shifts required to normalize is equivalent to the number of 
leading zeroes; for negative integers, the number of shifts required 
for normalization is equivalent to the number of leading ones. 

5. Add 0.24 p,seconds per shift to convert the fraction and exponent to 
integer form, where the number of shifts is equivalent to 16 minus 
the exponent when converting to short integer or 32 minus the ex­
ponent when converting to long [nteger for exponents bounded as 
follows: 

1 S EXP (AC) S 15 short integer 
1 S EXP (AC) S 31 long integer 

B.3 PDP-11/44 CENTRAL PROCESSOR 

Timing for the instructions assumes the following conditions: 
1. Times specified are typical and may vary by ± 1 0%. They apply to 

both byte and word instructions, whether odd or even byte. 
2. Timing is given without regard to NPR or BR servicing and as­

sumes that no service states are used except where explicitly 
forced by the microstructures. 

3. Cache times assume 100% hits. Non-cache times assume 0% hits. 
4. If memory management is used, add 0.09 Jlsec per memory to the 

instruction time. 
5. The memory timing is assumed to be the following: 

MS11-M DATI (P) 490 ns taa 
DATO (B) 230 ns taa 

6. All times are expressed in Jlsec. 
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MOV, CMP, BIT, BIS, BIC, ADD, SUB Except any 
SMO/DMO Combinations 

REGISTER TO REGISTER INSTRUCTION TIMES 
UNCACHED CACHED 

INST TIME TIME 

MOV (0,0) 1.23 
ADD, BIS, BIC (0,0) 

1CMP, BIT, SUB 

.60 
1.41 

For the following instructions, use the time indicated directly. 

#MEM 
CYCLE 

1 
.78 

To figure time, add SRC time from the first table to DST time from the 
second table for the appropriate instruction. 

SRC MODE TIMES FOk ALL INSTRUCTIONS LISTED 
(INCLUDING FETCH) 

UNCACHED CACHED #MEM 
SRCMODE TIME TIME CYCLE 

0 1.23 .64 1 

1 1.92 .66 2 

2 2.10 .84 2 

3 2.97 1.08 3 

4 2.10 .84 2 

5 2.97 1.08 3 

6 3.15 1.26 3 

7 4.02 1.50 4 

MOV DST MODE TIMES 
UNCACHED CACHED #MEM 

DSTMODE TIME TIME CYCLE 

0 .18 .18 0 

1 .77 .77 0 
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UNCACHED CACHED #MEM 
DST MODE TIME TIME CYCLE 

2 .77 .77 0 

3 1.82 1.19 1 

4 .95 .95 0 

5 1.82 ·1.19 1 

6 2.00 1.37 1 

7 2.87 1.60 2 

ADD, BIS, BIC 
UNCACHED CACHED #MEM 

DST MODE TIME TIME CYCLE 

0 .36 .36 0 

1 1.46 .83 1 

2 1.64 1.01 1 

3 2.51 1.25 2 

4 1.64 1.01 1 

5 2.51 1.25 2 

6 2.69 1.43 2 

7 3.56 1.67 3 

CMP, BIT 
UNCACHED CACHED #MEM 

DST MODE TIME TIME CYCLE 

0 .36 .36 0 

1 1.05 .42 1 
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UNCACHED CACHED #MEM 
INST TIME TIME CYCLE 

2 1.23 .60 1 

3 2.10 .84 2 

4 1.23 .60 1 

5 2.10 .84 2 

6 2.28 1.02 2 

7 3.15 1.26 3 

SUB 
UNCACHED CACHED #MEM 

DST MODE TIME TIME CYCLE 

0 .18 .18 0 

1 1.46 .83 1 

2 1.64 1.01 1 

3 '2.51 1.25 2 

4 1.64 1.01 1 

5 2.51 1.25 2 

6 2.69 1.43 2 

7 3.56 1.67 3 

XOR, NEG 
UNCACHED CACHED #MEM 

DSTMODE TIME TIME CYCLE 

0 1.59 .96 1 

1 2.69 1.43 2 
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UNCACHED 
SRC MODE TIME 

2 2.89 

3 3.74 

4 2.87 

5 3.74 

6 3.92 

7 4.79 

ClR, COM, INC, DEC, SBl, ADl, SXT 

DSTMODE 

0 

1 

2 

3 

4 

5 

6 

7 

TST 

DSTMODE 

o 

UNCACHED 
TIME 

1.23 

2.51 

2.69 

3.56 

2.69 

3.56 

3.74 

4.61 

UNCACHED 
TIME 

1.23 
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CACHED 
TIME 

1.61 

1.85 

1.61 

1.85 

2.03 

2.27 

CACHED 
TIME 

.60 

1.25 

1.43 

1.67 

1.43 

1.67 

1.85 

2.09 

CACHED 
TIME 

.60 

#MEM 
CYCLE 

2 

3 

2 

3 

3 

4 

#MEM 
CYCLE 

1 

2 

2 

3 

2 

3 

3 

4 

#MEM 
CYCLE 

1 



UNCACHED CACHED #MEM 
DST MODE TIME 4 TIME CYCLE 

1 2.60 .84 2 

2 2.28 1.02 2 

3 3.15 1.26 3 

4 2.28 1.02 2 

5 3.15 1.26 3 

6 3.33 1.44 3 

7 4.20 1.68 4 

ROL, ROR, ASR, ASL 
UNCACHED CACHED #MEM 

DSTMODE TIME TIME CYCLE 

0 1.59 .. 96 1 

1 2.69 1.43 2 

2 2.87 1.61 2 

3 3.74 1.85 3 

4 2.87 1.61 2 

5 3.74 1.85 3 

6 3.92 2.03 3 

7 4.79 2.27 4 

SWAB 
UNCACHED CACHED #MEM 

DSTMODE TIME TIME CYCLE 

0 1.41 .78 1 
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UNCACHED CACHED #MEM 
DSTMODE TIME TIME CYCLE 

1 2.51 1.25 2 

2 2.69 1.43 2 

3 3.56 1.67 3 

4 2.69 1.43 2 

5 3.56 1.67 3 

6 3.74 1.85 3 

7 4.61 2.09 4 

MFPI (0) 
UNCACHED CACHED #MEM 

DSTMODE TIME TIME CYCLE 

0 2.18 1.55 1 

1 3.23 1.97 2 

2 3.41 2.15 2 

3 4.10 2.21 3 

4 3.41 2.15 2 

5 4.10 2.21 3 

6 4.28 2.39 4 

7 5.15 2.64 4 

MTPI (0) 
UNCACHED CACHED #MEM 

DSTMODE TIME TIME CYCLE 

0 2.64 1.38 2 
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UNCACHED CACHED #MEM 
DST MODE TIME TIME CYCLE 

1 3.59 2.26 2 

2 3.27 2.51 2 

3 4.46 2.57 3 

4 3.27 2.51 2 

5 4.46 2.57 3 

6 4.64 2.75 3 

7 5.51 2.99 4 

JMP 
UNCACHED CACHED #MEM 

DST MODE TIME TIME CYCLE 

1 1.23 .60 1 

2 1.59 .96 1 

3 2.28 1.02 2 

4 1.41 .78 1 

5 2.28 1.02 2 

6 2.28 1.02 2 

7 3.33 1.44 3 

JSR 
UNCACHED CACHED #MEM 

DST MODE TIME TIME CYCLE 

1 2.47 1.91 1 

2 2.65 2.09 1 
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UNCACHED CACHED #MEM 
DST MODE TIME TIME CYCLE 

3 3.34 2.15 2 

4 2.47 1.91 1 

5 3.34 2.15 2 

6 3.52 2.40 2 

7 4.39 2.57 3 

CALL TO SUPERVISOR MODE 
UNCACHED CACHED #MEM 

DSTMODE TIME TIME CYCLE 

0 7.46 6.20 2 

1 8.15 6.44 3 

2 8.33 6.45 3 

3 9.20 6.68 4 

4 8.33 6.44 3 

5 9.20 6.68 4 

6 9.38 6.86 4 

7 10.25 7.10 5 

BRANCHES 
#MEM 

BNE, ETC. TYPE UNCACHEDCASHED CYCLE 

FAILED 1.05 .42 1 

PASSED 1.59 .96 1 

SOB NO BRANCH 1.41 .78 
(1 ) 

1.77 1.14 1 
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TRAP, SUBROUTINES 
#MEM 

UNCACHED CACHED CYCLE 

TRAP INST. 5.68 3.93 3 

RTS 2.46 1.20 2 

RTI, RTT K 3.61 1.92 3 

K 4.35 2.46 3 

MISCELLANEOUS 
#MEM 

UNCACHED CACHED 

SET, CLR CC's 1.41 .78 (1) 

WAIT (LOOP) 1.53 .90 (1 ) 

EXIT 5.56 3.67 (3) 

RESET 1.23 .60 1 

1.50 In Kernel Mode 

MARK 3.36 2.10 2 

MFPT 1.41 .78 1 

SPL 2.85 2.22 1 

EIS 
ASH DM 0 3.93 1 3.30 ADD 180 ns. 

1 4.62 2 3.36 FOR TRANS. 
2 4.80 2 3.54 FOR RIGHT SHIFTS 
3 5.67 2 3.78 SUBTRACT 0.6 ns. 
4 4.80 2 3.36 
5 5.60 3 3.78 
6 5.78 3 3.89 
7 6.65 4 4.13 
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ASHe DM 0 3.51 1 2.88 ADD 180 ns. 
1 4.20 2 2.94 FOR TRANS. 
2 4.38 2 3.12 
3 5.25 3 3.36 
4 4.38 2 3.12 
5 5.25 3 3.36 
6 5.43 3 3.54 
7 6.30 4 3.78 

MUL DM 0 6.63 1 6.00 ADD 180 ns. PER 
1 7.32 2 6.06 BIT TRANSITION 
2 7.50 2 6.24 
3 8.37 3 6.48 
4 7.50 2 6.24 
5 8.37 3 6.48 
6 8.55 3 6.66 
7 9.42 4 6.90 

DIV DM 0 11.01 1 10.28 
1 11.07 2 10.44 
2 11.88 2 10.62 
3 12.75 3 10.86 
4 11.88 1 10.62 
5 12.75 3 10.86 
6 12.93 3 11.04 
7 13.08 4 11.28 
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8.4 PDP-11/60 CENTRAL PROCESSOR 
The execution time for an instruction depends on the instruction itself, 
the modes of addressing used, and the type of memory being referenced. 
In the most general case, the Instruction Execution Time is the sum of 
a Source Address Time, a Destination Address Time, and an Execute, 
Fetch Time. 

Instr Time = SRC Time + DST Time + EF Time 

Some of the instructions require only some of these times and are so 
noted. Times are typical and are based upon the MMll-WP memory as 
backing store. The simplified presentation of the timing data has occa­
sionally resulted in a larger time for an instruction being noted. All 
times may vary +10% due to clock and bus tolerances. 

BASIC INSTRUCTION SET TIMING 
Double Operand 

all instructions, 
except MOV: Instr Time = SRC Time + DST Time + EF 

Time 
MOV: Instr Time = SRC Time + EF Time (word 

only) 

Single Operand 
all instructions: Instr Time = DST Time + EF Time or 

Instr Time = SRC Time + EF Time 

Branch, Jump, Control, Trap & Misc 
all instructions: Instr Time = EF Time 

EIS (MUL, DIV, ASH, ASHC) 
all instructions: Instr Time = DST Time + EF Time 

Floati ng Poi nt 
all instructions: 

except ABSF, ABSD, 
NEGF, and NEGD: Instr Time = SRC Time + EF Time 

ABSF, ABSD, . 
NEGF and NEGD: Instr Time.= DST Time + EF Time 

Using the Chart Times 
To compute a particular instruction time, first find the instruction "EF" 
Time. Select the proper EF Time for the SRC and DST modes. Observe 
all "NOTES" to the EF Time by adding the correct amount to basic EF 
number. 

Next, note whether the particular instruction requires the inclusion of 
SRC and DST Times; if so, add the appropriate amounts to correct EF 
number. 
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Chart Times 
The times given in the chart are for Cache "hits"; that is, all the read 
cycles are assumed to be in the Cache. The number of read cycles in 
each subset of the instruction is also included so that timing can be 
calculated for a specific case of hits and misses, or timing can be cal­
culated based on an average hit rate. 
a) Specific hits and misses 

Add 1.1 j.tsec for each read cycle which is a miss instead of a hit. 
b) Average hit rate 

If PH is the percent of reads that are hits, add 1.1 X (1 - PH) X 
(number of read cycles) to the instruction timing. 

For example, an ADD A,B instruction using Mode 6 (indexed) address 
modes: 
1) All Hits: 

SRC time 
DST time 
EF time 

0.85 j.tsec 
0.85 j.tsec 
2.2 j.tsec 

2 read cycles 
2 read cycles 
1 read cycle 

TOTAL 3.9 j.tsec 5 read cycles 
2) 4 Hits, 1 Miss 

Total = 3.9 + 1.1 
= 5.0 j.tsec. 

3) Read hit rate of 87% 
Total = 3.9 + (1.1)(1 - .87)(5) 

= 4.6 j.tsec. 

Instruction 

Double 
Operand 

NOTES 
1. The times specified generally apply to Word 

instructions. In most cases Even Byte instruc­
tions have the same time, with some Odd 
Byte instructions taking longer. All exceptions 
are noted. 

2. Timing is given without regard for NPR or BR 
serving. 

3. Time~ are not affected if Memory Manage­
ment is enabled. 

4. All times are in microseconds, except where 
noted. 

Source Address Time 

Source 
Mode 

o 
1 
2 
3 
4 
5 
6 
7 
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SRC Time 

.00 

.51 

.51 
1.0 

.68 
1.2 

.85 
1.4 

Read 
Memory 

Cycle 

o 
1 
1 
2 
1 
2 
2 
3 



Instruction 

Single Operand 
and Double Oper­
and (except MOV, 
MTPI, MTPD, JMP, 
JRS) 

Destination Address Time 

DST 
Mode 

o 
1 
2 
3 
4 
5 
6 
7 

DST Time (A) 

.00 

.51 

.51 
1.0 

.68 
1.2 

.85 
1.4 

Read 
Memory 
Cycle 

o 
1 
1 
2 
1 
2 
2 
3 

NOTE (A): Add .17 j.tsec for odd byte instructions, except DST Mode O. 

Execute, Fetch Time 

(Double Operand) 

Instruction EF Time EF Time EF Time 
(SRC (SRC (SRC 

(Use with SRC Mode 0) Read Mode 1-7) Read Mode 0-7) Read 
Time and DST (DST Mem. (DST Mem. (DST Mem. 
Time) Mode 0) CYC Mode 0) CYC Mode 1-7) CYC 

ADD, SUB, BIC, .34 1 1.0 1 2.2 1 
BIS 

CMP, BIT .34 1 1.0 1 1.0 1 

XOR .34 1 1.0 1 

MOVB .34 1 .51 1 .51 1 

Instruction EF Time EF Time Read 
(Use with SRC DST DST (SRC Mode (SRC Mode Memory 
Time) Mode Register = 0) 1-7) Cycle 

MOV 0 0-7 .34 .51 1 
1 0-7 1.0 1.0 1 
2 0-7 1.0 1.0 1 
3 0-7 1.4 1.4 2 
4 0-7 1.2 1.0 1 
5 0-7 1.5 1.5 2 
6 0-7 1.2 1.4 2 
7 0-7 1.7 1.9 3 
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Execute, Fetch Time 

(Single Operand) 

Instruction EF Time Read EF Time 
(Use with DST (DST Mode Memory (DST Mode 
Time) 

TST 

CLR, COM, INC, 
DEC, ADC, ROL, 
ASL 

NEG, SBC, ROR, 
ASR 

Instruction 

MFPI, MFPD 

Instruction 

MTPI, MTPD 

Instruction 

BR, BN E, BEQ, BPL, 
BMI, BVC, BVS, 
BCC, BGS, BGE, 
BL T, BGT, BLE, 
BHI, BLOS, BHIS, 
BLO 

SOB 

= 0) Cycle 1·7) 

.34 1 .68 

.34 1 1.9 

1.2 1 2.4 

Read 
Memory 

EF Time Cycle 

6.1 1 

DST Instruction 
Mode Time 

0 3.6 
1 6.1 
2 6.3 
3 6.6 
4 6.3 
5 6.8 
6 6.6 
7 7.1 

Branch Instructions 

Instruction 
Time 

.85 

2.0 
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Read 
Memory 

Cycle 

1 

1 

Read 
Memory 

Cycle 

1 

1 

1 

Use with 
SRC Times 

Read 
Memory 

Cycle 

1 
2 
2 
3 
2 
3 
3 
4 



Instruction 

JMP 

Instruction 

JSR 

Instruction 

RTS 
MARK 
RTI 
RTT 
SET N, V, Z, C 
CLR N, V, Z, C 
RESET 
lOT, EMT, BPT, TRAP 

J U M P Instructions 

DST Instruction 
Mode Time 

1 1.2 
2 1.4 
3 1.5 
4 1.4 
5 1.7 
6 1.4 
7 1.9 

DST Instruction 
Mode Time 

1 2.5 
2 2.7 
3 2.9 
4 2.7 
5 3.2 
6 2.9 
7 3.6 

Miscellaneous Instructions 

Instruction 
Time 

1.5 
2.4 
2.4 
3.1 
1.5 

10 msec 
4.6 
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Read 
Memory 

Cycle 

1 
1 
2 
1 
2 
2 
3 

Read 
Memory 

Cycle 

1 
1 
2 
1 
2 
2 
3 

Read 
Memory 

Cycle 

2 
2 
3 
3 
1 

1 
3 



EIS Instructions MUL, DIV, ASH, ASHC 

Source Address Time 

Source Time 
Mode (p,sec) 

0 .340 
1 .640 
2 .640 
3 1.19 
4 .85 
5 1.36 
6 1.19 
7 1.70 

Add 1.1 p,sec for each read cycle which is a miss 

EF Time 

Instruction 

DIV 
MUL 

':'ASH 
*ASHC 

':'Add .17 p,sec for each shift 

EF Time 
(All Modes) 

7.65 p,sec 
6.12 p,sec 
3.57 p,sec 
4.25 p,sec 

8.5 PDP-11/70 CENTRAL PROCESSOR 

Read 
Memory 

Cycle 

0 
1 
1 
2 
1 
2 
2 
3 

Read 
Memory 

Cycle 

1 
1 
1 
1 

The execution time for an instruction depends on the instruction itself, 
the modes of addressing used, and the type of memory being referenced. 
In the most general case, the Instruction Execution Time is the sum of a 
Source Address Time, and an Execute, Fetch Time. 

Instr Time = SRC Time + DST Time + EF Time 

Some of the instructions require only some of these times, and are so 
noted. Times are typical; processor timing, with E:ore memory, may vary 
+15% to -10%. 

BASIC INSTRUCTION SET TIMING 
Double Operand 

all instructions, 
except MOV: Instr Time = SRC Time + DST Time 
(but including MOVS) + EF Time 
MOV Instruction: Instr Time = SRC Time + EF Time 
(word only) 
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Single Operand 
all instructions: Instr Time = OST Time + EF Time or 

Instr Time = SRC Time + EF Time 

Branch, Jump, Control, Trap & Misc 
all instructions: Instr Time = EF Time 

USING THE CHART TIMES 
To compute a particular instruction time, first find the instruction liEF" 
Time. Select the proper EF Time for the 'SRC and OST modes. Observe 
all "NOTES" to the EF Time by adding the correct amount to basic EF 
number. 

Next, note whether the particular instruction requires the inclusion of 
SRG and OST Times, if so, add the appropriate amounts to correct EF 
number. 

USING THE CHART TIMES 
The times given in the chart for Cache "hits"; that is, all the read cycles 
are assumed to be in the Cache. The number of read cycles in each 
subset of the instruction is also included so that timing can be calcu­
lated for a specific case of hits and misses, or timing can be calculated 
based on an average hit rate. 
a) Specific hits and misses 

Add 1.02 p'sec for each read cycle which is a miss instead of a hit. 

b) Average hit rate 
If PH is the percent of reads that are hits, add 1.02 X (1 - PH) x 
(Number of read cycles) to the instruction timing. 

For example, an ADD A,B instruction using Mode 6 (indexed) address 
modes: 

1) All Hits: 

SRC time = 0.60 p'sec 
OSTtime = 0.60 p'sec 
EF time = 1.35 p'sec 

TOTAL = 2.55p.sec 

2) 4 Hits, 1 Miss 
Total = 2.55 + 1.02 

= 3.57 p'sec 

3) Read hit rate 6f 90% 

2 read cycles 
2 read cycles 
1 read cycle 

5 read cycles 

Total = 2.55 + (1.02) (.1) (5) 
= 3.06 p'sec 

NOTES 
1. The times specified generally apply to Word instructions. In most 

cases Even Byte instructions have the same time, with some Odd 
Byte instructions taking longer. All exceptions are noted. 

2. Timing is given without regard for NRP or BR serving. Core memory 
is assumed to be iocated within the first 128K memory unit. 

8-25 



3. Times are not affected if Memory Management is enabled. 

4. All times are in microseconds. 

SOURCE ADDRESS TIME 

Instruction 

Double 
Operand 

Source 
Mode 

0 
1 
2 
3 
4 
5 
6 
7 

DESTINATION ADDRESS TIME 

DST 
Instruction Mode 

0 

Single Operand 
1 
2 

and Double Oper- 3 
and (except MOV, 4 
MTPI, MTPD, JMP, 5 
JRS 6 

7 

Read 
Memory 

SRC Time Cycles 

.00 0 

.30 1 

.30 1 

.75 2 

.45 1 

.90 2 

.60 2 
1.05 3 

Read 
Memory 

DST Time (A) Cycles 

.00 0 

.30 1 

.30 1 

.75 2 

.45 1 

.90 2 

.60 2 
1.05 3 

NOTE (A): Add .15 p,sec for odd byte instructions, except DST Mode O. 
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EXECUTE, FETCH TIME 

Double Operand 

Instruction EF Time 

(SRC 
Mode 0) 

(Use with (DST 
SRC Time Mode 0) 
and DST Time) 

ADD, SUB, _30 
BIC, BIS MOVB (D) 

CMP, BIT .30 
(D) 

XOR .30 
(D) 

Read 
Mem 
Cyc 

1 

1 

1 

EF Time EF Time 

(SRC (SRC 
Mode 1-7) Mode 0-7) 
(DST Read (DST Mode 1-7) 
Mode 0) Mem 

Cyc 

.45 2 1.20 
(D) (C) 

.45 1 .45 
(D) (C) 

.30 1 1.20 
(D) 

NOTE (C): Add 0.15 f.Lsec if SRC is R1 to R7 and DST is R6 or R7. 
NOTE (D): Add 0.3 f.Lsec if DST is R7. 

EF Time EF Time 
Instruction DST DST (SRC (SRC 
(Use with SRC Time) Mode Register Mode = 0) Mode = 1-7) 

0 0-6 .30 .45 
0 7 .60 .75 
1 0·7 1.20 1.20 

·2 0·7 1.20 1.20 
MOV 3 0-7 1.65 1.65 

4 0-7 1.35 1.35 
5 0·7 1.80 1.80 
6 0-7 1.50 1.65 
7 0-7 1.95 2.10 

Single Operand 

EF TIME EF Time 
Instruction (DST Memory (DST 
(Use with DST Time) Mode = 0) Cycles Mode 1 to 7) 

CLR, COM, INC, DEC, .30 1 1.20 
ADC, SBC, ROL, . (J) 
ASL, SWAB, SXT 

NEG .75 1 1.50 

TST .30 1 .45 
(J) 

ROR, ASR .30 1 1.20 
(J) (H) 

ASH, ASHC .75 1 .90 
(I) (I) 
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Read 
Mem 
Cyc 

1 

1 

1 

Read 
Memory 
Cycles 

1 
1 
1 
1 
2 
1 
2 
2 
3 

Read 
Memory 
Cycles 

1 

1 

1 

1 

1 



NOTE (H): Add 0.15 ,usec if odd byte. 
NOTE (I): Add 0.15 ,usec per shift. 
NOTE (J): Add 0.30 ,usec if DST is R7. 

Instruction 
(Use with SRC Times) EF Time 

MUl 
DIV 

by zero 
shortest 
longest 

Instruction 

MFPI 
MFPD 

Instruction 

MTPI 
MTPD 

Branch Instructions 

Instruction 

BR, BNE, BEQ, 
BPl, BM I, BVC, 
BVS, BCC, BCS, 
BGE, BlT, BGT, 
BlE, BH I, BlOS, 
BHIS, BlO 

SOB 

EF Time 

1.50 
1.50 

3.30 

.90 
7.05 
8.55 

Read 
Memory 
Cycles 

1 
1 

DST 
Mode Instruction Time 

o 
1 
2 
3 
4 
5 
6 
7 

Instr Time 
(Branch) 

.60 

.60 
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.90 
1.65 
1.65 
2.10 
1.80 
2.25 
2.10 
2.55 

Instr Time 
(No Branch) 

.30 

.75 

Read 
Memory 
Cycles 

1 

1 
1 
1 

use 
with 
SRC 
times 

Read 
Memory 
Cycles 

1 
2 
2 
3 
2 
3 
3 
4 

Read 
Memory 
Cycles 

1 

1 



Jump Instructions 

Read 
DST Memory 

Instruction Mode Instr Time Cycles 

1 .90 1 
2 .90 1 
3 1.20 2 

JMP 4 .900 1 
5 1.35 2 
6 1.0.5 2 
7 1.50 3 

1 1.95 1 
2 1.95 1 
3 2.25 2 

JSR 4 1.95 1 
5 2.40 2 
6 2.10 2 
7 2.55 3 

Control, Trap & Miscellaneous Instructions 

Read 

Instruction 
Memory 

Instr Time Cycles 

RTS 1.05 2 
MARK .90. 2 
RTI, RTT 1.50 3 

SET N, Z, V. C 
CLR, N, Z, V, C .60 1 

HALT 1.05 0 
WAIT .45 0 

WAIT Loop 
for a BR is 
.3 p.sec. 

RESET 10ms 1 
lOT, EMT, 3.30 3 
TRAP, BRT 
SPL .60 1 
INTERRUPT 2.31 2 

First Device 

EFFECTIVE MEMORY CYCLE TIME 
The overall effective cycle time of the CPU can be calculated from the 
following formula: 

TCE = PR X [(PH X TeH) + (1 - PH) TCM] + (1 - PR) TCw 
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Where TCE = Effective cycle time 
TCII = Cycle time for a read hit = 0.30 p,sec 
TCl! = Cycle time for a read miss = 1.32 p,sec 
TCw = Cycle time for a write = 0.75 p,sec 
PR = Percent of cycles that are reads 
PH = Percent of reads that are hits 

Thus, for an average PDP-11/70 program which has a read rate of 91 % 
and a read hit rate of 93%, the effective cycle time is: 

TCE = .91 X [(.93 X .30) + (.07 X 1.32)] + (.09 X .75) = .41 p,sec 
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Decimal Octal 

0 0 
1 1 
2 2 
3 3 
4 4 
5 5 
6 6 
7 7 
8 10 
9 11 

10 12 
11 13 
12 14 
13 15 
14 16 
15 17 
16 20 
17 21 
18 22 
19 23 
20 24 
21 25 
22 26 
23 27 
24 30 
25 31 
26 32 
27 33 
28 34 
29 35 
30 36 
31 37 
32 40 
33 41 
34 42 
35 43 

C-1 

APPENDIX C 

CONVERSION TABLE 

Binary 

0 
1 

10 
11 

100 
101 
110 
111 

1000 
1001 
1010 
1011 
1100 
1101 
1110 
1111 

10000 
10001 
10010 
10011 
10100 
10101 
10110 
10111 
11000 
11001 
11010 
11011 
11100 
11101 
11110 
11111 

100000 
100001 
100010 
100011 



Decimal Octal Binary 

36 44 100100 
37 45 100101 
38 46 100110 
39 47 100111 
40 50 101000 
41 51 101001 
42 52 101010 
43 53 101011 
44 54 101100 
45 55 101101 
46 '56 101110 
47 57 101111 
48 60 110000 
49 61 110001 
50 62 110010 
51 63 110011 
52 64 110100 
53 65 110101 
54 66 110110 
55 67 110111 
56 70 111000 
57 71 111001 
58 72 111010 
59 73 111011 
60 74 111100 
61 75 111101 
62 76 111110 
63 77 111111 
64 100 1000000 
65 101 1000001 
66 102 1000010 
67 103 1000011 
68 104 1000100 
69 105 1000101 
70 106 1000110 
71 107 1000111 
72 110 1001000 
73 111 1001001 
74 112 1001010 
75 113 1001011 
76 114 1001100 
77 115 1001101 
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Decimal Octal Binary 

78 116 1001110 
79 117 1001111 
80 120 1010000 
81 121 1010001 
82 122 1010010 
83 123 1010011 
84 124 1010100 
85 125 1010101 
86 126 1010110 
87 127 1010111 
88 130 1011000 
89 131 1011001 
90 132 1011010 
91 133 1011011 
92 134 1011100 
93 135 1011101 
94 136 1011110 
95 137 1011111 
96 140 1100000 
97 141 1100001 
98 142 1100010 
99 143 1100011 

100 144 1100100 
101 145 1100101 
102 146 1100110 
103 .147 1100111 
104 150 1101000 
105 151 1101001 
106 152 1101010 
107 153 1101011 
108 154 1101100 
109 155 .1101101 
110 156 1101110 
111 157 1101111 
112 160 1110000 
113 161 1110001 
114 162 1110010 
115 163 1110011 
116 164 1110100 
117 165 1110101 
118 166 1110110 
119 167 1110111 
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Decimal Octal Binary 

120 170 1111000 
121 171 1111001 
122 172 1111010 
123 173 1111011 
124 174 1111100 
125 175 1111101 
126 176 1111110 
127 177 1111111 
128 200 10000000 
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INDEX 

Abit 160 

Aborts 162 

ABSD (Make Absolute Double) 
instruction 354 

ABSF (Make Absolute Floating) 
instruction 354 

Access Control Field (ACF) 159, 160 

Access Information Bits 160 

Accumulators 23 

Accuracy 
floating point processors 351 to 
353 

ACF (see Access Control Field) 159, 
160 

Active Page Field (APF) 156 

Active Page Register (APR) 140, 
141, 145 to 147 

ADC (Add Carry) instruction 46, 58 

ADCB (Add Carry Byte) 
instruction 46,58 

ADDD (Add Floating/Double) 
iAstruction 354 to 356 

Add instruction 24,45,47,58 

ADDN(I) 442, 434, 435 

ADDP(I) 422,434,435 

Addresses 
memory 11 
registers 11 

Addressing 153,154 

Addressing modes 
direct 25, 36, 37 
indirect 26,37,38 
overview 23 
position independent 106 
program counter 26, 32 to 36, 38, 
39,41,42 
summary 39 to 41 

Address modification looping 
technique 144, 145 

Application kernels 269 

APF (Active Page Field) 156 

Architecture 
floating point processors 341, 
342 
PDP-11 family 11,13 
PDP-11/44 196 

ASCII Console (PDP-11 /44) 211 

ASCII conversions 135 

ASH (Arithmetic Shift) 
instruction 47,59 

ASHC (Arithmetic Shift Combined) 
instruction 47,59,60 

ASHN(I) 422,436,437 

ASHP(I) 422, 436, 437 

ASL (Arithmetic Shift Left) 
instruction 46,60,61 

ASLB (Arithmetic Shift Left Byte) 
instruction 46,60,61 

ASR (Arithmetic Shift Right) 
instruction 46,61,62 

ASRB (Arithmetic Shift Right Byte) 
instruction 46,61,62 

Autodecrement deferred mode 26, 
30,31,38,40,106 

Autodecrement looping 
technique 144, 145 

Autodecrement mode 26,29,37, 
40,106;110 

Autoincrement deferred mode 26. 
29,37,40,106 

Autoincrement looping 
technique 144,145 

Autoincrement mode 26, 28, 29, 36, 
40,106,110 

Automatic nesting 115, 116 

Battery backup MOS memory 183 

BBSY (Bus Busy signal) 14,20 
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Index 

BCC (Branch if Carry Clear) 
instruction 48, 62 

BCS (Branch if Carry Set) 
instruction 48, 62 

BEQ (Branch if Equal) 
instruction 48, 62, 63 

BG (Bus Grant) 14,17,20 

BGE (Branch if Greater Than or 
Equal) instruction 48, 63 

BGT (Branch if Greater Than) 
instruction 48, 63, 64 

BHI (Branch if Higher) 
instruction 48, 64 

BHIS (Branch if Higher Than the 
Same) instruction 48,65 

BICB (Bit Clear Byte) instruction 47, 
65 

BIC (Bit Clear) instruction 47,65 

BISB (Bit Set Byte) instruction 47, 
65 

BIS (Bit Set) instruction 47,65 

BITB (Bit Test Byte) instruction 47, 
66 

BIT (Bit Test) instruction 47,66 

Bits condition code 51,52 

BlE (Branch if less Than or Equal to) 
instruction 48, 66, 67 

BlO (Branch if lower) 
instruction 48, 67 

Block Number (BN) 157 

Block structure 
PDP-111,3 

BlOS (Branch If lower or Same) 
instruction 48, 67 

Bl T (Branch if less Than) 
instruction 48,67,68 

BMI (Branch if Minus) 
instruction 48, 68 

BNE (Branch if Not Equal) 
instruction 48, 69 

Bootstrap loader 188 

BPl (Branch if Plus) instruction 48, 
69 

BPT (Breakpoint Trap) 
instruction 50, 69, 70 

Branch instructions ,48,49 

BR (Branch) instruction 48, 70 

BR (bus request) 14,16,17,20 

Bus 1,11 to 13,15to 18 

Bus Busy (BBSY) signal 14,20 

Bus Communication 13 

Bus control section 14, 267 

Bus cycle 13 

Bus Grant (BG) 14,17,20 

Bus Interrupt (INTR) 14,20 

Bus request (BR) 14,16,17,20 

BVC (Branch if V bit Clear) 
instruction 48, 70 

BVS (Branch if V bit Set) 
instruction 48, 70 

Bypass Cache Bit (BC) 161 

Byte instructions 48 

Byte stack 109, 110 

Cache memory 184, 203, 235, 236, 
301 to 303 

Call to Supervisor Mode instruction 
(CSM) 50,73,74 

C bit 51,52 

CCC (Clear All Condition Code Bits) 
instruction 51 to 53, 71 

Central processor unit (CPU) 
bus priority 13, 18 
PDP-11/44 198 
PDP-11170 278 

CPU Mapping 147,148, 149, 150 

CFCC (Copy Floating Condition 
Codes) instruction 356 

Chaining bus grants 17 

Character Data Types 405 to 408 

Character String Instructions 408 to 
410 
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Index 

CIS (Commercial Instruction 
Set) 405 to 468 

CLC (Clear C) instruction 51 to 53, 
71 

CLN (Clear N) instruction 51 to i3, 
72 

CLRB (Clear Byte) instruction 24, 
46,71 

CLR (Clear) instruction 24,46, 71 

CLRD (Clear Double) 
instruction 356 

CLRF (Clear Floating) 
instruction 356 

CLV (Clear V) instruction 51 to 53, 
72 

CLZ (Clear Z) instruction 51 to 53, 
72 

CMPB (Compare Byte) 
instruction 72 

CMP (Compare) Instruction 72 

CMPC(I) 408,438,439 

CMPD (Compare Double) 
instruction 356, 357 

CMPF (Compare Floating) 
instruction 356, 357 

CMPN(I) 422,440,441 

CMPP(I) 422,440,441 

Code 
position independent 105 to 109 
pure 120 
re-entrant 120, 121 

COMB (Complement Byte) 
instruction 24, 46, 73 

COM (Complement) instruction 24, 
46,73 

Commercial Instruction Set 405 to 
468 

Commercial Load Descriptor 
Instructions 424,425 

Communication between devices 
(see also Data bus) 11, 13 

Compatability 1,2 

Computer Special Systems (CSS) 
group 6 

Condition code instructions 51 to 53 

Console emulator 
PDP-11/04 186 to 188 

Controller Registers 314 

Conversion Table C-1 to C-4 

Coroutines 122 to 126 

Counter looping 144, 145 

CPU 
bus priority 13, 18 

CSS (Computer Special Systems) 
group 6 

CVTLN(I) 423, 442 

CVTLP(I) 423,442 

CVTNL(I) 423,442,443 

CVTPL(I) 423,442,443 

CVTNP(I) 423,444,445 

CVTPN(I) 423,444,445 

Cycle 
bus 13 

Data 
formats 

cache memory 223 
floating point 279 to 281 
overlap 424 

structures 
indirect pOinters 27 
transfers 13, 14, 18, 19 

Data bus 1, 11 to 20, 23 

Data-path section 267 

Data (D) Space 156 

Debugging microprograms 269 

DECB (Decrement Byte) 
instruction 46, 74 

DEC (Decrement) instruction 46,74 

Decimal String Data Types 411, 412 

Decimal String Descriptors 412 to 
416 

Decimal String Instructions 421, 
422 
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Index 

Deferred modes 
see Addressing modes, 
indirect 

Devices 
bus priority 13, 16 to 18 
communication between (see also 
Data bus) 11,13 
service routine addresses 15, 16 

Diagnostic Control Store 263 

Direct addressing modes 25, 36,37 

Displacement Field (DF) 156,157 

Displacement In Block (DIB) 157 

DIVD (Divide Double) 
instruction 357,358 

DIV (Divide) instruction 75 

DIVF (Divide Floating) 
instruction 357,358 

DIVP(I) 422,445 to 447 

Division methods 132 to 135 

Documentation 7, 8 

Double operand instructions 25,47, 
48,54,55 

Downward compatibility 1 

Downward expandable page 161, 
162 

ECC (Error Correcting Code) 244, 
245 

EIS (Extended Instruction Set) 261 

EMT (Emulator Trap) instruction 50, 
75, 76, 129, 130 

Enable Memory Management 
Traps 163 

Errors 
parity 245 to 248 

Error traps 129, 130 

Expansion direction 161 

Extended Control Store 263 

Extended Instruction Set (EIS) 260, 
425 to 430 

Fault Recovery Registers 161 

FEA (Floating Exception Address) 

register 350 

FEC (Floating Exception Code) 
register 350 

Floating point processors (FPP) 
accuracy 351 to 353 
architecture 341,342 
description 341 
instruction addressing 350,351 
instructions 353 to 373 
operation 342, 343 
PDP-11/34A 341,374 to 379 
PDP-11/44 398t0403 
PDP-11/60 387 to 395, 397 
PDP-11170 379 to 386, 396 
timing 373 

Floating point unit status 
register 345 to 349 

FP11-A 374 to 379 

FP11-C 379 to 386 

FP11-E 387t0395 

FP11-F 398 to 403 
FPP(see Floating point 
processors) 

FPS register 345 to 349 

General-purpose registers (GPR) 
addressing modes 23, 26, 39 to 
41 
PDP-11/44 198 to 200 
PDP-11170 28, 279 
saving contents 111 

Grant chain 17 

HALT instruction 51, 76, 77 

Hardware stack pOinter (SP) 23, 24, 
109 

High Speed Controllers 312 to 314 

Horizontal priorities 16, 17 

"INCB (Increment Byte) 
instruction 24, 45, 77 

INC (Increment) instruction 24,45, 
77 

Index deferred mode 26, 32, 38, 41, 
106 

Index mode 25,31,37,41,106 
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Index 

Index register modifications 
looping methods 144,145 

Indirect addressing modes 26, 37, 
38 

Input buffer 
managing 114 

Instruction formats 
branch 48,49 
double operand 25,47,48 
jump 49,50 
single operand 25, 46 
subroutine return 49,50 

Instructions 
addressing 

floating point processors 350, 
351 
reserved 129 

timing 
floating point processors 372 to 
395 

trap 129 to 131 

Instruction set 
branch instructions 45, 48 
condition codes 51 to 53 
double operand instructions 47 
examples 53 to 56 
floating point instructions 353 to 
373 
interrupts 50,51 
jump instructions 49,50 
miscellaneous instructions 51 
overview 45 
single operand instructions 45, 46 
subroutine instructions 49, 50 
summary 56 to 102 
traps 45,50,51 

Instruction (I) Space 156 

Instruction Timing B-1 to B-30 

Interrupt conditions 
under memory management 
control 155 
description 116 to 119 
handling 15,16 
instructions 50 
linkage 111 

software (see Traps) 
vector 15, 16 

INTR (Bus Interrupt) 15 to 16, 20 

I/O Page Register (PDP-11 /44) 
Cache Data Register 206 
Cache Memory Error 
Registers 206, 207 
Cache Control Register 207 to 
209 
Cache Maintenance Register 209, 
210 
Cache Hit 210, 211 

lOT (I/O Trap) instruction 50, 77 

JMP (Jump) instruction 49, 78, 79 

JSR (Jump to Subroutine) 
instruction 49, 79, 80, 111, 115 

Jump instructions 49 

Jump tables 
addressing 27 

KT11 memory management 
comparison chart 175 to 178 

KT /cache section 267 

KY11-P programmers' console 249 
to 260 

LDCDF (Load and Convert from 
Double to Floating) instruction 358, 
359 

LDCFD (Load and Convert from 
Floating to Double) instruction 358, 
359 

LDCID (Load and Convert Integer to 
Double) instruction 359, 360 

LDCIF (Load and Convert Integer to 
Floating) instruction 359,360 

LDCLD (Load and Convert Long 
Integer to Double) instruction 359, 
360 

LDCLF (Load and Convert Long 
Integer to Floating) instruction 359, 
360 

LDD (Load Double) instruction 361, 
362 
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Index 

LDEXP (Load Exponent) 
instruction 360,361 

LDF (Load Floating) instruction 361, 
362 

LDFPS (Load FPP's Program Status) 
instruction 362 

LDUB (Load Microbreak Register) 
instruction 81,82 

Linkage information 
storing 111, 112 

Linkage register 111, 115 

LOCC(I) 408,447,448 

Long Integer 421 

Looping techniques 144,145 

L2DR 449 

L3DR 450 

M9312 modules 188,189,334 to 
337 

Machine-language instructions 
processing phases 270 to 274 

Machine state 
see Processor, state 

Macro-level architecture 267 
(see also Architecture) 

Maintenance Destination Mode 163 

MARK instruction 82 

Master bus operations 11 

MATC(I) 408,451,452 

MED (Maintenance Examine and 
DEP) instruction 82 to 85 

Memory (see also Page 
addressing) 11,23 to 42, 140 

bus priority 13 
PDP-11/04 182 
PDP-11/34A 182 
PDP-11/44 202 
PDP-11/60 244, 245 
PDP-11/70 282 to 285 

Memory Management 147 to 178 
PDP-11/34A 153,154, 182, 183 
PDP-11/44 202,203 
PDP-11/60 153,154,182,183 

registers 158, 159 
register map 171 to 173 
UNIBUS map 173 

Memory Mapping 147,148 

Memory system error register 237, 
238 

MFPD (Move from Previous Data 
Space) instruction 51,85,86 

MFPI (Move from Previous Instruction 
Space) instruction 51,85,86 

MFPS instruction 51,86 

MICRO-11/60 268 

MicroDebugging Tool (MDT) 269 

Microinstructions 265 

Micro-level architecture 266, 267 

Micro-level organization 267 

Microprogram Loader (MLD) 268 

Microprogramming 262 to 273 

Miss (cache operation) 238 

MLD (Microprogram Loader) 268 

MNS (Maintenance Normalization 
Shift) instruction 87 

MODD (Multiply and Integerize 
Double) instruction 362 to 365 

Modes (CPU) 
PDP-11/44 200,201 

MODF (Multiply and Integerize 
Floating) instruction 362 to 365 

MOS memory 
PDP-11/04 183 
PDP-11/34A 183 
PDP-11/44 202 
PDP-11/60 235, 244, 245 
PDP-11170 284,285,301 to 306 

MOVB (Move Byte) instruttion 47, 
88 

MOV (Move) instruction 47,88 

MOVC(I) 408, 453, 454 

MOVRC(I) 408, 454 to 456 

MOVTC(I) 408,456 to 458 

INDEX6 



Index 

MPP (Maintenance Partial Product) 
instruction 88, 89 

MTPD (Move to Previous Data Space) 
instruction 51,89 

MTPI (Move to Previous Instruction 
Space) instruction 51,89 

MTPS instruction 51,89,90 

MUL (Multiply) instruction 47,90 

MULD (Multiply Double) 
instruction 365, 366 

MULF (Multiply Floating) 
instruction 365,366 

MULP(I) 422,459,460 

Multiplication methods 134, 135 

Multiprocessing 205. 

Multiprogramming Integrity 434 

N bit 51,52 

NEG (Negate) instruction 46, 91 

NEGB (Negate Byte) instruction 46, 
91 

NEGD (Negate Double) 
instruction 366 

NEGF (Negate Floating) 
instruction 366 

Nesting 
definition 16 
automatic 115, 116 
interrupts 116 to 118 

Non-processor Data Transfers 289 

Non-processor grant (NPG) 14, 17, 
20 

Non-processor request (NPR) 
bus control 13,14,16,17,20 
PDP-11/60 241 

NPG (non-processor grant) 14, 17, 
20 

NPR (non-processor request) 
bus control 13,14,17,20 
PDP-11/60 206, 207 

Numerical notation 8 

Odd addressing error trap 108, 167 

OEM group 6 

Operating systems 
PDP-11 4,5 
DMS-11 4 
lAS 5 
RSTS/E 4 
RSX-11M 5 
RSX-11 M-PLUS 5 
RSX-11S 5 
RT-11 4 
TRAX 5 

Operator's console 
PDP-11/34A 185,186 

O-phase 271 

Organization 236, 237 

Overpunch Strings 417,418 

Package Systems 6, 7 

Page Address Register (PAR) 159 

Page Descriptor Register (PDR) 159 

Page Length Field (PLF) 161 

PAR (Page Address Register) 159 

Parity 
PDP-11/60 245 to 248 

Patching 129, 130 

PC absolute mode 34 

PC immediate mode 33, 34 

PC (program counter) 26,32,33 

PC relative deferred mode 35,36 

PC relative mode 34, 36 

PDP-11 
addressing modes 23 to 42 
architecture 11, 13 
block structure 3 
documentation 7,8 
instruction set (see also Instruction 
set) 45 to 102 
major categories 2 
operating systems 4, 5 
peripherals 5, 6 
price vs. performance 
PDP-11/44 194 
priority system 16 to 18 
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programming (see also 
Programming) 4 

PDP-11/04 181 to 183, 185, 189 
speCifications 190,191 

PDP-11/34A 
bootstrap loader 188 
console emulator 186 to 188 
features 181, 182 
floating pOint processor (see FP11-
A) 
memory 182 to 184 
memory management 147,148, 
152 to 154,182,183 
operator's console 185, 186 
processor backplane 189, 190 
I?rogrammer's console 187,188 
specifications 190,191 

PDP-11/44 
features 195 
overview 195 
block diagram 197 
specifications 229, 230 
system architecture 196 
memory 202 
memory management 202, 203 
multiprocessing 205 

PDP-11/60 
extended instruction set 261 
features 233 
floating pOint processor (see also 
FP11-E) 261 
memory 235 to 240 
microprogramming 264 to 275 
programmer's console 249 to 260 
programmable stack limit 260 
reliability and maintenance 
program 262 
specifications 262 

PDP-11170 
overview 277 
features 277 
specifications 292 

PDR (Page Descriptor Register) 159 

Peripherals 
PDP-115,6 

Physical address constructed from 
virtual 156, 157,238 

PIC (Position-Independent 
Coding) 105 to 109 

Pointers 23 

POP stack operation 110, 111 

Position-independent code 105 to 
109 

Power failure 
effect on cache memory 241 

Priority 
bus control 11, 13, 15 to 18 

Processor 
priority 13, 18 
traps 128 to 131 

Processor control 
section 267, 296 

Processor memory reference 
cache memory 239 to 241 

Processor Priority 201 

Processor status word (PS) 15,16, 
200,226,280,281 

Program control instructions 45, 48 

Program counter addressing 
modes 26, 32 to 36, 38, 39, 41 

Program counter (PC) 23, 24, 32, 
111 

Program Interrupt Requests 228 

Programmable stack limit 260 

Programmer's console 
PDP-11/60 249 to 260 
PDP-11170 325 to 334 

Programming 
examples 135 to 145 
PDP-11 see also Instruction set 4 
techniques 105 to 135 

Program relocation 142,144,210 to 
212 

PS (Processor status word) 15, 16, 
200,226,280,281 

Pure code 120,121 

PUSH stack operation 109 to 111 
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RAMP (Reliability and Maintenance 
Program) 262 -

Recursion 126 to 128 

Reentrancy 120 to 122 

Reentrant code 120, 121 

Index 

Register deferred mode 26,27,28, 
37,39,106 

Register mode 26,27,29,36,106 

Registers 
addresses 11 
console 251, 252 
displaying contents 255 to 260 
general purpose addressing 
modes 23, 26, 39 to 41 
saving contents 111 
index 23 
PDP-11/44 221 to 223, 225, 228 
PDP-11/60 241 to 244 

Reliability and Maintenance Program 
(RAMP) 262 

Relocation 
Disabled 174 
Enabled 174 

Requests 
see Bus request 
see Non-processor request 

Reserved Bits 161 

Reserved instructions 
traps 129 

RESET instruction 51,91 

ROLB (Rotate Left Byte) 
instruction 46, 91, 92 

ROL (Rotate Left) instruction 46, 91, 
92 

RORB (Rotate Right Byte) 
instruction 46, 92 

ROR (Rotate Right) instruction 46, 
92 

Routines 
see also Coroutines; 
Subroutines recursive 126 to 128 
reentrant 120, 121 

RTI (Return from Interrupt) 
instruction 50, 93 

RTS (Return from Subroutine) 
instructin 50, 93, 94 

RTT (Return from Interrupt) 
instruction 50, 94', 95 

SACK (Selection Acknowledge) 14, 
20 

SBCB (Subtract Carry Byte) 
instruction 46, 95 

SCANC(I) 408,460 to 462 

SCC (Set All Cs) 
instruction 51 to 53, 96 

Separate Strings 419, 420 

Sequential lists addressing 27 

Service routine 
device address 15, 16 

SETD (Set Floating Double Mode) 
instruction 367 

SETI (Set Integer Mode) 
instruction 367 

SETL (Set Long Integer Mode) 
instruction 367 

SEV (Set V) 
instruction 51 to 53, 96 

SEZ (Set Z) 
instruction 51 to 53, 96 

Signal lines 
UNIBUS 11 

Single operand 
instructions 24, 25, 46 

SKPC(I) 408, 462 to 464 

Slave 
bus operations 11 

Slave Sync (SSYN) 15 

SOB (Subtract One and Branch if not 
Equal to 0) instruction 48, 97 

Software Services group 6 

SPANC(I) 408,464 to 466 

SPL (Set Priority Level) 
instruction 97,98 
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Specialized Systems 6 

SSYN (Slave Sync) 15 

Stack 
addressing 23 
coroutine calls 122, 123 
description 109 to 115 
interrupt linkage 116 to 1119 
limit 259, 299 
reentrancy 120 
subroutine linkage 115 

Stack memory pages 170 

Stack pointer 109 

Status registers 
floating point unit 345 to 349 

STCFD (Set and Convert from 
Floating to Double) instruction 367, 
368 

STCDF (Store and Convert from 
Double to Floating) instruction 367, 
368 

STCDI (Store and Convert from 
Double to Integer) instruction 368, 
369 

STCDl (Store and Convert from 
Double to long Integer) 
instruction 368, 369 

STCFI (Store and Convert from 
Floating to Integer) instruction 368, 
369 

STCFl (Store and Convert from 
Floating to long Intefer) 
instruction 368, 369 

STD (Store Double) instruction 370 

STEXP (Store Exponent) 
instruction 369, 370 

STFPS (Store FPP's Program Status) 
instruction 371 

STF (Store Floating) instruction 370 

STST (Store FPP's Status) 
instruction 371 

SUBD (Subtract Double) 
instruction 371,372 

SUBF (Subtract Floating) 
instruction 371,372 

SUBN(I) 422, 466 to 468 

SUBP(I) 422, 466 to 468 

Subroutines compared to 
coroutine 123, 124 

linkage 111,115,116 
return from 49,50,112,115 

SUB (Subtract) instruction 47,98, 
99 

Suspendable Instructions 430 to 
434 

SWAB (Swap Byte) instruction 46, 
99 

SXT (Sign Extend) instruction 46, 99 

System Stack 
see Stack 

Time-out error trap 128 

Top of stack 
manipulations addressing 27 

Transfer rate 
UNIBUS 13 

Transfers 
data 13,14,18,19 

Transparency 171 

TRAP instruction 50,100 

Traps 
handler 129,130 
instruction 50,129 to 131 
linkage 112 
processor 128,129 

Trap vectors 129,131 

TSTB (Test Byte) instruction 373 

TSTD (Test Double) 
instruction 373 

TSTF (Testing Floating) 
instruction 373 

TST (Test) instruction 46, 100 

UCS (see User Control Store) 

UNIBUS 
description 1, 11 to 20 
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UNIBUS ADDRESSES A-1 to A-13 

Upward compatibility 1,2 

Upward expandable page 161 

User Control Store 
(UCS) 263 

V bit 51,52 

Vector addresses 
error traps 129,131 
interrupts 116, 117 

Virtual Address 147,153,154 

W Bit 160 

WAIT instruction 51,100,101 

Word stack 109,110 

Writable Control Store 
(WCS) 266,274,275 

XFC (Extended Function Code) 
instruction 101, 102 

XOR instruction 47,102 

Z bit 51,52 
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